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Abstract

Large Language Models (LLMs) can generate
natural language explanations that rationalize
their own decisions, a phenomenon commonly
referred to as self-explanations. Such explana-
tions have emerged as a promising direction for
explainable artificial intelligence (XAI), partic-
ularly for interpreting LLM behavior. However,
while self-explanations often appear plausible,
whether they faithfully reflect a model’s under-
lying reasoning process remains an open ques-
tion. In this opinion paper, we argue that self-
explanations can be highly plausible, question-
ably faithful, and yet highly actionable. From
a traditional XAI perspective, we identify the
limitations of standard evaluation protocols for
LLM-generated self-explanations and propose
practical guidelines for assessing their plausi-
bility and faithfulness. Moreover, we argue
that evaluation should extend beyond these cri-
teria to actionability, highlighting applications
of LLM rationalization capabilities that sup-
port informed decision-making and appropriate
action across diverse stakeholders.

1 Introduction

The emergence of Large Language Models (LLMs)
has transformed the landscape of eXplainable Ar-
tificial Intelligence (XAI), creating new oppor-
tunities while introducing significant challenges
(Zhao et al., 2024). As LLMs are increasingly
integrated into real-world applications, their ex-
planations should accommodate the diverse goals,
expertise, and technical backgrounds of stakehold-
ers, thereby fostering informed trust (Calderon and
Reichart, 2025).

Traditional post-hoc XAl methods generate fea-
ture attributions, often using surrogate models such
as LIME (Ribeiro et al., 2016). These approaches
typically produce intuitive explanations, for exam-
ple by highlighting the input tokens that influenced
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a prediction, making them relatively accessible to
stakeholders. However, their computational cost
limits scalability to modern LLMs with hundreds of
billions of parameters (Jean-Quartier et al., 2023).
Mechanistic interpretability offers a complemen-
tary approach by reverse-engineering the internal
representations and computational mechanisms of
models (Somvanshi et al., 2026; Bereska, 2024,
Ranaldi, 2025), but its complexity limits accessibil-
ity to stakeholders with advanced expertise (Wilde
and Rugolon, 2025).

LLM-generated self-explanations (hereafter,
self-explanations) have emerged as a promising di-
rection for bridging this gap. Instead of relying on
external explanation methods or probing internal
mechanisms, LLMs can generate natural language
explanations for their outputs (Fayyaz et al., 2024;
Palta et al., 2026; Ajwani et al., 2025) or produce
intermediate reasoning through chain-of-thought
(CoT) prompting (Wei et al., 2022). The natural-
language format of self-explanations often creates
a strong impression of transparency and alignment
with human reasoning (Chen et al., 2026; Barez
et al., 2025), making them particularly appealing
in high-stakes applications. For example, in health-
care, where LLMs are increasingly explored for
clinical decision support and patient-facing appli-
cations, understandable explanations can help build
trust among clinicians and patients (Afolabi et al.,
2026).

Although self-explanations appear promising for
explaining LLM decisions, whilst remaining acces-
sible to many stakeholders, this does not necessar-
ily imply that self-explanations align with human
expectations or truly reflect the model’s underly-
ing decision-making process. This distinction is
captured by two central concepts in XAl: plausi-
bility and faithfulness. Plausibility refers to how
convincing or aligned with human reasoning an
explanation appears (Jacovi and Goldberg, 2021;
Palta et al., 2026; Lyu et al., 2024), whereas Faith-
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fulness refers to the extent to which it accurately
reflects the model’s underlying decision process
(DeYoung et al., 2020; Lyu et al., 2024).

Contributions In this opinion paper, we argue
that self-explanations can be highly plausible, ques-
tionably faithful, but potentially highly actionable.
We substantiate this claim by identifying key limi-
tations in existing protocols for evaluating the plau-
sibility and faithfulness of self-explanations (§2).
Given these limitations, we advocate shifting the
focus towards the actionability of self-explanations,
that is their ability to help stakeholders make in-
formed decisions and take concrete actions (Or-
gad et al., 2026). Accordingly, we outline a re-
search agenda and possible ways to reposition self-
explanations as communicative interfaces for stake-
holders without technical expertise, as tools for sup-
porting human decision-making and for facilitating
deliberation from diverse perspectives (§3). Finally,
we provide preliminary directions for evaluating
actionability and call for broadening evaluation be-
yond plausibility and faithfulness to account for the
practical value of self-explanations.

2 Self-Explanations: Highly Plausible,
Questionably Faithful

Explanations generated by XAl methods are com-
monly evaluated along two key dimensions: plausi-
bility and faithfulness (Doshi-Velez and Kim, 2017,
Hase and Bansal, 2020).! In the following, we ex-
amine the limitations of applying standard XAI
evaluation protocols to self-explanations and pro-
pose practical guidelines for evaluating their plau-
sibility and faithfulness.

2.1 Plausibility

Prior work has shown that self-explanations are
often highly plausible and well aligned with hu-
man expectations (Palta et al., 2026; Ajwani et al.,
2025; Fan et al., 2026). One factor contributing
to this high level of plausibility is the sycophan-
tic behavior of LLMs, whereby models tend to
agree with or flatter stakeholders (Malmqvist, 2025;
Wang et al., 2026). As a result, stakeholders may
be more likely to accept explanations that align
with their expectations or existing beliefs. In ad-
dition, Palod et al. (2026); Agarwal et al. (2024)

'We omit discussion of concepts such as simulatability
(e.g., Hase and Bansal (2020)) and monitoring (e.g., Guan
et al. (2025)), as we believe they are rooted in the concepts of
faithfulness and plausibility.

note that LLMs are optimized to generate coher-
ent and helpful responses, which together with the
accessibility of natural-language explanations, can
increase their perceived interpretability (Madsen
et al., 2024; Kunz and Kuhlmann, 2024). The
high plausibility of self-explanations can also be
attributed to how plausibility is evaluated. In most
studies, plausibility is assessed either through hu-
man ratings (Palta et al., 2026; Ajwani et al., 2025;
Fan et al., 2026) or by comparing generated ex-
planations with human explanations (e.g., Fayyaz
et al. (2024); DeYoung et al. (2020); Di Bonaven-
tura et al. (2024)). While these approaches capture
important aspects of plausibility, we argue that they
overlook two key elements.

Plausibility Evaluation Ignores Stakeholder Ex-
pertise Doshi-Velez and Kim (2017) propose ex-
planation evaluation that includes both task experts
(e.g., doctors) and lay users, where expert evalua-
tions focus on explanation quality within the task
context, and lay evaluations capture more general
notions of explanation quality. This distinction is
crucial for assessing plausibility, as a stakeholder’s
ability to judge an explanation depends on their
expertise. For example, in a medical diagnosis task,
a non-expert stakeholder may find an explanation
with technical terminology convincing, whereas
a doctor may recognize flawed reasoning or hal-
lucinated content and judge it as less plausible.
Thus, plausibility evaluation depends on the stake-
holder’s expertise and background, and it should
therefore be collected and assessed accordingly.

Plausibility Evaluation Ignores Variation Gen-
erally, plausibility is measured by comparing a
model’s explanation with a human explanation,
where closer alignment is interpreted as greater
plausibility. However, this approach overlooks vari-
ation in how humans explain the same decision,
particularly for ambiguous or subjective tasks. For
example, in hate speech detection, annotators may
interpret the same content differently and provide
distinct labels and explanations based on their back-
grounds and values. This variation naturally arises
from instance difficulty, task ambiguity, and sub-
jective interpretation (Plank, 2022; Kulmizev et al.,
2026). Consequently, relying on a single refer-
ence explanation risks collapsing diverse but valid
perspectives into one standard. To better reflect
human reasoning, plausibility evaluation should
accommodate multiple valid explanations by align-
ing evaluation metrics with the task and validating
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them with domain experts (Muscato et al., 2026).
Therefore, plausibility evaluation should embrace
variation in ambiguous or subjective tasks, where
multiple valid explanations may exist, rather than
relying on a single reference explanation as the
definitive standard.

2.2 Faithfulness

A growing body of work has questioned whether
self-explanations satisfy faithfulness requirements
(Paul et al., 2024; Lanham et al., 2023; Turpin
et al., 2023; Lewis-Lim et al., 2025; Madsen et al.,
2024; Colegado et al., 2026). We argue that self-
explanations are questionably faithful for three
main reasons.

First, LLMs lack access to the internal processes
that generates their outputs. As argued by Sarkar
(2024b), self-explanations are generated through
the same process as prediction, without access to
meta-information about the prediction process it-
self. Therefore, it is unlikely that self-explanations
reflect genuine introspective analysis. Second,
faithful explanations require separating decision-
making from explanation generation. However,
prompting models to explain their predictions may
influence the decision process itself, as suggested
by the observed impact of self-explanations on pre-
diction accuracy (Li et al., 2023). Third, LLMs
may provide coherent but misleading rationales due
to sycophantic behavior, hallucinations, or biases
(Feng et al., 2026), raising doubts about whether
self-explanations reflect the true causes of their
decisions. As a result, when models produce in-
correct or hallucinated outputs (Lin et al., 2025),
their explanations may still present coherent but
misleading justifications, raising concerns about
whether the reported rationale truly corresponds to
the underlying cause of the decision.

Despite the above concerns, several studies have
investigated the faithfulness of self-explanations
(Paul et al., 2024; Huang et al., 2023; Mayne
et al.,, 2026; Turpin et al., 2023; Cornish and
Rogers, 2025; Chen et al., 2025; Chua and Evans,
2025). While we encourage investigating the faith-
fulness of self-explanations, we argue that exist-
ing faithfulness evaluation methods are not suit-
able for self-explanations. Many of these meth-
ods are perturbation-based, where model inputs are
perturbed (i.e., removing explanation words) and
model outputs (i.e., predictions) for these perturbed
inputs are compared (Ribeiro et al., 2016; Huang
et al., 2023; Fayyaz et al., 2024; DeYoung et al.,

2020; Parcalabescu and Frank, 2024; Atanasova
et al., 2023). These methods rest on three assump-
tions identified by Jacovi and Goldberg (2020): the
model assumption, the prediction assumption, and
the linearity assumption. When it comes to LLMs
and self-explanations, these assumptions do not
hold for three main reasons.

Faithfulness Evaluation Overlooks Nondeter-
minism in LLMs The first assumption identified
by Jacovi and Goldberg (2020) is the model as-
sumption, which states that ‘two models will make
the same predictions if and only if they use the
same reasoning process.” Nondeterminism com-
plicates the practical applicability of the model as-
sumption for LLMs, because identical model-input
pairs can yield different outputs across runs, and
their self-explanations can vary as well (Astekin
et al., 2024; Aul et al., 2025). Moreover, Bogaert
et al. (2025) provide empirical evidence that mod-
els with comparable predictive performance may
nonetheless produce substantially different expla-
nations for their decisions. Therefore, faithfulness
evaluation should account for the nondeterministic
behavior of LLMs, rather than treating single-run
outputs as definitive evidence of faithfulness.

Faithfulness Evaluation Overlooks Prompt Sen-
sitivity in LLLMs The second assumption, the
prediction assumption, states that ‘on similar in-
puts, the model makes similar decisions if and only
if its reasoning is similar.” However, for LLMs, the
notion of a ‘similar input’ is often narrow: mod-
els can be highly sensitive to subtle surface-form
changes such as spacing, capitalization, and punctu-
ation (He et al., 2024; Zhuo et al., 2024; Loya et al.,
2023; Errica et al., 2025; Gan et al., 2024). As a
result, prompts that are semantically equivalent or
nearly identical to humans may elicit different pre-
dictions. For instance, removing a comma from the
input can unexpectedly change the model’s output.

This sensitivity complicates the use of input sim-
ilarity as a stable basis for faithfulness evaluation.
Existing faithfulness evaluations often incorporate
input perturbations implicitly, but they rarely treat
prompt sensitivity itself as a separate variable to
measure systematically. This is also true for prompt
modifications that appear unrelated to the decision
itself. For example, asking the LLM to provide
explanations (Huang et al., 2023; McMillan et al.,
2025) or adding ‘Please answer this question’ to
the prompt (Chua and Evans, 2025) can negatively
affect predictive performance. Therefore, faith-
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fulness evaluation should not rely on an assumed
(dis)similarity between inputs, but should account
for prompt sensitivity in LLMs as a distinct source
of variation.

Perturbation-Based Faithfulness Evaluation Is
Unreliable for LLLMs Finally, the linearity as-
sumption poses that ‘certain parts of the input are
more important to the model reasoning than others.
Moreover, the contributions of different parts of the
input are independent from each other’ (Jacovi and
Goldberg, 2020). Relying on this assumption, faith-
fulness metrics commonly remove or mask parts of
the input and assess the change in the model’s pre-
dictions (DeYoung et al., 2020; Ribeiro et al., 2016).
This approach is not suitable for LLMs, because an
LLM may disregard the task input and instead rely
solely on its internal knowledge to complete the
task. For example, LLMs may continue to predict
a sentiment even after all sentiment-bearing words
have been removed from the input, and have been
shown to solve ‘unanswerable’ tasks by produc-
ing predictions for inputs that lack the information
required to determine the correct answer (Fayyaz
et al., 2024; Ming et al., 2025; Kirichenko, Polina
and Ibrahim, Mark and Chaudhuri, Kamalika and
Bell, Samuel J., 2025). From the perspective of
faithfulness evaluation, such behavior can itself
be interpreted as evidence of unfaithful explana-
tions: if an explanation attributes a prediction to
specific input features, yet the prediction remains
unchanged when those features are masked, the ex-
planation is not faithfully reflecting the true basis
of the model’s decision.

Moreover, perturbing inputs may induce unwar-
ranted model behaviour (e.g. refusal (Huang et al.,
2023)), especially when the perturbation increases
the unnaturalness of the text. This also applies
to perturbation techniques that rely on synthetic
inputs, such as counterfactuals (Colegado et al.,
2026; Madsen et al., 2024). Such synthetic in-
puts may contain hidden patterns that LLMs can
exploit, e.g., self-preference biases (Panickssery
et al., 2024; Wataoka et al., 2024), potentially al-
lowing the model to game faithfulness tests rather
than reveal its true reasoning. Thus, faithfulness
evaluation should account for two key concerns:
(i) the model’s reliance on parametric knowledge
over the task input, and (ii) the risk that perturbed
or synthetic inputs introduce exploitable artifacts
rather than meaningful signal.
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2.3 High Plausibility Can Mask
Unfaithfulness

Explanations that are highly plausible, but ques-
tionably faithful can be misleading. Importantly,
an LLM may produce an incorrect prediction while
providing an explanation that faithfully reflects the
reasoning underlying that prediction. Conversely,
an explanation may appear convincing while failing
to faithfully reflect the factors that actually influ-
enced the model’s prediction. This latter case, in
which plausibility may mask a lack of faithfulness,
raises concerns about the interpretation and use
of LLM self-explanations. Palta et al. (2026) and
Fan et al. (2026) show that humans often find LLM
self-explanations persuasive even when the model’s
prediction is incorrect. Ajwani et al. (2025) refer to
this phenomenon as adversarial helpfulness, where
explanations make incorrect predictions appear cor-
rect. Such effects may reduce users’ ability to de-
tect erroneous model outputs (Fan et al., 2026), po-
tentially leading to unwarranted trust in the LLM’s
capabilities. This trust may foster automation bias,
i.e., the tendency of users to over-rely on auto-
mated recommendations (Romeo and Conti, 2026).
Such over-reliance is particularly concerning in
high-stakes domain (Jacovi et al., 2021).

3 Towards Actionable Self-Explanations

In the previous section, we discussed the challenges
of evaluating the plausibility and faithfulness of
self-explanations. Although such self-explanations
can appear highly plausible, prior work has shown
that they are not always faithful, as they may not
accurately reflect the model’s true decision-making
process (§2). Given the limitations of current faith-
fulness evaluation methods, we suggest that their
value may extend beyond strictly reflecting this pro-
cess. Thus, we advocate viewing self-explanations
through the lens of actionability: their ability to
help diverse stakeholders make better-informed de-
cisions and take effective actions (Orgad et al.,
2026).

Crucially, we view the benefits of actionable
self-explanations as downstream of faithfulness:
an unfaithful explanation cannot be safely acted
upon. At the same time, faithfulness alone does not
guarantee actionability. An explanation may faith-
fully track a model’s decision process yet remain
too technical, opaque, or misaligned with users’
tasks to support concrete decisions. Our position is
therefore that the community should move beyond



evaluating faithfulness in isolation and explicitly
design and evaluate self-explanations that are both
faithful and actionable for end users. In this view,
actionability is a necessary complement to faithful-
ness, not a substitute for it.

We treat self-explanations as outputs of an
LLM’s rationalization capability, i.e., its ability to
generate justifications for decisions. From this per-
spective, we highlight three practical applications
of LLM rationalization: (i) serving as a commu-
nicative interface that makes XAl more accessible
to non-expert stakeholders; (ii) supporting human
decision-making; (iii) facilitating deliberation by
surfacing diverse perspectives.

Making XAI Accessible to Non-Expert Stake-
holders A key challenge in the practical adoption
of XAl is that the most faithful explanations are of-
ten the least accessible to non-expert stakeholders
(Colin et al., 2022). Self-explanations can bridge
this gap by translating faithful but complex explana-
tions into natural language rationales that are easier
to understand and act upon (Serafim et al., 2024,
2025; Mermigkis et al., 2026). They can also adapt
explanations to different stakeholders by adjusting
terminology, formulation, and level of detail to the
expertise and information needs of stakeholders
(Albert et al., 2024). Nonetheless, as also noted
by Serafim et al. (2025), LLM-generated narra-
tives can distort otherwise faithful XAl outputs by
over-interpreting, omitting, or hallucinating causal
claims. This risk is especially acute in high-stakes
settings, where a fluent but unfaithful explanation
may be more misleading than no explanation at all.
We therefore argue that any pipeline that verbal-
izes XAl signals through LLMs should incorporate
lightweight safeguards such as constrained prompt-
ing, structured output schemas, and a verification
step to reduce the likelihood of unfaithful narra-
tions. Self-explanations should thus not be treated
as standalone explanations, but as communicative
interfaces that render faithful XAl methods more
accessible.

Self-explanations could also communicate uncer-
tainty and potential hallucinations in LLM outputs
(Al-Mahmood, 2025; Banerjee et al., 2025). Al-
though a growing body of work has focused on
detecting hallucinations in LLMs (Farquhar et al.,
2024; Sriramanan et al., 2024), self-explanations
can complement these methods by conveying their
signals in natural language, helping users better
assess the reliability of model outputs. This per-

spective aligns with Ulmer et al. (2026), who argue
that LLMs should communicate uncertainty in a
human-like manner.

LLMs in Support of Human Decision-Making
In high-stakes domains, AI systems should be
designed to support human judgment instead of
replacing it (Kostick-Quenet and Gerke, 2022;
Lazaros et al., 2026; Panigutti et al., 2023). Rather
than treating self-explanations as faithful accounts
of model reasoning, we argue they should be
viewed as arguments that human decision-makers
can critically evaluate. Their value lies not in re-
vealing how a model reached a conclusion, but in
surfacing assumptions, uncertainties, and alterna-
tive perspectives that help decision-makers criti-
cally evaluate the generated arguments and form
their own judgement (Sarkar, 2024a). This perspec-
tive can be operationalized through safety protocols
(e.g., guardrails (Jalan et al., 2026)), that constrain
LLMs to generate arguments rather than final de-
cisions. For example, in the medical domain, the
LLM could present the clinical evidence that sup-
ports or challenges candidate diagnoses, leaving
the final decision to the doctor.

While our discussion mainly focuses on LLMs
supporting human decision-making, our per-
spective also extends to autonomous or semi-
autonomous workflows. When LLMs act as
decision-makers, self-explanations can serve as ac-
tionable artifacts for post-hoc auditing, debugging,
and accountability, enabling developers, regulators,
and affected users to understand and contest auto-
mated decisions. In such settings, the safeguards
we advocate (e.g., constrained prompting, verifica-
tion layers) become even more critical given the
lack of real-time human oversight. We acknowl-
edge, however, that in fully autonomous, high-
stakes deployments, self-explanations alone are in-
sufficient and must be complemented by stronger
reliability guarantees and monitoring mechanisms.

Nevertheless, we recognize that in low-stakes
scenarios, end-to-end LLM reasoning and judg-
ment may be acceptable, or even preferable.

LLMs as Advocates for Deliberation Viewing
self-explanations as a means of supporting human
decision-making, we argue that such explanations
can foster deliberation through diverse perspectives
is essential: different LLMs can surface comple-
mentary arguments and counterarguments that en-
rich the decision process (e.g., (Li et al., 2024)).
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We call this paradigm LLMs as advocates, where
models provide diverse viewpoints while humans
remain the final decision-makers. By expanding
the range of considerations available, these systems
have the potential to enhance human judgment and
foster reflective deliberation.

Future Insights for Evaluating Actionability
While actionability may be more difficult to mea-
sure than plausibility or faithfulness, it is not in-
tractable (Alotaibi and Singh, 2026). For each of
our three practical applications, we outline initial
evaluation directions:

* Making XAI Accessible to Non-Experts. Eval-
vate whether self-explanations help non-
experts correctly interpret XAI outputs
through a participatory approach, in which
users assess the quality and usefulness of ex-
planations for their intended tasks, identify un-
certainty and potential errors, and determine
when to trust, override, or seek human review.

* LLM-Supported Human Decision-Making.
Use decision-impact experiments to assess
whether self-explanations improve task per-
formance (accuracy, calibration, time, work-
load) and decision quality (e.g., fewer harmful
overrides, better risk-sensitive choices) versus
no- or baseline-explanation conditions (e.g.,
(Haag, 2026)).

* LLMs as Deliberation Advocates. Assess
whether multi-perspective self-explanations
broaden considerations, reduce premature con-
vergence, and improve group decision quality
using deliberation transcripts and metrics of
argument diversity and outcomes.

4 Conclusion

In this opinion paper, we have highlighted the limi-
tations of existing XAl evaluation frameworks for
measuring the plausibility and faithfulness of LLM-
generated self-explanations. Nevertheless, we ar-
gue that self-explanations derive their value from
their actionability: their ability to support informed
decision-making and enable stakeholders with di-
verse goals, expertise, and backgrounds to take ap-
propriate actions. We position self-explanations not
as literal accounts of a model’s internal reasoning,
but as communicative interfaces for non-experts,
decision-support tools, and facilitators of deliber-
ation by presenting diverse perspectives. Over-

all, we advocate moving beyond treating plausi-
bility and faithfulness as the primary objectives of
self-explanations, and instead emphasizing their ac-
tionability in enabling informed decision-making
across diverse stakeholders.

Limitations

While our opinion paper provides insights into how
existing plausibility and faithfulness evaluation pro-
tocols could be challenged and reframed towards
more actionable self-explanations, we do not pro-
vide a practical implementation or empirical eval-
uation of the proposed revisions. Moreover, our
aim 1s not to introduce new evaluation metrics, but
rather to offer a fresh perspective for the XAl re-
search agenda by highlighting the importance of
developing and evaluating explanations that are
more actionable for diverse stakeholders.
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