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Abstract

Simulatability is an evaluation protocol for ex-
planations that quantifies their usefulness by
how well they help a user predict a task model’s
outputs. Since human evaluation is costly,
automated simulatability replaces human ex-
plainees with LLM simulators, as proposed in
ConSim (Poché et al., 2025) for large-scale
experiments. We qualitatively replicate and
extend ConSim’s ranking of explanation meth-
ods across the tested datasets, explanation fam-
ilies, and simulator LLMs, and identify two
limitations. First, when class names are mean-
ingful, simulators can obtain high simulatabil-
ity by solving the classification task directly,
without relying on the explanations. Second,
class anonymization can reward explanations
for leaking the hidden label mapping, a limita-
tion we expose with a new classes-as-concepts
baseline. These results are consistent with a
shortcut hypothesis: in the tested settings, sim-
ulator predictions mainly rely on task priors,
while explanations produce small changes. We
derive recommendations for more robust auto-
mated simulatability evaluations.

1 Introduction

Explanations of a task model’s predictions are often
evaluated via faithfulness and complexity metrics
(Jacovi and Goldberg, 2020), which only assess
internal properties of the explanation, i.e., how well
it reflects the task model’s decision process or how
concise it is, rather than whether the explanation is
actually useful or plausible to an explainee.
Simulatability addresses this gap by evaluating
explanations end-to-end: an explanation is useful
insofar as it enables an explainee to predict the task
model’s behavior on held-out inputs (Kim et al.,
2016). Early simulatability studies relied on hu-
mans in controlled user studies (Lage et al., 2019;
Colin et al., 2022) which are costly and difficult
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Figure 1: Overview of automated simulatability limi-
tations. Automated simulatability explains how a task
model works via ICL (in-context learning), and the LLM
simulator must simulate its predictions on new samples.
In theory, simulatability measures the usefulness of ex-
planations. However, simulator predictions can remain
unaffected by explanations, thus relying on task priors
(Sec. 4). In anonymized settings, explanation scores can
also reward hidden label recovery (Sec. 5).

to scale. To overcome this limitation, recent work
substitutes human explainees with LLM simula-
tors, yielding automated simulatability (Hase and
Bansal, 2020; Poché et al., 2025).
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We replicate and extend ConSim’s experiments
(Poché et al., 2025) to additional explanation
types (attributions and rationales), LLM simula-
tors, and datasets. As in the original paper, in non-
anonymized experiments, we find that explanations
produce small changes to simulator predictions.
We hypothesize a shortcut: simulator predictions
are dominated by task priors rather than explana-
tion content. Echoing similar effects in ICL (in-
context learning) (Liu et al., 2022; Jang et al., 2024)
and, in human psychology, with goal neglect (Dun-
can et al., 1996). Then we present evidence con-
sistent with this hypothesis. To prevent shortcuts,
ConSim anonymizes class names; however, we
show that this fix has its own limitations. We intro-
duce a classes-as-concepts baseline, which trivially
explains a prediction by naming the predicted class,
and find that it outperforms every tested method
under anonymization, showing that rankings can
reward label leakage rather than meaningful expla-
nations. We close with recommendations for robust
simulatability protocols.

Our contributions are: (1) a qualitative replica-
tion of ConSim’s protocol and extension to new
datasets, explanation families (attributions and ra-
tionales), and LLM simulators; (2) the shortcut hy-
pothesis and cross-family and cross-LLM evidence
consistent with strong task-prior influence in non-
anonymized settings; (3) the classes-as-concepts
baseline, showing that anonymized evaluation can
reward uninformative label leakage explanations;
(4) concrete recommendations for more robust au-
tomated simulatability evaluation.

2 Background

Explanations types. Interpretability aims at un-
derstanding the behavior and decisions of task mod-
els. It can be divided into explanation types; we
use three of them (thorough overview in App. A):
* Attributions are popular methods that quantify the
contribution of input features to the prediction
(Lundberg and Lee, 2017; Simonyan et al., 2014).

* Rationales are free-form textual justifications of
a prediction (Camburu et al., 2018), most of the
time LLM-generated (Turpin et al., 2023).

* Concept-based explanations map internal task
model computations to human-understandable
concepts, providing a higher-level view of what a
task model has learned (Kim et al., 2018; Feldhus
and Kopf, 2025). In this paper, we focus on post-
hoc unsupervised methods (Poeta et al., 2023).

Existing metrics largely assess the quality of all
these methods with respect to task model behavior
or generalization across inputs, rather than whether
they are effectively communicated to an evaluator.
This gap motivates simulatability as a criterion for
evaluating the effectiveness of explanations.

Simulatability refers to the degree to which expla-
nations help a simulator to predict a task model’s
outputs (Kim et al., 2016; Lage et al., 2019). It
shifts the evaluation focus from internal faithful-
ness to downstream utility: an explanation is useful
insofar as it lets an evaluator reproduce the task
model’s behavior on held-out inputs. Early evalua-
tions relied on controlled human user studies (Lage
et al., 2019; Colin et al., 2022), which are difficult
to scale. (Deeper related work in App. B).

Automated Simulatability. To overcome the
scalability ceiling of human studies, recent work
substitutes human explainees with LLM simulators
(De Bona et al., 2024; Nguyen et al., 2024). How-
ever, the simulator’s nature changes what is evalu-
ated (Chan et al., 2022). In our paper, we replicate
and extend ConSim (Poché et al., 2025), an auto-
mated simulatability framework for concept-based
explanations. They notably introduce anonymized
experiments (which we detail in Sec. 5) to force
LLM simulators to rely on the explanations. They
find consistent rankings across datasets, task mod-
els, and simulators.

3 Replication and extension of ConSim

Before analyzing the limitations, we verify that our
implementation recovers the qualitative findings
of ConSim (Poché et al., 2025). We then select a
prompt format and concept interpretation for the
analyses in Sections 4 and 5.

3.1 Replication setup

We detail ConSim experiments in App. C, but we
invite the reader to refer to the original paper for
the complete description (Poché et al., 2025). We
call our replication old_consim.

What is preserved: We keep the same simulata-
bility logic, prompt-type families, and anonymized
variants. We use the same methods (NoProjec-
tion is renamed neurons-as-concepts), and keep the
TopK concept interpretation. We keep 3 of the four
datasets: BIOS, IMDB, and Rotten Tomatoes. We
also use deterministic sampling to balance the num-
ber of correct and incorrect task model predictions.
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What changes:

* Task models: We use one HuggingFace task
model per dataset rather than retrain multiple
architectures. Because their activations are not
necessarily positive, we replace NMF with Semi-
NMF (Ding et al., 2010).

 Evaluation stability: We use 50 seeds and split
them into 10 disjoint groups of 5. Each grouped
observation, therefore, aggregates 100 evaluation
predictions rather than the 20 available from a
single seed, reducing the discreteness and vari-
ance of the accuracy estimates.

* Coverage: We add AG News (Zhang et al., 2015)
and GoEmotions (Demszky et al., 2020), replace
Tweet Eval Emotion (Mohammad et al., 2018)
by Emotion (Saravia et al., 2018), and treat BIOS
slightly differently (App. D).

* Prompting: We reconstruct the original prompt
setup as old_consim and introduce new_consim,
which includes 3 changes: related information is
interleaved with examples, importance values are
verbalized, and evaluation samples are predicted
one at a time. Details in App. E.

» Concept interpretation: We also test an LLM-
based approach to concept interpretation, ad-
dressing one of ConSim’s announced limitations.

3.2 Implementation and Reproducibility

Code, prompts, task model identifiers, seeds, out-
puts, and reproduction commands are available
on GitHub. We rely on the library Interpreto
(Poché et al., 2026) for attribution and concept-
based explanations. Interpreto concept-based ex-
planations use the LanguageModel from NNsight
(Fiotto-Kaufman et al., 2025) for model splitting
and activation extraction, and overcomplete (Fel,
2025) for concept learning. The old_consim im-
plementation was available in Interpreto. Finally,
plots rely on the code released with the original
ConSim paper.

3.3 Reproduction and protocol selection

Qualitative reproduction. We first as-
sess whether our reconstruction of the original
old_consim protocol recovers the qualitative find-
ings reported by ConSim. Exact numerical replica-
tion is not expected because we use different task
models, a different simulator, and a partially differ-
ent set of datasets. We therefore evaluate whether
the broad relative ordering of the explanation meth-
ods is preserved.

Figure 9 is a copy of figures reported in the orig-
inal paper, while Fig. 10 shows our reconstruction.
The main pattern is preserved: Vanilla SAE, ICA,
and Semi-NMF rank above the no-explanation
baseline, whereas PCA and SVD remain near the
bottom. Some method-level positions differ, but
we do not interpret these differences because the
task models and decomposition setup have changed.
Overall, our reproduction aligns with the original
ConSim study.

Prompt-format selection. = We next compare
the reconstructed old_consim format with our re-
vised new_consim format. The paired results are
reported in Fig. 6 in App. F. new_consim yields
significantly higher simulatability scores for 8/10
prompt types. Nonetheless, the rankings of the
two formats remain correlated (Pearson r = .87
and Spearman p = .87). Thus, new_consim gener-
ally increases scores while broadly preserving the
original behavior. We use new_consim as the com-
mon prompt format in the following experiments.
Note that on Qwen-3.5-9B, later conclusions hold
with the old_consim format and LLM-generated
interpretations.

Concept-interpretation selection. Using
new_consim, we also compare TopK and LLM-
generated concept interpretations. TopK yields sig-
nificantly higher scores for 5/6 applicable concept
prompt types (Fig. 7 in App. F). We therefore use
TopK as the default concept interpretation in the
subsequent analyses.

Motivating observation. With both 01d_consim
and new_consim, the non-anonymized score dis-
tributions overlap strongly across concept meth-
ods and their matched no-explanation baselines
(Fig. 12). The next section explores this limitation.

4 Task-solving shortcuts in
non-anonymized simulatability

The previous section showed that, when class
names are visible, concept explanations produce
only limited separation from their matched no-
explanation baselines. We first test whether this
behavior recurs across the tested explanation fam-
ilies and LLM simulators. We then examine the
hypothesis that simulators primarily rely on their
prior knowledge of the classification task, with only
minor changes from the provided explanations.
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Prompt element Bl B2 C1 C2 C3
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Table 1: Prompt types used for the cross-family shortcut
experiments. B1 and B2 are no-explanation baselines.
C1-C3 are concept prompts. A is the attribution prompt,
where local explanations are word attributions for the
learning examples. R is the rationale prompt, where lo-
cal explanations are natural-language rationales for the
learning examples. The evaluation phase never includes
an explanation or a label.

4.1 Attributions and rationales extension

We extend the non-anonymized evaluation to con-
cept explanations (C), feature attributions (A), and
natural-language rationales (R) while keeping the
simulator task and prompt structure fixed. All
prompts include the task description and evaluation
sample; they differ only in whether they contain
global explanations, learning examples with task
model predictions, and local explanations. Table 1
summarizes the resulting prompt types.

Following Sec. 3, concept prompts use
new_consim with TopK interpretations. We select
one representative method per explanation family
based on the Qwen-3.5-9B (Qwen-Team, 2026)
rankings reported in App. I: Vanilla SAE for con-
cepts, LIME for attributions, and Qwen3.5-2B for
rationales. We first evaluate the complete grid
with Qwen-3.5-9B, then repeat the representative-
method comparison with Llama-3.1-8B (Dubey
et al., 2024), Gemma-4-12B (Abd et al., 2026),
and Phi-4 (Abdin et al., 2024).

4.2 Consistent but small explanation gains
across LLM simulators

With Qwen-3.5-9B, concept and attribution
prompts are significantly above their matched no-
explanation baselines (Fig. 2). However, the mean
gains are small relative to the variability across
experimental settings.

Gemma-4-12B and Phi-4 show similar rankings
and conclusions (App. K): Explanations provide
small gains over their matched baselines, with con-
cept prompts showing the clearest improvements.
This consistency is also visible at the prediction
level: Qwen-3.5-9B, Gemma-4-12B, and Phi-4
agree on about 85% of their predictions (Fig. 19).

Three of four retained user-LL.Ms show similar
small gains in explanation. Llama-3.1-8B reverses

0.075 A

0.050 ~

0.025 A

0.000 A

—0.025 A

Simulatability difference

Figure 2: Qwen-3.5-9B prompt-type differences. Bar-
plot comparing each selected prompt type to its match-
ing no-explanation baseline.

this pattern, demonstrating that automated simu-
latability remains simulator-dependent. Its lower
agreement with the task model suggests that simu-
lator capability may contribute to this difference.

4.3 The shortcut hypothesis

A small explanation can admit at least two interpre-
tations. First, the tested explanations may provide
little useful information beyond what the LLM sim-
ulator already knows. Second, the simulator may
not use the explanations even when they contain rel-
evant information, because directly predicting the
gold label is easier than inferring the task model’s
behavior.

The consistency of the pattern across three expla-
nation families and three LLM simulators makes a
shared limitation of the evaluation protocol more
plausible than independent failures of each expla-
nation method, although the latter cannot be ruled
out. We therefore investigate the following shortcut
hypothesis: LLM simulator predictions are mainly
determined by task priors, with explanations pro-
ducing smaller changes.

4.4 Evidence for the shortcut hypothesis

High agreement without learning information.
The B1 prompt provides the task description and
class names but no learning examples, task model
predictions, or explanations (Tab. 1). Nevertheless,
B1 achieves simulatability scores above 0.7 across
several datasets (penultimate violin in each group
of Fig. 17). Because evaluation samples are bal-
anced between correct and incorrect task model
predictions, always predicting the gold label would
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Figure 3: Prompt types mostly agree. Mean pairwise
exact agreement between gold labels, task model predic-
tions, and selected prompt-type predictions. Each cell is
computed within a LLM simulator/dataset/class-subset
triplet and averaged equally over all triplets.

yield an expected score of 0.5. A B1 score of 0.7,
therefore, requires agreement with at least 40%
of the task model’s errors. Thus, high agreement
can arise without learning examples, task model
predictions, or explanations.

Prompt types mostly agree. Fig. 3 reports ex-
act agreement between predictions produced un-
der the different prompt types. It shows strong
agreement across prompt types, including the B1
(class-names-only) baseline. Therefore, in many
cases, including examples or explanations does not
change the simulator predictions. We observe even
stronger agreement between prompts with learning
examples; however, as shown in Fig. 17, this does
not meaningfully change scores.

In addition, the dataset- and simulator-wise re-
sults in App. L show that predictions match the gold
label on IMDB nearly 100% of the time across all
prompt types, consistent with a strong reliance on
prior knowledge.

Qualitatively different concepts have similar
scores. The limited score separation is not
solely due to equally uninformative concept de-
scriptions. For the BIOS subset {dentist, physician,
surgeon}, SVD’s displayed global concept for den-
tist is “Scholarship, Ph.D., Professor, Faculty, ...”
and is opposed to the class, whereas Vanilla SAE
displays the supportive descriptor “D.D.S., Den-
tistry, teeth, board-certified, ...” (Table 4). Yet,

(_; 0.25 Classes Neurons SVD Vanilla SAE
ICA PCA SemiNMF 77 No expl.
& 0.00 - - .
Cl Cc2 C3

Prompt types

Figure 4. Non-anonymized concept prompts over-
lap. Qwen-3.5-9B grouped-seed scores for TopK
new_consim C1-C3 prompts. The methods include
qualitatively distinct concept decompositions, but their
distributions largely overlap.

over C1-C3, their mean scores on this subset are
equal (.712 each). More broadly, Fig. 4 shows
strongly overlapping non-anonymized score dis-
tributions for all concept methods, despite such
qualitative differences.

The harder the classification task, the clearer
the differences. The clearest explanation
gains occur on the selected GoEmotions sub-
sets, which contain semantically confusable la-
bels such as anger/annoyance/neutral and admi-
ration/approval/caring. The task model’s F1 score
on this dataset is 0.541 (HuggingFace model id:
SamLowe/roberta-base-go_emotions). These
subsets also have lower no-explanation perfor-
mance, leaving more room for learning-phase in-
formation to help. This dataset dependence is con-
sistent with the shortcut hypothesis: task priors
dominate when the classification problem is easy,
whereas explanation matters more when direct pre-
diction is difficult.

Explicit simulatability framing does not im-
prove agreement. Finally, we compare
new_consim with simulator_consim, which ex-
plicitly instructs the LLM simulator to simulate the
task model. All other prompt content and experi-
mental settings are held fixed (App. E). Mention-
ing the task model generally reduces simulatability
scores (Fig. 8). Thus, explicit simulator framing
alone does not align with task model behavior.

These observations are consistent with the short-
cut hypothesis: when direct classification is easy,
simulator predictions change little when explana-
tions are added. They do not establish that explana-
tions are unused.

ConSim forces the simulator to rely on explana-
tions by anonymizing the output classes. The next
section examines whether anonymization success-
fully removes the shortcut.
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5 Anonymization sensitivity to leakage

In theory, anonymization from ConSim (Poché
et al., 2025) prevents LLM simulators from directly
predicting meaningful class names. However, we
show that explanations can reveal the hidden label
mapping, creating a second shortcut.

5.1 Anonymized experiments

Anonymized experiments replace class names with
generic labels such as Class_1 and Class_2. The
simulator must predict these labels during evalua-
tion. This removes the direct semantic link between
the input and the expected output, preventing the
simulator from solving the classification task solely
using class names. Instead, it must infer the label
mapping from the learning-phase examples and ex-
planations. Without learning-phase information,
the anonymized B1 baseline is expected to perform
at the chance level.

5.2 Classes-as-concepts

Anonymization hides the output labels but not the
semantic information contained in explanations.
An explanation may therefore reveal which original
class each anonymous label corresponds to.

To demonstrate this failure mode, we intro-
duce the classes-as-concepts baseline, where each
concept corresponds directly to one class. In
a non-anonymized prompt, this produces redun-
dant explanations, such as associating the predic-
tion “surgeon” with the concept “surgeon.” In
an anonymized prompt, however, it associates
Class_0 with “surgeon,” directly revealing the hid-
den label mapping.

Figure 5 shows that classes-as-concepts obtain
the highest scores across all anonymized prompt
types. The pairwise comparisons in Fig. 25 confirm
that they outperform all other concept methods.
This ranking does not indicate a better explanation
of task model behavior: the baseline succeeds by
revealing the mapping between anonymous labels
and class names.

Anonymizing the explanation strings would not
fully solve this issue, since synonyms or other se-
mantic descriptions could reveal the same mapping.

Anonymized simulatability can therefore reward
label leakage rather than explanation quality. We
recommend including classes-as-concepts, or a sim-
ilar label-leakage baseline, whenever anonymized
prompts are used.

g

(o]
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30.75—
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[

Neurons SVvD

£0.25 Classes Vanilla SAE
2 ICA PCA SemiNMF No expl.
n 0.00 ; : .
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Prompt types

Figure 5: Classes-as-concepts in anonymized concept
prompts. Violin plot on Qwen-3.5-9B concept scores
with TopK new_consim and anonymized prompt types.

6 Conclusions and recommendations

Conclusions. In this paper, we introduced a
prompting protocol and qualitatively replicated the
ConSim ordering. As in the ConSim paper, we
observe that non-anonymized explanations provide
limited separation from no-explanation baselines.

We show that this pattern generalizes across con-
cepts, attributions, and rationales and LLM sim-
ulators. Although explanation gains are statisti-
cally significant, they remain small relative to their
variability. We propose the shortcut hypothesis to
explain this result: simulator predictions are often
dominated by direct task solving, with explanations
producing only secondary changes. We present sev-
eral observations consistent with this hypothesis.

ConSim uses class anonymization to prevent
direct task solving. However, we find that
anonymized evaluations can instead reward expla-
nations that solely reveal the hidden label mapping.
We demonstrate this failure mode with the classes-
as-concepts baseline, which outperforms the other
concept methods under anonymization despite pro-
viding no information on the task model.

Both limitations show that automated simulata-
bility scores can be misleading. These findings lead
to the following recommendations:

Recommendations:

* Over-sample the task model errors to emphasize
model-specific behavior. It spreads scores and
makes them more interpretable.

* Include a label leakage baseline, ensuring the
ranking favors meaningful explanations (Sec. 5)

* Use multiple LLM simulators, report simulator-
specific results, and favor better LLMs.

» Use enough seeds for stable estimates, and report
effect sizes and statistical significance.

» Use novel or semantically difficult tasks that can-
not be solved easily from pretrained task knowl-
edge, reducing shortcuts opportunities (Sec. 4).
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Limitations

Our findings use an LLM simulator with up to
15B parameters without reasoning. They might not
generalize to larger, better, or closed-source LLMs.

We focused our analysis on use cases that LLM
simulators have surely already encountered dur-
ing training or that they have sufficient semantic
knowledge to solve. In other words, we did not
work around contamination (Balloccu et al., 2024).

Ethical statement

Coding Al assistants were used throughout the
project to help debug, help scale the experiments
on a cluster (we used 590 H100 hours), improve
visualizations, and detail appendices. Writing Al
assistants were mainly used to simulate reviews to
improve the general coherence and narrative flow.
Everything was human-reviewed at least once.
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A Explanations types

Interpretability aims at understanding the behavior
and decisions of task models. It can be divided into
different explanation types (also called explanation
families (Poché et al., 2023)):

Attributions are popular methods for quantifying
the contribution of input features (pixels, tokens,
etc.) to the prediction. Here we use two types
of such methods, perturbation-based (Zeiler and
Fergus, 2014; Ribeiro et al., 2016; Lundberg and
Lee, 2017; Fel et al., 2021), (Lundberg and Lee,
2017), and gradient-based (Simonyan et al., 2014;
Shrikumar et al., 2017; Smilkov et al., 2017; Sun-
dararajan et al., 2017; Hooker et al., 2019). We do
not include architecture-based (Springenberg et al.,
2014; Bach et al., 2015; Selvaraju et al., 2017) or
attention-based (Achtibat et al., 2024).

Rationales Another explanation type is natural-
language rationales, which are free-form textual
justifications of a prediction (Camburu et al., 2018;
Rajani et al., 2019; Narang et al., 2020; Wang et al.,
2025). They are commonly generated through self-
rationalization or elicited as chains of thought (Ko-
jima et al., 2022; Wei et al., 2022). They can seem
plausible to humans, while not faithful to the task
model (Turpin et al., 2023; Jacovi and Goldberg,
2020; Atanasova et al., 2023; Lanham et al., 2023;
Turpin et al., 2023; Sun et al., 2026).

Concept-based explanations map internal task
model computations to human-understandable con-
cepts, providing a higher-level view of what a task
model has learned (Kim et al., 2018; Feldhus and
Kopf, 2025). In this paper, we focus on post-hoc
unsupervised methods (Poeta et al., 2023), that ex-
plain an already trained task model without prior
knowledge of its concepts. This paradigm follows
a three-stage pipeline (Fel et al., 2023; Poché et al.,
2025):

1. Concepts learning: Split the task model into
two (in our case, between the encoder and the
classification), then hidden representations (here
[CLS] tokens) are factorized into basis direc-
tions using dictionary learning. (PCA, NMF,
SAE...) (Fel et al., 2023).

2. Concepts’ interpretation: abstract obtained di-
rections are assigned a semantic e.g. via top-k
activating tokens (Dalvi et al., 2022; Geva et al.,
2022) or LLM-generated labels. (Bills et al.,
2023).

3. Concepts’ importance: Not all concepts are used
in a given prediction or are important for a class.
concepts’ contributions toward the predictions
(local) or classes (global) are weighted using
gradient-input (Shrikumar et al., 2017) attribu-
tion methods on the concepts-to-output func-
tion.

Concepts evaluations A growing body of work
investigates what makes concept spaces meaning-
ful and how to evaluate them. Geva et al. (2022)
shows that transformer feed-forward layers natu-
rally promote discrete, vocabulary-level concepts,
providing empirical grounding for the idea that
neural networks learn concept-like representations.
Completeness-aware approaches (Yeh et al., 2020)
argue that concept-based explanations should cover
the full space of relevant concepts rather than
cherry-picking the most salient ones. CEBaB
(Abraham et al., 2022) estimates the causal effects
of real-world concepts on NLP task model behavior
through intervention-based evaluation. Bhalla et al.
(2024) propose a unifying framework for evaluat-
ing interpretability methods via intervention, while
RAVEL (Huang et al., 2024) benchmarks concept
discovery methods on their ability to disentangle
language model representations. Zarlenga et al.
(2023) propose robust metrics for evaluating con-
cept representation, focusing on stability and faith-
fulness under perturbations.

B Simulatability details

Simulatability refers to the degree to which an ex-
plainee can correctly predict a task model’s outputs
when provided with its explanations (Kim et al.,
2016; Lage et al., 2019). It shifts the evaluation
focus from internal faithfulness to downstream util-
ity: an explanation is useful insofar as it lets an
evaluator reproduce the task model’s behavior on
held-out inputs. The DARPA XAI program formal-
ized this intuition, defining simulatability as the
ability of a user to predict a task model’s behavior
from its explanation (Gunning et al., 2019). Early
evaluations relied on controlled human user studies
(Lage et al., 2019; Colin et al., 2022), which are
difficult to scale. Hase and Bansal (2020) distin-
guishes between forward simulation (predicting a
task model’s output from an input and explanation)
and counterfactual simulation (predicting behavior
on a perturbed input after observing the original in-
put, output, and explanation). Chen et al. (2024) ap-
ply counterfactual simulatability to self-generated
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natural language explanations, showing that models
do not consistently explain themselves on perturbed
inputs. Limpijankit et al. (2025) extend counter-
factual simulatability to generation tasks, finding
that explanations help more for skill-based than
knowledge-based tasks. Hong and Roth (2026b)
and Hong and Roth (2026a) compare verbalized
feature attributions with self-generated rationales
under counterfactual simulation, showing that CoT
rationales provide substantially stronger simulation
signals than attribution-based explanations. Yao
et al. (2023) augment simulatability with a help-
fulness signal measuring downstream gains at fine-
tuning and inference, arguing that simulatability
alone falls short for evaluating human-annotated
explanations. Mills et al. (2023) introduce AL-
MANACS, a benchmark for evaluating language
model explainability through simulatability, cover-
ing multiple explanation types and tasks. To over-
come the scalability ceiling of human studies, re-
cent work substitutes human explainees with LLM
simulators.

C ConSim experiments details

In ConSim (Poché et al., 2025), the authors
proposed an automated simulatability metric for
concept-based explanations. The simulator is intro-
duced to the classification task in an initial phase,
sees samples and model predictions, and in a learn-
ing phase, and is then asked to predict the model’s
outputs on held-out samples. Their prompts vary
in which elements are shown: two no-explanation
baselines and three concept-explanation settings,
with anonymized variants described in 5. They
then aggregate scores through Copeland-style pair-
wise comparisons (Copeland, 1951), so methods
are only compared on matched experimental set-
tings.

Prompt types They define 5 prompt types, two
baselines without explanations (B1 and B2), three
concept-based prompts (C1, C2, and C3), and the
anonymized versions of these prompts. Prompt-
types overview in Tab. 1, details are given in
App. E.1, and anonymized experiments are detailed
in Sec. 5.

Datasets and models The original experiments
cover BIOS10 (De-Arteaga et al., 2019), IMDB
(Maas et al., 2011), Rotten Tomatoes (Pang and
Lee, 2005), and Tweet Eval Emotion (Barbieri
et al., 2020). They evaluate several model fami-
lies: DistilBERT (Sanh et al., 2019), T5 (Raffel

et al., 2020), and Llama-3-8B (Dubey et al., 2024),
including positively fine-tuned DistilBERT and T5
variants required by non-negative matrix factoriza-
tion (NMF).

Decomposition and interpretation methods The
concept extraction methods are NMF (Lee and Se-
ung, 1999), Sparse Auto-Encoders (SAE) (Nget al.,
2011; Makhzani and Frey, 2013), ICA (Hyvérinen
and Oja, 2000), PCA (Pearson, 1901; Hotelling,
1992), SVD (Eckart and Young, 1936), and a
NoProjection baseline where neurons are treated
as concepts. Concepts are communicated either
through TopK words (Dalvi et al., 2022; Geva et al.,
2022) (called CMAW in the original paper and
sometimes MaxAct in the literature) or through
alignment to existing labels (01CA). The reported
ranking places NMF, SAE, and ICA above others,
PCA and SVD are worse than the baselines, while
TopK is more reliable than o1CA.

Samples and seeds Each prompt contains 40 se-
lected samples per seed, split into 20 learning-
phase and 20 evaluation-phase samples. The se-
lection is balanced so that half of the samples are
correctly predicted by the task model and half are
misclassified, making the task about simulating
the task model rather than solving the underlying
dataset. The main experiments use five random
seeds, plus additional seeds for selecting the num-
ber of concepts.

D Class-subset construction

BIOS (De-Arteaga et al., 2019) and GoEmotions
(Demszky et al., 2020) each define 28 labels. Run-
ning every simulatability configuration on all 28
labels would too many samples to learn the task
model behavior on each class. Furthermore, it
would be much more complicated. We therefore
run the simulatability evaluation on fixed three-
class subsets. Keeping the same cardinality is
important as it allows to compare scores between
class-subsets and aggregate them. Three classes
provided a compromise between retaining con-
fusable decisions and keeping the experiments
tractable.

We selected the subsets from confusion ma-
trices between the gold labels and the pre-
dictions of the corresponding off-the-shelf task
models, Fannyjrd/roberta-bios-biased and
SamLowe/roberta-base-go_emotions. We pri-
oritized groups with large off-diagonal confusion
relative to their class frequency, while limiting over-
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Property old_consim

new_consim

simulator_consim

Task framing Assign a class to each sample

Learning block Texts, contributions, and pre-
dictions in separate blocks

Importance display Concept IDs with —/-/+/++

Assign a class to the evalua-
tion sample

Text, label, and contributions
interleaved per sample
Interpreted concept descrip-

Reproduce the class assigned
by another classifier, even
when disagreeing

Same as new, with “Model’s
prediction” replacing “Label”
Identical to new

tors with verbal categories

Evaluation requests One request containing 20
numbered samples
Requested output 20 lines of Sample_i:

class

20 requests containing one
sample each
One class name

20 requests containing one
sample each

One classifier-predicted class
name

Table 2: Controlled comparison of the three ConSim prompt specifications. New versus old changes prompt
organization, importance rendering, and evaluation batching. Simulator versus new changes only task-facing

wording and field names.

Dataset Global class IDs  Class names

BIOS [6,19,25] dentist, physician, surgeon

BIOS (21,22, 26] professor, psychologist, teacher

BIOS [1,21,24] architect, professor, software engineer
BIOS [9,11,18] filmmaker, journalist, photographer
GoEmotions  [2, 3,27] anger, annoyance, neutral
GoEmotions [0, 4, 5] admiration, approval, caring

Table 3: Three-class subsets retained for BIOS and
GoEmotions. IDs refer to the original datasets’ global
label indices.

lap between groups. Table 3 reports the resulting
subsets. The two BIOS subsets containing profes-
sor are the only overlap among the retained subsets
within either dataset.

The subsets constrain sample selection so that
both the label and the task model prediction fall
in the subset. For both datasets, concept decom-
positions are fitted to representations from all 28
classes, and their configured number of concepts
is also computed from the full 28-class label space.
Thus, a subset experiment evaluates how explana-
tions from a global concept space convey the task
model’s behavior in a single confusable three-class
decision problem.

For each subset and random seed, we cache 40
test samples, of which 20 are used as learning-
phase examples and 20 as evaluation samples. Se-
lection is stratified so that, over the complete 40-
sample set, half of the task model predictions are
correct and half are errors; every class in the subset
is represented among both pools whenever the data
permit. This balancing makes evaluation accuracy
measure agreement with the task model rather than
ordinary accuracy against the gold labels. The split
and final order are deterministic for a fixed dataset,
subset, sample count, and seed. We use 50 seeds
for every retained subset.

E ConSim prompt formats

We evaluate three prompt specifications.
old_consim reconstructs the organization
used in ConSim (Poché et al., 2025); new_consim
reorganizes the same information and requests
one prediction at a time; and simulator_consim
keeps the new organization but explicitly frames
the task as reproducing a task model. All three
use the same cached task model predictions
and the same 40 selected samples for a fixed
dataset, class subset, and seed. Consequently,
differences between specifications do not come
from resampling.

E.1 Prompt types and shared inputs

The experimental prompt types are listed in Ta-
ble 1. Prefixing a prompt type with A gives its
class-anonymized counterpart: AB1, AC1, AB2, AC2,
and AC3. In those prompts, displayed class names
and expected answers are replaced by Class_i.
The historical format numbers these labels by their
order within the subset, whereas the new and simu-
lator formats retain the datasets’ global class IDs.
The upper-bound prompt supported by the histori-
cal implementation, which exposes local explana-
tions for evaluation samples, is not included in our
experiments.

For C1-C3, global explanations associate each
displayed class with its most important concepts.
C3 additionally associates each learning example
with the concepts contributing to the task model’s
prediction. B1 and C1 contain no learning exam-
ples; B2, C2, and C3 contain the same 20 examples
and task model predictions. Every type is evaluated
on the remaining 20 samples.

1080



E.2 Old and new organization

Table 2 summarizes the structural differences. In
old_consim, the system message first lists all
learning texts, then all local-contribution entries
when present, and finally all task model predic-
tions. Concept interpretations are listed separately,
while global and local importances use concept
IDs and the symbols -, -, +, and ++. Its single user
message contains all 20 evaluation texts, numbered
Sample_20 through Sample_39.

In new_consim, each learning block instead in-
terleaves the text, task model prediction, and op-
tional local explanation. A concept ID and its in-
terpretation are displayed together, and importance
symbols are verbalized as Very opposed, Opposed,
Supportive, or Highly supportive. The shared sys-
tem message is paired with 20 separate user mes-
sages, each containing one evaluation text. This re-
moves the need for the LLM simulator to maintain
a 20-line output protocol and lets every evaluation
prediction receive its own generation budget.

The following shortened C3 excerpts preserve
the exact field organization while replacing sample
text and explanation contents with placeholders:
old_consim.

Sample_0@: [learning text]

Concepts contributions for Sample_0: {1: '+', 3:
Lhety

Sample_0: pos

User: Sample_20: [evaluation text]
Sample_21: [evaluation text]

new_consim.

Sample_0:
Text: [learning text]
Label: pos

Concepts contributions: {C3 ([interpretation
1): Highly supportive}

User: Evaluation sample:
Text: [one evaluation text]
Label:

E.3 Explicit simulator framing

simulator_consim inherits sample handling,
prompt types, concept rendering, and evaluation
batching from new_consim. Its instruction begins:
“You are simulating a text classifier. For the given
evaluation sample, predict the class label this clas-
sifier would assign.” It then states: “Your goal is
to reproduce the classifier’s output, even when you

would otherwise disagree.” Learning and evalu-
ation fields use Model’s prediction instead of
Label. No explanations, predictions, or class map-
pings are otherwise changed.

The simulator grid uses the six datasets, their
retained class subsets, all seven concept configura-
tions (Semi-NMF, ICA, PCA, SVD, Vanilla SAE,
neurons-as-concepts, and classes-as-concepts), 50
seeds, and the ten standard and anonymized prompt
types. It uses TopK interpretations for methods
requiring an interpretation; classes-as-concepts di-
rectly uses class names and stores no interpretation
key. The simulator grid therefore matches the TopK
portions of the old and new grids; LLM-generated
concept interpretations are not evaluated under sim-
ulator framing.

E.4 Generation, parsing, and scoring

Every prompt group has 20 expected task model
labels. New and simulator groups produce 20 in-
dependent generations, from which one allowed
class label is parsed per generation. Old groups
produce one generation expected to contain 20 in-
dexed lines.

The old format costs less because all 20 samples
are answered together; comparable new-format ef-
ficiency would require caching.

For every specification, unparsable outputs are
treated as invalid rather than incorrect. A score is
reported as the number correct divided by the num-
ber valid, only when at least 14 of the 20 expected
labels are valid; otherwise, the prompt-group score
is undefined. Accuracy is therefore conditional on
valid responses, separating formatting failures from
disagreement with the task model.

In practice, less than 1% of predictions were
invalid, so we do not report it.

F Protocol comparison

Figures 6-8 report paired differences between the
prompt and interpretation variants considered in
the main text. Scores are matched on all remain-
ing experimental factors, including dataset, task
model, class subset, explanation method, grouped
seed, prompt type, and, when applicable, concept
interpretation. Bars show mean paired score dif-
ferences over five-seed-grouped observations, error
bars show one standard deviation, and tick labels re-
port Holm-corrected two-sided one-sample t-tests
against zero. Bold tick labels indicate corrected
p < .05.
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Simulatability difference

Figure 6: New- versus old-ConSim prompt for-
mat. Mean paired Qwen-3.5-9B score differences
new_consim — old_consim. Positive bars favor the
revised format.

The first comparison contrasts our revised
new_consim prompt format with the reconstructed
old_consim format. Positive values in Fig. 6 indi-
cate higher simulatability under new_consim. The
revised format yields significantly higher scores for
eight of the ten prompt types, significantly lower
scores for C1, and no significant difference for B1.
Despite these score shifts, the two formats remain
strongly correlated across matched configurations,
as reported in Sec. 3. We therefore use new_consim
in the subsequent experiments.

The second comparison contrasts LLM-
generated and TopK concept interpretations under
new_consim. Negative values in Fig. 7 indicate
higher scores with TopK. This comparison is
only meaningful for concept prompt types C1-C3
and AC1-AC3; baseline rows are included only
because their scores are independent of the
interpretation choice. TopK yields significantly
higher scores for five of the six applicable prompt
types, with no significant difference for ACI.
We therefore use TopK as the default concept
interpretation.

The final comparison contrasts
simulator_consim with new_consim; the
former differs only in explicitly instructing the
LLM simulator to reproduce another classifier’s
predictions. Negative values in Fig. 8 indicate
higher scores under new_consim. We discuss this
comparison as evidence about explicit simulator
framing in Sec. 4.4.
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Figure 7: LLM-generated versus TopK concept in-
terpretations. Mean paired Qwen-3.5-9B score differ-
ences LLM — TopK under new_consim. Negative bars
favor TopK. Only C1-C3 and AC1-AC3 represent ap-
plicable concept prompts.

0.04 4 +
[0]
LC)
g 0.02-
9
=
© 0.00
iy
S —0.02
[
(]
S -0.041 1 1
£
 ~0.06 - 1

Figure 8: Explicit simulator framing versus new-
ConSim. Mean paired Qwen-3.5-9B score differences
simulator_consim — new_consim. Negative bars fa-
vor new_consim.

Higher simulatability scores do not necessarily
imply higher explanation quality. These compar-
isons are used to select a common experimental
protocol and to study sensitivity to prompt framing,
rather than to rank explanation methods.
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G ConSim reproduction plots with
Qwen-3.5-9B judge

This appendix details the concept-method compar-
isons supporting Sec. 3. On the following meth-
ods: Semi-NMF, ICA, PCA, SVD, Vanilla SAE,
neurons-as-concepts, and the no-explanation base-
line. The pairwise reproduction matrices also ex-
clude classes-as-concepts because it is introduced
as a diagnostic baseline in Sec. 5, rather than as a
method from the original ConSim comparison.

We average each five consecutive seeds into
one of ten grouped-seed observations. For every
method pair, we intersect rows on dataset, task
model, class subset, grouped seed, and prompt type.
A win-rate cell is the proportion of matched rows
on which the row method has the higher score,
with ties counting as half a win. Difference cells re-
port the mean and standard deviation of the paired
score differences. Bold values indicate paired Stu-
dent t-tests (Student, 1908) that remain significant
at o = .05 after Holm correction (Holm, 1979)
across the 21 unique method pairs displayed in that
matrix. Matrix order follows the same Copeland-
style (Copeland, 1951) count of pairwise win rates
at least 50% as the original analysis .

Copy of figures from the ConSim paper

To simplify comparison, we copy two figures
from the ConSim paper. Fig. 9 is a screen capture
from the original paper, from which we have the
accord.

Reconstructed old ConSim. The old-format re-
production in Fig. 10 uses the four datasets closest
to the original study: BIOS, Emotion, IMDB, and
Rotten Tomatoes. It includes the five standard and
five anonymized prompt types with TopK interpre-
tations. Vanilla SAE ranks first, followed by ICA
and Semi-NMF; PCA and SVD remain at the bot-
tom. Seventeen of the 21 pairwise differences are
significant after correction.

New ConSim. Figure 11 applies the same calcula-
tion to new_consimand extends it to all six datasets.
Every method pair has all 600 expected matched
cells: ten dataset/class-subset settings, ten grouped
seeds, and six aligned concept prompt types after
matching each concept prompt to its correspond-
ing baseline. Vanilla SAE remains first, followed
by Semi-NMF and ICA. Differences among the
lower-ranked methods are small despite their order-
ing. Holm correction retains 17 of the 20 pairwise
differences that were significant before correction.

Score distributions. The matrices aggregate small
paired differences that can be difficult to assess
from rankings alone. Figure 12 therefore shows
the underlying grouped-seed score distributions
for the TopK grid, including classes-as-concepts
as a diagnostic. Under non-anonymized C1-C3
prompts, method distributions overlap strongly
with the matching no-explanation baselines in both
formats. Most visible method separation occurs
for anonymized AC1-AC3 prompts, where classes-
as-concepts can expose the hidden class mapping.
This distinction motivates the separate anonymiza-
tion analysis in Sec. 5 and App. M.
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Figure 9: Copy of original ConSim paper plots. Pairwise win rates (left) and mean score differences with standard
deviations (right), using GPT-40-mini scores on BIOS, Tweet Eval Emotion, IMDB, and Rotten Tomatoes.
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Figure 10: Reconstructed old-ConSim concept-method comparison. Pairwise win rates (left) and mean score
differences with standard deviations (right), using Qwen-3.5-9B scores on BIOS, Emotion, IMDB, and Rotten
Tomatoes.
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Figure 11: New-ConSim concept-method comparison. Pairwise win rates (left) and mean score differences with
standard deviations (right), using Qwen-3.5-9B scores on all six datasets.
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Figure 13: Dataset-wise old/new prompt-format differences. Mean paired Qwen-3.5-9B score differences
new_consim — old_consim, with one-standard-deviation error bars. Bars aggregate methods, TopK and LLM
interpretations, class subsets, and grouped seeds within each dataset and prompt type.

H Old- and new-ConSim comparison
with Qwen-3.5-9B

This appendix disaggregates the aggregate old/new
comparison in Fig. 6 by dataset. = We pair
old_consim and new_consim scores on every re-
maining index level: dataset, task model, class
subset, grouped seed, method, interpretation,
and prompt type. The plotted value is always
new_consim — old_consim, so positive bars fa-
vor the new organization. The comparison spans
9,160 grouped seeds exact matches.

Figure 13 shows substantial dataset heterogene-
ity. After Holm correction across all 60 displayed
dataset—prompt-type tests, 33 differences are sig-
nificant: 26 favor the new format and seven favor
the old format. Emotion and GoEmotions each
have six significantly positive prompt types. IMDB
has no significantly positive difference and a sig-
nificantly negative AC1 difference, while Rotten
Tomatoes combines four positive and three neg-

ative differences. Thus, reorganizing the prompt
usually helps, especially for anonymized concept
prompts, but it does not induce a uniform offset
across datasets or prompt types.
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Figure 14: Concept-method ranking. Pairwise win rates (left) and mean score differences with standard deviations
(right) for TopK C1-C3 prompts. Every pair contains 300 matched cells.

I Explanation-method rankings with
Qwen-3.5-9B

We rank candidate methods separately within each
explanation family using Qwen-3.5-9B scores. All
comparisons are non-anonymized: concept meth-
ods use new_consim, TopK interpretations, and
C1-C3. Baselines and classes-as-concepts are not
ranking candidates. For each method pair, we in-
tersect all remaining experimental keys, count a
tie as half a win, and order methods by the same
Copeland-style non-loss count used in the concept
analysis. Difference matrices report paired means
and standard deviations; bold cells survive Holm
correction within that explanation family.

Concepts. The 6 compared decompositions
are PCA (Pearson, 1901; Hotelling, 1992), SVD
(Eckart and Young, 1936), (Ans et al., 1985;
Hyvirinen and Oja, 2000), Semi-NMF (Ding et al.,
2010), and SAEs (Ng et al., 2011; Makhzani and
Frey, 2013; Domingos, 2015).

Figure 14 compares six methods on 300 matched
cells per pair. Vanilla SAE ranks first, with win
rates of 60-66% against every contender and mean
advantages of 0.013-0.018. All five of these dif-
ferences remain significant after Holm correction
over the 15 concept-method pairs. Six pairs are
significant overall, the additional pair being ICA
over SVD. We therefore retain Vanilla SAE as the
representative concept method.

Class Method  Displayed global descriptor
dentist SVD Scholarship, scholarship,
Ph.D., Professor, Faculty
(opposed)
dentist Vanilla D.D.S., Dentistry, teeth, board-
SAE certified, registry (supportive)
physician SVD Scholarship, scholarship,
Ph.D., Professor, Faculty
(supportive)
physician  Vanilla Hematology/Oncology, hospi-
SAE tal/clinic, Hematology, patient-
centered, preventative (support-
ive)
surgeon SVD None displayed
surgeon Vanilla medicine/transfusion-free, hos-
SAE pital/clinic, medical-surgical,

Dr, therapeutic (supportive)

Table 4: Qualitative BIOS TopK concept examples.
Representative words or phrases from the first displayed
globally important concept for each class in the {dentist,
physician, surgeon} subset. Descriptors and directions
are reproduced from the non-anonymized new_consim
prompts.

Attributions. The 10 compared attribution meth-
ods are: Saliency (Simonyan et al., 2014), Occlu-
sion (Zeiler and Fergus, 2014), Lime (Ribeiro et al.,
2016), KernelShap (Lundberg and Lee, 2017),
SmoothGrad (Smilkov et al., 2017), Integrated
Gradients (Sundararajan et al., 2017), SquareGrad
(Adebayo et al., 2018), VarGrad (Hooker et al.,
2019), and Sobol (Fel et al., 2021). Note that we
use the gradient-input (Shrikumar et al., 2017) ver-
sion of all gradient-based methods.
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Figure 15: Attribution-method ranking. Pairwise win rates (left) and mean score differences with standard
deviations (right) for A1 prompts. Pairs contain 100 matched cells, except kernel-SHAP pairs, which contain 90.
No comparison is significant after Holm correction.

Figure 15 compares ten methods. LIME ranks
first and wins 55-62% of its matched comparisons, Qwen 3.52B1 50% 57%
but its mean advantages are only 0.001-0.004.
None of the 45 attribution-method differences re-
mains significant after Holm correction. LIME is Llama 3.2-38 1 43% 50%
therefore a deterministic first-ranked representa-
tive, not evidence of a reliably superior attribution ' '
method. & s

Qwen 3.5-2B

Llama 3.2-3B

K
Rationales. Figure 16 compares the two avail- @x\e <
able rationale generators on 100 matched cells.

Qwen3.5-2B has a 57% win rate over Llama-3.2- Figure 16: Rationale-generator rank-

3B-Instruct, but the mean difference is only 0.0017 ing. Pairwise win rates (left) and mean
and is not significant (p = .38). We use Qwen3.5- score differences with standard devia-
2B as the representative while treating the two gen- tions (right) for R1 prompts. The single
erators as statistically indistinguishable under this comparison contains 100 matched cells

metric. We note that a Qwen model judged the and is not significant.

other Qwen model, so the comparison is not fully
fair. Nonetheless, due to the score difference, we
do not expect it to impact the conclusions in any
way.
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J Explanation-family score distributions

Figure 17 shows the grouped-seed score distribu-
tions for the representatives selected in App. I:
Vanilla SAE concepts (C1-C3), LIME attributions
(A), and Qwen3.5-2B rationales (R). B1 is the
matched baseline for C1, while B2 is the matched
baseline for C2, C3, A, and R. Baseline copies are
first averaged within each explanation-family spec-
ification and then averaged equally across concepts,
rationales, and attributions. This prevents repeated
concept metadata configurations from receiving ex-
tra weight.

Each displayed series contains 100 grouped cells:
ten grouped seeds for each of ten dataset/class-
subset settings. These pooled distributions are not
dataset-balanced because the four BIOS subsets
contribute 40 cells and the two GoEmotions subsets
contribute 20, while each other dataset contributes
ten. All grouped cells are present.

Qwen, Phi, and Gemma show broad over-
lap, with pooled prompt-type means concentrated
around 0.64—0.68. Their concept improvements
over matching baselines are generally only one to
three score points and vary substantially by dataset.
Rationales do not reliably improve over B2 for
any of these three judges, and attributions improve
significantly only for Qwen. Llama behaves differ-
ently: B2 has the highest pooled mean, while A, C2,
C3, and R are lower. Thus, no explanation family
has a stable advantage across judges and datasets;
App. L quantifies these paired differences.

Llama being the least performant model of the
bunch, we could dismiss its results as a failure of
the judge. With this, results are much more aligned.
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Figure 17: Selected explanation-family score distributions. Grouped-seed scores by dataset for Llama-3.1-8B,
Qwen-3.5-9B, Gemma-4-12B, and Phi-4 judges. A is LIME, C1-C3 are TopK Vanilla SAE prompts, and R uses
Qwen-3.5-2B rationales; B1 and B2 are the matching no-explanation baselines. Horizontal black lines mark the
corresponding baseline means within each dataset.
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Figure 18: Matched explanation-baseline differences across LLM simulators. Bars report mean paired
simulatability-score differences, with one-standard-deviation error bars. C1 is compared with B1; C2, C3, attribution
(A), and rationale (R) are compared with B2. Positive values indicate higher scores when explanations are included.
Displayed p-values are obtained from paired Student ¢-tests and Holm-corrected.

K Matched explanation—baseline
differences across LLM simulators

Figure 17 compares each explanation prompt with
its matched no-explanation baseline: C1 is com-
pared with B1, while C2, C3, A, and R are com-
pared with B2. Comparisons are matched on
dataset, task model, class subset, and grouped seed,
yielding 100 paired grouped-seed observations for
each contrast and LLM simulator. Bars report the
mean paired simulatability-score difference, with
one standard deviation. The displayed p-values
come from two-sided paired Student ¢-tests with
Holm correction across the five comparisons for
each LLM simulator. Subset settings are weighted
equally, so BIOS and GoEmotions receive greater
aggregate weight than single-setting datasets.

Qwen-3.5-9B. Cl1, C2, C3, and A significantly
outperform their matched baselines. R is slightly

below B2, but the difference is not significant.

Gemma-4-12B. Gemma-4-12B shows the same
ordering as Qwen-3.5-9B. C1 and C3 significantly
outperform their baselines, while the smaller dif-
ferences for C2, A, and R are not significant.

Phi-4. All five differences are positive. C1, C2,
and C3 are significant, while A and R are not.

Llama-3.1-8B. All five differences are negative.
C2, C3, A, and R are significantly below B2, while
Cl1 is not significantly different from B1.

Cross-LLM simulator pattern. Qwen-3.5-9B,
Gemma-4-12B, and Phi-4 show a similar ordering:
concept prompts provide the largest gains, while
attribution and rationale provide smaller or null
gains. Llama-3.1-8B is the main exception.

These results support using multiple LLM simu-
lators and reporting effect sizes rather than relying
only on statistical significance.
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Figure 19: Aggregate prediction exact agreement. Mean pairwise exact agreement among prompt types, gold
labels, and task model predictions (left), and among LLM simulator after stacking prompt types (right). Agreements
are averaged with equal weight; missing predictions are handled pairwise.

L Prompt-prediction and judge exact
agreement

This appendix analyzes the sample-level class pre-
dictions. We retain the non-anonymized repre-
sentatives selected in App. I: Vanilla SAE with
TopK interpretations for C1-C3, LIME for A, and
Qwen3.5-2B for R, together with B1 and B2. To
avoid stitching together disagreeing duplicate base-
line generations, B1 and B2 use the attribution
specification as one declared baseline source for
every judge. The analysis covers all six datasets,
including GoEmotions and BIOS.

Exact agreement is the percentage of pairwise-
complete predictions assigned the same class la-
bel. It is computed separately within each setting
and then averaged with equal weight. The overall
prompt matrix uses 40 judge/dataset/class-subset
settings.

Figure 19 summarizes the two views. Off-
diagonal prompt-type agreements range from 77%
to 90%. This includes the B1 baseline, which has
neither learning examples nor explanations, show-
ing that much of the LLM simulator prediction
remains unchanged across prompt types.

Figures 20-23 disaggregate the prompt matrix by
judge and dataset. Agreement varies substantially
by dataset and judge. On AG News and BIOS,
Qwen-3.5-9B, Gemma-4-12B, and Phi-4 generally
retain moderate-to-high agreement with the task

model, whereas Llama-3.1-8B is more variable. On
IMDB, prompt/task model agreement is only 45—
53% for every judge, close to the task model’s 50%
agreement with gold in this deliberately balanced
correct/error sample. Agreement with gold is much
larger: B1 and C1 exceed 90% for every judge.
The simulators mostly follow the sentiment labels,
providing direct evidence of task solving instead of
task model simulation in that setting; the diverse
LLM simulators agree on this pattern.

These matrices are descriptive, not significance
tests, and high prompt-to-prompt exact agreement
does not by itself prove that explanations are un-
used. Combined with the byte-identical baselines,
small explanation—baseline score differences, and
the IMDB failure mode, it nevertheless supports
the shortcut hypothesis: much of the simulator pre-
diction is determined by the text classification task
and judge prior rather than explanation-specific in-
formation.
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Figure 20: Qwen-3.5-9B prediction exact agreement by dataset. Exact agreement among gold labels, task model
predictions, and selected prompt types, averaged equally over class subsets within each dataset.

1094



AG BIOS

Gold 50% 59% 63% 62% 61% 61% 62% 63%

51% 67% 67% 67% 66% 66% 67% 67%

71% 72% 72% 72% 71% 72% 73%

Model 450%
B1 459%

B2 163%
C1 162%
C2 161%
C3 {61%

A 162%

R {63%

E GE

Gold 53% 45% 47% 49% 50% 49% 48% 47%

49% 56% 57% 56% 57% 57% 58% 57%

45% 46% 48% 50% 47% 45% 45%

Model 453% 60% 66% 67% 70% 72% 68% 65%
B1 H45% 45% 72% 75%
B2 H47% 46%
C1 H49% 48%

50%

C2 150%
C3 49% 47%
A -48%

R H47%

76% 75% 76%

RT

51% 72% 76% 72% 74% 75% 73% 75%

Gold

Model 74% 73% 72% 72% 73% 75% 73%

00\1\ LPdo oo v oo\: FEFoao v

Figure 21: Gemma-4-12B prediction exact agreement by dataset. Exact agreement among gold labels, task
model predictions, and selected prompt types, averaged equally over class subsets within each dataset.
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Figure 22: Llama-3.1-8B prediction exact agreement by dataset. Exact agreement among gold labels, task model
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predictions, and selected prompt types, averaged equally over class subsets within each dataset.
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Figure 23: Phi-4 prediction exact agreement by dataset. Exact agreement among gold labels, task model
predictions, and selected prompt types, averaged equally over class subsets within each dataset.
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M Anonymized and non-anonymized
new-ConSim comparisons

This appendix isolates the effect of class
anonymization on the Qwen-3.5-9B concept-
method ranking. Both matrices use new_consim,
TopK interpretations, all six datasets, and the paper
grid of Semi-NMF, ICA, PCA, SVD, Vanilla SAE,
neurons-as-concepts, classes-as-concepts, and the
matched no-explanation baseline. As in App. G,
exact duplicates are averaged and every five seeds
form one grouped-seed observation. Each method
pair has 300 matched cells: ten dataset/class-subset
settings, ten grouped seeds, and three prompt types.
Holm correction is applied separately across the 28
method pairs in each matrix.

Non-anonymized prompts. Figure 24 aggregates
C1—C3. Vanilla SAE ranks first, but the mean dif-
ferences are small: every displayed gap rounds to at
most 0.02. 10 of 28 pairwise differences are signif-
icant after correction. classes-as-concepts sits near
the lower middle of the ranking and differs from the
no-explanation baseline by only 0.002 on average,
which is not significant. Thus, its direct use of class
names as concept descriptions provides no material
advantage when the prompt already reveals them.

Anonymized prompts. Figure 25 instead aggre-
gates AC1-AC3. Classes-as-concepts now ranks
first and beats every other contender after correc-
tion. Its mean advantage ranges from 0.022 over
Vanilla SAE to 0.138 over the no-explanation base-
line, and its pairwise win rates range from 55% to
88% against the retained contenders. Overall, 24 of
28 method pairs are significant. The explanation in-
stead acts as a key for translating hidden Class_i
identifiers back to class names. The reversal there-
fore demonstrates that anonymized simulatability
can reward label leakage rather than explanation
quality.
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Figure 24: Non-anonymized new-ConSim concept comparison. Pairwise win rates (left) and mean score
differences with standard deviations (right) for C1-C3. Every pair contains 300 matched cells.
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Figure 25: Anonymized new-ConSim concept comparison. Pairwise win rates (left) and mean score differences
with standard deviations (right) for AC1-AC3. Every pair contains 300 matched cells. Classes-as-concepts ranks
first because its concept descriptions reveal the hidden class mapping.
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