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Even though Transformers are the standard to extract information from text, they have con-
siderable limitations that make them sub-optimal for certain tasks. Graph neural networks
(GNNs) are an alternative that mitigate some of these limitations, with recent work focusing on
combining information from pre-trained language models (PLMs) with graph structures. How-
ever, most existing methods use fixed-size sliding windows to construct graphs, ignoring long-
distance relationships between words. We propose a memory-efficient method to construct token
graphs that exploits semantic and relational information inside Transformers via their attention
coefficients, mitigating the limitations of using sliding windows. Additionally, each graph can
fully encode documents longer than the Transformer’s context window via a chunk-and-stride
mechanism, while also reducing memory usage. Our method surpasses the performance of sliding
windows when both approaches are compared under the same model architecture, particularly
in longer documents, and reaches statistically identical performance in shorter ones. It also
surpasses GNN-based state-of-the-art techniques. When compared with fine-tuning, our method
reaches marginally lower performance in documents that fit inside the pre-trained model’s
context window. However, our method surpasses fine-tuning in documents that do not fit inside
these windows, which comes as a result of fully encoding each document using our chunk-and-
stride mechanism.

1. Introduction

The amount of publicly available unstructured text data is consistently increasing,
leading to a need for improved information extraction (Taha et al. 2024). Several pop-
ular approaches in natural language processing (NLP), such as bidirectional encoder
representations from transformers (BERT) (Devlin et al. 2019) or generative pre-training
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transformer (GPT)-2 (Radford et al. 2019), use the Transformer architecture. However,
training or fine-tuning a Transformer does not guarantee improved performance. In fact,
depending on the data, this architecture may be entirely unusable (e.g., when all docu-
ments have many more tokens than the pre-trained language model’s [PLM]’s context
window). This comes as a result of Transformers being limited by maximum sequence
lengths, which originate from their high computational requirements (Burdisso et al.
2023).

Graph neural networks (GNNs) may be a potential solution to mitigate some of the
limitations from which Transformers suffer, while also achieving competitive results
(e.g., in sentiment polarity and depression screening tasks) (Burdisso et al. 2023; Zhang
et al. 2022). Even though some methods use a single, corpus-wide heterogeneous graph
composed of both document and word nodes from which to learn (Yao, Mao, and Luo
2019; Burdisso et al. 2023), others have shifted towards inductively representing each
document as an independent graph of words (Nikolentzos, Tixier, and Vazirgiannis
2020; Zhang et al. 2020). By doing so, these methods consider context-based word
relationships (Zhang et al. 2020) alongside document structure (Huang et al. 2019),
while requiring less memory (Huang et al. 2019) when compared with having a single
heterogeneous graph.

Some methods that represent each document as its own homogeneous graph of
words do so by constructing graphs based on co-occurring words within fixed-size
sliding windows (e.g., message passing attention network for document understanding
(MPAD) [Nikolentzos, Tixier, and Vazirgiannis 2020] or a text classification method
for inductive word representations via GNNs (TextING) [Zhang et al. 2020]). How-
ever, these windows are often narrow, meaning that distant word interactions and
important syntactic dependencies may be ignored (Wang et al. 2024; Jin et al. 2022).
Additionally, most graph-based methods bind words to a single representation by using
older word embeddings (e.g., word-to-vector (word2vec) [Mikolov et al. 2013] or global
vectors (GloVe) [Pennington, Socher, and Manning 2014]), ignoring potential contextual
variation in meaning (Wang et al. 2024). To tackle these problems, some researchers
have focused on empowering co-occurrence graphs with extra information, showing
benefits in considering broader context windows, as well as positional embeddings (Jin
et al. 2022). Others have tried to combine aspects of pre-trained models with graphs.
While some simply replaced traditional embeddings with context-aware ones (Yang
and Cui 2021), others entirely rethought graph construction (Zhang et al. 2022). The
latter have given us promising indications that the data within some PLMs can be used
to derive more informative aspects that relate the words in a text than close-distance
co-occurrences (Zhang et al. 2022). Nonetheless, how to best exploit different PLMs
and their inner information remains an open problem. Our work follows this gap by
exploring a new, straightforward way to assemble word graphs using PLMs, where
attention coefficients are key to establish the set of edges and, consequently, nodes, too.

1.1 Contributions

We propose a data-driven method that uses both the attention coefficients and token
embeddings of a PLM as the basis for graph construction. This method differs from
other work that combined PLMs with graphs (Yang and Cui 2021; Zhang et al. 2022)
by solely relying on attention coefficients to construct the edge set. By doing so, the
relationships of each word are not limited to a pre-defined distance, with each node
having its own “window” of variable size—possibly considering more distant word
interactions and syntactic dependencies (Htut et al. 2019; Ravishankar et al. 2021). Even

1158



Pimentel et al. “Lightweight” Token Graphs from Transformers

though we rely on Transformers for construction, we are not limited by maximum
sequence lengths nor very high computational requirements. This is a direct result of
chunking long texts and filtering unimportant edges and nodes below a pre-defined
threshold. Additionally, the graphs are constructed through simple inference, meaning
we do not require extra training for construction, unlike other methods.

We demonstrate that this combination of meaningful information from PLMs with
structural learning from GNNs achieves competitive results when compared to graph-
based state-of-the-art (SotA) techniques, as well as sparser, but more informative, word
graphs for subsequent analysis. The main contributions of this work are:

• A novel, model-agnostic method to construct token graphs using PLMs,
as long as these have attention coefficients.

• A detailed comparison between different configurations of the proposed
method with many graph-based SotA approaches.

• A comparative analysis between using our method with using sliding
windows to construct document-level graphs, as well as with fine-tuning
the PLM, instead.

• An assessment of the memory requirements of models and data
representation comparing our method with sliding windows and
fine-tuning.

2. Related Work

This section provides detailed insights about traditional word co-occurrence-based ap-
proaches, as well as more recent techniques that either extend the former by leveraging
other text properties or that rely on the knowledge from PLMs instead of co-occurrences.
Given our approach, we focus on work that builds one graph per document.

2.1 Exclusively Learning from Word Co-occurrences

Text-level GNN (Huang et al. 2019) pioneered the departure from having a single
heterogeneous graph by representing each document as its own sub-graph of a corpus-
wide word graph. Its learning stage was done via a message passing mechanism
(Gilmer et al. 2017) that helped inject corpus-level information into nodes and edges. Al-
though some dependency between documents and the corpus is eliminated, text-level
GNN remained transductive—all tokens must be in the training data to be properly
represented.

MPAD (Nikolentzos, Tixier, and Vazirgiannis 2020) and TextING (Zhang et al. 2020)
were proposed as solutions to this dependency problem by creating an independent
graph for each document. MPAD also introduced document-wide properties via “mas-
ter nodes” (i.e., a central node connected to all other nodes in each graph), and extracted
hierarchical information through intermediate pooling after each gated GNN (Li et al.
2016) layer. In contrast, TextING was a more streamlined solution, exclusively focusing
on word co-occurrences for graph construction and adding a soft-attention mechanism
for global aggregation instead of intermediate pooling layers.

All three methods surpassed previous heterogeneous approaches, such as text
graph convolutional network (TextGCN) (Yao, Mao, and Luo 2019), while also achieving
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a considerable reduction in memory usage and model complexity. Only TextING sur-
passed text-level GNN (by an average of ≈0.71% accuracy), accentuating the benefits
of focusing on in-document word relationships, as well as using a simpler model
architecture. However, by solely relying on co-occurrences to construct the set of edges,
ignoring the flow of text, and representing nodes with GloVe embeddings, TextING
missed important contextual information for each word.

2.2 Extending the Co-occurrences

Several attempts have been made to extend co-occurrence graphs to account for other
information. For example, multi-feature hierarchical graph attention network (MH-
GAT) (Jin et al. 2022) combined syntactic dependencies and relative positional in-
formation with word co-occurrences. Part-of-speech and positional embeddings were
combined with corpus-wide co-occurrence-based word embeddings that were then
fed to a bi-directional long short-term memory and a graph attention network (GAT)
(Veličković et al. 2018) to generate more informative embeddings. Using these as node
features, MH-GAT built hierarchical syntactic dependency and co-occurrence graphs
for each document to train a hierarchical GAT.

Zhao et al. (2024) proposed that co-occurrences and sentence-level syntactic depen-
dencies could be combined as a way to build edges. Two graphs were constructed
for each document and then fused via pooling over the adjacency matrices follow-
ing an along-edge attention mechanism to weigh the importance of distinct edges.
Subsequently, noisy connections were dynamically eliminated. Although experiments
showed that co-occurrences have the highest effect on performance, fusing them with
extra information positively affected performance. Experiments also showed that not
dynamically pruning edges significantly decreased performance—indicating the impor-
tance of filtering unimportant information prior to learning.

Other work tried to learn from hypergraphs, which are graph extensions in which
edges are not limited to connect just two nodes (Ding et al. 2020). Ding et al. (2020) pro-
posed a method to represent each document as a hypergraph in hypergraph attention
network (HyperGAT). On one hand, nodes depict words, being represented by one-
hot encoding vectors or traditional word embeddings. On the other hand, hyperedges
model both (i) co-occurrences inside individual sentences to capture document struc-
ture (Yang et al. 2016) and (ii) the top N most likely latent topics that correlate with
words in each document (Linmei et al. 2019), based on latent Dirichlet allocation (Blei,
Ng, and Jordan 2002). Node embeddings were updated using two aggregation oper-
ations and a dual attention mechanism, so that the most informative combinations of
nodes and hyperedges can be accounted for during the updates. While HyperGAT’s
average performance was ≈1.25% higher than that of text-level GNN, the performance
change was minimal from adding topic-based information—indicating that most of the
learning was done via co-occurrences.

Jin et al. (2024) extended the previous idea with multi-element hypergraph gated
attention network (MeHGAT) by looking at different document properties. Each text
was represented by positional information, alongside sentence- and document-level
properties obtained through hierarchical average pooling. Like the previous method,
words were represented as nodes, using similar features. Sentence-level hyperedges
connected all words within the same sentence, while document-level ones connected
all nodes in the document, with the properties of both hyperedges being calculated
using node features. By contrast, positional hyperedges connected words in the same
absolute position across different sentences via positional embeddings (Vaswani et al.
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2017). Gated attention was then used to filter unimportant information during learning.
MeHGAT was, on average, ≈1.18% more accurate than TextING and ≈1.26% more
accurate than HyperGAT, with ablation studies showing that dropping positional hy-
peredges had the most negative impact on performance. Nevertheless, adding both
sentence- and document-level structural features effectively enhanced performance.

The previous methods highlight the importance of combining relevant information
from different paradigms, particularly semantic properties, syntactic dependencies,
and positional information to achieve more accurate results. Even though pruning is
ignored by most methods, it also proves to be an important post-processing stage of
graph construction. However, by not learning from context-aware embeddings, these
techniques may miss crucial details in the text, while also being limited by pre-existing
vocabularies (Donabauer and Kruschwitz 2025). As a result, recent works have started
to shift towards using richer embeddings, specifically embeddings from PLMs that
account for the context in which words appear, and tokenization methods capable of
dealing with unknown words using sub-word segments.

2.3 Combining Co-occurrences with PLMs

BERT-enhanced text graph neural network (BEGNN) (Yang and Cui 2021) combined
BERT lexical features with structural information. BERT was used to tokenize each
text and for semantic feature extraction. The resulting tokens were used to build undi-
rected co-occurrence graphs based on sliding windows of size three, that were passed
through a gated GNN (Li et al. 2016) to obtain structural features. Lexical and structural
feature sets were aggregated through a mutually conditioned attention-mechanism,
i.e., semantic features were input to the structural self-attention block and vice-versa.
Experimentally, BEGNN consistently outperformed TextING by an average of ≈4.13%
and TextGCN by ≈6.83% in varied topic classification tasks.

Donabauer and Kruschwitz (2025) introduced a similar yet simpler technique fo-
cused on short text classification. Each text was represented as an independent token-
level graph in which nodes and their embeddings were entirely produced by a PLM.
Edges were then constructed by linking all nodes inside a fixed-size sliding window
in a fully connected fashion. Learning was accomplished via stacked GAT layers, with
document-level embeddings obtained through average pooling. When evaluated using
BERT as its basis, this method surpassed TextING, as well as fine-tuned versions of
BERT using only 20 documents per class for training and validation splits. Results also
showed that this technique performed better on data sets where sentences are longer
and richer in semantic content, in contrast to texts with limited context.

Li et al. (2025) presented a method that constructed two distinct graphs to capture
hierarchical contextual information: CoGraphNet. For each document, a word- and a
sentence-level graph were constructed, where nodes represented words in the former
and sentences in the latter. BERT was used to tokenize all documents, as well as to
obtain token- and sentence-level embeddings. Edge weights were calculated through
combining cosine similarity (Liu et al. 2004) with positional bias, i.e., co-occurrence
counts were adjusted based on relative positional information. A hierarchical attention
network (Yang et al. 2016; Wang and Wan 2019) alongside the SwiGLU activation func-
tion (Han and Zhang 2022; Narang et al. 2021) were then used for learning. CoGraphNet
was ≈4.06% more accurate than TextING on varied text classification tasks, indicating
the benefits of the added graph components. Furthermore, extra experiments showed
that combining both graphs consistently resulted in the best performance—once more,
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showing the importance of relying on information that is not attainable using co-
occurrences alone.

Even though these techniques extended co-occurrences in order to reduce the effects
of some well-known limitations, the inherent structure of the constructed graphs was
still limited by narrow, fixed-size sliding windows with all their subsequent problems.
Consequently, edges may not only miss relevant connections, but also ignore how not
all words relate to others equally.

2.4 Replacing Co-occurrences with the Information Within PLMs

Being aware of the intrinsic problems from relying on fixed-size sliding windows, re-
searchers have started to shift from co-occurrence graphs (and their extensions) towards
re-designing graph construction completely. One example was BERT-based hierarchical
GAT (BHGAttN) (Zhang et al. 2022). Graphs exploited the hierarchical relationships
from intermediate BERT layers, which were then learned by a multi-level hierarchical
GAT. Semantic features for a predetermined number of sub-sentences were extracted
from intermediate BERT layers via average pooling, while whole-sentence embeddings
were randomly initialized. The GAT then considered the dependency order between
whole- and sub-sentences, and updated the whole-sentence representations. Experi-
mental results from sentiment analysis tasks suggested that the hierarchical structure
within sentences contained more information than close-distance word co-occurrences,
and that certain PLMs may be more adequate than others for downstream structural
learning.

By contrast, Alikaşifoğlu, Aras, and Koc (2024) proposed visibility pooler (VISPool),
which constructed vector visibility graphs (VVGs) (Ren and Jin 2019; Lacasa et al.
2008) using Transformers. Because token embeddings from Transformers can be seen
as multivariate time-series with inherent sequential properties (which VVGs were de-
signed to capture and map to nodes) these graphs completely preserve sequential and
structural information. After all graphs were constructed, learning was accomplished
using graph convolutional network (GCN) layers (Kipf and Welling 2017). Experiments
on varied tasks using two distinct pre-trained models reiterated the previous insights
that performance is affected by the choice of PLM. Furthermore, combining GNNs and
PLMs can result in improved performance by learning structural information for which
linear layers fail to account.

Despite the clear benefits that both BHGAttN and VISPool possess, both methods
are considerably complex. For example, BHGAttN requires training to fully construct
each graph, having substantial resource needs. It is also restricted by limited inter-
pretability, given that tokens are not represented individually, and it requires manually
selecting the number of sub-sentences, which can be a convoluted, high-impact hyper-
parameter (Zhang et al. 2022). Similarly, VISPool is affected by the visibility criterion
and the penetrable limit of the VVG, also requiring a high level of domain expertise
(Alikaşifoğlu, Aras, and Koc 2024).

To the best of our knowledge, there is no simple, straightforward method that
converts the most important information within PLMs to graphs, while functioning
without context length limitations.

3. Methodology

Here, we introduce and explain our novel graph construction method that solves the
problems in previous work. We first introduce our rationale, followed by a detailed
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Figure 1
Heat-maps of average-pooled attention coefficients obtained using BERT for a randomly selected
document from Ohsumed’s test split.

step-by-step explanation of how to construct a token graph from the outputs of a Trans-
former. Afterwards, we explain our learning architecture, including detailed notions
about the employed GNN layers. We then detail the benchmark data sets and PLMs
used in this study.

3.1 Proposed Graph Construction Method

Given how much our method differs from existing work, we start by explaining our
rationale before presenting a detailed overview of all steps that constitute our pipeline.

3.1.1 From PLMs to Graphs. Our proposal is based on the idea that the set of attention
coefficients in a PLM can be inherently seen as a graph. Figure 1 depicts average-pooled
attention coefficients for a randomly selected document from Ohsumed’s1 test split
obtained using BERT. We may look at the x-axis of either sub-figure as the destination
node and the y-axis as the starting point of all edges in a hypothetical graph. Using all
aggregated attentions (as seen in Figure 1a) would result in an unnecessarily dense, fully
connected graph. However, not all joint occurrences of words have the same relevance,
e.g., as seen by the different levels of attention. What would happen if we were to only
focus on a subset of the attention coefficients to construct the edges of a graph? This is
the central aspect of our method.

Figure 1b depicts this scenario by only including the attentions above the 0.95
quantile2 after dropping all “to” and “from” relations that contain special tokens (e.g.,
[SEP], [CLS])—which we found to have some of the highest attention coefficients,
but are not relevant to our model-agnostic setting. Compared with the previous fully
connected graph (i.e., Figure 1a), the resulting graph from this heat-map would be
much sparser, having considerably fewer values and, thus, fewer memory require-
ments. Furthermore, although most of the highest attentions can be attributed to close
distance co-occurrences, there are several exceptions. As a result, we expect our method
to capture more relevant edges than co-occurrence graphs since it builds upon co-

1 http://disi.unitn.it/moschitti/corpora.htm.
2 User-defined hyperparameter for illustrative purposes.
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occurrences. Finally, our technique can be extended to documents with token counts
above the maximum sequence lengths of PLMs via a sliding mechanism. This is a direct
result of filtering low attention coefficients, which removes the constraint of having fully
connected graphs that limits Transformers. However, this may come at the cost of some
falsely pruned relevant edges.

3.1.2 Method Overview. Granted that a text is not directly converted to a graph, we must
first process it to obtain building blocks (i.e., nodes) that connect through predetermined
relationships (i.e., edges). Older approaches, such as MPAD or TextING, do so by,
e.g., removing non-alphanumeric characters and contractions, lower-casing, splitting
on white-spaces, and removing stop-words. In contrast, our method solely relies on the
PLM to pre-process each text. Figure 2 contains an overview diagram of our proposed
method. The text is first input to the PLM for inference. Then, token embeddings are
used to represent each node and attention coefficients are directly translated into edges.
We remove special tokens and all attentions coefficients that relate to them during this
stage to make our method model-agnostic. A node may be created for every token
(i.e., repeated tokens are treated individually) or we may group the information from
repeated tokens (colored in blue) to reduce dimensionality. We call the former option the
surrogate variant, in which we use the token indices as node identifiers, and the latter
is the grouped variant, where input identifiers are used to label tokens. The aggregation
of the latter is done by pooling over all node embedding dimensions and concatenating
edges with pooling only applied to edges that connect to/from the aggregated nodes.
Afterwards, edges for which their single-dimension weight (obtained through complete
feature aggregation) is below a predetermined threshold are dropped. Lastly, isolated
nodes (i.e., nodes that are not connected to any node, including themselves; colored in
orange) are removed to avoid node bias during learning.

We designed our method so that it may be used with variable document length,
including documents that do not fit inside the PLM’s context window. This is accom-
plished via a chunk-and-stride mechanism that functions as a sliding window with
padding to maintain some context in each chunk. We use the maximum sequence length

Figure 2
Overview diagram of our proposed method.
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Figure 3
Overview diagram of the chunk-and-stride mechanism of our proposed method. Sub-graphs (1)
(composed by nodes A, B, and C) and (2) (with nodes C, D, and E) consist of direct translations of
token embeddings and attention matrices to graphs as node and edge features, respectively.
Chunk-level graphs (1) and (2) are combined to produce a document-level graph. Unimportant
edges (based on a predetermined threshold) are then dropped, followed by the removal of
isolated nodes.

of the PLM as the maximum chunk size, and the left and right strides are values in
{0, 32, 64, 128, 256}. The necessary special tokens are added to the start and end of each
chunk so that the PLMs can infer properly. Figure 3 depicts how our method works
when using this chunk-and-stride mechanism. Chunks are first created from the input
text, followed by inference for each sub-document. The resulting token embeddings
and attention coefficients from each chunk are then converted into sub-graphs, followed
by a combination operation to obtain a document-level graph. Padded tokens (colored
in blue) play a pivotal role during this combination when using the surrogate variant,
as sub-graphs would not have a way to be connected otherwise. As a result of some
duplicate nodes from the overlapped segments, we perform a group-by operation over
repeated nodes, similar to the one used in the grouped variant. Afterwards, the process
is the same as in Figure 2—i.e., unimportant edges and isolated nodes are dropped
to obtain the final document representation. In essence, our chunk-and-stride mecha-
nism accomplishes offline, windowed attention sparsification via overlap-based context
preservation and post-hoc pruning that induces representational sparsity instead of
computational sparsity.

Another unique aspect of our proposal is how edge features are defined. Given that
PLMs have a wide range of values to represent the relationships between tokens, we
wanted to take full advantage of this information. For each pair of tokens, there are
L×H different attention coefficients that can be used to define F feature values for each
edge, where L is the count of model layers and H of attention heads. We evaluated
three different levels of edge feature aggregation in this study, each conveying a distinct
level of information. We may not perform aggregation (F = L×H), with each value
representing the information from an attention head in a specific layer. Another option
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Figure 4
Model architecture diagram. The displayed model is composed by 3 convolutional blocks,
followed by global pooling, and a linear layer.

is to follow a layer-wise aggregation strategy (F = L) for which edge features represent
layer-level knowledge. Alternatively, we can fully aggregate all attention coefficients
for each edge (F = 1) to obtain a global relationship importance estimate. For both node
and edge features, aggregation consists of minimum, average, or maximum pooling,
with this choice being a hyperparameter of our pipeline.

3.2 Model Architecture

In this work, we focus on graph construction, rather than on the model architecture.
Our models are composed by up to 5 commonly used GNN layers—specifically only
GAT (Veličković et al. 2018) or only GATv2 (Brody, Alon, and Yahav 2022) layers—
that are used to progressively update node embeddings. Figure 4 exemplifies our
architecture using 3 convolution blocks (i.e., dropout with a rate between 30% and
60% → GAT/GATv2 layer → leaky ReLU activation function). The input shape of
the first layer corresponds to the pre-trained embedding dimension, with the layer’s
hidden embedding dimension being a value between 32 and 256 for each attention head
(H ∈ [4, 16]). The input and output shapes of all remaining layers have the same size as
the first’s output for simplicity purposes. These convolutional blocks are followed by
global pooling to obtain a graph-level embedding by performing maximum, average, or
sum pooling over all nodes. Lastly, classification is performed by passing the previous
embedding through a linear layer and a logarithmic softmax function.

3.3 Benchmark Data Sets

To ensure the consistency and robustness of our novel approach, we select a varied set of
heterogeneous data sets: Ohsumed, R8 (a subset of Reuters-215783), Stanford sentiment
treebank (SST)-24 (Socher et al. 2013), and IMDb-1k. SST-2 is based on Rotten Tomatoes

3 https://archive.ics.uci.edu/dataset/137/reuters+21578+text+categorization+collection.
4 https://nlp.stanford.edu/sentiment/.

1166

https://archive.ics.uci.edu/dataset/137/reuters+21578+text+categorization+collection
https://nlp.stanford.edu/sentiment/


Pimentel et al. “Lightweight” Token Graphs from Transformers

sentence polarity (RTSP) (Pang and Lee 2005), and was obtained using HuggingFace5).
IMDb-1k is a subset of the internet movie database (IMDb) (Maas et al. 2011) formed by
the top 500 largest documents in each split (train and test), for which length estimates
were calculated using the CountVectorizer6 method from scikit-learn (Pedregosa
et al. 2011). The tasks in the first two data sets are categorization of medical abstracts
and news, and the last two comprise sentiment polarity identification of short and long
movie reviews, respectively.

Ohsumed, R8, and IMDb-1k lack validation splits so, to avoid any potential over-
fitting during our experiments, we use a random partition of 20% of the training data
of each of these data sets, extracted in a stratified manner to retain the distribution of
classes as validation splits. These selections are done using a random seed of 42, which
is used as the random seed throughout this work.

Knowing that the distribution of classes heavily affects some aspects of training,
in particular the choice of the performance metric to optimize, we choose the metric
for each data set independently. Both SST-2 and IMDb-1k are mostly balanced, so
we optimize accuracy in all experiments. By contrast, R8 and Ohsumed are heavily
imbalanced, so we optimize macro F1-scores with these data sets, instead.

3.4 PLMs

We evaluate four distinct PLMs, namely, bidirectional and auto-regressive transformer
(BART) (Lewis et al. 2020),7 BERT (Devlin et al. 2019),8 robustly optimized BERT pre-
training approach (RoBERTa) (Liu et al. 2019),9 and XLNet (Yang et al. 2019).10 Although
all rely on attention mechanisms that are crucial to our method, there are considerable
differences between the models.

4. Experimental Details and Results

This section starts with identifying our optimal method configuration. We then compare
using our method with fine-tuning the PLM instead. This is followed by an evaluation
of different PLMs, and a comparison of our best performing configurations with the
SotA. Afterwards, we analyze how our method compares to using sliding windows. We
then evaluate the generalization capabilities of our proposal. Finally, we assess how the
memory needs of our method compare to fine-tuning, as well as sliding widow-based
graphs.

4.1 Identifying the Optimal Method Configuration

Figure 5 contains performance ranks from different configurations of our method. As
previously stated, the target metric of each data set may differ (e.g., accuracy is used for
SST-2, while we optimized macro F1-score for Ohsumed). We use BERT as our baseline
PLM and Optuna (Akiba et al. 2019) for hyperparameter tuning. Each performance

5 https://huggingface.co/datasets/sst/viewer/default.
6 https://scikit-learn.org/stable/modules/generated/sklearn.feature extraction.text
.CountVectorizer.html.

7 facebook/bart-base: https://huggingface.co/facebook/bart-base.
8 google-bert/bert-base-uncased: https://huggingface.co/google-bert/bert-base-uncased.
9 FacebookAI/roberta-base: https://huggingface.co/FacebookAI/roberta-base.

10 xlnet/xlnet-base-cased: https://huggingface.co/xlnet/xlnet-base-cased.
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Figure 5
Average and standard deviation ranks (using the target metrics from each benchmark data set)
from training different GNNs on BERT token graphs following the two method variants and
different levels of edge feature aggregation. Each bar of Figure 5a is colored based on the GNN.

reported consists of the average and standard deviation from 10 runs with different
random seeds (∈ [37, 46]) of the best trial from a set of 250 successful trials for each
configuration.

We begin by exploring if there is an optimal combination of method variant (i.e.,
grouped or surrogate) and model architecture (i.e., using GAT or GATv2 layers) in
Figure 5a. We train the two model architectures on token graphs constructed using
BERT without edge feature aggregation (F = L×H). The results show that using GATv2
layers leads to better results than GAT-based models, regardless of the method variant.
Furthermore, learning from graphs built following the grouped variant is better on
average than the surrogate variant. This may not always happen as indicated by com-
paring the upper-whisker of GATv2 models trained on graphs that follow the grouped
variant (rank = 2.5) with the mean of similar models trained on the surrogate variant
(rank = 2.25).

With GATv2-based models trained on graphs built following the grouped variant
as our first best performing configuration, we explore the impact of different aggrega-
tion levels on edge features. Specifically, we compare no-aggregation (F = L×H) with
layer-wise-aggregation (F = L) and full-aggregation (F = 1). As seen in Figure 5b, the
results show that no-aggregation consistently leads to the best performance, followed
by layer-wise aggregation, and finally full-aggregation. In short, the higher the degree
of aggregation (i.e., the more information we lose via merging values), the worse the
results.

4.2 Comparing Using Our Method with Fine-tuning the PLM

To understand if and when our approach surpasses fine-tuning, we compare fine-tuned
versions of BERT with our two method variants, as seen in Table 1. Fine-tuning leads
to the best results for both Ohsumed and SST-2. This may come as a direct result of
the extra information used by the pre-trained model in the form of more attention
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Table 1
Testing performance metrics (in percentage) for all benchmark data sets from fine-tuning BERT
compared with training GATv2-based models on token graphs built using the PLM.
Bold represents the best performance metric value for each data set.

Data Set Approach Accuracy F1-score Precision Recall

IMDb-1k
Fine-tuning 82.18 ± 3.92 82.05 ± 3.91 82.47 ± 3.89 82.10 ± 3.75
Grouped 92.27 ± 0.86 92.24 ± 0.87 92.24 ± 0.84 92.32 ± 0.87
Surrogate 92.36±±± 0.45 92.34±±± 0.45 92.33±±± 0.43 92.46±±± 0.42

Ohsumed
Fine-tuning 71.90±±± 0.98 63.00±±± 1.06 64.63±±± 0.76 62.79±±± 1.48
Grouped 69.96 ± 0.51 61.35 ± 0.54 62.20 ± 0.80 61.65 ± 0.53
Surrogate 70.18 ± 0.83 60.86 ± 1.16 62.73 ± 0.92 60.46 ± 1.17

R8
Fine-tuning 97.78 ± 0.30 94.37 ± 0.61 95.09±±± 0.62 93.96 ± 0.72
Grouped 97.85±±± 0.25 94.66±±± 0.49 95.02 ± 0.75 94.47±±± 0.63
Surrogate 97.63 ± 0.33 93.98 ± 0.53 93.93 ± 0.84 94.27 ± 0.58

SST-2
Fine-tuning 91.60±±± 0.43 91.60±±± 0.43 91.69±±± 0.41 91.61±±± 0.43
Grouped 89.52 ± 0.75 89.52 ± 0.75 89.53 ± 0.73 89.52 ± 0.75
Surrogate 89.18 ± 0.76 89.17 ± 0.76 89.21 ± 0.77 89.18 ± 0.76

coefficients when compared with our method due to the latter dropping unimportant
edges. Furthermore, the vast majority (100% in SST-2 and ≈96% in Ohsumed) of docu-
ments from these data sets completely fit inside BERT’s context window of 512 tokens.
This means that our graphs do not contain extra information in the form of added
tokens and attentions. Contrarily, the results on IMDb-1k show clear benefits from using
our proposal. Not only is our method considerably superior, having achieved 10.09%
and 10.18% higher accuracy for the grouped and surrogate method variants, respectively,
it is also characterized by more consistent performance as seen by smaller standard
deviations. We believe this to be explained by how we represent the entire document
instead of a small sample of tokens, with the results highlighting that our method is
best suited for data sets whose documents are larger than the chosen PLM’s context
window. We also compare the distributions of the target performance metrics for each
data set from the 10 runs of each approach using unpaired t-tests with a confidence
level of 95% (i.e., α = 0.05). With the exception of the results from R8, the performance
differences of fine-tuning BERT and using either variant of our method are statistically
significant. R8 is also the only data set for which the performances of the grouped and
surrogate variants are not statistically identical.

With these results, we show that our graph construction method is best suited for
data sets that mostly contain documents that the PLM cannot fully encode, proving that
there are benefits in extending the context windows of the PLM via our chunk-and-slide
mechanism. For the remaining cases, our method leads to competitive results, but some
performance drop may happen.

4.3 PLM Suitability for Graph Construction

We intend to understand how the performance of our method changes when using
different PLMs, specifically BART, BERT, RoBERTa, and XLNet. All these pre-trained
models are used to construct token graphs that are then used to train models. Both the
base construction method and model architecture are the same for all PLMs and for each
set of experiments in Figure 6.
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Figure 6
Rank and performance change (using the target metric from each benchmark data set) from
training GATv2-based models on token graphs constructed using different PLMs and method
variants without edge feature aggregation. Each bar in Figure 6b and Figure 6c is colored based
on the PLM.

Figure 6a contains average performance ranks from training GATv2-based models
using the information from different PLMs following the grouped variant without edge
feature aggregation. With the exception of XLNet that uses the whole document to
calculate token embeddings and attentions, all pre-trained models are defined by a
maximum context window that is used for chunking, when necessary. Specifically, 512
tokens for BERT and RoBERTa, and 1,024 for BART. RoBERTa is the best performing
PLM, followed by BERT and BART with the same average ranks. All three PLMs achieve
the best performance in at least one data set, indicating that the choice of a PLM may be
problem-dependent. Although BART and BERT have the same average rank, BART’s
rank is highly influenced by its weaker performance in IMDb-1k compared with the
remaining models. We calculate the median ranks of the top 3 PLMs to mitigate this,
with the new order being: RoBERTa (Median = 1.5), BART (Median = 2.0), and BERT
(Median = 2.5). Given the similarity in the median ranks of both BART and RoBERTa,
we choose these two pre-trained models for subsequent analysis.

So that we may assess the impact of higher quality embeddings, as well as denser
attention matrices (due to higher layer and attention head counts), we evaluate the
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performance difference from replacing base with large PLMs in Figure 6b. BART-L11

represents the large version of BART, and RoBERTa-L12 of RoBERTa for graph construc-
tion. Excluding R8, all changes from base to large resulted in improved performance.
We suspect that these outlier results are a consequence of the lack of punctuation in
the documents from this data set. That is, this characteristic may negatively impact
both token embeddings and attentions, e.g., leading the model to attribute high im-
portance to sentence-level co-occurrences that may be in no way relevant—each text is
composed of a single sentence. The improvements are considerable in some data sets,
for example, IMDb-1k and SST-2 using BART-L and Ohsumed using either pre-trained
model. Notwithstanding, there are some statistically identical performances, namely, in
IMDb-1k and R8 using RoBERTa-L compared to RoBERTa. Overall, we see benefits in
using the large variants of PLMs alongside our method when the available resources
allow it; however, it may not improve performance for all models.

To understand how the previously discarded surrogate variant performs alongside
other PLMs, we re-evaluate it alongside both BART-L and RoBERTa-L. Figure 6c con-
tains the average performance change from using the surrogate variant instead of the
grouped one for graph construction. Although there are significant performance differ-
ences in R8 using both pre-trained models and IMDb-1k using RoBERTa-L, the perfor-
mances from both method variants in the remaining data sets are statistically identical.
These results indicate that the choice between the grouped and surrogate variants may be
data set- and PLM-dependent.

Based on all results, we suspect that the quality of the PLMs is directly linked with
that of the resulting graph models, which may be a consequence of our simple model
architecture. Our experiments show that BART’s architecture is the most suitable to
being used with our method among those evaluated. Intuitively, we expect its summa-
rizing nature to produce graphs that focus on the most important relationships between
words. In terms of our method variants, we encourage end-users to first experiment
using the grouped variant and then the surrogate one if enhanced contextual information
is of high importance to the task.

4.4 Comparison to the SotA

We compare some of our best performing approaches to the SotA in Table 2 using ac-
curacy results reported in the corresponding publications of each work. Remember that
the results we report for our method on Ohsumed and R8 were optimized for macro F1-
score instead of accuracy, contrary to most SotA works. When compared with the more
traditional inductive approaches (e.g., MPAD and TextING), our method consistently
achieves higher accuracy—with a few exceptions in R8, which we attribute to the choice
of the optimization metric. We see this as a direct consequence of using richer node
embeddings, as well as being able to represent out-of-vocabulary tokens via sub-word
segments, instead of randomly initializing these embeddings. Our method also fares
considerably well against approaches that use context-aware, pre-trained embeddings.
This not only includes inductive techniques, but also ones that learn from a single,
corpus-wide heterogeneous graph, such as BERTGCN or RoBERTaGCN. However, as
seen before, our proposal is highly dependent on the PLM. Learning from either method
variant constructed with BART-L leads to results that regularly surpass existing works,

11 facebook/bart-large: https://huggingface.co/facebook/bart-large.
12 FacebookAI/roberta-large: https://huggingface.co/FacebookAI/roberta-large.
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Table 2
Accuracy of SotA methods compared to some of our models. Bold represents the best
performance metric value for each data set, and underlining represents our models that surpass
the best SotA method.

Approach Ohsumed R8 SST-2 RTSP
Avg. Max. Avg. Max. Avg. Max. Avg. Max.

St
at

e-
of

-
-t

he
-a

rt

TextGCN1 68.4 – 97.1 – – – 76.7 –
Text-level GNN2 69.4 – 97.8 – – – – –
MPAD3 – – – 97.1 – 87.8 – –
TextING4 70.4 – 98.0 – – – 79.8 –
MH-GAT5 – – – – 91.7 – – –
BEGNN6 – 71.2 – 98.4 – 91.4 – 86.4
BHGAttN7,a – – – – – – – 87.7
BHGAttN7,b – – – – – – – 88.9
HyperGAT8 69.9 – 98.0 – – – 78.3 –
MeHGAT9 72.9 – 97.7 – – – 78.1 –
CoGraphNet10 – 73.3 – – – – – 83.5
VISPool11,c – – – – – 91.7 – –
VISPool11,d – – – – – 93.1 – –
BERTGCN12 72.8 – 98.1 – – – 86.0 –
RoBERTaGCN12 72.8 – 98.2 – – – 89.7 –

Th
is

w
or

k

BART-G 71.6 72.5 97.8 98.1 91.9 92.6 86.8 87.1
BERT-G 70.0 70.9 97.9 98.2 89.5 90.5 – –
BERT-S 70.2 71.0 97.6 98.0 89.2 90.6 – –
RoBERTa-G 70.9 71.8 97.8 97.9 92.3 92.8 86.5 86.9
BART-L-G 73.6 74.2 97.4 97.6 94.7 95.4 90.3 90.5
BART-L-S 73.9 74.3 98.3 98.5 94.8 95.3 89.8 90.2
RoBERTa-L-G 71.9 73.7 97.7 98.0 93.0 93.5 88.1 88.5
RoBERTa-L-S 71.2 72.1 97.1 97.5 93.5 94.6 88.2 88.8

1(Yao, Mao, and Luo 2019) 2(Huang et al. 2019) 3(Nikolentzos, Tixier, and Vazirgiannis 2020)
4(Zhang et al. 2020) 5(Jin et al. 2022) 6(Yang and Cui 2021) 7(Zhang et al. 2022) 8(Ding et al. 2020)
9(Jin et al. 2024) 10(Li et al. 2025) 11(Alikaşifoğlu, Aras, and Koc 2024) 12(Lin et al. 2021).
aBERT bRoBERTa cALBERT (Lan et al. 2020) dDistil-BERT (Sanh et al. 2019).

yet our learning architecture may be too simple, with the models relying too much on
the quality of the PLM. We can see this, for example, by looking at how some works
surpass our performance when both our method and the existing work use BERT or
RoBERTa as their basis (e.g., BEGNN, BHGAttN, or BERTGCN).

We also compare the official performance of fine-tuning BART-L (Lewis et al. 2020)
on SST-2 with that of using our method. As expected from a data set with mostly
short documents, fine-tuning does lead to the best results. However, the difference from
using our method instead of fine-tuning is considerably small, dropping from 96.6%
accuracy to 94.8% (average) or 95.3% (best). This means that all information discarded
(i.e., all attention coefficients below the ≈0.56 quantile) when constructing the graphs
only resulted in a performance decline of 1.8% or 1.3%, respectively. Additionally, our
solution works with less than 24GB of memory, which we were unable to make work
with fine-tuning BART-L in a timely manner. In addition to documents larger than the
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PLM’s context window, we see our method best used in limited-resource scenarios,
specifically ones where fine-tuning may be too time consuming.

4.5 Direct Comparison vs. Using Sliding Windows

In order to assess if our method produces more informative graphs when compared
with traditional sliding windows, we study how model performance differs between
these techniques in Table 3. To make this comparison as fair as possible, we use the
same pre-trained embeddings to represent nodes (having extracted them from BART-L),
with the set of edges being the key difference between graphs built with our method and
with sliding windows. We also use the same model architecture, as well as training and
optimization pipelines for both sets of experiments. Each sliding window-based graph
is constructed using a sliding window of size N ∈ [2, 10], centered around each token.
Edge weights are then computed as the total count of co-occurrences between every
two tokens.

Regardless of data set, at least one of our variants surpasses the performance
of models trained using sliding window-based graphs. Overall, sliding windows are
defined by the worst average performance rank (2.5± 0.58), followed by the grouped
variant (2.25± 0.96), with surrogate-based graphs (1.25± 0.5) topping the performance
in most data sets. The performance gains compared to sliding windows are particu-
larly noticeable in data sets composed by longer texts. Specifically, +1.04% average
accuracy for the grouped variant and +0.72% for the surrogate one in IMDb-1k. +0.97%
and +1.04% macro F1-score using grouped- and surrogate-based graphs in Ohsumed,
respectively, and +1.55% macro F1-score in R8 in the scope of the surrogate variant.
However, not all differences were statistically significant compared to sliding windows,
namely, the grouped variant’s performance in Ohsumed and that of both variants in
SST-2.

Table 3
Testing performance metrics (in percentage) for all benchmark data sets from training
GATv2-based models on BART-L token graphs constructed following our method variants and
traditional sliding windows. Bold represents the best performance metric value for each data set.

Data Set Approach Accuracy F1-score Precision Recall

IMDb-1k
Grouped 95.49±±± 0.60 95.47±±± 0.61 95.45±±± 0.60 95.52±±± 0.64
Surrogate 95.16 ± 0.13 95.16 ± 0.13 95.14 ± 0.13 95.35 ± 0.13
Slid. Wind.1 94.45 ± 0.57 94.44 ± 0.57 94.44 ± 0.55 94.61 ± 0.56

Ohsumed
Grouped 73.55 ± 0.61 66.32 ± 0.68 66.96 ± 0.88 67.13 ± 1.22
Surrogate 73.85±±± 0.37 66.40±±± 0.77 67.16±±± 0.70 67.04 ± 0.78
Slid. Wind.1 71.55 ± 1.12 65.36 ± 1.30 64.22 ± 1.86 68.58±±± 0.76

R8
Grouped 97.39 ± 0.16 93.56 ± 0.53 93.71 ± 0.82 93.60 ± 0.41
Surrogate 98.32±±± 0.08 95.58±±± 0.33 96.30±±± 0.43 95.09±±± 0.37
Slid. Wind.1 97.67 ± 0.18 94.03 ± 0.40 94.82 ± 0.41 93.39 ± 0.52

SST-2
Grouped 94.70 ± 0.39 94.69 ± 0.39 94.75 ± 0.35 94.70 ± 0.38
Surrogate 94.81±±± 0.37 94.81±±± 0.37 94.86±±± 0.36 94.81±±± 0.37
Slid. Wind.1 94.72 ± 0.36 94.72 ± 0.36 94.79 ± 0.32 94.72 ± 0.36

1Sliding windows.
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We also notice that, contrary to previous studies that use traditional word em-
beddings (Nikolentzos, Tixier, and Vazirgiannis 2020; Zhang et al. 2020), most of our
best performing sliding window-based models require wide windows. Specifically, the
best performing window size in SST-2 and IMDb-1k is 7, and 9 in Ohsumed. The only
exception to this is R8, for which the best performing window is of size 2. This pattern
indicates that, opposed to traditional word embeddings, transformer-based ones may
perform best with wider windows that “simulate”, to some extent, their fully connected
inner-workings. This pattern highlights the potential benefits of using our method, since
edges use some knowledge that aligns with the PLM’s embedding information—i.e.,
are constructed using information from the same model as the token embeddings. It
also clarifies why shorter documents may not gain as much as longer ones in terms of
performance. Even large sliding windows fail to connect distant tokens as the document
length increases, and overly large ones result in irrelevant token relationships being
considered.

4.6 Generalization Analysis and Ablations

We expand our experiments to additional data sets composed of distinct tasks to
assess the generalization capacity of our proposal. Our classification data consists of
all previously used benchmarks, except R8 (due to lacking structure in the form of
punctuation). There are two regression data sets, namely, Amazon video game reviews
(AMZ-VGR)13 to predict numeric ratings from user-written reviews, and CommonLit
Ease of Readability (CLEAR)14,15 (Crossley et al. 2021, 2023) to predict Flesch-Kincaid
grade levels from text passages.

We narrow down our possible hyperparameter values to ease comparisons, as well
as to have a smaller search space and allow faster convergence. The possible quantile-
based thresholds are also stricter, consisting of 0.85, 0.9, 0.95, 0.99, and 0.999. We opt to
start at 0.85 despite having some data sets for which the best performing threshold had
been lower so that we can evaluate the relationship between sparsity and performance.
The remaining graph construction hyperparameters are fixed to speed-up experiments
by pre-computing all graphs beforehand. We use 128 tokens as left stride, maximum-
and average-pooling for attention and token embedding aggregation, respectively. No
edge feature aggregation is performed while constructing the graphs. Additionally,
right stride is not used, as we found it to not be as important as left stride. As a result of
discretizing many numerical hyperparameters and a risk of converging to local minima,
we increase the number of randomly sampled trials from 10 to 150, followed by 100
trials sampled using tree-structured Parzen estimator (TPE) sampler.16 Duplicate trials
are skipped, not accounting for the total trial count.

4.6.1 Model Architecture. In order to understand how downstream performance is in-
fluenced when using our method as the basis for graph construction, we compare
three model architectures. Our new baseline is a modified version of Figure 4 with a
different order of operations within each convolutional block. While previously we had
dropout → convolution → leaky ReLU, we now have convolution → leaky ReLU →

13 https://huggingface.co/datasets/kuroneko5943/amz20 (video games).
14 https://www.kaggle.com/datasets/verracodeguacas/clear-corpus/data.
15 Similarly to IMDb-1k, we created a validation split for the CLEAR data set.
16 https://optuna.readthedocs.io/en/stable/reference/samplers/generated

/optuna.samplers.TPESampler.html.
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Table 4
Testing performance metrics for all benchmark data sets from training models with distinct
architectures on BART-L token graphs constructed following the surrogate variant.
Bold represents the best performance metric value for each data set.

Task Data Set Metric Architecture

Baseline Att. Pool. Hierar. Pool.

Classification
IMDb-1k Acc.1 (%) 95.49±±± 0.45 95.28 ± 0.91 95.28 ± 0.54
Ohsumed F1-sc.2 (%) 65.86±±± 0.66 64.46 ± 0.79 64.68 ± 0.84
SST-2 Acc.1 (%) 94.17 ± 0.30 94.51 ± 0.23 94.54±±± 0.17

Regression AMZ-VGR RMSE 0.888±±± 0.032 0.983 ± 0.062 0.987 ± 0.143
CLEAR RMSE 1.724±±± 0.058 1.919 ± 0.142 2.127 ± 0.191

Paraphrasing PAWS Acc.1 (%) 73.83 ± 0.61 – –
Detection

Summarization BBC-NS ROUGE-2 0.683 ± 0.005 – –
1Accuracy. 2F1-score.

dropout. This change not only aims to improve regularization, but also enhance training
stability, accelerate convergence, and promote the learning of more robust features.
We also add graph normalization layers (Cai et al. 2021) after each dropout operation
to smooth gradient flow and stabilize optimization, while also reducing the risk of
vanishing and exploding gradients. The second architecture we evaluate uses attention-
based global pooling17 instead of maximum-/average-/sum-pooling of all nodes, i.e.,
it considers node importance when constructing graph-level embeddings. Lastly, we
explore whether progressive, learning-based pruning via self-attention graph pooling
(SAGPooling) (Knyazev, Taylor, and Amer 2019; Lee, Lee, and Kang 2019) applied
at the end of each convolutional block (i.e., in a hierarchical manner) leads to better
performance while further reducing memory needs. Table 4 contains the target perfor-
mance metrics for each combination of data set and model architecture using BART-L
as the basis for graph construction. With the exception of SST-2, the baseline performed
the best for all data sets. Unpaired t-tests showed that all architectures performed
identically in IMDb-1k and that CLEAR is the only data set for which the attention- and
the hierarchical-pooling approaches resulted in statistically different performance. We
note that the best performances reported in the new experiments are worse than those
reported in previous sections. This is due to a more bound hyperparameter search space,
limiting the models’ ability to learn all fine-grained information necessary to reach peak
performance. A possible solution to this would be to have a 2-step tuning stage, in
which we would complement the stricter search space with a subsequent one where
parameters are not bound to a set of predetermined values.

The small performance difference between architectures suggests that our graph
construction method is also model-agnostic with regard to the learning architecture, i.e.,
its downstream performance is not heavily impacted by architecture-specific properties.
This could be a direct result of using high-quality information from PLMs to represent

17 https://pytorch-geometric.readthedocs.io/en/1.3.1/ modules/torch geometric/nn/glob
/attention.html.
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texts and learn from these representations using networks that follow the same core
principals as Transformers, but in a sparser manner. Conversely, these results together
with those in Section 5.2 could indicate that our graphs may suffer from (i) unimportant
edges kept after pruning and/or (ii) some over-parameterization of edge features that
negatively impact performance. Such problems could also justify why the models are
more impacted by node-level ablations when compared with edge-based ones (refer to
Section 5.2).

We also evaluate our best architecture on two more tasks, namely, paraphras-
ing detection using paraphrase adversaries from word scrambling (PAWS)18 (Zhang,
Baldridge, and He 2019) and extractive text summarization via BBC news summary
(BBC-NS)19,20 (Greene and Cunningham 2006). These tasks assess how well positional
information is preserved in the graphs given that both require strong word-order mod-
eling. Some modifications to our pipeline are needed. Paraphrasing detection entails
receiving two graphs (one for each document), passing each through the GNN encoder,
and concatenating both graph-level embeddings before feeding them to a classification
layer. In contrast, the summarization task does not have a global pooling stage to con-
struct graph-level embeddings. Instead, a binary mask is constructed to define which
tokens from the original text are kept in the summary.

While the results are not as clear as those from classification and regression tasks,
our modeling approach is mostly accurate in extracting meaning from complex text on
PAWS. We notice some trends in the wrongly classified sentence pairs, namely, some
difficulty in dealing with role reversal (e.g., swapped subjects or locations), as well as
some confusion with subject-object distinction. Additional experiments on the subject
could help mitigate these issues, e.g., by using a more adequate loss function with
contrastive properties. The summarization results follow a similar pattern, in which the
average performance hints that the model is able to match the reference and candidate
summaries closely in content and wording; ROUGE-1 shows a≈75.9% token-level over-
lap and ROUGE-2 a ≈68.3% bi-gram overlap. BERT-score21 (a semantic similarity score
between candidate and reference summaries) with value 92.41± 0.11% also supports
that the models convey the desired semantic information by producing semantically
similar summaries compared to the real ones. In contrast, ROUGE-L (measurement of
the longest common sequence of words, keeping word order intact), is considerably
lower (0.465± 0.003), which we attribute to the sentence order changing between some
original texts and summaries. As in the previous task, we individually analyze some
examples to better understand the model’s performance. While many candidate sum-
maries are semantically and syntactically coherent, there are some that fail to grasp the
important content in the original texts, despite keeping most of the desired semantic
meaning. Although these results show the capabilities of our method to model complex,
order-dependent information in text, some changes to the downstream model could be
done to improve performance—e.g., adding a sentence reordering module or relying on
a PLM to merge the selected tokens in a coherent manner.

18 https://www.kaggle.com/datasets/thedevastator/the-paws-dataset-for-paraphrase
-identification.

19 https://www.kaggle.com/datasets/pariza/bbc-news-summary.
20 Given the lack of an official training/validation/testing split for BBC-NS, we constructed a custom one

following a stratified division of topics across splits.
21 https://huggingface.co/spaces/evaluate-metric/bertscore.

1176

https://www.kaggle.com/datasets/thedevastator/the-paws-dataset-for-paraphrase-identification
https://www.kaggle.com/datasets/thedevastator/the-paws-dataset-for-paraphrase-identification
https://www.kaggle.com/datasets/pariza/bbc-news-summary
https://huggingface.co/spaces/evaluate-metric/bertscore


Pimentel et al. “Lightweight” Token Graphs from Transformers

Table 5
Testing performance metrics for all benchmark data sets from training GATv2-based models
on BART-L and LLaMa-3.2-1B token graphs constructed following the surrogate variant.
Bold represents the best performance metric value for each data set.

Task Data Set Metric Language Model

BART-L LLaMa-3.2-1B

Classification
IMDb-1k Acc.1 (%) 95.49±±± 0.45 93.70 ± 0.98
Ohsumed F1-sc.2 (%) 65.86 ± 0.66 69.37±±± 0.58
SST-2 Acc.1 (%) 94.17±±± 0.30 91.80 ± 0.35

Regression AMZ-VGR RMSE 0.888±±± 0.032 1.091 ± 0.045
CLEAR RMSE 1.724±±± 0.058 2.098 ± 0.140

Paraphrasing PAWS Acc.1 (%) 73.83±±± 0.61 58.04 ± 1.72
Detection

Summarization BBC-NS ROUGE-2 0.683±±± 0.005 0.445 ± 0.037*

1Accuracy. 2F1-score.
*Layer-wise aggregation used due to out-of-memory errors when constructing the graphs.

4.6.2 LLM versus PLM. To understand how larger, recent language models fare alongside
our method, we compare the performance of solely changing the pre-trained model
used to construct the graphs in Table 5. We use the best model configuration for each
data set obtained with BART-L token graphs, and replace the latter with LLaMa-3.2-
1B’s22 (Grattafiori et al. 2024) graphs. As expected, graph construction requires more
memory with the increase in token embedding dimension, as well as layer and atten-
tion head counts. Consequently, we use an NVIDIA H100 GPU and an Intel Xeon Gold

6442Y CPU to construct the graphs for IMDb-1k, AMZ-VGR, and BBC-NS. In fact, the
larger documents in BBC-NS required some operations to be run on the CPU using 128GB
of RAM, which shows how much extra memory is required by these large language
models. In terms of results, with the exception of Ohsumed, the lighter language model
leads to the best performance, with all differences being statistically significant.

Although the performance of the models trained on LLaMa-3.2-1B-based graphs
could be improved by using the same hyperparameter tuning setup as that of BART-L,
our goal with this experiment is to show that solely using LLMs is not always beneficial.
Not only is memory going to be a bigger constraint, the results may also worsen. A
possible explanation as to why this happens for most of our benchmark data sets is
the higher number of node and edge features, which could result in more difficulty
in learning relevant patterns for each task. Interpretability of the graphs is also more
complex, which may be prohibitive depending on the problem.

4.6.3 Assessing the Importance of the Threshold. So that we may understand how im-
portant the attention threshold is and how it impacts performance, we perform an
ablation over it, i.e., we isolate its impact on performance. This is done on the best
performing configurations from BART-L-based graphs on all data sets by fixing all other
hyperparameters. With the exception of BBC-NS, we evaluate all possible discrete

22 https://huggingface.co/meta-llama/Llama-3.2-1B.

1177

https://huggingface.co/meta-llama/Llama-3.2-1B


Computational Linguistics Volume 52, Number 3

Table 6
Testing performance metrics for all benchmark data sets from training GATv2-based models on
BART-L token graphs constructed following the surrogate variant and using different
quantile-based thresholds. Bold represents the best performance metric value for each data set.

Task Data Set Metric Quantile

0.85 0.9 0.95 0.99 0.999

Classification
IMDb-1k Acc.1 (%) 94.93± 1.08 95.37± 0.91 95.49± 0.45* 94.60± 0.79 96.00±±± 0.87
Ohsumed F1-sc.2 (%) 65.86±±± 0.66* 65.11± 0.59 63.34± 0.71 60.34± 0.59 37.32± 1.59
SST-2 Acc.1 (%) 94.17±±± 0.30* 92.92± 0.36 89.13± 0.39 62.31± 0.51 49.56± 0.80

Regression AMZ-VGR RMSE 0.917± 0.055 0.899± 0.032 0.888±±± 0.032* 0.966± 0.039 1.254± 0.045
CLEAR RMSE 1.820± 0.125 1.713± 0.103 1.724± 0.058* 1.694±±± 0.096 1.912± 0.039

Paraphrasing PAWS Acc.1 (%) 73.83± 0.61* 74.02±±± 1.12 72.28± 1.76 56.08± 1.13 50.52± 5.51Detection
Summarization BBC-NS ROUGE-2 0.683±±± 0.004 0.683±±± 0.005* 0.676± 0.006 – –

1Accuracy. 2F1-score.
*Quantile-based threshold selected by Optuna as the best performing one.

quantile thresholds. We leave out the two highest thresholds for this data set to avoid
nodes being dropped during pruning, which is not ideal in an extractive summariza-
tion task where every token may matter. Results in Table 6 indicate that using the top
5−15% of edges in each graph tends to perform the best, with stricter pruning leading
to a higher chance of performance dropping. However, the results in IMDb-1k and
CLEAR show that there are exceptions to this, having achieved their best performance
with quantile-based thresholds of 0.999 and 0.99, respectively. An opposite example can
be found in SST-2, specifically how its best performing threshold in our initial set of
experiments is ≈0.56, which is considerably lower than 0.85. These examples suggest
that, although focusing on the top 5−15% of edges may lead to high performance, the
ideal threshold for a data set is data-specific. Although we recommend starting with
a value within this range, the available resources and data characteristics should also
be considered. For instance, using a lower threshold alongside a high number of edge
features may result in out-of-memory errors during training and/or under-fitting. In
contrast, relying on a threshold higher than ideal increases the chance of over-fitting.
Consequently, the threshold should be seen as a high impact hyperparameter and op-
timized appropriately. These results also hint at the idea that some problems may gain
from the extra information propagation in the form of higher edge counts, which may
result in more similarity between node embeddings as the learning happens. However,
this behavior is not applicable to all problems, as over-smoothing node embeddings
may be problematic in node-level tasks, such as summarization, due to loss of token-
specific features.

4.7 Analysis of Memory Needs

Table 7 contains the count of trainable parameters from the best performing models
trained for each benchmark data set using different approaches. These consist of fine-
tuning, using either variant of our method, or learning from sliding window-based
graphs. Compared with fine-tuning, our method consistently produces simpler models,
specifically ≈40% to ≈99.14% smaller than those of fine-tuning for the surrogate and
≈52.24% to ≈96.58% for the grouped variants, respectively. When compared to using
sliding windows for graph construction, using the surrogate variant also produces
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Table 7
Count of trainable parameters from the best performing models trained for each benchmark data
set using either BERT or BART-L. Bold represents the lowest count for each PLM-data set pair.

Data Set Approach BERT BART-L
#Parameters #Parameters

IMDb-1k

Fine-tuning 109,483,778 –
Sliding Windows – 4,955,894
Grouped 6,934,202 4,809,026
Surrogate 1,511,372 403,202

Ohsumed

Fine-tuning 109,499,927 –
Sliding Windows – 4,234,298
Grouped 52,293,649 14,751,392
Surrogate 5,464,958 2,085,663

R8

Fine-tuning 109,488,392 –
Sliding Windows – 70,945,928
Grouped 3,741,008 11,035,208
Surrogate 938,920 5,911,508

SST-2

Fine-tuning 109,483,778 –
Sliding Windows – 8,646,644
Grouped 14,404,238 1,677,958
Surrogate 65,686,658 2,956,502

simpler models, corresponding to ≈8.14% to ≈49.26% of the size of those from slid-
ing windows. Although using the grouped variant has a similar behavior in both R8
and SST-2, its model in IMDb-1k is similar in complexity to that of sliding windows
(≈97.04% of its size), and the one in Ohsumed is actually ≈348.38% bigger.

We also analyze the distribution of documents over values required to represent
each one. Equation (1) shows how the count of values to represent a document (T) is
calculated based on the count of nodes (N) and edges (E), as well as the corresponding
embedding dimensions (DN and DE, respectively).

T = N ×DN + E×DE (1)

In Figure 7 we see these distributions for both variants of our method, as well as
fine-tuning, all using BERT. Given that fine-tuning does not rely on graphs like our
method, we define E = N ×N and DE = L×H to account for its fully connected nature,
where L is the number of model layers and H of attention heads for the PLM. Regardless
of data set, our method is considerably lighter than fine-tuning in terms of memory
needs. This is even true for IMDb-1k, where fine-tuning truncates all documents in
contrast to our method that fully encodes them. Not only is our method lighter, it also
performs better in this particular data set. We show that our lightweight solution is a
valid alternative to fine-tuning in limited resource scenarios, having minimal perfor-
mance drops in shorter documents and the potential of improving performance when
used to extract information from longer texts.

We also compare our method with using sliding windows alongside BART-L in
Figure 8. We see that sliding windows require fewer values to represent each docu-
ment than our method for all data sets. This is mainly due to edge embeddings from
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Figure 7
Documents over values required to represent each document comparing both variants of our
method with fine-tuning, both using BERT. Vertical lines are colored based on the approach.

Figure 8
Documents over values required to represent each document comparing both variants of our
method with sliding windows for graph construction, both using BART-L. Vertical lines are
colored based on the approach.
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sliding window-based graphs being uni-dimensional contrarily to the best performing
configuration of our method (DE = L×H). Additionally, as we have seen in Figure 1,
our method acts as an extension to sliding windows, since it accounts for distant token
relationships in addition to those in narrow co-occurrences (mostly defined by high
aggregated attentions). As a result, this behavior was expected. Nevertheless, even
though more values are required when compared to sliding windows, using our method
is expected to produce simpler models and better performance, being an improvement
over traditional sliding windows for graph construction.

5. Conclusions and Future Work

Fixed-size sliding windows are inherently limited by their size, sometimes ignoring
relevant, long-distance relationships between words. We explore how the attention co-
efficients from PLMs can be used as the basis for a new graph construction method that
exploits the semantic and relational information inside these models. By doing so, we
mitigate the primary limitation of sliding windows by not restricting the relationships
of each token to a narrow interval. Instead, the edges that span from each node are
constructed using language-specific knowledge from PLMs. Furthermore, our method
can artificially extend the context windows of PLMs so that documents that do not fit
inside these windows may be fully encoded, while also reducing overall memory needs.

5.1 Main Takeaways

Our experiments show that using our graph construction method consistently leads
to better performance than sliding windows when both approaches are compared un-
der the same model architecture. This behavior is particularly noticeable in data sets
composed of increasingly longer documents, with our method reaching statistically
identical performance to that of sliding windows in shorter texts.

Our method also surpasses the performance of GNN-based SotA techniques; how-
ever, choosing the most adequate PLM for graph construction is crucial. Additionally,
some sliding window-based existing works produce better results than our method
when both use the same pre-trained embeddings. While we initially suspected this
could be a result of our simple model architecture, our method shows model-agnostic
properties in regards to performance. Given that some attention heads in specific layers
can be dropped with limited performance impact for the PLMs (Voita et al. 2019; Michel,
Levy, and Neubig 2019), our graphs may have over-parameterized edge features. This is
a direct result of having many values impacting message passing that are not relevant to
information propagation. These values lead to noise in the graphs that is progressively
and consistently propagated, damaging the learning cycle. This could also explain why
our models are more impacted by node-level ablations than by edge-based ones, with
node embeddings being richer than edge ones.

When compared to fine-tuning, models trained on graphs constructed using our
method reach comparable performance in documents that fit inside the PLM’s context
window. In contrast, our method considerably surpasses fine-tuning (with improve-
ments between 10.09% and 10.18% average accuracy) in documents that do not fit inside
this window, which comes as a result of fully encoding each document. Despite im-
provements in increasing context size in language models, the strength of our proposal
is its sparsity. Our method is also characterized by fewer trainable parameters than fine-
tuning, which may be key when used alongside small data sets. Therefore, our method
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is more easily used in low-resource scenarios, as not every end-user has the means to
fine-tune a PLM.

Lastly, both our method variants show similar performance, with the best choice for
each problem being PLM- and data-specific. While the grouped variant is characterized
by fewer values in each graph, its models tend to be more complex. By contrast, the
surrogate variant has more values per graph, but produces models with fewer trainable
parameters. We find BART-L to be the best match for our method, which we suspect is
a result of its higher quality token embeddings, and wider context window.

5.2 Future Directions

We are interested in exploring the best ways to take advantage of the information inside
prompt-based LLMs, such as LLaMa-3.2, for graph construction. For example, would
the best results be obtained by simply feeding the documents to the model without any
task-specific information, or by performing zero- or few-shot inference via prompting?
We expect the experiments with this type of model to provide additional understanding
about the relational knowledge within PLMs, including uncovering which changes
occur in the attention coefficients from prompts alone.

We also plan to explore ways to make graphs sparser while improving their in-
terpretability. Attention heads in different layers attend to different things (Clark et al.
2019). For example, some attend to word relationships such as noun modifiers, while
others attend to potentially less relevant aspects like periods or the next token. However,
even these arguably less important relationships can bias the final set of edges if their
corresponding aggregated value is above that of the threshold. Additionally, we will
explore how token-specific pruning strategies that rely on attention information (e.g.,
Kim et al. 2022) can be used as a part of our pruning step. We expect these changes
to help deal with edge feature over-parameterization, making node and edge feature
importance more balanced during model training.
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Table A.1
List of packages and respective versions used during the course of this work.

Package Version Version (Section 4.6)

PyTorch 2.2.2+cu118 2.7.1+cu128
PyTorch Geometric 2.5.3 2.6.1
HuggingFace 4.40.1 4.53.0
TensorFlow 2.14 –
Scikit-learn 1.4.2 1.6.1
Numpy 1.26.3 2.2.2
Pandas 2.2.2 2.2.3
SciPy 1.12 –
Optuna 3.6.1 4.1.0
Plotnine 0.13.5 0.14.1

Appendix A: Hardware and Software Details

Most experiments are performed on a SLURM23 cluster using GPU-enhanced computing
nodes with NVIDIA a40 GPUs and Intel Xeon Silver 4110 CPUs. A single CPU and GPU

are used for most experiments with a maximum of 24GB of RAM. Due to maintenance on
our computational cluster, the experiments in Section 4.6 each use a single NVIDIA L40S

GPU and Intel Xeon Gold 6338 CPUs, with a few exceptions properly documented. We
also parallelize data loading by using a total of 9 CPUs in these experiments, with a total
of 72GB of RAM shared between all.

In terms of software, we use Python 3.10.4 alongside the packages in Table A.1.
Experiments in Section 4.6 use Python 3.13.2, instead.

All code developed for this work, analyses, and examples mentioned in the text
can be found at https://github.com/citoplasme/PLM_token_graphs and https://

github.com/citoplasme/PLM_token_graphs_extra_experiments.

Appendix B: Data Set Properties

Table B.1 contains some statistics about each data set. With the exception of text length
and type-token ratio (TTR) (a measure of lexical richness [LR] that indicates the per-
centage of unique words in each document) that are obtained using scikit-learn,
the remaining metrics are calculated using textstat.24 We see a pattern of decreasing
average document length and word repetition from top-to-bottom in the classification
data sets, with SST-2 being defined by very short texts with almost no repeated words,
in contrast to IMDb-1k which is composed by long movie essays with several duplicate
words. The average sentence length of all data sets is relatively similar, with the excep-
tion of R8. This is due to this data set having no sentence delimiters, solely containing

23 https://slurm.schedmd.com.
24 https://pypi.org/project/textstat/.
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Table B.1
Text properties of the benchmark data sets.

Task Data Set Split
Text Length Sentence Length TTR Reading Ease

Min. Avg.± Std. Max. (Avg.± Std.) (Avg.± Std.) Score (Median)

Classification

IMDb-1k
Train.1 770 907.7± 143.0 2386 22.5± 6.4 0.5± 0.0 Standard
Val.2 755 870.4± 78.1 1047 22.4± 6.8 0.5± 0.0 Standard
Test.3 754 894.4± 152.5 2271 22.3± 6.1 0.5± 0.0 Standard

Ohsumed
Train.1 31 181.8± 69.3 420 19.0± 4.9 0.6± 0.1 Difficult
Val.2 34 182.6± 68.7 418 19.1± 5.0 0.6± 0.1 Difficult
Test.3 27 183.1± 73.7 597 19.1± 5.0 0.6± 0.1 Difficult

R8
Train.1 5 101.7± 116.1 887 101.7± 116.1 0.7± 0.2 Very Confusing
Val.2 5 99.2± 112.2 772 99.2± 112.2 0.7± 0.2 Very Confusing
Test.3 7 91.2± 102.7 806 91.2± 102.7 0.7± 0.1 Very Confusing

SST-2
Train.1 1 16.3± 8.3 47 15.8± 8.2 0.95± 0.1 Standard
Val.2 1 16.6± 7.8 43 16.1± 7.8 0.95± 0.1 Standard
Test.3 1 16.3± 8.0 50 15.8± 7.9 0.95± 0.1 Standard

Regression

AMZ-VGR
Train.1 8 152.2± 234.3 2858 15.6± 7.3 0.7± 0.1 Fairly Easy
Val.2 17 155.1± 166.8 807 14.8± 6.0 0.7± 0.1 Easy
Test.3 2 168.3± 280.9 2965 14.8± 6.6 0.7± 0.2 Fairly Easy

CLEAR
Train.1 127 168.9± 16.8 204 21.0± 8.8 0.6± 0.1 Standard
Val.2 125 168.7± 17.6 200 20.8± 9.2 0.6± 0.1 Standard
Test.3 128 169.5± 17.00 204 20.5± 8.6 0.6± 0.1 Standard

Paraphrasing
Detection

PAWS*
Train.1 3 17.9± 4.8 33 17.2± 5.2 0.9± 0.1 Fairly Difficult
Val.2 4 18.0± 4.9 33 17.2± 5.3 0.9± 0.1 Fairly Difficult
Test.3 4 18.0± 4.8 32 17.2± 5.2 0.9± 0.1 Fairly Difficult

Summarization BBC-NS
Train.1 87 380.8± 237.3 3331 19.5± 3.1 0.6± 0.1 Fairly Difficult
Val.2 114 373.9± 246.1 4301 19.7± 2.8 0.6± 0.1 Fairly Difficult
Test.3 117 363.1± 192.9 2362 19.6± 3.0 0.6± 0.1 Fairly Difficult

1Training. 2Validation. 3Testing.
*Values only shown for the original sentences due to candidate’s values being nearly identical.

word/acronym sequences, such as “whirlpool corp st qtr shr cts vs cts” or “monolithic
memories inc mmic o rd qtr net qtr ended june...”. This heavily affects the Flesch reading ease
score of the documents, which resulted in a median score below 30 (“Very Confusing”).
Although with a more natural structure, Ohsumed’s documents are also characterized
by a high level of complexity, having a reading ease score in [30, 50) (“Difficult”). In con-
trast, both median reading scores from the sentiment polarity corpora are “Standard”
([60, 70)), which may be explained by most of the texts being written without the need
for domain-specific knowledge. AMZ-VGR is composed by a wide range of document
lengths, with most texts being “Fairly Easy” ([70, 80)). All documents in CLEAR have
roughly the same length and a “Standard” reading ease. Differently, both PAWS and
BBC-NS are composed by “Fairly Difficult” ([50, 60)) documents, which can be related
to the complexity of their tasks. In terms of length, PAWS is similar to SST-2, which can
be attributed to its entries being sentence pairs. In contrast, BBC-NS is more similar to
AMZ-VGR, with document sizes spanning a wide range of values.
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Appendix C: Hyperparameters

Table C.1 contains the ranges of values used during the Optuna-based optimizations
in this study. Since some of these ranges differ for each approach (e.g., our method
compared to fine-tuning), we present the values used for each one. We use the AdamW25

optimizer and cross-entropy loss26 for all experiments. Class weights may be used to
influence the loss function, for which we use scikit-learn’s method27 with the whole
training data to compute the weights. Plateau patience refers to the number of epochs
without improvements over the target metric until reducing the learning rate by a factor
of plateau divider. Similarly, early stopping consists of waiting N epochs after reaching
the best validation performance (for which the corresponding model state is loaded
for the final evaluation via a checkpoint) before stopping the training preemptively.
Finally, global pooling, used in both graph-based pipelines, comprises the aggregation
operation to generate a graph-level embedding from all node embeddings. It consists of
computing the sum,28 average,29 or maximum30 of all embedding dimensions.

Data set-specific hyperparameters can be found in Table C.2. Note that RTSP only
contains values for our method since we did not perform any experiments using the
remaining approaches. This data set is not part of our set of benchmark data sets.
Instead, it was added as an extra comparison to the SotA. Also, only our method uses
the attention threshold parameter, which is why the table lacks values for the remaining
techniques.

The discrete hyperparameter ranges used in the experiments enumerated in Sec-
tion 4.6 can be seen in Table C.3. In contrast to the remaining tasks, summarization
uses binary cross-entropy loss31 on the node level. Additionally, we replace the plateau
divider learning rate scheduler with cosine annealing with warm restarts (Loshchilov
and Hutter 2017) to help escape local minima and converge more quickly. A warm-up
phase is also added to the early stopping mechanism to avoid stopping too early.

As a result of ablating over different quantile-based attention thresholds, which
requires a wide range of memory usage, we opted to rely on gradient accumulation
so that model parameter updates were performed with a consistent effective batch size
comparable to the best performing one from previous experiments. These values can be
found in Table C.4.

25 https://pytorch.org/docs/stable/generated/torch.optim.AdamW.html.
26 https://pytorch.org/docs/stable/generated/torch.nn.CrossEntropyLoss.html.
27 https://scikit-learn.org/stable/modules/generated

/sklearn.utils.class weight.compute class weight.html.
28 https://pytorch-geometric.readthedocs.io/en/latest/generated

/torch geometric.nn.pool.global add pool.html.
29 https://pytorch-geometric.readthedocs.io/en/latest/generated

/torch geometric.nn.pool.global mean pool.html.
30 https://pytorch-geometric.readthedocs.io/en/latest/generated

/torch geometric.nn.pool.global max pool.html.
31 https://docs.pytorch.org/docs/stable/generated/torch.nn.BCELoss.html.
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Table C.1
Hyperparameters and respective ranges of values used during the Optuna-based optimization.

Hyperparameter Possible Values

Our Method Sliding Windows Fine-tuning
Left Stride1 {0, 32, 64, 128, 256} {0, 32, 64, 128, 256} –
Right Stride1 {0, 32, 64, 128, 256} {0, 32, 64, 128, 256} –
Window Size1 – [2, 10] –
Attention Pooling1 {min, mean, max} – –
Co-occurrence Pooling1 – sum –
Embedding Pooling1 {min, mean, max} {min, mean, max} –
Hidden Dimension2 [32, 256] [32, 256] –
Dropout Rate2 [0.3, 0.6] [0.3, 0.6] –
Attention Heads2 [4, 16] [4, 16] –
Hidden Layers2 [0, 4] [0, 4] –
Epochs2 [50, 200] [50, 200] [3, 15]
Global Pooling2 {mean, sum, max} {mean, sum, max} –
Early Stopping Patience3 [10, 25] [10, 25] [2, 5]
Plateau Patience3 [10, 25] [10, 25] [2, 5]
Plateau Divider3 [2, 10] [2, 10] [2, 10]
Learning Rate4 [1e-5, 1e-1]* [1e-6, 1e-3]* [1e-5, 1e-4]*

Weight Decay4 [1e-6, 1e-3]* [1e-6, 1e-3]* [1e-6, 1e-3]*

β0
4 [0.8, 0.9]* [0.8, 0.9]* [0.8, 0.9]*

β1
4 [0.98, 0.999]* [0.98, 0.999]* [0.98, 0.999]*

ε4 [1e-8, 1e-4]* [1e-8, 1e-4]* [1e-8, 1e-4]*

Balanced?5 {True, False} {True, False} {True, False}
1Graph Construction. 2Network Parameters. 3Over-fitting Prevention. 4Optimizer Parameters.
5Loss Function.
*Logarithmic Range.

Table C.2
Data set-dependent hyperparameters and respective ranges of values used during the
Optuna-based optimization.

Data Set Hyperparameter Possible Values

Our Method Sliding Windows Fine-tuning

IMDb-1k Attention Threshold [0.9, 0.99999] – –
Batch Size [16, 64] [16, 64] [8, 32]

Ohsumed Attention Threshold [0.8, 0.99999] – –
Batch Size [32, 128] [32, 128] [8, 32]

R8 Attention Threshold [0.65, 0.99999] – –
Batch Size [32, 256] [32, 256] [8, 32]

SST-2 Attention Threshold [0.4, 0.95] – –
Batch Size [32, 256] [32, 256] [8, 32]

RTSP Attention Threshold [0.4, 0.95] – –
Batch Size [32, 256] – –
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Table C.3
Hyperparameters and respective ranges of values used during the Optuna-based optimization
of experiments in Section 4.6.

Hyperparameter Possible Values
Left Stride1 128
Right Stride1 0
Attention Pooling1 max
Embedding Pooling1 mean
Attention Threshold1 {0.85, 0.9, 0.95, 0.99, 0.999}
Hidden Dimension2 {16, 32, 64, 128, 256}

Dropout Rate2 {0.2, 0.25, 0.3, 0.35, 0.4, 0.45, 0.5, 0.55,
0.6}

Attention Heads2 [1, 2, 4, 6]
Hidden Layers2 [0, 2]
Epochs2 200
Global Pooling2 mean
Early Stopping Patience3 10
Early Stopping Start Epoch3 10
Linear Warmup Epochs3 5
Linear Warmup Start Factor3 0.1
Cosine Annealing Minimum Learning Rate3 1e-6
Cosine Annealing T03 10
Cosine Annealing Factor3 1

Learning Rate4 {1e-7, 5e-7, 1e-6, 5e-6, 1e-5, 5e-5, 1e-4,
5e-4, 1e-3, 5e-3, 1e-2}

Weight Decay4 {1e-5, 5e-5, 1e-4, 5e-4, 1e-3, 5e-3, 1e-2
5e-1, 1e-1}

β0
4 0.9

β1
4 0.99

ε4 1e-8
Balanced?5 {True, False}
1Graph Construction. 2Network Parameters. 3Over-fitting Prevention. 4Optimizer Parameters.
5Loss Function.

Table C.4
Data set-dependent hyperparameters and respective ranges of values used during the
Optuna-based optimization of experiments in Section 4.6.

Data Set Batch Size Gradient Accumulation Steps
IMDb-1k 4 8
Ohsumed 64 4
SST-2 256 –
AMZ-VGR 8 4
CLEAR 128 2
PAWS 256 –
BBC-NS 16 8
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Appendix D: GNN Layers

Our model architecture comprises commonly used GNN layers, specifically GAT
(Veličković et al. 2018) and GATv2 (Brody, Alon, and Yahav 2022).

Appendix D.1 GAT

GATs (Veličković et al. 2018) consist of attention-based layers that are useful to deal
with variable input sizes, focusing on the most relevant values of a sequence. Given
that different importance values may be given to different nodes in a neighborhood, the
attention scores may be used to highlight the most relevant values for a given query,
improving model interpretability. These also permit full parallelization of computation,
and do not require prior information about the global structure of the graph or the
features of its nodes (Liu, Feng, and Hu 2022; Veličković et al. 2018). A shared linear
transformation defined by a weight matrix (W) is applied to every node as the first
step of this layer. Subsequently, attention coefficients (e) are calculated by performing
self-attention on the hidden states of the nodes (h) using a shared attention mechanism
(α). Equation (D.1) summarizes this process, where eij constitutes the importance of
the feature values of node j towards node i, being only calculated if j is part of the
neighborhood N (i) of node i, i.e., following a masked attention mechanism (Veličković
et al. 2018).

eij = α(Whi, Whj) (D.1)

To allow for direct comparison, attention coefficients are then normalized across all
possible neighbors of each node using softmax, as seen in Equation (D.2) (Veličković
et al. 2018).

aij =
exp(eij)∑

k∈N (i) exp(eik)
(D.2)

Once all normalized attention scores (aij) have been calculated, the hidden states
of the nodes (hi) are calculated as a linear combination of all embeddings in each
neighborhood (Equation (D.3)).

h′i = σ

 ∑
j∈N (i)

aijWhj

 (D.3)

The stability of the learning process is increased by relying on multi-head attention
(Vaswani et al. 2017), i.e., by having multiple independent attention mechanisms that
execute the previous operations and then merge their results at the end of each layer.
For all layers but the final one, the hidden states produced by the attention heads
are concatenated. In the final layer, these are averaged out and the final non-linearity
function (σ) is only applied after this step (Veličković et al. 2018).
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Appendix D.2 GATv2

GATv2 (Brody, Alon, and Yahav 2022) is a variant of GAT that modifies the order of
operations in the calculation of attention scores so that distinct rankings of those scores
can be computed for different nodes. This means that attentions are affected by the
query node, while maintaining the time-complexity of the architecture. In GAT, because
the learned layers (W) and the attention scoring function (α) are consecutive, these can
be collapsed into a single layer, as seen in Equation (D.4).

eij = σ
(
α> · [Whi||Whj]

)
(D.4)

By contrast, GATv2 (Equation (D.5)) applies the attention scoring function after
the non-linear function (σ), and the weighing matrix after concatenation, resulting in
a neural network that computes the attention score for each query node (Brody, Alon,
and Yahav 2022).

eij = α
>σ(W · [hi||hj]) (D.5)

Appendix E: Step-by-step Method Overview

Algorithm 1 complements Figure 2 and Figure 3, acting as a detailed overview of all
steps needed to convert a text into a graph of tokens using our method.

Appendix F: Example Graphs

Figure F.1 and Figure F.2 help visualize some graphs constructed using our method.
These contain example graphs for the sentence “The quick brown fox jumps over the lazy
dog” built using our surrogate and grouped variants, respectively.

Starting with the surrogate variant, Figure F.1a consists of a fully connected graph
built without the removal of unimportant edges. When contrasted to Figure F.1b, which
only depicts edges with weights above the 0.60 quantile, we clearly see the importance
of the thresholding stage to increase sparsity and avoid over-smoothing problems dur-
ing learning from overly dense graphs. We also see that some edges are more relevant
than others. For example, nodes “jumps” and “over” (compound action), “brown”
and “fox”, “lazy” and “dog” (entity descriptions), “fox” and “jumps”, and “over” and
“dog” (relationship between entities), all have high importance relationships—as we
would intuitively expect. However, we can still find edges with high weights that relate
to nodes that are not as relevant to humans (e.g., edges that connect to either of the
“the” nodes). Interestingly, having two distinct “the” nodes (one for each time the token
appears in the sentence) is what makes the surrogate variant of our method special, since
each token is treated individually, unlike the grouped technique or most previous works
(e.g., MPAD or TextING).

Figure F.2 contains the same example, but following the more traditional, grouped
methodology. Again, not resorting to thresholds (Figure F.2a) results in excessively
dense graphs, in contrast to filtering out some unnecessary information, as seen in
Figure F.2b. When compared with the surrogate versions of the graphs, the grouped ones
appear even sparser, which is a direct consequence of having fewer nodes. Although
the graphs appear almost identical due to following similar construction steps, the set
of edges differs (e.g., “jumps” now also relates to “dog”). This indicates that graphs built
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Algorithm 1 Step-by-step overview of the proposed graph construction method.

1. Tokenize the text and obtain the special token masking;

2. Set the PLM to evaluation model;

3. Compute the chunk size: PLM’s maximum sequence length − left stride − right
stride − 2 OR document length IF document length ≤ PLM’s maximum
sequence length;

4. Initialize an empty list to store all chunk-level token embeddings and another for
attentions;

5. Compute attention coefficients and token embeddings for each chunk:

(a) Chunk the input sequences and add special tokens to the start
and end of each chunk;

(b) Without computing gradients, obtain attentions and token
embeddings from the PLM;

(c) Set node indices: document-level indices IF surrogate ELSE
chunk-level token identifiers;

(d) Expand the node indices into a source and target matrix;

(e) Append the attentions and token embeddings alongside their
corresponding token identifiers to the previously initialized lists;

6. Concatenate all edge index, edge attribute, node index, and node attribute
chunk-level lists into graph-level lists;

7. Compute the edge embeddings by aggregating the attention coefficients across
all chunks via pooling;

8. [Optional] Reduce the edge embedding dimension based on aggregation level
(None, Layer-wise, or Full aggregation);

9. Apply the threshold to drop unimportant edges:

(a) Pool all edge features into a single value for each edge via
pooling;

(b) Compute the N quantile of the pooled edge features;

(c) Drop all edges whose pooled attention is below the quantile;

10. Aggregate the token embeddings across all chunks via pooling;

11. Update the node identifiers using PyTorch Geometric (PyG) compatible node
identifiers;

12. Drop isolated nodes;

13. Instantiate a PyG graph object using the final node and edge lists.

1190



Pimentel et al. “Lightweight” Token Graphs from Transformers

Figure F.1
Example of BERT-based graph representations for the text “The quick brown fox jumps over the lazy
dog” constructed using the surrogate variant of our method. Edges are colored based on their
weights (i.e., fully aggregated attention coefficients), where darker lines indicate stronger
relationships. This figure was generated using Graphviz (Ellson et al. 2002).

Figure F.2
Example of BERT-based graph representations for the text “The quick brown fox jumps over the lazy
dog” constructed using the grouped variant of our method. Edges are colored based on their
weights (i.e., fully aggregated attention coefficients), where darker lines indicate stronger
relationships. This figure was generated using Graphviz (Ellson et al. 2002).
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with the two method variants focus on distinct aspects of text. The surrogate variant
mimics Transformers in giving different meanings to different occurrences of the same
words, completely accounting for the textual context of all tokens. Contrarily, graphs
built using the grouped variant focus on how all occurrences of one word relate to others,
i.e., how “keywords” relate.

These visual representations can also be used as a standalone explainability tool
to analyze the relationships between tokens similar to BERTViz (Vig 2019). However,
it is essential to use an interactive interface to select different edge features (i.e., to
subset model layers and attention heads) ad hoc. We plan to develop such interface
in the future. This comes as a result of the potential for unwanted smoothing or bias
during aggregation in the threshold stage that may result in relevant edges being falsely
pruned or irrelevant ones being given more importance than deserved. Although this
may also influence the performance of downstream models, a modification to our model
architecture so that edge features are attributed different weights during learning may
solve the problem. Another possible solution would be to subset model layers and/or
attention heads to filter the most important information for the problem during graph
construction; however, domain- and model-specific knowledge is required.

Appendix G: Additional Results

This section contains details about additional experiments, such as studying how per-
formance relates to text length, ablation studies over node and edge features, and
analyzing the training times of different approaches.

Appendix G.1 Performance Relationship with Text Length

We start by studying how performance relates to text length using error dependence
plots (EDPs) (Areosa and Torgo 2019, 2020). We discretize the previously obtained
text length estimates using quantiles (N = 4), as suggested. However, we also want
to understand how performance changes for texts that do not fit inside the PLM’s
context window. Therefore, we manually add extra cutting points for data sets that
have documents that exceed these windows, specifically IMDb-1k, Ohsumed, and R8.
Depending on the PLM, the window size differs: 512 tokens for BERT and 1,024 for
BART-L. We calculate how the text length estimates relate to the tokens generated by
each PLM. Regardless of pre-trained model, the text length estimates correspond to
≈71% of the token count of each document. We use this value to calculate approximate
cutting points for each PLM, namely, 361 for BERT and 725 BART-L, already accounting
for the start and end special tokens that are not relevant for our analysis.

Figure G.1 contains EDPs for fine-tuning BERT (Figure G.1a) on IMDb-1k, as well
as for the grouped (Figure G.1b) and surrogate (Figure G.1c) variants of our method. No
document in this data set completely fits BERT’s maximum sequence length, so we do
not add extra cutting points to the discretisation. Regardless of variant, our method
produces more accurate results for all text lengths. We see a pattern in all approaches
for which the shortest documents have the highest error rate, followed by the longest
ones. This could mean that both of these sets of documents are more complex than the
remaining ones, regardless of their size.

We compare using sliding windows (Figure G.2a) for graph construction with using
our method (Figure G.2b for the grouped and Figure G.2c for the surrogate variants,
respectively) in Figure G.2. This comparison is performed using BART-L on IMDb-1k
and, again, no document is expected to fit inside the PLM’s context window (753 > 725).
When compared with the grouped variant, using sliding windows is always less
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Figure G.1
EDPs over text length for fine-tuning BERT on IMDb-1k, as well as for both variants of our
method. The colors represent whether or not documents are correctly classified by each
approach.

accurate, independently of the document length. The relationship to the surrogate vari-
ant’s performance is slightly different, with the first two data bins being defined by
the same performance. Similarly to what happened with fine-tuning, using our method
proves more accurate overall than using sliding windows.

Lastly, we perform the same comparison but on R8 in Figure G.3. Here, a PLM-
specific cutting point is added to produce the final bin (documents that are larger
than BART-L’s context window) and performance represents macro F1-score. We see
two interesting patterns. First, the sliding window-based model (Figure G.3a) performs
better than our variants for documents that have a maximum of 39 words. Secondly,
the grouped (Figure G.3b) and surrogate (Figure G.3c) variants are consistently better for
documents that are too large to be fully encoded by BART-L. Interestingly, the surrogate
variant correctly classified all these documents. However, the sample size is too small,
being only composed of 4 documents. We plan to perform this analysis again on a data
set composed of a wider range of text lengths and for which each bin is evenly sampled.
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Figure G.2
EDPs over text length for training GATv2-based models using BART-L token graphs constructed
using sliding windows as well as both variants of our method on IMDb-1k. The colors represent
whether or not documents are correctly classified by each approach.

Appendix G.2 Ablation Studies

In order to understand which graph elements have the most impact on what the models
learn, we perform a set of ablations over edges and nodes and compare the resulting
performance against that of simply using our method, as seen in Figure G.4.

We start by assessing the impact of edge features on performance (Figure G.4a).
Four different ablations are performed, namely, replacing the attentions with random
values (RA) sampled from a uniform distribution between [0, 1);32 replacing the final
edge features with random weights (RW) sampled from another uniform distribution
between [0, 1); replacing all edge features with ones, i.e., unitary weights (UW); and

32 https://pytorch.org/docs/stable/generated/torch.rand.html.
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Figure G.3
EDPs over text length for training GATv2-based models using BART-L token graphs constructed
using sliding windows as well as both variants of our method on R8. The colors represent
whether or not documents are correctly classified by each approach.

replacing N-dimensional edge properties with a single unitary weight (SUW). Differ-
ently from RW that mainly assesses the importance of feature values, the first and the
last two ablations also act as a way to study the relevance of the structure of each graph.
The ablations have a consistent negative impact on the performance of the grouped
variant, with all models performing worse than their corresponding baselines. In fact,
the longer the documents in the data set, the more impacted it is by the ablations as seen
by an overall trend of increasing average performance drops from SST-2 to IMDb-1k.
However, some of these changes are not statistically significant (e.g., all ablations on
SST-2 or UW compared to the baseline on Ohsumed), indicating that the structure of
each graph, as well as its edge features, may not be the most important aspects that the
models learn. The results from surrogate-based graphs further support this suspicion,
as the ablations result in an unpredicted behavior. With the exception of RA, RW,
and SUW on IMDb-1k and all ablations on SST-2, the ablations resulted in improved
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Figure G.4
Performance change (using the target metric from each benchmark data set) from applying
different ablations to edge and node features using BERT as the basis for graph construction
compared to not performing any ablation. Different colors represent distinct ablations in
Figure G.4a and distinct method variants in Figure G.4b.
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average performance. Again, some of these differences are not statistically significant
(e.g., all ablations on SST-2 and R8). Nevertheless, these results suggest that the surrogate
variant may be more affected by other graph properties (such as the contents of node
embeddings) during learning than the grouped one. We hypothesize that this behavior
may be a direct result of some over-parametrization from the PLM (Kovaleva et al.
2019), which could be averaged out when performing the additional aggregations of
the grouped variant.

We also evaluate how noisy node embeddings affect the quality of results in Fig-
ure G.4b. Noise is added to each node individually by randomly selecting 25%, 50%, or
75% of its features and adding uniformly sampled values from a distribution between
[0, 1). The resulting performance from training models using these noisy graphs is then
compared to the performance of not adding any noise (i.e., our previously reported
method’s performance). Regardless of the method variant, we see an overall pattern
of decreasing performance with increasing noise, with all differences being statistically
significant when compared to not having noise in the graphs. The bigger drops when
compared to edge ablations confirm that edge features are not as important as node
embeddings, independently of which variant is used. Although we hypothesized that
the surrogate variant would be more affected by changes to node embeddings, the
grouped one is characterized by bigger declines for most levels of noise. We suspect that
this may be due to graphs having fewer nodes compared to the surrogate-based graphs,
resulting in less neighborhood-based smoothing during learning.

Both sets of ablations indicate that all models, regardless of method variant, rely
more on node embeddings than edge features or graph structure. Nevertheless, all
properties appear to have an important role in achieving the best performance. These
results further support our suspicion that our graph construction pipeline may gain
from more adequate pruning and edge-based feature selection, followed by extra stages
in the model architecture to fully exploit the relational information in the graphs,
removing some dependency from node embeddings.

Appendix G.3 Hyperparameter Importance

In order to understand how important different hyperparameters are for all experi-
ments, we calculate a measure of importance for each BART-L-based optimization study
using Optuna33 as seen in Figure G.5. For both method variants, the threshold is the
most important hyperparameter, followed by the learning rate. However, we suspect
that this importance may be overestimated since Optuna’s method considers all trials,
including failed ones (e.g., due to memory overflow). To confirm that threshold is in
fact important, we isolated its importance in SST-2, a data set for which we have no
memory problems. The threshold is the second most important hyperparameter for
the grouped variant and fourth for the surrogate one with an importance estimation of
≈0.08. Thus, although not as important as the boxplots may indicate, the threshold is
indeed crucial to achieve the best performance. We also see the importance of adding
context via padding, especially left padding in the surrogate variant so that each chunk
has information about what comes before it. Other relevant hyperparameters are, for
example, attention heads and hidden dimension for both variants, count of hidden
layers for grouped, and dropout rate for the surrogate variant.

33 https://optuna.readthedocs.io/en/stable/reference/generated
/optuna.importance.get param importances.html.
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Figure G.5
Hyperparameter importance estimates from all BART-L-based Optuna studies. Each sub-plot
comprises the estimates for a different method variant.

In order to try to understand whether there is an optimal combination of values for
the graph construction hyperparameters, we analyzed the performance ranks for differ-
ent stride values, pooling operations, and thresholds. We could not find a combination
that consistently surpasses all others, with the best values for these hyperparameters
changing depending on the data set and method variant.

Appendix G.4 Memory Consumption Relationship with Text Length

We analyze how nodes and edges relate to text length in Figure G.6. We start by ran-
domly selecting 300 documents from the validation and testing splits of all benchmark
data sets and construct their corresponding graphs. This is done using combinations of
64 and 128 left- and right-strides (when necessary), as well as three different thresholds
(0.7, 0.85, and 0.95 quantiles). BART-L is used as the basis of graph construction along-
side average pooling for both attentions and token embeddings. The count of nodes
(Figure G.6a) follows a linear relationship with text length. The surrogate variant grows
faster than the grouped one, being defined by a ratio greater than one when compared
to the length estimate—a result of some words being split into smaller pieces (as previ-
ously stated, text length equals ≈71% of token count). When using the grouped variant,
the relationship between text length and node count can be extrapolated based on a
measure of word repetition, such as TTR. For example, some of the shorter randomly
selected documents have fewer repeated words than longer ones (refer to Table B.1),
resulting in node counts closer to those of surrogate-based graphs. The thresholds we
evaluate have no considerable impact on node count, being too wide to result in the
drop of nodes. The number of edges in each graph appears to follow a univariate
quadratic polynomial (i.e., y = αx2, where x is the text length and y consists of edge
counts) relationship with the text length estimate, as seen in Figure G.6b. The threshold
directly affects α, for which higher thresholds result in smaller α values. In other words,
tightening the threshold results in fewer edges, as expected.

Appendix G.5 Time to Construct

Using the same randomly selected documents, we construct their corresponding graphs
three times to account for unexpected spikes on time to construct. We aggregate the
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Figure G.6
Scatter plots of node and edge counts compared to text length estimates for both method
variants using BART-L as construction basis. Each sub-plot consists of the values for a specific
threshold (quantile), and the different colors correspond to distinct method variants.

construction times so that the threshold and stride values are averaged out, as our
focus is comparing the two variants, as well as different PLMs. Figure G.7 contains two
scatter plots (one for each method variant) that relate the time to construct each graph
with text length estimates. We see that the surrogate variant is considerably slower than
the grouped one. Although the difference may be small for shorter documents, it gets
progressively larger with increasing text length. The PLM also impacts construction
times noticeably. RoBERTa-L is slower than BART-L, which in turn is slower than
BERT and BART. Furthermore, using large pre-trained models takes longer than using
their corresponding simplified (base) models due to having more values to store and
aggregate for both nodes and edges.
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Figure G.7
Scatter plots of time to construct each graph using both method variants compared to text
length. Different colors correspond to using distinct PLMs for graph construction.

Appendix G.6 Training Time and Convergence

Finally, we assess the average epoch time and overall convergence speed of models
trained with graphs constructed using both our method variants, as well as with fine-
tuning. We start by comparing both variants using two of the best performing PLMs
(BART-L and RoBERTa-L) in Table G.1. Although the choice of the PLM appears to have
a certain impact on training time, we cannot generalize the results. While RoBERTa-L is
defined by the fastest training times in three of the four data sets, this behavior appears
problem- and variant-dependent. Similarly, we cannot claim that using one variant
is faster than the other. For example, BART-L-based models trained with surrogate
graphs are quicker to train than grouped ones in R8, but the opposite happens when
using RoBERTa-L. We hypothesize that this may be caused by different hyperparameter
combinations and/or specific model and data set properties that have more impact on
training time and convergence than the graphs themselves.

We also compare the training times of using both our method variants with simply
fine-tuning BERT in Table G.2. While fine-tuning requires fewer epochs to converge, the
average epoch time of our proposal is always lower than that of fine-tuning. Total train-
ing time follows a similar trend to average epoch time, with the exception of IMDb-1k
and using the grouped variant in Ohsumed. While the results in Ohsumed may be
model-specific (e.g., more attention heads and hidden layers than the surrogate-based
configuration), the training time in IMDb-1k is heavily linked to data-specific properties.
Fine-tuning ignores much information from the documents in this data set given BERT
is bound to only 512 tokens per text, which negatively impacted performance (refer to
Table 1).

For data sets mostly composed of documents that fit inside the PLM’s context
window, using our method is expected to be faster than fine-tuning. Contrarily, training
may be longer than fine-tuning when most documents are too large for the pre-trained
model to encode, which is a direct result of the extra information that needs encoding.
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Table G.1
Time-related properties from training models with graphs constructed using both method
variants with BART-L and RoBERTa-L as construction basis. Bold represents the lowest value for
each pair of data set and metric.

Data Set PLM Variant
Average Epochs to Training

Epoch Time Converge Time

IMDb-1k
BART-L

G.1 3.76 ± 0.27 13.90±±± 5.02 52.30 ± 18.16
S.2 1.53 ± 0.01 50.70 ± 6.25 77.58 ± 9.60

RoBERTa-L
G.1 1.17±±± 0.01 20.50 ± 7.21 24.03±±± 8.48
S.2 6.16 ± 0.03 24.10 ± 5.82 148.51 ± 35.84

Ohsumed
BART-L

G.1 10.62 ± 0.24 28.30 ± 3.59 300.50 ± 38.20
S.2 4.17 ± 0.19 24.20 ± 6.60 100.85 ± 27.34

RoBERTa-L
G.1 9.69 ± 0.04 20.80±±± 4.29 201.60 ± 41.63
S.2 2.70±±± 0.03 22.00 ± 5.79 59.32±±± 15.50

R8
BART-L

G.1 17.72 ± 0.36 103.60 ± 16.25 1835.88 ± 290.63
S.2 6.29 ± 0.18 26.90 ± 9.64 169.12 ± 60.38

RoBERTa-L
G.1 2.64±±± 0.03 17.90±±± 6.01 47.20±±± 15.92
S.2 9.76 ± 0.07 37.20 ± 9.58 363.05 ± 92.88

SST-2
BART-L

G.1 1.27±±± 0.02 12.80±±± 6.30 16.29±±± 7.94
S.2 1.88 ± 0.03 15.20 ± 7.38 28.63 ± 13.83

RoBERTa-L
G.1 1.91 ± 0.06 15.00 ± 3.37 28.62 ± 6.46
S.2 6.62 ± 0.04 35.90 ± 10.28 237.76 ± 68.05

1Grouped. 2Surrogate.

Table G.2
Time-related properties from training models with graphs constructed using both method
variants with BERT as construction basis compared to fine-tuning the PLM. Bold represents the
lowest value for each pair of data set and metric.

Data Set Approach Average Epochs to Training
Epoch Time Converge Time

IMDb-1k
Fine-tuning 13.11 ± 0.03 6.10±±± 2.51 79.95±±± 33.02
Grouped 6.16 ± 0.39 15.70 ± 7.06 96.71 ± 42.84
Surrogate 5.78±±± 0.05 30.20 ± 12.42 174.62 ± 71.65

Ohsumed
Fine-tuning 64.64 ± 0.04 7.40±±± 0.97 478.30 ± 62.51
Grouped 29.20 ± 0.39 25.60 ± 2.95 747.49 ± 85.76
Surrogate 11.72±±± 0.12 24.00 ± 3.50 281.25±±± 40.83

R8
Fine-tuning 112.74 ± 0.90 5.00±±± 2.49 563.69 ± 281.67
Grouped 8.86 ± 0.11 22.90 ± 8.05 202.88±±± 71.26
Surrogate 6.98±±± 0.09 43.80 ± 8.01 305.85 ± 56.14

SST-2
Fine-tuning 172.15 ± 0.23 3.90±±± 2.02 671.37 ± 348.49
Grouped 3.97±±± 0.02 10.70 ± 7.76 42.46±±± 30.66
Surrogate 13.52 ± 0.05 8.10 ± 4.75 109.55 ± 64.14
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Appendix H: Task-based Variant and Threshold Guide

To support effective tuning, we suggest some exploratory threshold ranges and method
variants, depending on the task in Table H.1. Although the suggested ranges cover
a wide range of scenarios, there are exceptions that demand attention. The threshold
should be lower (between 0.55 and 0.85) for documents composed of few sentences
and stricter for text considerably longer than the PLM’s context window, specifically
between 0.90 and 0.999. However, for information extraction tasks such as extractive
summarization—for which every token may contain relevant information despite each
document’s length—the threshold should not exceed 0.95 to guarantee that the tokens
are not prematurely filtered. Variant usage is directly tied to the task and the importance
that word order has in it: The surrogate variant should be used for tasks in which text
flow is crucial in contrast to the grouped alternative. For example, grouped graphs are not
the most adequate for paraphrasing detection and summarization given how important
order and individual occurrences are for the success of these tasks.

Table H.1
Suggested threshold ranges and method variants for each evaluated task.

Task Variant Threshold Range
Classification Grouped/Surrogate 0.55–0.999
Regression Grouped/Surrogate 0.55–0.999
Paraphrasing Detection Surrogate 0.55–0.95
Summarization Surrogate 0.55–0.95
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Alexandre Gramfort, Vincent Michel,
Bertrand Thirion, Olivier Grisel, Mathieu
Blondel, Peter Prettenhofer, Ron Weiss,
Vincent Dubourg, et al. 2011. Scikit-learn:
Machine learning in Python. Journal of
Machine Learning Research, 12:2825–2830.

Pennington, Jeffrey, Richard Socher, and
Christopher Manning. 2014. GloVe: Global
vectors for word representation. In
Proceedings of the 2014 Conference on
Empirical Methods in Natural Language
Processing (EMNLP), pages 1532–1543.
https://doi.org/10.3115/v1/D14
-1162

Radford, Alec, Jeff Wu, Rewon Child, David
Luan, Dario Amodei, and Ilya Sutskever.
2019. Language models are unsupervised
multitask learners. arXiv:2406.14491.

Ravishankar, Vinit, Artur Kulmizev, Mostafa
Abdou, Anders Søgaard, and Joakim
Nivre. 2021. Attention can reflect syntactic
structure (if you let it). In Proceedings of the
16th Conference of the European Chapter of the
Association for Computational Linguistics:
Main Volume, pages 3031–3045.
https://doi.org/10.18653/v1
/2021.eacl-main.264

Ren, Weikai Ren and Ningde Jin. 2019. Vector
visibility graph from multivariate time
series: A new method for characterizing
nonlinear dynamic behavior in two-phase
flow. Nonlinear Dynamics, 97(4):2547–2556.
https://doi.org/10.1007/s11071-019
-05147-7

Sanh, Victor, Lysandre Debut, Julien
Chaumond, and Thomas Wolf. 2019.
DistilBERT, a distilled version of BERT:
Smaller, faster, cheaper and lighter. arXiv.
https://doi.org/10.48550
/arXiv.1910.01108

Socher, Richard, Alex Perelygin, Jean Y. Wu,
Jason Chuang, Christopher D. Manning,
Andrew Y. Ng, and Christopher Potts.
2013. Recursive deep models for semantic
compositionality over a sentiment
treebank. In Proceedings of the 2013
Conference on Empirical Methods in Natural
Language Processing, pages 1631–1642.
https://doi.org/10.18653/v1/D13-1170

Taha, Kamal, Paul D. Yoo, Chan Yeun, Dirar
Homouz, and Aya Taha. 2024. A
comprehensive survey of text classification
techniques and their research applications:
Observational and experimental insights.
Computer Science Review, 54:100664.
https://doi.org/10.1016
/j.cosrev.2024.100664

Vaswani, Ashish, Noam Shazeer, Niki
Parmar, Jakob Uszkoreit, Llion Jones,
Aidan N. Gomez, Lukasz Kaiser, and Illia
Polosukhin. 2017. Attention is all you
need. In Advances in Neural Information
Processing Systems, volume 30, Curran
Associates, Inc.
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