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Abstract

Automated extraction of corporate greenhouse
gas (GHG) emissions from sustainability re-
ports is critical for climate crisis governance,
yet the choice of prompt design, context pro-
vision, and model in LLM-based pipelines is
largely guided by informal best-practice rec-
ommendations rather than systematic evalu-
ation. With Climatextract, we assess these
choices in a RAG pipeline, comparing closed-
source against open-weight models, a struc-
tured "best-practice" prompt against a simple
question-style prompt, and text-only against
text-plus-table contexts. We find that perfor-
mance is non-monotonic across model gener-
ations, a structured prompt with roles, defini-
tions, extraction rules, and JSON formatting is
significantly outperformed by a question-style
prompt, and tabular context helps only in a
specific model-prompt combination. A cost-
benefit analysis shows that performance gains
are often disproportionate to cost increases.

1 Introduction

Consistent and reliable data on company-level
greenhouse gas (GHG) emissions are essential for
effective climate policy, financial risk assessment,
and sustainability research (Network for Green-
ing the Financial System, 2024). In practice, how-
ever, due to a lacking mandatory reporting format,
companies typically report their GHG emissions in
non-standardized, unstructured, and lengthy PDF
documents and upload them to their individual web-
sites, rather than through a centralized repository.
Scalable and transparent systems for automatic ex-
traction of these values have thus been increasingly
studied by the ClimateNLP community (Schiman-
ski et al., 2024; Mankour et al., 2025; Forster et al.,
2025).

Despite widespread deployment of LLMs for
this task, the choice of prompt design, context pro-
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Figure 1: Overview of the Climatextract pipeline for
extracting firm-level GHG emissions. Report pages are
embedded and the most relevant ones retrieved, option-
ally with table extraction. An LLM is then prompted
with the retrieved context, and its output is parsed and
evaluated against the benchmark dataset. Dashed boxes
mark the components varied in our systematic evalua-
tion (context type, prompt template, model).

vision, and model remains largely guided by in-
formal best-practice recommendations from online
websites (e.g. Prompting Guide from DAIR.AI)
and model providers, or by ad hoc decisions re-
ported without systematic evaluation. Prior work
either reports only the best-performing prompt for
a specific use case (e.g. Neuberger et al., 2025) or
evaluates a single prompting technique like prompt
chaining in isolation (Kwak et al., 2024). This
raises the question: do the widely recommended
prompt design choices actually improve emissions
extraction from corporate sustainability reports?
We address this question with Climatextract,
a tool to perform systematic evaluation of prompt
design choices for LLM-based GHG emissions ex-
traction. Building on a retrieval-augmented genera-
tion (RAG) pipeline (Figure 1), similar to Mankour
et al. (2025) and Forster et al. (2025), but we focus
primarily on the LLM-based generation step (as op-
posed to retrieval) and assess three factors: model
choice (four gpt generations and two open-weight
models), prompt structure (a structured prompt fol-
lowing best practices vs. a simple question-style
prompt), and context type (text-only vs. text with
Markdown-serialized tables).
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Our experiments show that design choices com-
monly recommended in online prompt-engineering
guides, including structured prompt templates,
table-aware context, and the newest available
model, do not consistently translate into stronger
extraction quality. Model release order is an unreli-
able guide to performance, and the open-weight
models we test trail meaningfully behind their
closed-source counterparts. A structured prompt
built from a role, definitions, extraction rules, and
JSON formatting is beaten by a simple question-
style variant. The value of adding tabular context
turns out to hinge on the specific model and prompt
used. Cost differences between configurations are
also often out of proportion to the corresponding
gains in extraction quality. We release our pipeline
as a Python package on PyPI' to support systematic
prompt evaluation and GHG emission extraction
on new climate corpora. All experiments are re-
producible from the publicly available benchmark
dataset (Beck et al., 2025).

2 Related Work

A common pattern across recent work on LLM-
based extraction from sustainability reports is to
rely on RAG pipelines and reformulate extraction
tasks as question-answering problems, operating
primarily on plain-text representations of the un-
derlying PDFs (Ni et al., 2023; Vaghefi et al., 2023;
Schimanski et al., 2024; Dimmelmeier et al., 2024).
A recurring finding is that retrieval quality critically
shapes extraction accuracy, while attempts to pre-
serve document or tabular structure in embeddings
often reduce performance (Mankour et al., 2025).
Recent work has moved toward large-scale, end-to-
end extraction pipelines capable of handling hun-
dreds of indicators, though most offer limited trans-
parency on prompt design, invoking general "best
practices" rather than empirically testing prompt
components (Forster et al., 2025).

Since companies often report emissions data in
tables, table handling is increasingly treated as a
dedicated subprocess: Ali et al. (2025), for exam-
ple, use an LLM to summarize tables into para-
graphs before generating question-answer pairs,
whereas we retain the tabular structure by convert-
ing raw text into Markdown tables and providing
them as additional context, following the recom-
mendation of Yue et al. (2025).

The closest analogues to our work are Atreja

"https://pypi.org/project/climatextract/0.3.2/
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et al. (2025) and Guo et al. (2024), who system-
atically vary model selection and design features
and consolidate their findings into evidence-based
recommendations. Atreja et al. (2025) vary defi-
nitions, output type, and prompt length; Guo et al.
(2024) vary input, output, and reasoning design for
fine-tuning samples. Their results, however, reveal
inconsistencies across models and tasks. We build
on this line of work and investigate similar varia-
tions for prompt-based emissions extraction from
sustainability reports.

3 Method

Our pipeline proceeds in 5 steps as displayed by
Figure 1.

Step 1: Document Embedding. The pipeline
takes raw PDF reports as input. In the first step, we
extract the text of each PDF page via PDFReader
and embed each page separately using OpenAl’s
text-embedding-ada-002 (Greene et al., 2022).
Pages are loaded via PDFReader and treated as
atomic chunks, i.e. no sub-page or overlapping
chunking is applied.?

Step 2: Retrieval. We then identify relevant
context by semantically searching for pages most
relevant to the query: "What are the total CO2 emis-
sions in different years? Include Scope 1, Scope
2, and Scope 3 emissions if available.". Scope 1,
2 and 3 refer to different operational boundaries
as they are specified by the reporting guidelines of
the Greenhouse Gas Protocol (GHGP) (WRI and
WBCSD, 2011)3. We then consider the top 7 pages
in terms of cosine similarity to the query as rele-
vant context for the prompting step. Prior empirical
evaluations (see Appendix A.1) indicated that the
number of retrieved pages set to 7 represents the
best trade-off between accuracy and computational
cost for our use case. Since the retrieval query
and top-k parameter are held constant across con-
figurations, each report yields the same retrieved
pages for every downstream comparison. Retrieval
nevertheless remains part of the evaluated pipeline

ZPages exceeding the embedding model’s 8,192-token
limit are truncated only for the embedding vector; the full
page text is passed to the LLM at extraction time if that page
is retrieved.

3Scope 1 emissions refer to direct greenhouse gas emis-
sions from sources that are owned or controlled by the com-
pany. Scope 2 covers indirect GHG emissions arising from the
purchase and use of electricity, disclosed as either according
to location- or market-based methods (21b and 2mb, respec-
tively). Scope 3 emissions cover 15 diverse categories of
residual up- and downstream value-chain emissions.
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because retrieval failures, namely cases where rel-
evant pages are not among the top-k retrieved, do
occur for 2 of 139 reports in our benchmark (see
Figure A4 in the appendix). Presenting results on
pre-computed static context would eliminate this
failure mode and inflate performance.

Optional table extraction. The raw text ex-
tracted from PDF documents does not capture the
tabular layout, leading among other issues to poten-
tial misattribution of values to incorrect years (e.g.,
a value for 2015 might be linked to 2016). Given
that 85% of our ground-truth values are entered in
tables, we follow Ali et al. (2025) to process these
separately by checking if relevant pages contain ta-
bles and converting the filtered pages to markdown
format to preserve structure.

Step 3: Prompting. We vary three factors:

* Model: To assess the trade-off between cost
and performance, we test recent closed-source
models (gpt-4o (OpenAl, 2024), gpt-4.1 (Ope-
nAl, 2025b), gpt-5 (Singh et al., 2025) and
gpt-5.2 (OpenAl, 2025¢) against two open-
weight models, gpt-0ss-120b (OpenAl, 2025a)
and Llama 4 (Meta Al, 2025). To minimise
stochastic variation, we set temperature to 0
for all models. Since the task is pure infor-
mation extraction and does not involve logi-
cal or mathematical thinking, we consider the
chat versions of gpt-5 and gpt-5.2 and do not
consider any reasoning models for these ex-
periments, with the exception of gpt-oss-120b
where we set reasoning_effort to "none”
to disable reasoning behaviour.

Prompt structure: We compare the question
prompt against the structured prompt. The
question prompt (see Figure Al in the ap-
pendix) states the task at the beginning, in-
cludes an instruction for the case of no values
found and then lists all 44 combinations of
4 metrics (Scope 1, 2mb, 2lb and 3) and 11
years of interest as questions, appends the con-
text and an example of the preferred response
format, constructed by reiterating the first 3
questions and using placeholders. Following
best practices, the structured prompt (see Fig-
ure A2 in the appendix) defines a role for the
LLM, provides clear instructions, generates
one-sentence long definitions of the scopes
and lists the extraction rules reflecting the rel-
evance criteria described below. For instance,
the model is supposed to extract only absolute
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values, not percentage increases or emission
intensities.

* Context type: We compare passing only tex-
tual context of the relevant pages to passing
textual and markdown converted tabular con-
text of relevant pages.

Following the benchmark’s annotation schema,
we aim to extract disclosed values only if they (i)
refer to the whole company, (ii) are reported ac-
cording to the operational boundaries of the scopes,
(iii) are reported in absolute terms as CO2 or CO2e
and (iv) represent a total value, not subcategories.

Step 4: Post-processing. We parse the LLM
output, via regex for the question prompt and JSON
parsing for the structured prompt, normalise units
using a unit dictionary (standardising to tonnes of
CO2 equivalents (CO2e)) and removing duplicates
via custom prioritization rules (see Appendix A.3
for details).

Step 5: Evaluation. We compare extracted
values to the ground truth values from the bench-
mark dataset and compute report-level precision,
recall and F1-score. We rely on a publicly available
benchmark, expert-annotated dataset of sustainabil-
ity information from a sample of 139 sustainability
and annual reports covering the year range 2017
to 2022, where each entry represents a combina-
tion of report, year and scope (Beck et al., 2025).
The sector- and region-diverse set of companies
publishing the PDF reports are a random selection
of around 4000 companies featured in two major
indices (international "MSCI World Small Cap"
and German "DAX").

4 Results

4.1 Model experiments

Among the tested models (Table 1), gpt-5.2 delivers
the strongest overall performance. Progress across
gpt generations is uneven, however: while gpt-4.1
improves on gpt-4o across all three metrics, gpt-5
slips behind gpt-4.1 on precision and F1 despite
reaching the highest recall of the closed-source
models. The open-weight models fall considerably
short of the gpt family. Notably, Llama-4 despite
having more than twice the number of parameters
of gpt-0ss-120b (400B vs. 117B) shows highly un-
stable recall and ends up performing worse than the
smaller gpt-oss-120b overall. Formal significance
tests (indicated by stars in Table 1) confirm that gpt-
5.2 significantly outperforms gpt-5, Llama-4, and



Model Created ‘ Precision ‘ Recall ‘ F1 Score Prompt Precision Recall Fl1 AF1

gpt-do | 11/24 | 0.656 (0.007) | 0.929 (0.005) | 0.769 (0.006) Full structured ~ 0.760 (0.008)  0.860 (0.011)  0.807 (0.006) ~ —

gpt-4.1 | 04/25 | 0.658 (0.017) | 0.944 (0.017) | 0.775 (0.009) —role 0.823 (0.008) 0.819 (0.013) 0.821 (0.006) +0.014
opt-5 08/25 | 0.644 (0.009) | 0.950 (0.008) | 0.768** (0.007) — definitions  0.790 (0.031) 0.827 (0.013) 0.808 (0.017) +0.001
ept-5.2 | 12/25 0.779 (0.015) | 0.878 (0.084) | 0.823 (0.039) —rules 0.634 (0.045)  0.726 (0.026) 0.676 (0.030) -0.131
Llama-4 | 04/25 | 0.182 (0.034) | 0.817 (0.159) | 0.293*** (0.043) o

gpt-oss | 08/25 | 0.812 (0.040) | 0.281 (0.042) | 0.416*** (0.047) Table 3: Averages and standard deviations of 5 runs

Table 1: Averages and standard deviations of 5 runs of
model experiments. The closed-source models show
a nonmonotonic increase in performance (gpt-4.1 bet-
ter than newer gpt-5, newest gpt-5.2 leaping ahead).
The open-weight models lag behind the closed-source
models. Significance markers on F1 scores indicate one-
sided hypothesis tests against the reference model (gpt-
5.2). Details in Appendix A.4. ***p<0.01, **p<0.05,
*p<0.1.

Prompt Type Input Mode Precision Recall F1 Score

question text 0.779 (0.015) 0.878 (0.084) 0.823 (0.039)
question text+table 0.777 (0.021)  0.903 (0.014) 0.835 (0.017)
structured text 0.760 (0.008) 0.860 (0.011) 0.807 (0.006)
structured text+table 0.755 (0.020) 0.830 (0.105) 0.787 (0.049)

Table 2: Averages and standard deviations of 5 runs of
prompt and context experiments with gpt-5.2. A sim-
ple question-style prompt outperforms the structured
prompt. Adding tabular context improves results for
question prompt slightly, but not consistently for struc-
tured prompt.

gpt-oss, but the differences to gpt-4o and gpt-4.1
are not statistically supported (see Appendix A.4).

What the model extracts, mirrors what com-
panies report: Scope 1 is most often extracted,
Scope 2 location-based exceeds market-based since
it is the default per our instruction if Scope 2 is not
explicitly disclosed, and Scope 3 is extracted least
often given its disclosure is not mandatory (cf. Fig-
ure AS).

A closer inspection reveals that gpt-0ss-120b’s
low score is substantially a parsing artifact rather
than a capability gap: 85.8% of its errors on non-
NA reports stem from model-specific output for-
matting (e.g., bare numbered lists, Unicode punc-
tuation substitution, missing colon separators) that
our regex parser cannot handle, rather than incor-
rect values. Pairing gpt-o0ss-120b with structured
JSON output instead of the regex-parsed question
prompt raises its F1 from 0.416 to 0.786 (5-run
average), on par with gpt-4.1 (see Appendix A.5
for details).

4.2 Prompt experiments

Using gpt-5.2, our best-performing model, we next
compare the two prompt designs (Table 2). Con-
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of ablations of structured prompt components, ordered
by effect on F1. Removing extraction rules causes a
substantial performance drop, while removing the role
slightly improves performance and removing definitions
has no measurable effect.

trary to best practice, the simple question prompt
(row 1) achieves higher precision, higher recall, and
consequently a higher F1 score than the structured
prompt (row 3); the F1 difference is statistically sig-
nificant (one-sided p < 0.05; see Appendix A.4).

To identify which parts of the structured prompt
account for this outcome, we ablate its components
individually (Table 3). Their contributions differ
sharply. Dropping the role description nudges F1
slightly upward, from 0.807 to 0.821; dropping the
scope definitions has essentially no effect while
dropping the extraction rules causes F1 to plummet.
The strong effect of the extraction rules is worth
highlighting, given that a qualitative inspection of
extracted values shows that the model occasion-
ally ignores them anyway*. Even the strongest
ablation variant, however, still falls short of the
question prompt’s F1, indicating that the structured
format as a whole, not any single omitted compo-
nent, drives the underperformance.

The comparison between question and structured
prompts is not fully controlled: the two designs
differ not only in output format but also in pream-
ble content and length, and prior work has shown
that requiring structured output (Tam et al., 2024)
and increasing distance between task definition and
context (Liu et al., 2024) can affect performance.
Our ablation of individual preamble components
(Table 3) partially addresses this by showing that
removing the role description or scope definitions
does not close the gap; a further ablation pairing
the question prompt with JSON output (see Ap-
pendix A.6) also reduces rather than improves its
F1, though with overlapping confidence intervals.
A fully controlled comparison isolating output for-
mat from preamble structure remains an open direc-
tion. We thus interpret the finding as evidence that
the structured prompt as a whole underperforms

*For instance, the pipeline extracts a value for a subcate-
gory of Scope 3 instead of the total.



the question prompt in this setting, rather than as
an isolated claim about JSON output format.
Categorising each report’s extraction result un-
der both prompts (see Figure A4 in the appendix)
shows that more than 85% remain in the same cate-
gory (correct, partially correct, incorrect) while the
prompt design shifts only a handful of borderline
cases. Two systematic error patterns appear un-
der both prompts: value—year/scope misalignment,
and extraction of subcategory values when both
subcategories and totals for the same scope-year
appear on the same page. Overall, the model han-
dles reports without ground-truth values better than
reports with them (91% correctly returning nothing
vs. 51% correctly extracting the disclosed values).

4.3 Tabular context experiments

Adding the Markdown-serialized table as con-
text yields a modest F1 gain for the question
prompt, primarily through additional extractions
(Figure A5) leading to improved recall (rows 1 and
2 of Table 2); this improvement is statistically sig-
nificant (one-sided p < 0.01; see Appendix A.4).

For the structured prompt, the same intervention
has the opposite effect, reducing both precision
and recall. To probe how robust this pattern is, we
repeat the experiments with our second-best model,
gpt-4.1 (Table A5); here, tabular context degrades
performance for both prompt types.’

Manual inspection of the 28 erroneous text-only
extractions with ground-truth values in tables clar-
ifies the limited effect: only 6 exhibit resolvable
misalignment errors, and just 2 are corrected by the
added context. The remaining 22 reports exhibit
errors, unaddressed by tabular structure, such as ir-
relevant extractions or footnote misinterpretations.

All results reported in this paper are based on
raw values. Inspecting the unit normalization as
part of the post-processing in more detail, we find
that text+table context increases the rate at which
extracted units fail to resolve to a known cate-
gory and instead fall into Other (Table A6), a dis-
crepancy not reflected in the raw-value metrics re-
ported above. Examining a representative report
(Paramount Group, 2020, page 47), the unit “metric
tons CO2e” appears only once, in the table header,
and not alongside the individual Scope 1 values
themselves. Under text-only context, the model
infers this header unit and appends it to each ex-

3Since the Markdown conversion is identical across prompt
conditions, any potential conversion errors would affect them
symmetrically and cannot account for the diverging results.
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traction; under text+table context, it omits the “e”
suffix and appends “metric tons CO2” which is
absent from the unit mapping. Notably, the mark-
down table only contains values and no units.

The unresolved unit rate is also uneven across
scopes, with Scope 1 and Scope 2Ib tracking
closely and Scope 3 remaining lowest throughout
(see Appendix A.9 for details).

5 Conclusion

Our systematic evaluation for LLM-based GHG
emissions extraction suggests that commonly rec-
ommended prompt and model choices do not al-
ways translate into higher extraction quality. Newer
model generations do not consistently improve
upon older ones, and the open-weight models we
tested trail meaningfully behind the closed-source
gpt family, pointing to the value of empirically
comparing candidate models on a representative
slice of one’s own data rather than defaulting to
the latest release. A structured prompt following
common best practices is outperformed by a sim-
pler question-style prompt, and the effectiveness
of tabular context depends on the model-prompt
combination. Cutting across these observations,
we see a recurring precision-recall trade-off: gains
in one metric typically come at the expense of the
other, both across model generations and across
structured prompt components. gpt-5.2 is a par-
tial exception, achieving higher precision without a
proportional loss in recall, but even here the pattern
reappears when comparing configurations against
one another. Extraction rules are the notable ex-
ception on the prompt side, contributing to both
precision and recall, whereas role and scope defini-
tions trade one for the other.

From a deployment cost perspective (see Ap-
pendix A.10), the best-performing configurations
are considerably more expensive than their close al-
ternatives: switching from gpt-4.1 to gpt-5.2 raises
cost by roughly 46% for only a small F1 improve-
ment, and the question prompt is 3.8x more expen-
sive than the structured prompt on gpt-5.2 for a
similarly modest gain. The prompt-side gap in par-
ticular reflects the question prompt’s output struc-
ture, which restates all 44 scope-year queries and
produces roughly 15x more output tokens than the
structured prompt’s JSON format. Cost differences
between design choices can thus dwarf the corre-
sponding performance gains, making the cheaper
option often the more rational one.



Limitations

Several caveats should be noted. Our evaluation
relies on a small benchmark that is deliberately
curated for annotation quality and consists solely
of English-language reports, which may constrain
how far the findings extend to larger or multilin-
gual corpora. That said, the benchmark covers
a broad diversity of document structures and re-
port lengths, mirroring the variability observed in
real-world corporate reporting. We believe that the
resulting findings should therefore remain mean-
ingful within this scope. Extending our evaluation
methodology to additional sustainability corpora
is a natural direction for future work, which the
released climatextract package is designed to
facilitate.

The original PDF reports cannot be redistributed
through our repository. Readers wishing to repro-
duce our experiments must retrieve the source doc-
uments themselves through the public links accom-
panying the benchmark dataset (Beck et al., 2025).

More broadly, the design space for LLM-based
information extraction, spanning prompt structure,
contextual input, and model choice, is vast, and our
experiments necessarily cover only a principled
subset of it. Findings might therefore not transfer
to configurations we did not test.

Our model selection is likewise deliberately nar-
row: we focus on the closed-source gpt family
given its industry prevalence, complemented by
gpt-oss and Llama-4 as established representatives
of the open-weight landscape. Alternative model
families may behave differently.

Use of AI Assistants

The authors used large language model assistants
(Claude) to support the writing and revision pro-
cess. Specifically, Al assistants were used to sug-
gest alternative phrasings, improve sentence-level
clarity and explore structural options for the presen-
tation of results. All conceptual contributions, ex-
perimental design, data analysis, and final wording
decisions were made by the authors. The authors
reviewed and verified all Al-assisted output before
incorporation into the paper.
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A Appendix

A.1 Retrieval experiments

Recall

0.530
0.568
0.581
0.583
0.608
0.612
0.601

Similarity £ Precision Retrieval Failures

0.431
0.432
0.432
0.424
0.431
0.433
0.407

F1 Score  True Positives  Cost (€)

0.475 262 0.274 1
0.491 284 0.363 1
0.495 287 0.451
0.491 299 0.541
0.502 310 0.631
0.507 318 0.719
0.485 300 0.807

SRS

R = Y R Sy
(SRR

Table Al: Retrival experiments, varying the parameter
k, the retrieved number of pages most similar to the

query.

We evaluated 12+ retrieval configurations on all
139 reports, varying the number of retrieved pages
k and the context window size in Table Al. Us-
ing gpt-4o-mini for consistent LLM evaluation, we
compared configurations on precision, recall, F1,
retrieval failures, and cost. Table A1 reports results
for varying k£ with a context window of 0 adjacent
pages, the best-performing window size. Setting
k = T retrieved all ground-truth pages for 137 of
139 reports at competitive precision and F1, min-
imising retrieval failures. While k = 6 performed
comparably in our dataset, we selected k = 7 as a
more robust choice for future datasets.

A.2 Prompt designs

Figure Al shows the question prompt template.
The red dashed box was added when we adopted
gpt-5.2, whose output includes Markdown symbols,
not parsable by the regex schema. The instruction
to reprint the first three questions in the response
format was necessary to counteract the model’s
observed tendency to "forget" early questions in
the output.
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Extract key pieces of information from thls sustalnab111ty report

IF a particular piece of information is not present, output 'Not speclfled .
If the report does not mention if Scope 2 is location-based or market-based,
assume it is Scope 2 location-based. Do not extract it as Scope 2 market-based.

Use the following format:
0. What is the title
. What are the Scope
. What are the Scope
. What are the Scope
What are the Scope
What are the Scope
. What are the Scope
. What are the Scope
. What are the Scope 1 emissions in 2020

. What are the Scope 1 emissions in 2021

10. What are the Scope 1 emissions in 2022

11. What are the Scope 1 emissions in 2023

12. What are the Scope 2 (market-based) emissions in 2013
13. What are the Scope 2 (market-based) emissions in 2014
14. What are the Scope 2 (market-based) emissions in 2015
15. What are the Scope 2 (market-based) emissions in 2016
16. What are the Scope 2 (market-based) emissions in 2017
17. What are the Scope 2 (market-based) emissions in 2018
18. What are the Scope 2 (market-based) emissions in 2019
19. What are the Scope 2 (market-based) emissions in 2020
20. What are the Scope 2 (market-based) emissions in 2021
21. What are the Scope 2 (market-based) emissions in 2022
22. What are the Scope 2 (market-based) emissions in 2023

2013
2014
2015
2016
2017
2018
2019

1 emissions in
1 emissions in
1 emissions in
1 emissions in
1 emissions in
1 emissions in
1 emissions in

Vo NOU A WN P

23. What are the Scope 2 (location-based) emissions in 2013
24. What are the Scope 2 (location-based) emissions in 2014
25. What are the Scope 2 (location-based) emissions in 2015
26. What are the Scope 2 (location-based) emissions in 2016
27. What are the Scope 2 (location-based) emissions in 2017
28. What are the Scope 2 (location-based) emissions in 2018
29. What are the Scope 2 (location-based) emissions in 2019
30. What are the Scope 2 (location-based) emissions in 2020
31. What are the Scope 2 (location-based) emissions in 2021
32. What are the Scope 2 (location-based) emissions in 2022
33. What are the Scope 2 (location-based) emissions in 2023
34. What are the Scope 3 emissions in 2013

35. What are the Scope 3 emissions in 2014

36.
37.
38.
39.
40.
41.
42.
43.
44,

2015
2016
2017
2018
2019
2020
2021
2022
2023

What are the Scope 3 emissions in
What are the Scope 3 emissions in
What are the Scope 3 emissions in
What are the Scope 3 emissions in
What are the Scope 3 emissions in
What are the Scope 3 emissions in
What are the Scope 3 emissions in
What are the Scope 3 emissions in
What are the Scope 3 emissions in

Document :
{context_str}

@. What is the title: Our responsibility. Report {self.min_year}
1. What are the Scope 1 emissions in 2013: <value> <unit>
2. What are the Scope 1 emissions in 2014: <value> <unit>

Figure Al: Question prompt template consisting of a
question for every scope-year combination in the respec-
tive year range 2013-2023 for every scope type Scope
1, 2 (market-based), 2 (location-based) and 3. The text
in the red box had to be added to run our pipeline with
gpt-5.2.

Figure A2 shows the structured prompt template.
Beyond the relevance criteria listed in the main text,
the prompt details further extraction rules address-
ing not-intended transformations (e.g. rejecting
percentage increases or intensity ratios).

The output schema in Figure A3 is defined as a
Pydantic model in Python and serialised to JSON,
specifying a list of KPI entries, each representing
one scope-year combination, with the four fields
year, kpi_name (the scope), value, and unit. Each
field carries a natural-language description and ex-
ample value that are passed to the LLM as part of
the structured prompt to guide extraction; these are
omitted from Figure A3 for brevity but are visible
in the released code.
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A.3 Pipeline Step 4: Parsing

Unit normalization. Companies use different unit
variants for the same quantity (e.g. "1,000 t CO2"
and "metric kilotons CO2e"). We collect all dis-
tinct variants in the dataset and normalise them via
a dictionary to one of "t CO2e", "kt CO2e", "Mt
CO2e", "MM Mt CO2e", "kg CO2e" or "Other" if
unknown. A multiplier per known unit allows stan-
dardising all values to "t CO2e" for downstream
comparability.

Duplicate resolution. To retain only one entry
per scope-year combination, we apply three priori-
tisation rules sequentially: (1) retain only one entry
among duplicates sharing the same value and unit
on the same page; (2) among entries with differ-
ent units, retain the one in "t CO2e"; (3) among
entries with matching units, retain the one from the
majority page, breaking ties by the earliest page.

A4 Statistical Testing

To assess the significance of the differences re-
ported in Section 4, we fit fixed-effects regressions
on report-level F1 scores. Report-level averaging
is used because extractions within the same report
cannot be assumed to be independent. Each com-
parison of interest uses one experimental condition
as the reference and enters the other as a dummy
variable; the coefficient on the dummy is the esti-
mated F1 difference. We cluster standard errors at
both the report and run level: reports differ in com-
plexity, and even at temperature = 0 LLM APIs can
produce small run-to-run variation due to backend
nondeterminism.

Each test corresponds to a directional hypoth-
esis of the form F'1, > F'1p derived from best-
practice recommendations. We compute one-sided
p-values against the null that the opposite direction
holds. Table A2 reports the coefficient, clustered
standard error, and outcome for each comparison.

Two observations are worth flagging. First, the
prompt hypothesis F'lgcured > F'lquestion Was
significantly rejected in the tested direction, mean-
ing the question prompt outperforms the structured
prompt at p < 0.05. Second, comparisons of gpt-
5.2 against gpt-4o and gpt-4.1 do not reach signif-
icance, so although gpt-5.2 achieves the highest
F1 in absolute terms, the gap to the closest earlier
generations is not statistically supported.



Scope 2 (market-based) CO2 Emissions: Indirect GHG emissions from purchased energy, calculated based on energy procurement choices (e.g., renewable energy contracts).
Scope 2 (location-based) CO2 Emissions: Indirect GHG emissions from purchased energy, calculated using the average emissions intensity of the local electricity grid.
Scope 3 CO2 Emissions: Indirect GHG emissions from the organization’s value chain, both upstream and downstream (e.g., supply chain, business travel, product use).

You are a climate analyst tasked with extracting specific absolute numerical data from corporate reports. Role &
Your objective is to extract only the absolute values for the following Key Performance Indicators (KPIs) related to CO2 emissions across the entire company. Objective
Scope 1 CO2 Emissions: Direct GHG emissions from sources owned or controlled by the organization (e.g., fuel combustion, company-owned vehicles). Definitions

Only extract values which refer to the whole company.
Only extract absolute values representing total CO2 emissions (e.g., in tons).

(e.g., increases, decreases, or changes over time).

Do not modify values based on footnotes, annotations, or any external data sources.

Do not extract any relative values such as percentages, year-over-year changes, or trends. Ignore all values that are expressed as percentages (%) or involve relative comparisons

Footnotes or annotations in metric names should be treated as references and ignored for the extraction process.

Do not perform any calculations or transformations on the values. Extract and report the data exactly as presented. Do not invent values.

Ensure your extraction only includes absolute values for the defined KPls, strictly following these guidelines.

If the subtype "market-based" or "location-based" is not mentioned for a value of Scope 2, always assume that the value refers to the KPI Scope 2 (location-based).
Do not extract all subcategories of Scope 3, but only total values if total values are available for Scope 3.

Only extract value referring to Scope 1, Scope 2 or Scope 3 separately. Do not extract values representing a sum of any the scopes.

Specifications

Year range for the search: only extract values from 2013 to 2022.

Here is the excerpt:
{context_str}

Figure A2: Structured prompt template consisting of role and objective, definitions of scope types, extraction rules

and desired year range.

"$defs”: {
"KpiEntry": {
"type": "object”,
"properties”: {
"year": {"type": ["integer"”, "null”l},
"kpi_name”: {"type": ["string"”, "null"],
"enum”: ["1", "2 (market-based)
", "2 (location-based)",
"3", nulll},
"value": {"type"”: ["number”, "null"]l, "
minimum”: @},
"unit”: {"type”": ["string"”, "null”]}
3
3
3,
"type”: "object”,
"properties”: {
"KPI_Entries”: {"type”: "array"”, "items": {"$ref

", "#/$defs/KpiEntry”}}
3,

"required”: ["KPI_Entries"]

Figure A3: Output schema serialised from Pydantic
model
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Comparison Directional hypothesis ~ Coefficient (SE) Outcome
Prompt Flgructured > Flguestion —0.0085** (0.0031)  not supported
Context Fliextrtable > F'liext 0.0167*** (0.0037)  supported
Model Flgpsa > Flgpao 0.0064  (0.0045)  not supported
Model Flgpso > Flgpa 0.0048  (0.0046)  not supported
Model Flgpsa > Flgys 0.0077** (0.0041)  supported
Model Flgpesa > Flijamas 0.1485*** (0.0227)  supported
Model Flgpts2 > Flgptoss 0.2713*** (0.0246)  supported

Table A2: Directional hypothesis tests on report-level F1
scores from a fixed-effects regression. Each row reports
the coefficient on the dummy variable corresponding
to the first condition in the directional hypothesis, with
clustered standard errors (report and run) in parentheses.
Significance: ***p < 0.01, **p < 0.05, *p < 0.1.

A.5 Output Format for gpt-oss-120b

Section 4.1 mentions that 85.8% of gpt-o0ss-120b’s
errors on non-NA reports stem from output-
formatting issues our regex parser cannot handle,
rather than incorrect values. To contextualize this,
we compare against Llama-4 (alternative open-
weight model) and gpt-4.1 (second-best model):
only 13.1% and 3.8% of their errors are formatting-
driven. This contrast underscores that gpt-oss-
120b’s apparent underperformance is largely an
artifact of its output format. We therefore re-run
gpt-0ss-120b under the structured JSON prompt to
assess its capability independent of output format-
ting; Table A3 reports the results, averaged over 5
runs.



Prompt Type Precision Recall F1
question 0.812 (0.040) 0.281 (0.042) 0.416 (0.047)
structured 0.760 (0.013) 0.814 (0.017) 0.786 (0.012)

Table A3: gpt-o0ss-120b performance by output format,
averaged over 5 runs. Standard deviations in parenthe-
ses.

A.6 Ablation of output format

We perform an ablation study with respect to the
output format by testing the question prompt with
the same JSON output format as the structured
prompt. The results are given in Table A4. The
JSON output format leads to a decrease in F1 score
from 0.823 to 0.794. This indicates that the out-
put format does not explain the performance gap
between the question and structured prompts and,
if anything, slightly hurts the question prompt’s
performance.

Prompt components Precision Recall F1 Score

question prompt 0.779 (0.015)  0.878 (0.084) 0.823 (0.039)
question prompt with JSON output  0.777 (0.031)  0.812 (0.019) 0.794 (0.022)
structured prompt 0.760 (0.008)  0.860 (0.011)  0.807 (0.006)

Table A4: Averages and standard deviations of 5 runs of
ablations of prompt output format. The question prompt
with JSON output format performs worse than the ques-
tion prompt with regex and the structured prompt.

A.7 Report-level analysis

We categorise each report’s extractions under both
prompts and track how individual reports shift be-
tween categories. Reports are first split by whether
the ground-truth benchmark contains disclosed
emissions (non-NA reports) or not (NA reports).
NA reports are classified as either correct (no val-
ues returned) or incorrect (at least one irrelevant
value extracted). Non-NA reports are classified
as completely correct, partially correct, or com-
pletely incorrect, with a separate retrieval-failure
category for reports where the retrieved pages did
not contain the relevant ground-truth information.
Figure A4 shows the resulting transitions. Zoom-
ing in on the shifts: 4 NA reports switch from
incorrect under the question prompt to correct un-
der the structured prompt, but 2 correctly-handled
NA reports shift the other way, extracting irrel-
evant values such as Scope 3 subcategory totals.
Among non-NA reports, 2 of 139 are classified as
retrieval failures where ground-truth values were
spread across pages and at least one relevant page
was not retrieved. The persistence of subcategory-

38

Question prompt Structured prompt

NA: correct extractions NA: incorrect extractions

Categories I non-NA: completely correct extractions I non-NA: partially correct extractions

non-NA: completely incorrect extractions non-NA: retrieval failure

Figure A4: Diagram comparing report-level extraction
results between the question prompt and the structured
prompt when using gpt-5.2 model. Most reports remain
in the same category. Improvements for some are offset
by regression for other reports.

extraction errors under the structured prompt indi-
cates that the LLM does not consistently follow the
extraction rules included in the prompt, unlike the
more successful adherence reported by Mankour
et al. (2025); Neuberger et al. (2025). Another re-
curring error is the model’s tendency to interpret
footnote numerals as part of a value.

A.8 Second-best model

Recall

0.953 (0.027)
[0.916, 1.000]
0.922 (0.168)
[0.451, 1.000]

0.853 (0.014)
[0.838, 0.869]
0.836 (0.053)
[0.744, 0.872]

F1 Score

0.789 (0.034)
[0.764, 0.857]
0.769 (0.120)
[0.476, 0.857]

0.692 (0.021)
[0.667, 0.725]
0.689 (0.031)
[0.635,0.713]

Prompt Type Input Mode Precision

0.674 (0.040)
[0.642, 0.750]
0.664 (0.095)
[0.504, 0.750]

0.582 (0.031)
[0.541, 0.624]
0.587 (0.020)
[0.554, 0.602]

question text

question text+table

structured text

structured text+table

Table AS: Averaged results of 5 runs of prompt and con-
text experiments with gpt-4.1, accompanied by standard
deviation and range. A simple question-style prompt
outperforms the structured prompt. Adding tabular con-
text deteriorates results for both prompt types.

Table A5 reports the prompt-context experi-
ments repeated with the second-best model, gpt-
4.1. In contrast to gpt-5.2, adding tabular context
weakens performance for both prompt types, in-
dicating that the benefit of tabular context is not
robust across models.



Number of extractions per scope: text vs. text+able

205

203

Number of extractions (raw value non-missing)

Figure A5: Number of non-missing extractions per emis-
sions scope, comparing text-only and text+table context
for gpt-5.2 model and question prompt type. Text+table
yields equal or higher counts across all scopes, with
the largest relative gains for Scope 2 market-based and
Scope 3.

unit_cat text (%) text+table (%)
t CO2e 68.5 59.2
kt CO2e 13.2 12.3
Other 9.8 19.7
Mt CO2e 7.5 8.0
MM Mt CO2e 1.0 0.0
kg CO2e 0.0 0.8

Table A6: Distribution of resolved unit categories under
text and text+table context for gpt-5.2 model and ques-
tion prompt type. Text+table shifts mass from ¢ CO2e
toward Other, consistent with the model dropping the
“e” suffix when the unit-less structured table is included.

A.9 Tabular context: recall gains and
unit-resolution

This appendix provides scope-level detail support-
ing the effects of tabular context (text+table) on
extraction recall and unit resolution discussed in
Section 4.3.

Table A6 reports the full distribution of resolved
unit categories under text-only and text+table con-
text, including the share falling into Other when
no key in the unit mapping matches. Figure A6
isolates this unresolved share and breaks it down
by scope. Scope 1 and Scope 2Ib track each other
closely in both settings because they are conven-
tionally reported as adjacent line items sharing
a single unit descriptor (e.g., one column header
spanning both rows in a summary table); a map-
ping miss for that shared string therefore fails both
scopes simultaneously. Case numbers are too small
for a detailed analysis of Scope 2mb: Almost all
unresolved units from Scope 2mb under text+table
originate from a single PDF file. Scope 3 remains
lowest throughout, consistent with its typically be-
ing reported in a separate category-breakdown table
rather than alongside Scope 1/2, and so not exposed
to the same shared-unit failure mode.
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Unit-mapping unresolved rate per scope: text vs. text+table
253%

2
209%

2 20%
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yyyyyyyyyyyy
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™
B i

resolved unit rate (%)
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Figure A6: Rate of extracted units unresolved to a
known category (mapped to Other) per scope, text
vs. text+table context for gpt-5.2 model and question
prompt type. Text+table increases the unresolved rate
across every scope.

A.10 Cost-benefit analysis

Model F1 Score Costs (€) Prompt Tokens Output Tokens
gpt-4.1  0.775 9.51 1469340 821556.0
gpt-5.2  0.823 13.92 1468518 810563.8

Table A7: Cost-benefit comparison between two best
models, gpt-4.1 and gpt-5.2, using the question prompt
and text-only context. Spending 46% more on average
leads to a 6% boost in performance. Note that the figures
presented refer to averages of 5 runs of 139 reports for
a given setting.

Prompt Type Input Mode F1 Score Costs (€) Prompt Tokens Output Tokens

0.807 3.59 1622519 53699.2
0.787 372 1709280 51940.0
0.823 13.92 1468518 810563.8
0.835 14.70 1684756 839233.4

structured
structured
question
question

text
text+table
text
text+table

Table A8: Cost-benefit analysis for gpt-5.2 model for
different prompt and context type settings. Using the
question-style prompt instead of the structured prompt
for text-only context requires 36% more tokens overall,
driven by approximately 15 times more output tokens,
while yielding a 2% higher F1 score. Note that the
figures presented refer to averages of 5 runs of 139
reports for a given setting.

Tables A7 and A8 report the cost figures under-
lying the discussion in the conclusion. Figures
represent averages of 5 runs over 139 reports; em-
bedding costs are excluded, since embedding is a
one-time cost per report.

Table A7 compares the two best models under
the question prompt and text-only context: switch-
ing from gpt-4.1 to gpt-5.2 increases cost by 46%
on average for a 6% F1 improvement (0.775 —
0.823).

Table A8 compares prompt-context combina-
tions for gpt-5.2. Adding tabular context adds only
0.78 EUR to the question prompt and 0.12 EUR to
the structured prompt, but its effect on F1 is direc-



tional: +1.4% for the question prompt and —2.4%
for the structured prompt.
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