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Abstract

Scanned mail, uploaded PDFs, and consoli-
dated attachments often arrive as page streams
that must be split into individual documents
before downstream classification, extraction,
or routing. Zero-shot large language mod-
els can detect document boundaries without
task-specific training, but standard Page Clas-
sification (PC) and Boundary Decision (BD)
formulations resolve only one boundary per
model call. We introduce Multi-Split Bound-
ary Decision (MSBD), which predicts multi-
ple boundaries within a page window in a sin-
gle call, reducing the number of inference re-
quests. We evaluate MSBD across multiple
language models, document collections, input
modalities, and window sizes. The results re-
veal a model- and corpus-dependent operating
range in which MSBD preserves strong seg-
mentation accuracy while substantially improv-
ing inference efficiency, followed by a sharp
decline at larger windows. MSBD provided
the strongest overall accuracy–efficiency trade-
off, while large windows expose distinct over-
and under-segmentation behavior across mod-
els. These findings show that multi-boundary
prediction can make zero-shot page stream seg-
mentation more efficient when the window size
is selected for the target corpus.

1 Introduction

Documents often arrive as batches of scanned
pages, consolidated attachments, or multi-
document PDF uploads rather than as individually
separated files. Before classification, extraction,
or routing, these page streams must be partitioned
into their constituent documents. An incorrect
boundary can either merge unrelated documents or
split one document into fragments, affecting every
downstream processing step.

This task is known as Page Stream Segmenta-
tion (PSS). Given an ordered page stream P =

* Equal contribution.

Figure 1: Zero-shot PSS formulations. PC classifies
each page independently, BD evaluates one adjacent-
page pair per call, and MSBD predicts all K−1 bound-
aries within a K-page window in a single call.

(p1, . . . , pN ), the goal is to determine whether
each page begins a new document (cut) or con-
tinues the preceding one (continue) (Gordo et al.,
2013; Wiedemann and Heyer, 2021; Mungmeep-
rued et al., 2022). PSS is an important component
of document-processing workflows in domains
such as healthcare, finance, and logistics (Islam
et al., 2026).

Most prior PSS systems rely on task-specific
training using hand-crafted features, neural classi-
fiers, or Transformer-based models (Gordo et al.,
2013; Wiedemann and Heyer, 2021). Although
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effective within their target domains, these ap-
proaches require labelled boundary data and
may need retraining when document distributions
change. General-purpose language and vision-
language models provide an alternative: they can
perform PSS zero-shot, without training a dedi-
cated boundary detector.

However, existing zero-shot formulations remain
inefficient. Page Classification (PC) examines one
page at a time, while Boundary Decision (BD)
examines one adjacent-page pair at a time. Both
resolve only one candidate boundary per model
call, so processing cost grows linearly with stream
length.

We introduce Multi-Split Boundary Decision
(MSBD), which predicts all boundaries within a
window of K consecutive pages in a single call.
MSBD therefore reduces the number of model re-
quests by sharing one inference call across multi-
ple adjacent-page decisions. This creates a central
trade-off: larger windows improve efficiency but
may make the prediction task more difficult.

We study this trade-off in the split-only setting,
where pages are already ordered and the task is
limited to boundary detection rather than docu-
ment classification or page reordering. We compare
MSBD with PC, BD, and conventional trained and
feature-similarity baselines across multiple models,
datasets, input modalities, and window sizes.

Contributions
(1) We introduce Multi-Split Boundary Decision,

a zero-shot PSS formulation that predicts mul-
tiple adjacent-page boundaries within a single
model call.

(2) We systematically evaluate how window size af-
fects segmentation accuracy, model calls, infer-
ence cost, latency, and output reliability across
language models, datasets, and text and vision
inputs.

(3) We identify a model- and corpus-dependent op-
erating range in which MSBD preserves strong
boundary accuracy while substantially reducing
inference requests, and characterize the failure
modes that emerge beyond this range.

(4) We compare zero-shot PC, BD, and MSBD with
conventional supervised and feature-similarity
baselines, clarifying the trade-offs between task-
specific training and general-purpose prompt-
ing.

2 Background and Related Work

From hand-crafted features to decoder LLMs
Early PSS systems used constrained clustering over
inter-page similarity or supervised classifiers over
hand-crafted structural, textual, and visual features
(Collins-Thompson and Nickolov, 2002; Gordo
et al., 2013; Daher and Belaïd, 2014; Agin et al.,
2015). Later work introduced recurrent language
models, CNNs, and RNNs over textual and visual
page representations (Wiedemann and Heyer, 2021;
Neche et al., 2020), and deep page embeddings
enabled agglomerative clustering (Busch et al.,
2023). Transformer-based methods remained lim-
ited: prior work combined LEGAL-BERT or Lay-
outLM with CNNs over consecutive pages (Guha
et al., 2022; Mungmeeprued et al., 2022), and Braz
et al. (2021) compared windows of one to three
pages. More recently, Heidenreich et al. (2024)
fine-tuned Mistral-7B and Phi-3 on TABME++,
outperforming encoder models and an XGBoost
baseline, and showed that zero-shot GPT-4o was
competitive with trained encoders and that OCR
quality strongly affects text-based PSS. Follow-up
work in insurance reported similar fine-tuning gains
while highlighting the difficulty of stream-level cal-
ibration (Heidenreich et al., 2025).

Boundaries, types, and order Islam et al. (2026)
define document packet splitting as the joint prob-
lem of detecting boundaries, classifying document
types, and reconstructing page order in shuffled
packets; they find boundary detection to be the
main bottleneck, motivating our split-only focus.
Other work jointly models inter-page relations,
segmentation, and classification (Demirtaş et al.,
2022). Benchmark coverage has expanded from
the synthetic streams in TABME (Mungmeeprued
et al., 2022) to more realistic public datasets such
as WooIR and OpenPSS (Van Heusden et al., 2022;
van Heusden et al., 2024) and to domain-specific
settings such as comic books (Ortega et al., 2025).

Multi-instance prompting Packing several task
instances into one call to amortize API cost is
known in general-purpose prompting (Cheng et al.,
2023), where accuracy typically degrades as batch
size grows. MSBD differs in one important respect:
the K−1 decisions in a window are not indepen-
dent instances but related decisions over a shared
page sequence, so enlarging the window adds both
prediction load and context. Consequently, accu-
racy can plateau rather than immediately degrade
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at small values of K.

Positioning Unlike prior work that trains or fine-
tunes models for PSS, we keep all models fixed
and evaluate them entirely zero-shot, comparing
text and vision inputs on TABME++ and on a form-
heavy corpus constructed from VRDU (Wang et al.,
2023).

3 Task Formulation and Methods

The three zero-shot formulations we study (Fig-
ure 1) all use the same fixed LLM or VLM without
fine-tuning; they differ only in the context provided
per call and the number of boundaries predicted at
once. Our method, MSBD, is described next, while
the single-call baselines against which we compare,
PC and BD, are defined in §5.

MSBD: Multi-Split Boundary Decision MSBD
processes a window of K consecutive pages
and predicts all K−1 boundaries within that
window in a single call. The model re-
turns one JSON field per adjacent pair, from
split_1 to split_(K−1), with each field la-
belled cut_page or continuous_page (Ap-
pendix C).

Windows are tiled with stride K−1, so consec-
utive windows overlap by one page and every ad-
jacent pair is evaluated exactly once. This reduces
the number of calls to approximately

⌈
N − 1

K − 1

⌉
.

When K=2, MSBD is equivalent to BD. We evalu-
ate K ∈ {3, 5, 7, 10, 20, 30, 50}.

The predicted fields are concatenated in page
order to reconstruct the full boundary sequence
y2, . . . , yN , and documents are recovered by cut-
ting at every predicted cut_page. A well-formed
response contains one field for every candidate
boundary in its window (normally K−1, with
fewer in a final short window). The window size K
therefore trades fewer calls against a harder multi-
page prediction problem.

4 Experimental Setup

Datasets TABME++ (Heidenreich et al., 2024)
extends TABME (Mungmeeprued et al., 2022), a
collection of synthetic streams formed by concate-
nating business documents, with improved com-
mercial OCR. We use the dataset unmodified, as
samples are already organized into page streams.

It contains approximately 6.2k pages and a similar
number of adjacent-page decisions.

VRDU (Wang et al., 2023) is a public,
form-heavy dataset containing registration and
advertising-buy forms, but it is not provided as
page streams. We construct streams by concatenat-
ing complete documents and label the first page of
each document as a cut. This construction makes
many boundaries visually distinctive, which partly
explains the strong PC performance on VRDU.
The resulting corpus contains approximately 1.1k
pages. Both datasets are reasonably balanced at the
adjacent-pair level, with cut rates between approxi-
mately 36% and 46%.

Models and protocol We evaluate
three models in a zero-shot setting:
gemini-3.1-flash-lite (Google,
2026), gpt-5.4-mini (OpenAI, 2026),
and claude-haiku-4.5 (Amazon Web
Services, 2026). Each formulation, PC, BD,
and MSBD, is evaluated with OCR-text and
page-image inputs on both datasets. All models are
prompted to return structured JSON, decoded at
temperature 0, and limited to 1024 output tokens.
Page images are rendered at 300 DPI. We run one
decoding pass per configuration.

Metrics We report Boundary F1 (B-F1), the F1
of the cut class over adjacent-page decisions, as
the primary metric of the zero-shot study; the com-
plete sweep results are provided in Appendix A.
The available pre-LLM baseline results (§5.2) use
per-class and overall (Micro) accuracy instead, so
comparisons between the two families are direc-
tional rather than strictly controlled.

Cost accounting For each configuration, we re-
port model calls, total test-set cost, and mean per-
call latency. Call count depends on stream length
and, for MSBD, window size K. Costs are com-
puted from provider token usage and prices at eval-
uation time using LiteLLM 1. Because prices may
change, we also report cost per 1,000 pages and
interpret values comparatively.

5 Baselines

We compare MSBD against two families of base-
lines: the single-call zero-shot prompts it is de-
signed to replace (PC and BD), and pre-LLM sys-
tems that require task-specific training. Both fam-

1https://docs.litellm.ai/docs/
completion/token_usage
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Figure 2: Boundary F1 for PC and BD. Adjacent-page context substantially improves TABME++, but provides
limited benefit on the form-heavy VRDU dataset.

ilies are evaluated on the same TABME++ and
VRDU streams described in §4.

5.1 Zero-shot single-call baselines

PC and BD use the same fixed models and prompt-
ing protocol as MSBD, but resolve a single bound-
ary per call.

PC – Page Classification PC processes each
page pj independently, using either its OCR text
or page image, and predicts first_page or
non_first_page based on whether the page
begins a new document. A boundary is inserted
before each page predicted as first_page; thus,
an N -page stream requires N−1 calls. Responses
are parsed from a single JSON field (Appendix C).

BD – Boundary Decision BD processes each
adjacent page pair (pj−1, pj) and predicts
cut_page or continuous_page, indicating
whether pj begins a new document relative to pj−1.
Each decision therefore uses one neighbouring
page as context but still requires one model call per
candidate boundary. The stream is split at every
pair labelled cut_page. Responses are parsed
from a single JSON field (Appendix C).

5.2 Pre-LLM baselines

We compare zero-shot LLMs with two conven-
tional PSS baselines: trained boundary classi-
fiers and distance-based feature similarity. Both
predict whether page pj starts a new document
(cut) or continues the document containing pj−1

(continue).

Trained boundary classifiers Let hj denote the
frozen visual representation of page pj . We evalu-
ate three trained configurations:

PC: classify hj alone to determine whether pj is a
first page.

BD-Concat: concatenate [hj−1;hj ] and classify
the boundary between the two pages.

BD-LSTM: process (hj−1, hj) as an ordered two-
page sequence with a one-layer LSTM before
classification.

PC uses only the current page. Both BD vari-
ants use the previous and current pages; BD-
Concat combines their features directly, whereas
BD-LSTM models their sequential relationship.

We use penultimate-layer features from a frozen,
in-house Vision Classifier, a convolutional model
trained to classify business-document pages. We
evaluate linear, MLP, and LSTM heads and sweep
Kullback–Leibler divergence regularization and
report validation Micro accuracy on held-out
TABME++ and VRDU streams.

Table 1 shows that adjacent-page context helps
on TABME++: BD-Concat improves Micro ac-
curacy from 0.757 to 0.769, and BD-LSTM fur-
ther improves it to 0.817. The LSTM gain
comes mainly from higher continue accuracy
(0.824 → 0.926), indicating better recognition of
pages from the same document. On VRDU, PC per-
forms best, suggesting that first pages are visually
distinctive enough to identify independently.

Distance-based feature similarity We also in-
fer boundaries from adjacent-page features without
training a classifier. Using labelled page pairs, the
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Dataset Setting Cut Continue Micro

TABME++
PC 0.637 0.824 0.757
BD-Concat 0.619 0.830 0.769
BD-LSTM 0.623 0.926 0.817

VRDU
PC 0.988 0.782 0.878
BD-Concat 0.992 0.769 0.872
BD-LSTM 0.992 0.750 0.862

Table 1: Accuracy of trained boundary classifiers using
frozen Vision Classifier† features. PC uses one page,
BD-Concat concatenates adjacent-page features, and
BD-LSTM processes the same pair sequentially. Cut
and Continue are per-class accuracies; Micro is overall
accuracy. Best Micro per dataset is in bold. †In-house
proprietary feature extractor; results are indicative rather
than independently reproducible.

Dataset Feature source Cut Continue Micro

TABME++
Vision Classifier† 0.688 0.851 0.792
FCOS 0.185 0.981 0.693
GUSE 0.434 0.587 0.532

VRDU
Vision Classifier† 0.188 0.863 0.550
FCOS 0.685 0.319 0.489
GUSE 0.573 0.405 0.483

Table 2: Prototype-based feature-similarity results using
Euclidean distance. Each adjacent-page pair is assigned
to its nearest cut or continue prototype. Cut and
Continue are per-class accuracies; Micro is overall ac-
curacy. Best Micro per dataset is in bold. †In-house
proprietary Vision Classifier features.

prototype method computes one representative pro-
totype for each class and assigns each test pair to
its nearest cut or continue prototype under Eu-
clidean distance.

Table 2 compares visual features from the Vision
Classifier and an FCOS (Fully Convolutional One-
Stage) detector backbone with text embeddings
from Google Universal Sentence Encoder (GUSE).
Vision Classifier features achieve the highest Micro
accuracy on both datasets. However, the class-
wise results vary substantially across features and
datasets. On TABME++, all three feature sources
favour continue; FCOS detects only 18.5% of
cuts but 98.1% of continuations. On VRDU, the
Vision Classifier also favours continue, whereas
FCOS and GUSE favour cut. Feature distance
therefore does not provide a consistent boundary
signal.

Implications for zero-shot PSS The two ta-
bles show that adjacent-page context can im-
prove trained classifiers, but the benefit is dataset-
dependent. They also show that the tested visual

representations achieve higher Micro accuracy than
GUSE embeddings. These methods nevertheless
require labelled data to train classifiers or construct
class prototypes, motivating our evaluation of zero-
shot LLMs.

6 Results: Multi-Split Boundary Decision

We first compare PC and BD to isolate the value
of adjacent-page context. We then examine how
MSBD trades boundary accuracy for fewer model
calls as the window size K increases.

PC versus BD: value of neighbouring context
Table 3 and Figure 2 compare PC, which classifies
the current page alone, with BD, which classifies
the previous and current pages together. Both pre-
dict one boundary per call.

On TABME++, BD improves Boundary F1 by
0.13–0.19 over PC across the six model–modality
combinations, showing that the previous page pro-
vides useful context. On VRDU, PC is already
near ceiling because first pages are often visually
distinctive, so BD offers little consistent improve-
ment. The main exception is GPT-5.4-mini with
text input, where Boundary F1 falls from 0.948 to
0.783.

Vision improves some PC results, but provides
no consistent advantage over text once adjacent-
page context is available and is more expensive in
every BD setting. We therefore use text-based BD
as the main reference for MSBD.

Model calls, cost, and latency Because MSBD
predicts K−1 boundaries per call, the request
count decreases rapidly as K grows. On
TABME++, increasing K from 2 (equivalent to
BD) to 50 reduces calls from 6,236 to 127, a 49×
reduction.

Cost falls more slowly because each call contains
more pages. For Gemini with text input, K=10 re-
duces calls by 9× and test-set cost from $2.79 to
$1.00, or approximately $0.45 to $0.16 per 1,000
pages. Mean latency per call remains broadly sta-
ble for text through K=10 but rises at larger win-
dows, particularly for vision input (Figure 5 in Ap-
pendix A). MSBD therefore improves throughput
mainly by reducing the number of requests, not by
making individual requests faster.

Accuracy and the knee Accuracy remains rel-
atively stable at small windows and then declines
sharply. We informally refer to the largest useful
window before this decline as the knee.
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TABME++ VRDU

Model Input Method B-F1 Lat Cost Model Input Method B-F1 Lat Cost

Claude Haiku 4.5

text PC 0.674 2.12 10.33

Claude Haiku 4.5

text PC 0.961 2.25 2.30
text BD 0.866 2.42 13.75 text BD 0.969 2.50 3.26
text MSBD (K=3) 0.844 1.19 6.94 text MSBD (K=3) 0.900 1.06 1.79
text MSBD (K=5) 0.817 1.30 5.18 text MSBD (K=5) 0.795 1.15 1.39
vision PC 0.711 2.75 14.22 vision PC 0.955 2.70 2.91
vision BD 0.837 2.91 21.25 vision BD 0.969 3.15 4.50
vision MSBD (K=3) 0.844 1.53 12.63 vision MSBD (K=3) 0.928 1.70 2.73
vision MSBD (K=5) 0.799 1.78 9.90 vision MSBD (K=5) 0.755 2.08 2.15

Gemini 3.1 Flash-Lite

text PC 0.731 1.10 1.97

Gemini 3.1 Flash-Lite

text PC 0.951 1.02 0.44
text BD 0.883 1.20 2.79 text BD 0.971 1.07 0.66
text MSBD (K=3) 0.847 1.08 1.61 text MSBD (K=3) 0.940 0.91 0.41
text MSBD (K=5) 0.870 1.14 1.22 text MSBD (K=5) 0.943 1.06 0.32
vision PC 0.749 1.70 2.96 vision PC 0.968 1.51 0.53
vision BD 0.882 1.82 4.74 vision BD 0.931 1.72 0.85
vision MSBD (K=3) 0.887 1.83 3.13 vision MSBD (K=3) 0.938 1.58 0.56
vision MSBD (K=5) 0.881 2.14 2.49 vision MSBD (K=5) 0.888 2.03 0.44

GPT-5.4-mini

text PC 0.687 1.24 5.68

GPT-5.4-mini

text PC 0.948 1.40 1.23
text BD 0.873 1.66 7.72 text BD 0.783 1.30 1.84
text MSBD (K=3) 0.828 0.88 4.28 text MSBD (K=3) 0.751 1.03 1.11
text MSBD (K=5) 0.793 0.99 3.18 text MSBD (K=5) 0.609 2.41 0.86
vision PC 0.712 1.51 7.96 vision PC 0.971 2.00 1.42
vision BD 0.876 1.68 12.39 vision BD 0.962 2.34 2.22
vision MSBD (K=3) 0.846 1.47 7.84 vision MSBD (K=3) 0.869 2.34 1.41
vision MSBD (K=5) 0.811 1.71 6.14 vision MSBD (K=5) 0.800 2.77 1.11

GPT-4o† zero-shot 0.859 – –
Phi-3-mini† fine-tuned 0.973 – –
Mistral-7B† fine-tuned 0.987 – –

Table 3: PC, BD, and MSBD results across datasets, models, and input modalities (B-F1 = Boundary F1; Lat =
per-call latency in seconds; Cost = full test set, USD). MSBD is shown at K=3 and K=5 for both modalities; the
complete sweep (K=2–50) with costs and call counts appears in Tables 4–5. Per dataset and model, the strongest
B-F1 and the lowest cost among the rows shown are in bold; larger windows reduce cost further. †Page-level F1
reported by Heidenreich et al. (2024); not directly comparable.

On TABME++, Gemini with text input remains
close to BD from K=5 to K=10: Boundary F1 is
0.870, 0.863, and 0.861 at K=5, 7, and 10, com-
pared with 0.883 for BD. The corresponding gaps
are 0.013, 0.020, and 0.022. Claude and GPT-5.4-
mini begin degrading at smaller windows.

The useful range is narrower on VRDU. Gemini
with text remains strong through K=7, but declines
more clearly at K=10; Claude and GPT-5.4-mini
degrade earlier. The knee therefore depends on
both the model and the corpus.

At small windows, MSBD can occasionally
match BD. For example, Gemini with vision
reaches 0.887 at K=3, compared with 0.882 for
BD. Because each configuration is evaluated with
one decoding pass, this small difference should not
be interpreted as a significant improvement.

Cost–accuracy trade-off Gemini provides the
strongest overall trade-off between Boundary F1
and inference cost. In particular, Gemini with text
input at K=5–10 retains most of BD’s accuracy
while substantially reducing calls and cost, making
it the strongest MSBD configuration among those
evaluated.

7 Failure Modes at Large Windows

Beyond the knee, MSBD fails in two distinct ways:
invalid output structure and incorrect boundary be-
haviour.

Format errors versus silent degradation Gem-
ini and GPT-5.4-mini return the expected num-
ber of boundary labels at all tested window sizes.
Claude increasingly produces missing or extra
fields as K grows, making some failures detectable
through schema validation. GPT-5.4-mini shows
the opposite behaviour: its outputs remain well
formed while accuracy declines rapidly. Such silent
degradation cannot be detected from output struc-
ture alone.

Over-segmentation versus under-segmentation
Claude and Gemini predict too many cuts at
large K, fragmenting documents through over-
segmentation. GPT-5.4-mini predicts too few cuts,
merging neighbouring documents through under-
segmentation (Figure 3, right). Representative ex-
amples appear in Appendix B.
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Figure 3: MSBD behavior across window sizes on TABME++ (top) and VRDU (bottom); solid and dashed curves
show text and vision inputs. Left: Boundary F1 versus window size K—the useful window (knee) depends on
the model and dataset, with GPT-5.4-mini degrading earliest. Center: Boundary F1 versus test-set cost as K
increases—Gemini provides the strongest cost–accuracy trade-off. Right: predicted cut rate versus K—Claude and
Gemini increasingly over-segment, whereas GPT-5.4-mini under-segments at large K; horizontal dashed lines mark
the ground-truth cut rates.

8 Discussion

Recommended configuration Among the eval-
uated configurations, Gemini with text input
provides the strongest accuracy–cost trade-off.
TABME++ supports windows of approximately
K=5–10, whereas the form-heavy VRDU corpus
requires a more conservative range of approxi-
mately K=5–7. Because the knee depends on the
model and corpus, deployments should select K
using a labelled validation set.

Agentic and workflow integration MSBD can
serve as a low-cost segmentation component
in agentic and document-processing workflows.
It segments a stream in approximately (N −
1)/(K−1) calls, after which the recovered doc-
uments can be routed to classification, extraction,
or verification components. Window size provides
an efficiency control: larger windows reduce re-
quests, while smaller windows or BD offer a safer
fallback when validation shows degraded accuracy.

9 Conclusion

Zero-shot LLMs and VLMs can perform PSS
without task-specific training, but standard for-
mulations require one model call per boundary.
MSBD reduces this overhead by predicting mul-
tiple boundaries in each window while preserv-

ing strong accuracy up to a model- and corpus-
dependent knee. Among the evaluated configura-
tions, Gemini with text input provides the strongest
accuracy–efficiency trade-off, particularly at mod-
erate window sizes. Beyond the knee, accuracy
declines and models exhibit malformed outputs
or silent over- and under-segmentation. Reliable
deployment therefore requires corpus-specific win-
dow selection, output validation, and monitoring
for segmentation errors.

Limitations

We run a single pass per configuration at temper-
ature 0 to control cost. We do not report variance
across seeds or prompt rewording.

Our evidence covers two English-language
datasets and three models; TABME++ is a syn-
thetic concatenation and VRDU is concatenated by
our own recipe, so the knees we report may shift
on other corpora or construction recipes. Costs
and latency reflect provider conditions at our run
date, so both are relative comparisons rather than
durable, absolute figures.

We use one prompt and JSON schema per for-
mulation, with no per-model tuning. The large-
window failure modes may be partly tied to this
phrasing, and a per-model schema tweak could
push each knee outward.
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A Extended Results

This section reports the complete MSBD window-size sweep underlying the main-paper results. Table 4
presents Boundary F1, Table 5 reports model calls and test-set cost, and Figures 4 and 5 summarize the
accuracy and latency trends. The K=2 setting is equivalent to the single-boundary BD baseline.

TABME++ VRDU

K Cla-txt Cla-vis Gem-txt Gem-vis GPT-txt GPT-vis Cla-txt Cla-vis Gem-txt Gem-vis GPT-txt GPT-vis

2 0.866 0.837 0.883 0.882 0.873 0.876 0.969 0.969 0.971 0.931 0.783 0.962
3 0.844 0.844 0.847 0.887 0.828 0.846 0.900 0.928 0.940 0.938 0.751 0.869
5 0.817 0.799 0.870 0.881 0.793 0.811 0.795 0.755 0.943 0.888 0.609 0.800
7 0.782 0.751 0.863 0.863 0.739 0.765 0.722 0.633 0.925 0.846 0.589 0.727
10 0.726 0.713 0.861 0.800 0.693 0.716 0.616 0.619 0.856 0.872 0.545 0.618
20 0.620 0.559 0.743 0.699 0.543 0.559 0.527 0.536 0.722 0.710 0.508 0.552
30 0.584 0.550 0.684 0.628 0.409 0.467 0.602 0.551 0.636 0.637 0.376 0.507
50 0.550 0.542 0.574 0.570 0.343 0.357 0.561 0.565 0.594 0.604 0.331 0.435

Table 4: Boundary F1 across the complete MSBD sweep. The K=2 setting is equivalent to BD. Cla, Gem, and
GPT denote Claude Haiku 4.5, Gemini 3.1 Flash-Lite, and GPT-5.4-mini; txt and vis denote text and vision inputs.
Results at large K on VRDU are based on relatively few windows and should therefore be interpreted cautiously.
Costs and call counts for the same configurations appear in Table 5.

Accuracy across window sizes Gemini retains accuracy over larger windows than the other models.
On TABME++, its text-input Boundary F1 remains between 0.861 and 0.870 for K=5–10, compared
with 0.883 at K=2. With vision input, Gemini peaks at K=3 (0.887) and remains close to BD at K=5
(0.881). Claude and GPT-5.4-mini begin degrading at smaller windows.

The usable window is narrower on VRDU. Gemini with text remains strong through K=7 (0.925),
but falls to 0.856 at K=10. Claude and GPT-5.4-mini decline more rapidly. The small non-monotonic
changes at large K on VRDU should not be interpreted as recovery, because those settings contain few
evaluation windows.

TABME++ VRDU

K Calls Cla-txt Cla-vis Gem-txt Gem-vis GPT-txt GPT-vis Calls Cla-txt Cla-vis Gem-txt Gem-vis GPT-txt GPT-vis

2 6236 13.75 21.25 2.79 4.74 7.72 12.39 1102 3.26 4.50 0.66 0.85 1.84 2.22
3 3118 6.94 12.63 1.61 3.13 4.28 7.84 551 1.79 2.73 0.41 0.56 1.11 1.41
5 1559 5.18 9.90 1.22 2.49 3.18 6.14 275 1.39 2.15 0.32 0.44 0.86 1.11
7 1039 4.58 8.97 1.09 2.27 2.81 5.57 183 1.24 1.96 0.29 0.41 0.77 1.00
10 692 4.18 8.35 1.00 2.13 2.57 5.19 122 1.15 1.84 0.27 0.38 0.72 0.94
20 328 3.77 7.68 0.92 1.98 2.31 4.79 58 1.07 1.71 0.25 0.36 0.66 0.87
30 215 3.79 7.52 0.89 1.94 2.24 4.67 38 1.07 1.27 0.25 0.35 0.64 0.85
50 127 4.25 7.84 0.87 1.90 2.17 4.57 22 1.14 1.16 0.24 0.33 0.62 0.81

Table 5: Test-set cost in USD and model-call counts across the complete MSBD sweep. The K=2 setting is
equivalent to BD. Call counts depend only on the dataset and window size; individual runs may contain one or two
fewer completed requests when a model call fails. Boundary F1 for the same configurations appears in Table 4.

Calls and cost Call count decreases approximately in proportion to 1/(K−1). On TABME++, in-
creasing K from 2 to 50 reduces calls from 6,236 to 127; on VRDU, calls decrease from 1,102 to
22.

Cost falls much more slowly because each remaining call contains more pages. For Gemini with text
input on TABME++, K=5 and K=10 reduce cost from $2.79 to $1.22 and $1.00, respectively. At K=50,
cost reaches $0.87, only a 3.2× reduction despite approximately 49× fewer calls. Costs also flatten or
occasionally increase at the largest windows, showing that larger request payloads can offset further
reductions in request count. Vision input is more expensive than text input for every model and window
shown.
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Figure 4: Boundary F1 across datasets, models, input modalities, and window sizes. Darker cells indicate higher F1.
Gemini retains accuracy over the widest range of K, while GPT-5.4-mini generally degrades earliest.

Model and modality patterns Figure 4 highlights that Gemini provides the most stable performance
across window sizes. The relative value of text and vision depends on the model, dataset, and window
size: vision occasionally improves small-window accuracy, but it does not provide a consistent advantage
and generally degrades faster as more pages are added. GPT-5.4-mini shows the earliest and steepest
large-window decline.

Figure 5: Mean latency per model call across the MSBD sweep. Text-input latency remains broadly stable at small
and medium windows before increasing at larger K, while vision latency generally rises more quickly as additional
pages are included.

Per-call latency Increasing K reduces the number of calls but does not make each call faster. Text-input
latency remains broadly stable through the useful window and then increases as prompts become larger;
vision-input latency rises more quickly at large windows. MSBD’s throughput improvement therefore
comes mainly from issuing fewer requests, rather than from reducing the latency of each request.

B Qualitative Error Gallery

The galleries below show MSBD windows (K=20, VRDU) illustrating the two failure directions from §7.
Every panel displays the two pages that flank a single boundary decision: truth gives the ground-truth
label (cut — a new document begins on the right-hand page; continue — both pages belong to one
document), and the badges below report each model’s prediction, green when it matches the truth and red
when it errs. Panels are grouped by who errs: row headers mark whether all three models fail together or
only one model fails while the other two stay correct. Figure 6 shows clear boundaries the models agree
on; Figure 7 shows over-segmentation (false cuts inside one document, the dominant Claude/Gemini
failure); and Figures 8 and 9 show under-segmentation (missed cuts that merge two documents), for
Claude and Gemini in the former and for GPT-5.4-mini alone, its dominant failure mode, in the latter.
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Figure 6: Correctly handled boundaries (VRDU). On clear transitions (distinct letterheads, advertisers, or form
types), the models agree with the ground truth in both the cut and continue directions. These easy cases sit
behind VRDU’s high scores at small K.

40



Figure 7: Over-segmentation (VRDU): predicted cuts fall inside what is really a single document (ground truth
continue), fragmenting one filing across several predicted documents. Top row: all three models over-cut a
continuation page (a contract’s second page; a line-item table continuing across pages). Middle row: only Claude
over-cuts while Gemini and GPT-5.4-mini correctly continue. Bottom row: Claude and GPT-5.4-mini over-cut an
agreement form’s own terms page (left), and in the rare reverse only Gemini over-cuts a multi-page invoice (right).
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Figure 8: Under-segmentation (VRDU): a genuine boundary (ground truth cut) is predicted as continue,
merging two documents into one. Top row: all three models miss the boundary on visually ambiguous transitions (a
schedule form giving way to an invoice; an invoice to a new station’s order). Bottom row: only Claude (left) or only
Gemini (right) merges the documents while the other two models cut correctly.
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Figure 9: Under-segmentation by GPT-5.4-mini (VRDU): in each of these windows GPT-5.4-mini alone predicts
continue at a genuine boundary (ground truth cut), merging adjacent filings, whereas Gemini and Claude both
cut correctly.

C Prompts

Prompts provided in this section are the exact PC, BD, and MSBD prompts used in all runs.

Page Classification (PC) Prompt

You are a document page classifier. Your task is to determine if a given document page is
the first page of a document (first_page), a subsequent/non-first page (non_first_page).

Analyze the page using its text and/or the page image (whichever is provided),
considering the following features:
1. Headers and Titles - Is there a prominent document title, organization name, or main

heading at or near the top?
2. Page Numbers - Does the page have a page number like "1", "1/2", "1 in 3", or similar?

First pages often use these formats or may lack a page number entirely.
3. Content Structure - Does the page contain introductory elements such as an executive

summary, table of contents, or document metadata?
4. Document Identifiers - Are there document IDs, dates, reference numbers, or metadata

typical of cover/first pages?
5. Formatting Elements - Is there distinctive formatting (centered or larger text, extra

spacing, logos) suggesting a cover or title page?
6. Opening Content - Does the text start with introductory phrases, a document purpose

statement, or a formal opening (e.g., "Dear [Name]," "To Whom It May Concern," or
similar)?

The possible Classification Labels:
first_page, non_first_page

Output Format:
Return your response in the following JSON format:
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{
"answer": "The predicted classification",
"explanation": "A brief justification for the classification"
}

Example output:
{

"answer": "first_page",
"explanation": "Page has a centered organization title, a document date at the top,
and begins with an introductory letter opening, all of which indicate this is the
first page"

}

Base your decision on the page text and/or the page image provided. Return only the JSON
object.

Boundary Decision (BD) Prompt

You are a document page classifier. Your task is to determine whether the last page in a
sequence of two or more pages belongs to the same document as the previous page(s)
(continuous_page) or starts a different document (cut_page).

Analyze the document pages using the page text and/or the page images (whichever is
provided), considering features such as:
1. Headers and footers - Do they match across pages?
2. Page numbers - Are they sequential?
3. Content flow - Does the text flow naturally from the previous page(s) to the last

page?
4. Writing style - Is the language, terminology, and tone consistent?
5. Document identifiers - Are document IDs, reference numbers, or metadata consistent?
6. Sentence continuity - Do sentences break across pages and continue smoothly?
7. Visual layout - When page images are provided, compare letterhead, logos, margins,

fonts, columns, and overall design; a new document usually begins with a distinct
cover/first-page layout.

The possible classifications are:
continuous_page, cut_page

Output Format:
Return your response in JSON format with:
{

"answer": "The predicted classification",
"explanation": "A brief justification for the classification"

}

Example output:
{

"answer": "continuous_page",
"explanation": "Pages show sequential numbering (pages 3-4), matching headers with
company name, and the sentence at the bottom of first page continues naturally at
the top of the second page"

}

Remember that "continuous_page" means the last page continues from the previous page(s),
while "cut_page" means the last page starts a new document and differs from the previous
page(s).
Note: Don’t include any additional text or formatting in your response. Just return the
JSON object.

Multi-Split Boundary Decision Prompt Template

You are a document page classifier tasked with analyzing a sequence of N consecutive
pages. Your job is to determine for each pair of adjacent pages whether they belong to
the same document (continuous_page) or whether there is a document boundary between them
(cut_page).

Analyze each pair of adjacent pages using the page text and/or the page images (whichever
is provided), considering features such as:
1. Headers and footers - Do they match across pages?
2. Page numbers - Are they sequential?
3. Content flow - Does the text flow naturally between adjacent pages?
4. Writing style - Is the language, terminology, and tone consistent?
5. Document identifiers - Are document IDs, reference numbers, or metadata consistent?
6. Sentence continuity - Do sentences break across pages and continue smoothly?
7. Visual layout - When page images are provided, compare letterhead, logos, margins,

fonts, columns, and overall design; a new document usually begins with a distinct
cover/first-page layout.
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For the N consecutive pages, you need to make (N-1) decisions:
- Split 1: Between pages 1 and 2
- Split 2: Between pages 2 and 3
- Split 3: Between pages 3 and 4
- ... and so on until Split (N-1): Between pages (N-1) and N

The possible classifications for each split are:
continuous_page, cut_page

Output Format:
Return your response in JSON format with a decision for each split:
{

"split_1": "continuous_page" or "cut_page",
"split_2": "continuous_page" or "cut_page",
"split_3": "continuous_page" or "cut_page",
... continue for all (N-1) splits

}

Example output for 5 pages:
{

"split_1": "continuous_page",
"split_2": "cut_page",
"split_3": "continuous_page",
"split_4": "continuous_page"

}

Remember:
- "continuous_page" means adjacent pages belong to the same document
- "cut_page" means there is a document boundary (the second page starts a new document)

Note: Don’t include any additional text or formatting in your response. Just return the
JSON object.
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