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Abstract

We present CALIBER, an interactive dash-
board for calibrated, LLM-assisted behavioral
interview evaluation. The system is built
around three core design principles. First,
a structured Annotate—Rubric-Rate (ARR)
workflow sequences each evaluation into span
annotation, rubric consultation, and scoring—
decomposing a holistic judgment into auditable
steps. Second, LLM-generated STAR span
highlights serve as attention scaffolds rather
than scores: the model surfaces structural cues
in the transcript while all final ratings remain
the annotator’s responsibility. Third, a 21-
step guided training tour with Behaviorally
Anchored Rating Scales (BARS) brings every
evaluator to a shared baseline before live an-
notation begins. On the backend, a shrinking-
pool randomizer with atomic DynamoDB coun-
ters guarantees uniform item coverage across
crowdworkers, and a rich telemetry stream
captures click, mouse-movement, and timing
data alongside every annotation. A user study
(N = 24) provides initial evidence consistent
with the ARR design goals: both Al-friendly
and Al-averse annotators complete tasks with
less effort under Al assistance, and alignment
with a held-out LLLM reference improves for
all groups. We release CALIBER! as an open-
source toolkit together with a live demo? and
code’.

1 Introduction

Large language models are increasingly applied to
high-stakes assessment tasks, including automated
scoring of behavioral interviews—structured inter-
views in which candidates describe past experi-
ences. Assessing behavioral interview responses is
difficult for three reasons. (a) Subjectivity: raters
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weight STAR dimensions and competencies dif-
ferently based on implicit schemata, producing di-
vergent judgments even among trained evaluators
(Highhouse, 2008). (b) Lack of training: many
interviewers lack exposure to structured evalua-
tion methods, leading to inconsistent rubric appli-
cation (Barclay, 2001). (c) Bias: open-ended nar-
rative responses invite evaluator bias independent
of response quality (Langhan et al., 2023). These
factors complicate the reliable ground-truth labels
LLM-based scoring requires for calibration and
evaluation.

Full automation also introduces circularity: with-
out independent human labels, validating an LLM
judge requires agreement with human references,
not more model output (Zheng et al., 2023; Abbasi
et al., 2024). It also conflicts with practitioner atti-
tudes: although 88% of companies use Al in candi-
date screening (World Economic Forum, 2025), HR
adoption remains uneven (Society for Human Re-
source Management, 2026), hindered by algorithm
aversion—practitioners resist delegating decisions
to algorithms even while acknowledging efficiency
gains (Dargnies et al., 2024; Mirowska and Mes-
net, 2022), preferring human intuition over algo-
rithmic opacity (Highhouse, 2008; Mirowska and
Mesnet, 2022). Overcoming this requires augmen-
tation that does not increase workload or harm out-
comes (Bankins et al., 2024; Prikshat et al., 2023;
Noordeen, 2024). No existing tool supports this
kind of human-in-the-loop augmentation. General-
purpose annotation platforms like Prodigy (Mon-
tani and Honnibal, 2018), Doccano (Nakayama
et al., 2018), LightTag (Perry, 2021), and INCEp-
TION (Klie et al., 2018) support span labeling or
document classification, but none provide multi-
dimensional rubric scoring, structured rater train-
ing, or LLM-assisted span scaffolding.

We present CALIBER, a web-based system for
LLM-assisted behavioral interview evaluation built
around an Annotate—Rubric-Rate (ARR) work-
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flow: evaluators review Situation—Task—Action—
Result (STAR) evidence spans (Campion et al.,
1997), consult structured criteria, and indepen-
dently rate STAR quality, competency via Behav-
iorally Anchored Rating Scales (BARS), and STAR
presence. CALIBER places Al assistance at evi-
dence identification rather than final rating, keeping
evaluators responsible for all final ratings.
Our main contributions are:

1. The ARR framework—Annotate, Rubric,
Rate—a theoretically grounded interface de-
sign principle that sequences span annota-
tion before scoring to promote consistent,
evidence-based judgment.

2. A multi-task annotation wizard implement-
ing ARR across four tasks: span extraction,
structural scoring, BARS competency rating,
and binary presence checklist.

3. LLM-guided span scaffolding via
claude-opus-4-8, enabling a controlled
study of whether attention guidance improves
human rating quality.

The remainder of this paper describes related
work (§2), the CALIBER interface (§3), system
architectures (§4), and evaluation (§5).

2 Related Work

2.1 Behavioral Interview Assessment

Structured behavioral interviews ask candidates
to narrate past experiences as evidence of com-
petency, offering higher predictive validity than
unstructured formats (Huffcutt and Arthur, 1994,
Campion et al., 1997). Assessment quality nonethe-
less remains variable: assessors weight STAR di-
mensions differently based on implicit schemata
(Highhouse, 2008), many lack formal exposure to
structured evaluation methods (Barclay, 2001), and
qualitative judgment invites biases independent of
response quality (Langhan et al., 2023). These
sources of variance motivate CALIBER’s training-
intensive, evidence-first design.

An key aspect of behavioral interview assess-
ment is structured and rubric-based rating. BARS
(Smith and Kendall, 1963) reduce subjective drift
by tying scale points to concrete behavioral ex-
emplars rather than abstract trait labels. STAR
(Campion et al., 1997) operationalizes this at the

response level, decomposing answers into four ver-
ifiable components. Together they underpin CAL-
IBER’s annotator training and multi-dimensional
scoring design.

2.2 LLM-assisted Human Evaluation

MT-Bench, Chatbot Arena (Zheng et al., 2023), and
Prometheus (Kim et al., 2024) established LLM-
as-judge as a scalable evaluation paradigm, but
trustworthy judges must be validated against high-
quality human references (Alavo et al., 2026; Lalor
et al., 2025) —exactly what CALIBER produces
for the behavioral interview domain. How span-
level LLM scaffolding affects rating consistency,
particularly when scores are withheld to avoid an-
choring, remains understudied.

With respect to behavioral interview NLP, Naim
et al. (2018) examined multimodal cues in asyn-
chronous video interviews. Benchmark con-
struction for LLLM-based interview scoring has
lagged due to the absence of suitable annota-
tion infrastructure—a gap CALIBER directly ad-
dresses.

2.3 General-purpose and Domain-specific
Annotation Tools

The brat tool (Stenetorp et al., 2012) estab-
lished web-based collaborative text annotation;
Prodigy (Montani and Honnibal, 2018), Doccano
(Nakayama et al., 2018), LightTag (Perry, 2021),
and INCEpTION (Klie et al., 2018) extended it
with active learning, task variety, and team manage-
ment, while domain-specific tools extend it further
to dialogue and clinical ontologies. All share a lim-
itation for our use case: annotation as a single task
per document, with no built-in multi-dimensional
scoring, rater training flow, or LLM scaffolding.

3 The CALIBER Interface

CALIBER is a guided evaluation environment that
connects transcript evidence, rubric guidance, and
rating controls in a single, sequenced workflow. On
arrival, annotators set an audio-narration preference
and fill a background survey covering personality,
HR experience, and demographics before encoun-
tering any interview material. The session is struc-
tured as a progressive calibration sequence: anno-
tators first complete a baseline evaluation without
any Al assistance—manually identifying STAR
spans and rating the response—which serves as a
calibration exercise that grounds their judgment in

467



» 000/1:27 LR
i siuston
Ratings 0 s
0 v
e Tuesday prior, | got very sick®, but, um, in
y prior, | got very O
essors and upper served as me. So n 1 knew!
The assignment, due to my sickness @ and my physical capabiltes at the time, ontime, | reached out to my professors and | exhibited my great skilsof communication®. To et ([ (Tl O resn
then lso | eached out to upperciassmen who hayg helped me and mentored e through picking classes @ and,you know. Completing assignments on time and i the most ffec (SR ()
‘e assignment and, ybu know, abilities to the fullest t! ek to be able to complete the 0 and with m
in the most optimal way Buring that situation which | carried forwafd with me in my sophomore year of college. §
Complete
STAR Labels - 5

...........

Rubrics —»

Figure 1: Screenshot overview of the CALIBER platform. Displaying the Annotate-Rubric-Rate (ARR) framework.

the rubric before Al augmentation is introduced.
Once the baseline evaluation is complete, the sys-
tem transitions to Al-assisted mode, where LL.M-
generated STAR span highlights are pre-populated
and editable. In both stages all rating tasks are iden-
tical and all final scores are annotator-generated.

3.1 STAR Training and Guided Tutorial

CALIBER includes a built-in training sequence,
run once per annotator before any live item, in two
stages.

Conceptual tutorial. A six-step, audio-narrated
module introduces the STAR framework (Campion
et al., 1997) and the Behaviorally Anchored Rat-
ing Scale (Smith and Kendall, 1963), pairing each
step’s definition with a worked example.

Interactive guided tour. The training center-
piece is a 21-step interactive tour on a fixed “Ex-
ample” response, spotlighting each interface re-
gion with tooltip explanation and optional narration
through a complete ARR cycle. The tour opera-
tionalizes Frame-of-Reference (FOR) training (Bar-
clay, 2001): annotators encounter the same behav-
ioral exemplars, developing a shared interpretive
schema before working with real items (Figure 1).

3.2 Annotation—Rubric—Rating Interface

The core interface (Figure 1) is organized around
the ARR framework: a task-sequencing princi-
ple enforcing evidence-gathering before evaluation.
Rather than presenting a blank transcript and rating
form simultaneously—which invites holistic, first-
impression judgments (Highhouse, 2008)—ARR
locks rating controls until each prior step is com-
plete:

1. Annotate. The annotator drag-selects tran-
script spans for each STAR frame (Situation,

Task, Action, Result); spans are color-coded
and overlapping selections are permitted. This
commits the annotator to specific textual evi-
dence before any score is entered.

2. Rubric. A side panel displays the full rubric
definition for each STAR frame and compe-
tency level, allowing on-demand reference
without leaving the annotation view.

3. Rate. With evidence identified and rubric con-
sulted, the annotator assigns (i) a 1-5 struc-
tural accumulation score per STAR frame,
(ii) a single 1-5 BARS competency score, and
(ii1) a binary presence checklist (yes/no) for
fine-grained criteria.

3.3 LLM-Assisted Span Annotation

In Al-assisted mode, the transcript is pre-populated
with color-coded STAR span highlights generated
offline by claude-opus-4-8. The model receives
a prompt containing the full per-frame rubric and
returns character-offset span boundaries for Sit-
uation, Task, Action, and Result (Appendix A).
Highlights are injected as <span class="hl
hl-{s,t,a,r}"> markup and rendered with the
same color scheme as manually created spans.

All LLM-generated spans are fully editable: an-
notators may extend, shrink, remove, or add spans
before proceeding to rating. This preserves human
agency over the evidence record while eliminat-
ing the blank-slate cost of span identification from
scratch.

Crucially, model scores are never shown to anno-
tators. Only span boundaries are surfaced; expos-
ing numeric scores would risk anchoring ratings to
the model’s judgment rather than the annotator’s
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Figure 2: System design of CALIBER.

own reading of the transcript. BARS scores, struc-
tural scores, and binary presence labels are com-
puted via a separate offline prompt (Appendix A)
and held out as a reference for alignment analysis
(Section 5.4).

4 System Overview

Figure 2 illustrates CALIBER’s annotation
pipeline. The system accepts three inputs: inter-
view transcripts drawn from the participant item
pool, audio recordings streamed from Amazon S3,
and offline LLM-generated STAR annotations pro-
duced by claude-opus-4-8 before the study be-
gins. These inputs feed a four-step annotation
pipeline guiding each annotator through the ARR
workflow, persisting three outputs per session: an-
notation and score records, annotator profile data,
and a continuous telemetry event stream. Table 1
summarizes the major pipeline components.

4.1 System Architecture and Implementation

CALIBER is implemented as a React 19 single-
page application built with Vite, served by an
Express/Node.js API deployed on AWS Elastic
Beanstalk. Persistent state is distributed across
multiple DynamoDB tables. Audio recordings are
stored in S3 and delivered via presigned URLs.

Item ingestion and assignment. All the inter-
view responses are saved into our database and pro-
cessed offline by claude-opus-4-8. At session

Component Description

Inputs Interview transcripts (participant item
pool), audio recordings (S3), offline
claude-opus-4-8 STAR span annota-
tions and scores.

Offline LLM claude-opus-4-8 generates STAR
phrase spans, structural scores, BARS,
and presence labels; stored read-only for
hydration.

Annotation Four-step ARR wizard: STAR span an-

pipeline notation, structural score (1-5), BARS
competency rating (1-5), binary presence
checklist.

Item  assign- Shrinking-pool randomizer with atomic

ment DynamoDB conditional writes.

User actions

Outputs

Onboarding — STAR training — 21-step
guided tour — annotations — completion.

Annotations CSV (spans + scores), anno-

tators CSV (survey + milestones), teleme-
try CSV (clickstream events).

Table 1: Summary of the CALIBER annotation pipeline.

start, the shrinking-pool randomizer draws items
for each annotator: it scans eligible items, applies
Fisher-Yates shuffle, then claims items via atomic
conditional calls. The first assigned item is deliv-
ered as part of the training (no LLM highlights);
subsequent items are Al-assisted with pre-loaded
span highlights injected as <span> markup.

Interaction telemetry. The telemetry.js mod-
ule buffers Ul events client-side and flushes them
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in batches. Recorded events include click coordi-
nates, mouse-movement traces at 1 Hz, and screen
and phase transitions with millisecond timestamps.
Telemetry can be disabled at deployment time for
privacy-sensitive contexts.

5 Evaluation of CALIBER

CALIBER is evaluated in a behavioral interview
assessment scenario comparing non-LLM-assisted
and LLM-assisted annotation workflows within the
same participants.

Interview and participant task. Each candi-
date answers two controlled behavioral interview
questions (two minutes each): “Tell me about a
time when you had to meet a challenging dead-
line. What did you do?” (before STAR train-
ing) and “Tell me about a time when you had too
many things to do and you were required to prior-
itize your tasks” (after STAR training), standard-
izing difficulty while preserving the open-ended
nature of behavioral responses. For each response,
participants complete four tasks: (1) STAR span
annotation, (2) per-frame structural rating (1-5),
(3) BARS competency rating (1-5), and (4) binary
STAR presence judgment.

Experimental flow. After background surveys,
STAR training, and a 21-step guided tour, partici-
pants complete a baseline evaluation (manual span
identification) followed by an LL.M-assisted evalu-
ation with editable claude-opus-4-8-generated
span highlights pre-populated in the transcript.
SUS is collected after each condition, alongside
a post-task human—AI interaction battery cover-
ing automation desire and human agency (Shao
et al., 2025) (8 items, 1-5 anchors), Al attitude,
openness to Al suggestions, and reliance on Al
(Noy and Zhang, 2023; Brynjolfsson et al., 2025;
Dell’Acqua et al., 2023) (16 items, 7-point an-
chors), and GAAIS (Park et al., 2024) for Al-
sentiment clustering.

LLM reference data. Before the study, each
response is processed through claude-opus-4-8
to produce reference STAR spans, structural scores,
BARS scores, and presence judgments; only spans
are surfaced to participants, while scores are with-
held for alignment analysis. This isolates the effect
of attention scaffolding from the anchoring that
would result from revealing model scores.

Cluster profiles: Al-friendly vs. Al-averse

m Al-friendly
1.0 Bl Al-averse

N o o
> o ©

normalized scale score (0-1)

o
]

0.0-

Al Attitude

GAAIS positive GAAIS negative

Figure 3: Participant profiles on Al-sentiment scales
(used for clustering).

5.1 AI Sentiment Clustering

We cluster participants into two groups using k-
means (k = 2) on three z-scored scales: Al Attitude
(1-7), GAAIS Positive (1-5), and GAAIS Negative
(1-5). The solution achieves a silhouette coeffi-
cient of 0.49, yielding 20 participants with strongly
positive Al attitudes and 4 with negative ones. Fol-
lowing the convention in the human—AlI interaction
literature of Al-appreciative and Al-averse (Park
et al., 2024), we adopt the shorthand Al-friendly
and Al-averse throughout this paper for concise-
ness. Figure 3 shows the group profiles. The two
clusters differ sharply on all three Al-sentiment
scales (Mann-Whitney p < 0.01 for each), while
being statistically indistinguishable on the two held-
out SALT items: Automation Desire (p = 0.25)
and Human Agency (p = 0.94). The partition re-
flects attitude toward Al specifically, not general
task disposition.

5.2 Interaction Efficiency and Usability

Figure 4 reports time on task, click count, mouse-
movement events, and SUS usability score by con-
dition and group. Both groups spend less effort
when Al-assisted: fewer clicks (p < 0.01 within
each group), less time, and less mouse movement.
Perceived usability (SUS) is unchanged between
conditions and between groups. There are no sig-
nificant between-group differences in any metric:
Al-averse participants are not penalized relative
to Al-friendly ones in either condition, consistent
with CALIBER’s design goal of avoiding workload
costs for skeptical users. Because the baseline con-
dition always precedes the Al-assisted condition,
these efficiency gains are partly confounded with
presentation order and item, and should not be read
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Figure 4: Effort and usability by group and condition.
Both groups are faster, click less, and move the mouse
less in the Al-assisted condition; SUS has no significant
between-group differences.

as a clean causal estimate of scaffolding.

5.3 Annotation Interface Interaction

Mouse-cursor heatmaps and movement trajectories
(Figure 5) show that participants engage with all re-
gions of the ARR workflow regardless of condition.
In both views, three activity zones emerge. Zone 1,
corresponding to the transcript panel (Annotate).
Zone 2, corresponding to the scoring panel (Rate)
and the reference panel (Rubric), with a dense
click and mouse concentration spanning across
both panels. The presence of those two zones cov-
ering our three areas (Annotate - Rubric - Rate)
across conditions is consistent with CALIBER’s
three-panel layout scaffolding the intended annota-
tion sequence. We note that aggregate spatial den-
sity does not establish temporal ordering: heatmaps
show where attention was allocated, not that par-
ticipants visited the three stages in the prescribed
sequence. Establishing sequence adherence would
require analysis of ordered event transitions, which
we leave to future work.

The conditions differ in how participants engage
with the Annotate panel. In baseline, the transcript
hotspot is larger and more diffuse, with long cur-
sor traversals criss-crossing the text—indicating
open-ended search for STAR-relevant segments.
In the Al-assisted condition, the hotspot is tighter
and more localised: LLM-generated span high-
lights concentrate attention on pre-identified seg-
ments, reducing exploratory scanning, and trajecto-
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(a) Baseline.

(b) CALIBER.

Figure 5: Mouse-cursor heatmaps and movement tra-
jectories overlaid on the CALIBER interface: baseline
(left) and Al-assisted (right).

5.4 Human-LLM Alignment

Al-friendly (n=80) Al-averse (n=16)

Metric Base. (n=40) Al-asst. (n=40) Base. (n=8) Al-asst. (n=8)
1 0.49 0.50 0.04 0.35
RMSE | 1.18 1.10 1.50 1.30
QWK 1 0.48 0.50 0.04 0.33
KT 0.54 0.70 —0.05 0.00

Table 2: Human-LLM alignment by group and con-
dition. Per-condition n shown in column headers. 1
higher is better; | lower is better.

What alignment does and does not measure.
The metrics below quantify agreement with the
LLM judge, not annotation accuracy. Because
the reference scores come from the same model
(claude-opus-4-8) that generated the span scaf-
folding, increased alignment may reflect either
improved judgment or convergence toward the
model’s framing; the present design cannot distin-
guish these. Human—human inter-rater reliability,
the benchmark quality signal this work ultimately
targets, is not estimable here, since each item re-
ceives a single rater per condition. We treat align-
ment as a proxy signal and return to this limitation
in §6.

We measure alignment between participant
STAR+BARS ratings and the LL.M-as-a-judge us-
ing four complementary metrics. Pearson r cap-
tures linear correlation between human and LLM
scores. RMSE (Root Mean Square Error) quanti-
fies the average magnitude of rating disagreement
on the original scale. QWK (Quadratic Weighted
Kappa) measures agreement on an ordinal scale
while penalising large disagreements more than
small ones. Cohen’s x corrects for chance agree-
ment between raters. Metrics are computed at the



question level (N = 96 total: 24 participants x
2 conditions x 2 questions); n = 80 for Al-friendly
and n = 16 for Al-averse across both conditions
(n = 40 and n = 8 per condition, respectively).
Table 2 summarizes the results.

Al-friendly participants are already moder-
ately aligned at baseline (r = 0.49, QWK= 0.48,
k = 0.54) and improve with Al assistance (r =
0.50, QWK= 0.50, x = 0.70; RMSE 1.18 —
1.10).

Al-averse participants show a larger directional

shift: unaided ratings are essentially uncorrelated
with the judge (baseline » = 0.04, QWK= 0.04,
x = —0.05) and rise to moderate agreement un-
der Al assistance (rr = 0.35, QWK= 0.33; RMSE
1.50 — 1.30). This is suggestive that span scaf-
folding may matter most for the participants most
resistant to Al augmentation, the population where
consistency gains would be most valuable.
This result is exploratory. The Al-averse clus-
ter contains n = 4 participants. All metrics in
Table 2 are computed over question-level observa-
tions, which treats the four responses from each
participant as independent and therefore overstates
the effective sample size; participant-level statistics
and confidence intervals are not estimable at this
n. We report the pattern because it motivates a
targeted follow-up study, not as a supported effect.
It should not be read causally or used as a basis
for design decisions without replication on a larger
Al-averse sample.

6 Conclusion

We present CALIBER, an interactive dashboard
for calibrated, LLLM-assisted behavioral interview
evaluation. The system’s central contribution is
the ARR framework—Annotate, Rubric, Rate—
which sequences evidence identification before
scoring to promote consistent, grounded judgment.
Future work will add the capability for researchers
to configure their own framework in order to per-
sonalize the behavioral interview structures, along
with capabilities to personalize the scoring system
and add new scoring metrics.

Limitations

Evaluation and Reliability Our primary quality
signal, agreement with the LLM judge, is measured
against the same model that produced the annota-
tions provided in treatment setting. Disambiguat-
ing these requires an independent gold standard,

such as expert-rater consensus. Similarly, produc-
ing trustworthy benchmark labels requires multiple
independent judgments per item, but our within-
subject design assigns each item to one rater per
condition. Krippendorft’s «, ICC, and related inter-
annotator reliability metrics are consequently not
estimable. Deploying CALIBER with at least two
independent raters per item, and reporting reliabil-
ity as a primary outcome, is the most important next
step for the benchmark goal this work motivates.

Sample size, independence, and order con-
founds. The Al-averse subgroup comprises n =
4 participants. ~ Reported metrics aggregate
question-level observations, treating repeated mea-
sures within a participant as independent; this in-
flates apparent precision. The Al-averse result is
labeled exploratory throughout and awaits replica-
tion. Furthermore, all participants complete the
baseline condition before the Al-assisted condi-
tion, so assistance is confounded with presentation
order, practice effects, and item identity. A coun-
terbalanced or between-subjects design is needed
to isolate the scaffolding effect.

No component ablation. The study contrasts
assistance present versus absent. It does not iso-
late the individual contributions of ARR’s compo-
nents, evidence-based span annotation, the rubric
panel, and rating sequencing, nor does it include a
human+-Al baseline without ARR structure.

Single model, single domain. All scaffold-
ing and reference scores come from one model
(claude-opus-4-8) applied to behavioral inter-
view transcripts collected at a single institution.
Generalization to other LLMs, interview formats,
or rubric-based assessment domains requires sepa-
rate validation.
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A LLM Annotation Prompt: STAR Text
Extraction

CALIBER includes an LLM-based annotation
pipeline designed to pre-populate STAR span high-
lights for the multi-task annotation wizard de-
scribed in Section 3, with the goal of scaffold-
ing participant attention without revealing model-
generated scores. We use claude-opus-4-8,
prompted to act as an experienced human resources
professional evaluating behavioral interview tran-
scripts. The model is instructed to extract, for each
transcript, the exact quoted phrases corresponding
to Situation, Task, Action, and Result, following
the same definitions later shown to participants dur-
ing STAR training (Section 3). Extracted spans
may overlap within a single sentence (e.g., a can-
didate may state their Task and first Action in the
same breath) and may range from a few words to a
full paragraph in length. Figure 6 shows a worked
transcript with its extracted Situation, Task, Action,
and Result phrases. The full extraction prompt is
shown below.

Prompt for STAR Text Extraction

Role: You are an experienced human resources pro-
fessional. You will evaluate brief behavioral interview
responses.

Task: Your goal is to extract the STAR elements from
the candidate’s story transcript. Read through the text

Um, last week in class | had to write a paper for my writing

and rhetoric class @8 and | only started one day before it

was due®. Soin study hall, | sat down with my tutor and®@

we made a plan together on how to tackle the papero and

then | wrote like a rough draft @ and | met with one of the

people at the writing center outside and we went, went

over it and finalized it® and that's how | got my paper

done®.

Figure 6: Example STAR text extraction. Situation,
Task, Action, and Result phrases are highlighted directly
in the transcript, including a case of overlapping labels
within a single sentence.

and extract the exact words/phrases that correspond
to the Situation, Task, Action, and Result.

STAR Framework for Graders

[ K Focus on ACTION.

Keep in mind:

* Overlap is normal: A single sentence might
contain multiple labels (e.g., a candidate states
their Task and their first Action in the same
breath).

* Length varies: A single label might stretch
across a whole paragraph, or it might be just
five words long.

For “Situation,” select text describing the background,
setting or context of the story. For “Task,” select text
describing the specific problem, goal or deadline
the candidate had to meet. For “Action,” select text
describing the specific observable steps the candidate
took personally to solve the problem. For “Result,”
select text describing the outcome, impact or learning
that occurred because of the candidate’s actions.

Example transcript: “During an internship I did this
past summer, we had a project where the deadline was
in about a couple weeks and we had to coordinate
between teams and not just the Chicago office, but
also the Dallas and New York office. The project was
essentially putting together a consulting presentation
to help a nonprofit meet new goals and kind of im-
prove their revenue for the upcoming year. And what
I did to meet the deadline was essentially make sure
to touch base with the team every day, whether over
a meeting or just, you know, through our teams chat
and made sure that every single person knew what
they were, what they were gonna work on that day. I
would also try to check in throughout each day and
make sure that we were making progress and sort of
on schedule to meet our upcoming deadline. And this
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was also kind of helpful to figure out where people
needed help, where people might have kind of finished
a little bit early and can potentially help someone else
out. And yeah, ultimately that led to us being able to
meet our deadline and with some extra time we had
to, we were able to kind of, you know, go above and
beyond a little bit as we seek feedback before we were
even, you know, submitting and presenting to project
manager.”

Example extracted phrases:

e Situation: “During an internship I did this past
summer”’; “not just the Chicago office, but also
the Dallas and New York office”

» Task: “we had a project where the deadline was
in a couple of weeks”; “The project was essen-
tially putting together a consulting presentation
to help a nonprofit meet new goals”

* Action: “what I did to meet the deadline was
essentially make sure to touch base with the
team every day”; “made sure that every single
person knew what they were, what they were
gonna work on that day”’; “I would also try to
check in throughout each day and make sure

that we were making progress”

* Result: “ultimately, that led to us being able to

meet our deadline”; “we were able to kind of,
you know, go above and beyond a little bit”

Output format: For each transcript in the spread-
sheet, you should add four columns: one each
for the S, T, A, and R related text phrases (e.g.,
al_S_phrases). Place each phrase in quotes. If a
given column has multiple phrases, separate them
with a semi-colon.
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