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Abstract

We introduce CAFE (Compound-AI Factorial
Evaluation), an open-source platform that
brings design of experiments to the evaluation
of compound AI systems (CAIS). Such sys-
tems expose many interchangeable choices –
e.g. which retriever, model, or prompt – and
practitioners rarely know which of them most
affects answer quality. With CAFE, a practi-
tioner registers each swappable component of
a pipeline as a factor to build a factorial de-
sign over the chosen factors, run the result-
ing configurations, and score the answers on a
shared rubric using a configurable LLM judge
together with human raters. From these rat-
ings it attributes answer-quality variance to the
components and their interactions with mixed-
effects models and reports effect sizes, sig-
nificance, the best configuration, cost and la-
tency trade-offs, and judge–human reliability.
Whereas existing tools mostly either search
for a good configuration or score outputs in
isolation, CAFE also explains which compo-
nent drives quality and whether an observed
difference is significant. We validate CAFE
on a retrieval-augmented question-answering
(QA) pipeline over the HotpotQA benchmark
dataset, where it recovers planted factor effects
and stays calibrated under a permutation null.
CAFE is released as a Python package and as
a Web application.

1 Introduction

Modern AI applications rarely rest on a single lan-
guage model. The current predominant pattern
is the compound AI system (Zaharia et al., 2024;
Chen et al., 2025a): an application that solves a
task with several interacting components such as
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retrieval, reranking, context assembly, prompting,
one or more model calls, tool use, and guardrails.
Each component can be realized by several com-
peting techniques, retrieval alone might be sparse
keyword search, dense-embedding retrieval, or a
reranking pipeline; any other component can be
swapped just as freely. Because these discrete,
often non-differentiable choices combine, even a
modest pipeline induces a large, combinatorial
space of candidate configurations. The growing
literature helps practitioners build and optimize
such pipelines, from declarative programming mod-
els (Khattab et al., 2024) to end-to-end configura-
tion search (Kartal et al., 2025; Lee et al., 2025).

However, choosing which configuration to ship
raises questions that optimizers only answer in-
directly. Suppose that the builder of a retrieval-
augmented assistant can pick among three base
models, two retrieval corpora, and three prompts:
18 candidate configurations. The practitioner’s im-
mediate goal is the single best-performing one,
which CAFE reports directly; but a trustworthy,
actionable decision rests on two coupled questions.
First, which component drives answer quality and
where is effort best spent? A team’s time is finite,
and it matters whether the next gain will come from
engineering the prompt or from building a stronger
retrieval pipeline. Components also interact, often
non-monotonically – a stronger model may help
only when retrieval is good, and adding model calls
can help some queries while hurting others (Chen
et al., 2024) – so a disjoint perspective risks to mis-
measure the system by neglecting such interactions.
Second, is an observed difference significant? A
gap between two configurations can be an artifact
of chance rather than a genuine effect, and compar-
ing averaged scores from a single run of each gives
no way to tell the two apart. An optimizer returns
the best-scoring configuration, but not a calibrated
account of why it wins or whether the margin is
trustworthy.
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To address these issues CAFE employs design
of experiments (DoE) and mixed-effects models
(Fisher, 1935; Montgomery, 2017; Pinheiro and
Bates, 2000). A factorial design estimates each
component’s effect and the interactions among
components from a balanced set of runs; replicating
runs and modeling the outcome with random ef-
fects separates real differences both from noise and
from the fact that some inputs are simply harder
than others. However, there is currently no usable
system that packages this methodology for people
who build compound AI pipelines.

CAFE is an open-source evaluation framework
with four contributions:

(i) a pipeline-as-factors abstraction that surfaces
any swappable component as a factor whose alter-
native implementations become its levels;
(ii) a design-and-execution engine that builds a
factorial design over the chosen factors and runs
each configuration against the target system;
(iii) a dual-rating workflow in which the same
answers are scored on a shared rubric by a fully
configurable LLM judge and by humans, with inter-
rater reliability reported between them;
(iv) a variance-attribution layer that fits mixed-
effects models matched to the rating scale, reports
how much each component and interaction con-
tributes with effect sizes and significance, and iden-
tifies the best configuration.

CAFE is released as an open-source early-stage
Python package (licensed under Apache 2.0, instal-
lable with pip install cafe-core) with a com-
panion web application (a screenshot of the web in-
terface is in Appendix A); we also provide example
notebooks for system demonstration. The project
welcomes any contributions, where roadmap lists
planned features, a selection of which we also high-
light in Section 6.

2 Related Work

The evaluation of CAIS touches on three lines of
work: tools that optimize pipelines, tools that score
their outputs, and the statistics of AI evaluation.
Table 1 contrasts CAFE with representative evalua-
tion systems.

System
Pipeline

level

DoE /
variance

attrib.
Human +

judge Replication
Config.
search

RAGAS part – – – –
ARES part – – – –
DeepEval X – part – –
TruLens X – part – –
LangSmith X – X – –
Inspect AI X – part part –
DSPy X – – – X
RAGSmith X – – – X
CAFE X X X X –

Table 1: CAFE versus representative systems.

Optimizing compound systems. One line of
work searches the configuration space for a high-
scoring pipeline: DSPy compiles and tunes declara-
tive pipelines (Khattab et al., 2024), TextGrad back-
propagates textual feedback (Yuksekgonul et al.,
2025), LLMSelector allocates models to mod-
ules (Chen et al., 2025b), Optimas aligns local re-
wards with global performance (Wu et al., 2026),
and RAGSmith and multi-objective search explore
large RAG spaces (Kartal et al., 2025; Barker et al.,
2025).

Evaluation frameworks and tools. Holistic
benchmarks such as HELM (Liang et al., 2023)
characterise models across scenarios rather than
pipelines across component choices. Metric li-
braries score pipeline outputs with LLM judges:
RAGAS (Es et al., 2024) and ARES (Saad-Falcon
et al., 2024), which adds prediction-powered con-
fidence intervals (Fisch et al., 2024), alongside
DeepEval (Confident AI, 2024), a pytest-style
framework offering G-Eval (Liu et al., 2023) and
component-level metrics, and TruLens (TruEra,
2024), which computes feedback functions over ex-
ecution traces. Execution and annotation platforms
(LangSmith (LangChain, 2024), Inspect AI (UK
AI Security Institute, 2024), and Argilla (Argilla,
2024)) supply run harnesses, judge scoring, and
human annotation queues.

Statistics for AI evaluation. A growing liter-
ature views evaluation through the lense of sta-
tistical inference: quantifying benchmark uncer-
tainty (Wang et al., 2025), hierarchical Bayesian
modeling (Luettgau et al., 2025), measurement er-
ror in LLM pipelines (Messing, 2026), and or-
dinal rather than interval models for rubric rat-
ings (Howcroft and Rieser, 2021; Taylor et al.,
2023; Syiem and Velloso, 2026); variance-based
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Figure 1: CAFE architecture.

sensitivity analysis is the classical instrument for
apportioning output variance to inputs (Saltelli
et al., 2008). The two closest works are Haase et al.
(2026), who partition output variance into prompt,
model and sampling components but for standalone
creative generation with a linear model and a sin-
gle automatic rater, and Mustahsan et al. (2025),
who summarise run-to-run inconsistency with a
single intraclass correlation; neither attributes vari-
ance across a designed factorial spanning the full
pipeline. Recent work also attributes faults or per-
turbations within compound systems (Chowdhury
and D’Souza, 2026; Nilayam and Nayak, 2026),
while a parallel effort calibrates and audits LLM
judges (Gu et al., 2024; Han et al., 2025; Boyeau
et al., 2025; Park et al., 2025; Dubois et al., 2025;
Guerdan et al., 2025) and documents the nondeter-
minism that motivates replication (Atil et al., 2024;
Haldar and Hockenmaier, 2025; Bjarnason et al.,
2026). Factorial studies of LLM outputs are be-
ginning to appear (Vazquez et al., 2025; Lukassen
et al., 2026).

The gap. No existing system combines these
threads (Table 1). Optimizers return the best-
scoring configuration but not a calibrated account
of why it is best. Metric libraries and execution plat-
forms score outputs and gather ratings, but leave
the experimental design and statistical analysis to

the user. The statistical methods above are directly
relevant, yet are not packaged as a usable tool. Sec-
tion 3 now describes how CAFE operationalizes
this gap as a framework.

3 The CAFE Framework

CAFE turns the choices in a CAIS into experi-
mental factors (Figure 1). A study varies factors
F1, . . . , Fp, each ranging over a finite set of levels
Li; choosing one level per factor gives a configu-
ration c = (c1, . . . , cp) ∈ C = L1 × · · · × Lp, and
the full factorial is this entire product. Running c
on an input x ∈ X yields an output Run(c, x) that
a rubric maps to a quality rating Y ; the system and
judge being nondeterministic, Y is a random vari-
able, since the same c can score differently across
runs. Two kinds of choice become factors: which
component performs a step – e.g. the retriever, with
levels none, dense, dense_rerank – and a param-
eter of a component, such as the decoding temper-
ature.

When a pipeline is built inside CAFE, these fac-
tors are read off its structure: the system is an or-
dered sequence of stages s1, . . . , sm (each a point
where a choice is made), and the techniques reg-
istered for a stage sk are the levels of that stage’s
factor, while a technique’s tunable parameter sk.p
(e.g. retrieve.top_k) is a further factor.

518



Given factors and inputs, CAFE casts the ques-
tions of Section 1 as estimation problems on Y :
attribution – how much of the variation in Y each
factor Fi and each interaction explains; selection
– the configuration argmaxc E[Y | c]; and signifi-
cance for both, with valid uncertainty under the run-
to-run variation of Run. Algorithm 1 formalises
this procedure. We describe each part in turn.

Algorithm 1 A CAFE study
1: declare factors F1, . . . , Fp and their levels L1, . . . , Lp

2: C ← L1 × · · · × Lp . full factorial: every configuration
3: for all configuration c ∈ C, input x ∈ X , replicate r do
4: acxr ← RUN(c, x) . execute; concurrency-bounded,

resumable
5: ycxr ← RATE(acxr) . LLM judge and/or human,

shared rubric
6: end for
7: fit the model matched to the rubric scale (CLMM / logistic

/ linear)
8: attribute variance; report effect sizes, significance, the

best configuration, the cost frontier, and α

3.1 Defining a system
CAFE supports two ways to supply Run from Al-
gorithm 1. In the common case, the pipeline is
composed in CAFE itself: each technique is reg-
istered on its stage with a one-line decorator, and
an orchestration function wires the stages together
(Listing 1). CAFE then varies each factor over
its levels and, because it executes the pipeline,
records per-stage latency and dollar cost with no
extra wiring. One level of a factor may be None,
which tells CAFE to skip that stage entirely, so a
component can be switched on and off (e.g. run-
ning with or without a reranker). Alternatively, a
system that cannot or need not be instrumented –
e.g. an external HTTP endpoint – is driven as a
black box: any callable run(config, item) is a
system – CAFE passes it a configuration and an
input, and the callable reads each factor’s chosen
level from config – and its factors are declared di-
rectly. Black-box mode gives up only the per-stage
latency and cost breakdown, leaving the design,
rating, and variance attribution unchanged.
import cafe
pipe = cafe.Pipeline()

# `retrieve`: two techniques = the levels of the retrieve
factor

@pipe.technique(stage="retrieve", name="none")
async def retrieve_none(ctx, query):

return [] # parametric memory only

@pipe.technique(stage="retrieve", name="dense", cost_usd
=0.0004)

async def retrieve_dense(ctx, query, top_k=8):
return dense_search(query, k=top_k) # top_k -> a

retrieve.top_k factor

# `generate`: the `model` keyword becomes the generate.
model factor

@pipe.technique(stage="generate", name="llm")
async def generate(ctx, query, docs, model="gpt-oss-20b"):

return await cafe.complete(model, prompt(query, docs))

@pipe.compose
async def rag(config, item, ctx): # wire the stages

together
docs = await ctx.run("retrieve", query=item["text"])
return await ctx.run("generate", query=item["text"],

docs=docs)

study = cafe.Study(
name="rag-study",
system=pipe,
factors=[pipe.factor("retrieve"),

cafe.Factor("generate.model", ["gpt-oss-20b", "
gpt-oss-120b"])],

dataset=data, rubric=rubric, judge=judge, replications
=2,

)

Listing 1: Composed mode: techniques are registered on
stages with decorators and @compose wires them into a
pipeline; cost_usd attaches a per-call price CAFE tracks.
The same Study runs unchanged in black-box mode over any
run(config, item) callable.

3.2 Design, cost, and execution

From the chosen factors, CAFE enumerates a
full factorial – every combination of levels – and
cafe.preflight reports the configuration count,
an estimated compute time and dollar cost, and a
design-adequacy check (for instance, too few in-
puts for a stable random effect) before anything
runs. Execution then runs each pair (c, x) ∈ C ×X
under a configurable concurrency bound and check-
points incrementally, so a study interrupted after
hours resumes rather than restarts. Every cell is run
with replication: a compound system can return
different outputs on repeated calls even at temper-
ature zero (Atil et al., 2024), and the repeats let
the analysis estimate within-cell variation instead
of mistaking it for an effect. Per-stage latency and
cost are recorded throughout, feeding the multi-
objective analysis of Section 3.4.

3.3 Rating

Each answer is scored on a rubric that fixes an or-
dinal, binary, or numeric scale. Two rater types
apply the same rubric. An LLM judge is fully con-
figurable – its model, its prompt, and the rubric
it applies are all chosen by the user, and it scores
with or without a reference answer; CAFE ships
prompt presets and stores the exact prompt and
raw response behind every verdict for auditing.
Repeated judge passes are retained so that judge
self-inconsistency can be measured (Haldar and
Hockenmaier, 2025). Humans rate through a fill-
able answer sheet (cafe.answer_sheet exports it
as csv, cafe.human_ratings reads it back), thus
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allowing reliability analysis between them.

3.4 Statistical analysis
The statistical analysis is CAFE’s analytical core,
reported in three layers, and it is deliberately driven
by the rubric: the declared scale type selects the
model, so each response is analysed on the scale
it lives on rather than coerced to an interval mean,
and the user never has to choose a statistical test.

Descriptive. Per-level marginal means, per-
configuration means, and the best configuration
give the immediate picture of the design.

Scale-matched inference. Write Y for an an-
swer’s rating and ycxr for its value under con-
figuration c on input x, replicate r, with c sum-
marised by its factor-level design vector zc (main
effects and, by default, two-way interactions), and
let η = z>c β + ux be the linear predictor, where
ux ∼ N (0, σ2) is a per-input random intercept.
The declared scale selects one of three mixed mod-
els:

ordinal (CLMM): logit Pr(Y ≤ q) = θq − η,
binary (GLMM): logit Pr(Y = 1) = η,

numeric (LMM): Y = η + ε.

The ordinal case is a cumulative link mixed
model (McCullagh, 1980; Agresti, 2002; Taylor
et al., 2023); unlike the binary and numeric mod-
els it has no fixed intercept, as its K − 1 ordered
thresholds θ1 < · · · < θK−1 play that role (which
keeps z>c β identifiable). All three share the per-
input random intercept ux, which absorbs the fact
that some inputs are simply harder, so factor ef-
fects are estimated within input. Because Python
has no standard fitter for the ordinal and binary
models, CAFE fits them by calling R in a sub-
process, ordinal::clmm (Christensen, 2023) and
lme4::glmer (Bates et al., 2015), passing the data
as a table and reading the estimates. The linear
model is fit natively. The scale-matched model
yields one coefficient per factor level, relative to a
reference level and including the interaction cells,
each with its own significance test. It therefore
states whether, and in which direction, a specific
choice matters, but offers no single summary per
factor.

Effect sizes and attribution. Alongside the scale-
matched model, a linear mixed model gives an ap-
proximate, scale-agnostic effect-size view: a Type-
II analysis of variance (Langsrud, 2003) gives each
factor and each interaction an F -test and a par-
tial η2 (Cohen, 1988), a model R2 (Nakagawa and

Schielzeth, 2013), and pairwise contrasts give Co-
hen’s d (Cohen, 1988). Ranking factors by partial
η2 is a variance attribution (Saltelli et al., 2008) that
answers “which component drives quality,” and the
best end-to-end configuration is read from the fit-
ted means. The two layers are read together: the
direction and significance of a specific choice come
from the scale-matched model, whereas which fac-
tor matters, and by how much, comes from η2 and
d. Because it treats the scale as interval, this view
is a standardized summary for ranking and cross-
study comparison rather than the primary inference
(Section 6). Its random intercept is the same ux;
when that variance is estimated at zero or cannot
be estimated, so that no between-input variation re-
mains once the factors are accounted for, the mixed
model coincides with the fixed-effects analysis of
variance, which CAFE then reports and flags.

Reliability and robustness. Because the quality
signal is itself produced by raters, CAFE computes
Krippendorff’s α (Krippendorff, 2004) between
the LLM judge and the humans, and among the hu-
mans, with the distance metric matched to the scale
(ordinal, nominal, or interval). Finally, because
latency and cost are recorded, CAFE reports the
Pareto frontier (Barker et al., 2025) over quality,
cost, and latency, exposing a configuration that is
marginally better, but far slower or more expensive.

3.5 Implementation and availability

CAFE is distributed as a Python package with mod-
ules for design, execution, judging, and statistics.
A web application exposes the same engine over
a FastAPI (JSON) API that a React front-end con-
sumes, backed by a PostgreSQL store; studies run
as in-process asynchronous task, and the whole
stack is deployed with Docker Compose. The
app discovers the available systems from a con-
figured techniques directory, where @compose and
@technique registrations populate its factor/level
menus.

4 Case Study and Evaluation

We validate CAFE against known answers: we
run it on a real compound system built so that
certain effects hold by construction, then check
whether CAFE recovers them (the full study is a
runnable notebook). Concretely, CAFE must re-
cover an effect we know is present while ignoring
one we know is absent (E1, construct validity); not
invent significance once we destroy all real struc-
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ture (E2, calibration); agree with human raters,
since the whole analysis rests on the judge’s scores
(E3); and select a best configuration that general-
izes beyond the exact questions asked (E4).

The task. The target system is a retrieval-
augmented QA pipeline evaluated on Hot-
potQA (Yang et al., 2018), a multi-hop question-
answering benchmark in which answering a ques-
tion requires combining facts from two different
Wikipedia paragraphs. Each question comes with
(i) a short gold answer and (ii) ten candidate para-
graphs, of which two are the gold paragraphs that
contain the supporting facts and eight are distrac-
tors. Thus, we know both the correct answer and
the relevant evidence. We keep the hard, multi-
hop, non-yes / no questions (yes / no answers are
guessable and would blunt the retrieval signal) and
sample n = 50.

Screening. Because a question’s own ten para-
graphs make retrieval trivial, we pool every ques-
tion’s paragraphs into one shared ∼500-document
corpus, embedded with bge-m3: each question’s
two gold paragraphs must now be found among
∼500. Before spending anything on the full
study we screen this corpus by measuring gold-
paragraph recall@k – how often the retriever’s top-
k actually contains a question’s gold paragraphs.
Recall is 0.76 at k=2, 0.87 at k=4, and 0.97 at
k=12. It confirms the gold evidence is retrievable,
so a no-retrieval baseline is guaranteed to be worse,
the known-signed anchor. Furthermore, it shows
that plain top-2 retrieval misses the gold about a
quarter of the time, while the top-12 almost al-
ways contains it: that gap is precisely the room a
reranker would need to help.

The factors. The system exposes three factors
(3× 3× 2 = 18 configurations):
• retrieve ∈ {none, dense, dense_rerank} – the
anchor. none passes no evidence (the model
answers from parametric memory); dense feeds
the bge-m3 top-2; dense_rerank has an LLM
reorder the top-12 down to 2, a RankGPT-style
reranker (Sun et al., 2023).
• finalize ∈ {on, off} – the negative control.
Both levels return the answer unchanged, so the
true effect is exactly zero and CAFE must call it
non-significant.
• generate.model ∈ {gemma3-4b, gpt-oss-20b,
gpt-oss-120b} – an expected effect: larger models
should score higher (Kaplan et al., 2020; Roberts

et al., 2020); open is by how much, and whether
strong retrieval makes model size matter less.

Scoring. Each of the 18× 50 = 900 answers is
graded on a three-level ordinal correctness rubric –
0 incorrect/off-topic, 1 partially correct, 2 fully
correct (exact wording irrelevant) – by a sepa-
rate, strong judge model (DeepSeek-V4-Pro). The
judge is shown the question, the gold reference an-
swer, and the answer to grade, and is instructed
to score factual correctness against the reference.
The complete report() output of this study is in
Appendix A (Listing 2).

E1: recovery of known effects. Reading List-
ing 2 top to bottom, CAFE reproduces what we
built in. The anchor is recovered with the right
order and dominance: the marginal mean quality
rises none 0.75 < dense 1.48 < dense_rerank
1.71, and retrieve is by far the largest effect in
the linear layer (partial η2 = 0.228); on the ordi-
nal model, none lowers the log-odds of a higher
score by 3.94 relative to dense (p < 10−3) and
dense_rerank raises them by 1.15 (p = 0.008).
The reranker’s edge over plain dense is small but
significant (Cohen’s d = 0.31), as the recall screen
suggested it would be. The negative control
finalize is null on every layer (CLMM p = 0.85,
and p > 0.4 for each of its interactions; linear
layer η2 ≈ 0, p = 0.68), and generate.model
behaves as expected – larger models score higher
(gpt-oss-120b +1.25 log-odds over gemma3-4b,
p = 0.004; gpt-oss-20b +0.80, p = 0.054; lin-
ear layer η2 = 0.052). The best configuration
is dense_rerank + gpt-oss-120b (mean 1.78),
with finalize immaterial. Full statistics (F , Co-
hen’s d, and CLMM log-odds) are in Listing 2. One
note in that listing deserves comment: in the linear
layer the between-question variance was estimated
at zero, so its F -tests and effect sizes come from
the fixed-effects analysis of variance described in
Section 3.4. The ordinal model, fit with the same
random intercept, converged and agrees on every
factor, and E2 below checks directly whether the
reported p-values are calibrated.

Interactions. The factorial also flags a signif-
icant retrieve × generate.model interaction
(p = 0.002 in the linear layer). The cell means
show its shape: the model gap is widest with
no retrieval (none: gemma3-4b 0.36 vs. gpt-oss-
120b 1.13) and narrows as retrieval improves
(dense_rerank: 1.59 vs. 1.78). Equivalently, re-
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trieval helps the weaker model most – gemma3-4b
gains +1.23 from none to dense_rerank, gpt-oss-
120b only +0.65 – because with the evidence in
context even a small model can read the answer
off, whereas with none it falls back on weaker para-
metric knowledge (the CLMM confirms the sign:
none × gpt-oss-120b = +1.85, p < 10−3). A one-
factor-at-a-time sweep cannot see this; surfacing it
is exactly what a factorial design is for.

E2: does CAFE invent effects? E2 is the con-
verse of E1: does CAFE avoid inventing effects
that are not there? We build data in which, by
construction, no factor has any effect, randomly
reshuffling the 900 verdicts onto different answers
so that every link between a factor and quality is
broken. A calibrated test should then flag factors at
the nominal Type I error rate, α = 0.05; over 500
independent reshuffles CAFE flags them 4.9% of
the time – indicating no spurious significance.

E3: does the judge track human judgement?
The whole analysis rests on the LLM judge’s
scores, so the final check is whether they agree
with people. Two of the authors independently
re-scored a stratified sample of 61 answers, apply-
ing the same rubric blind to the judge’s verdicts.
Measured with Krippendorff’s ordinal α, the two
raters agree strongly with each other (α = 0.91),
and the LLM-judge agrees with them about as well
– α = 0.95 and 0.89, yielding α = 0.92 across
all three. Every value lands in the conventional
“reliable” band (α ≥ 0.80).

E4: does the winner survive new questions?
Finally, is the best configuration a real winner or
an artifact of these particular 50 questions? Using
cross-validation, we repeatedly split the questions
into two random halves, recompute the configura-
tion ranking on each half independently, and mea-
sure how well the two rankings agree. Across splits
the results correlate strongly (Spearman ρ = 0.91).
Disagreement is only found among a cluster of
near-tied top configurations, the very gaps CAFE
had already reported as non-significant.

5 Conclusion

CAFE brings design of experiments to the evalu-
ation of compound AI systems, turning pipeline
components into factors and attributing answer-
quality variance to them and their interactions with
a mixed-effects model matched to the rubric’s scale.

On a retrieval-augmented HotpotQA study it re-
covers planted effects, calls a negative control
null, stays calibrated under a permutation null, and
agrees with human raters. CAFE is open-source,
and aims to make designed, statistically grounded
evaluation routine for the teams who build com-
pound AI systems.

6 Limitations and Future Work

CAFE is an early-stage framework that pack-
ages established methodology, factorial design
and mixed-effects modelling, for compound AI
pipelines rather than proposing a new estimator
or search procedure. CAFE’s own limitations are
statistical and computational. Its scale-agnostic
effect-size view (partial η2, Cohen’s d) treats the
ordinal scale as an interval and is only an approxi-
mate ranking aid; mixed-effects fits can be unstable
on small or sparse designs, as the near-singular ran-
dom effect in our study shows (Section 4); and full-
factorial designs grow multiplicatively in cost. The
maximum interaction order is user-configurable,
from main effects only up to the full set of inter-
actions, and the design checks warn when a de-
sign is too sparse for the requested terms, but they
cannot make a small study informative. Planned
extensions address these: an order-independent
deviance partition that apportions explained de-
viance across factors (Grömping, 2006), together
with likelihood-ratio tests of whole factors on the
ordinal model so that attribution no longer relies
on the approximate η2 layer, fractional-factorial
screening to cover large spaces at a fraction of the
runs, and Bayesian mixed models (Bürkner, 2017)
for full posterior effect sizes and credible intervals.
Modelling institutional rater effects – how different
peer groups score the same system – is a further
direction (Luettgau et al., 2025).

A designed study is more expensive than a single
run of each candidate. That is the price of attribu-
tion, and cafe.preflight makes it visible before
anything runs. CAFE currently measures configura-
tions rather than searching for them, so optimizers
such as DSPy or RAGSmith are complementary:
the configurations they propose can serve as the lev-
els of a factor. We plan to bring both sides into one
platform by shipping a library of ready-made tech-
niques, building blocks from which a compound
system can be assembled and configured inside
CAFE, and by adding optimization over them: se-
quential testing with early stopping, Bayesian opti-
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mization or bandit-style allocation of runs across
configurations, and reuse of shared computation
across cells.

One caveat concerns our evaluation rather than
CAFE itself: it validates the instrument on a rel-
atively easy task – a three-level (0–2) correctness
judgment against a gold answer is not where LLM
judges struggle, and a subjective rubric (tone, style,
helpfulness) would likely show lower judge–human
agreement. The evaluation is narrow in other re-
spects as well: one benchmark, n = 50 questions,
and a single system output per configuration and
question (18 × 50 = 900 answers). Replication,
which Section 3 motivates, was therefore not exer-
cised. Within-cell run-to-run variation is absorbed
into the residual rather than estimated separately,
and the calibration and stability evidence for this
study rests on E2 and E4. Agents, tool use, multi-
turn systems, and subjective quality criteria are
within reach of black-box mode but have not been
demonstrated. Further case studies and educational
material are planned as future work. Judging is
where CAFE will also grow: multi-criteria scoring
(several named scores per answer), G-Eval-style
scoring that weights the rubric levels by their to-
ken probabilities (Liu et al., 2023), and, where a
few human labels are available, prediction-powered
inference to debias the judge’s estimates against
them (Boyeau et al., 2025; Fisch et al., 2024; Park
et al., 2025).

Finally, CAFE has not been evaluated with its
users. The web interface has had no usability study,
and the report is dense with statistical terminol-
ogy. Each statistic is accompanied by a short plain-
language reading and the documentation walks
through a complete report, but a practitioner study,
a simplified dashboard that foregrounds these read-
ings, and smoother integration into existing com-
pound systems are the next steps on the usability
side.
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A Supplemental Material

Figure 2: The CAFE web application (Results view) on the HotpotQA recovery study of Section 4: the factors retrieve ×
generate.model × the finalize placebo (18 configurations, 50 questions, a 0–2 correctness rubric). It reports overall quality,
the best configuration, per-factor attribution (F , p, partial η2, and the share of variance explained), and per-level marginal means,
all computed by cafe-core and served over the API. Listing 2 is the same analysis as console output.

Listing 2: Complete console output of result.report() on the study of Figure 2: descriptive means (overall, ranked per
configuration, and per factor) with the best configuration; the inferential linear mixed model (Type-II F , partial η2, and pairwise
Cohen’s d) with its near-singular random-effect note; and the ordinal cumulative-link mixed model. Retrieval dominates and is
correctly ordered (none < dense < dense_rerank), the base model helps, and the placebo finalize is null: the recovery result
of Section 4.
900 answers | 18 configs | 50 inputs | 900 ratings
best: finalize=on | generate.model=gpt -oss -120b | retrieve=dense_rerank
pipeline: 900 answers -> 900 judged (1 unparseable) -> 899 usable verdicts

============================================================
DESCRIPTIVE -- means & best configuration
============================================================
verdicts: 900 (899 usable) factors: retrieve , generate.model , finalize
overall mean quality: 1.31 (n=899)

per -configuration mean quality:
1.78 (n=50) finalize=on | generate.model=gpt -oss -120b | retrieve=dense_rerank
1.78 (n=49) finalize=off | generate.model=gpt -oss -120b | retrieve=dense_rerank
1.76 (n=50) finalize=on | generate.model=gpt -oss -20b | retrieve=dense_rerank
1.74 (n=50) finalize=off | generate.model=gpt -oss -20b | retrieve=dense_rerank
1.62 (n=50) finalize=off | generate.model=gpt -oss -120b | retrieve=dense
1.60 (n=50) finalize=on | generate.model=gpt -oss -120b | retrieve=dense
1.60 (n=50) finalize=on | generate.model=gemma3 -4b | retrieve=dense_rerank
1.58 (n=50) finalize=on | generate.model=gpt -oss -20b | retrieve=dense
1.58 (n=50) finalize=off | generate.model=gemma3 -4b | retrieve=dense_rerank
1.50 (n=50) finalize=off | generate.model=gpt -oss -20b | retrieve=dense
1.32 (n=50) finalize=off | generate.model=gemma3 -4b | retrieve=dense
1.28 (n=50) finalize=on | generate.model=gemma3 -4b | retrieve=dense
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1.16 (n=50) finalize=on | generate.model=gpt -oss -120b | retrieve=none
1.10 (n=50) finalize=off | generate.model=gpt -oss -120b | retrieve=none
0.80 (n=50) finalize=on | generate.model=gpt -oss -20b | retrieve=none
0.74 (n=50) finalize=off | generate.model=gpt -oss -20b | retrieve=none
0.36 (n=50) finalize=off | generate.model=gemma3 -4b | retrieve=none
0.36 (n=50) finalize=on | generate.model=gemma3 -4b | retrieve=none

per -factor marginal means:
retrieve: none 0.75 (n=300) dense 1.48 (n=300) dense_rerank 1.71 (n

=299)
generate.model: gemma3 -4b 1.08 (n=300) gpt -oss -20b 1.35 (n=300) gpt -oss -120b

1.51 (n=299)
finalize: off 1.30 (n=449) on 1.32 (n=450)

best configuration: finalize=on | generate.model=gpt -oss -120b | retrieve=
dense_rerank (mean 1.78)

============================================================
INFERENTIAL -- mixed -effects model (significance & effect sizes)
============================================================
verdict ~ (1 | input_id) + (retrieve + generate.model + finalize)^2

fixed -effects model + Type -II ANOVA , up to 2-way (n=899, alpha =0.05)

per -term effects (F-test , p, partial eta ^2; 'x' = interaction):
term F p partial eta^2
retrieve 130.37 0.0000 0.228 ***
generate.model 24.06 0.0000 0.052 ***
retrieve x generate.model 4.17 0.0024 0.019 **
generate.model x finalize 0.12 0.8858 0.000
finalize 0.17 0.6841 0.000
retrieve x finalize 0.04 0.9612 0.000
Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

effect sizes -- Cohen 's d (magnitude of the gap; 0.2 small , 0.5 medium , 0.8 large):
retrieve: dense vs dense_rerank d = -0.31 95% CI [-0.47, -0.15]
retrieve: dense vs none d = +0.86 95% CI [+0.69 , +1.03]
retrieve: dense_rerank vs none d = +1.24 95% CI [+1.07 , +1.42]
generate.model: gemma3 -4b vs gpt -oss -120b d = -0.49 95% CI [-0.65, -0.33]
generate.model: gemma3 -4b vs gpt -oss -20b d = -0.30 95% CI [-0.46, -0.14]
generate.model: gpt -oss -120b vs gpt -oss -20b d = +0.18 95% CI [+0.02 , +0.34]
finalize: off vs on d = -0.02 95% CI [-0.16, +0.11]

note: random intercept not estimable; using fixed -effects ANOVA
note: model was near -singular (little between -question variance) -- treat p-values

as
unstable; the effect sizes (Cohen 's d) are the more reliable signal here

============================================================
ORDINAL -- cumulative -link mixed model (verdicts as ordered categories)
============================================================
ordinal CLMM -- verdict ~ (1 | input_id) + (retrieve + generate.model + finalize)^2

(n=899, logLik =-557.7, alpha =0.05)

fixed effects (ordinal log -odds of a higher score; + = better):
term estimate p
retrieve=dense_rerank +1.149 0.0075 **
retrieve=none -3.944 0.0000 ***
generate.model=gpt -oss -120b +1.250 0.0035 **
generate.model=gpt -oss -20b +0.800 0.0541 .
finalize=on -0.070 0.8524
retrieve=dense_rerank x generate.model=gpt -oss -120b -0.146 0.7947
retrieve=none x generate.model=gpt -oss -120b +1.854 0.0006 ***
retrieve=dense_rerank x generate.model=gpt -oss -20b -0.041 0.9390
retrieve=none x generate.model=gpt -oss -20b +0.880 0.0936 .
retrieve=dense_rerank x finalize=on +0.033 0.9418
retrieve=none x finalize=on +0.089 0.8313
generate.model=gpt -oss -120b x finalize=on +0.160 0.7166
generate.model=gpt -oss -20b x finalize=on +0.302 0.4852
Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
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