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Figure 1: Agent-Bound UI separates a reusable interaction vocabulary (§3.1) from task-specific semantic bindings
(§3.2). The agent publishes those bindings so that humans and other agents can read and act on them (§3.3).

Abstract

Agents can create rich representations, yet
these representations are rarely used as a
medium for expressing user intent. We present
Agent-Bound UI, an interaction model that sep-
arates reusable interaction structures from task-
specific meanings. Agents bind task-specific
meanings to interactions in reusable views and
publish the resulting bindings as shared state,
enabling humans and agents to understand
and act on shared surfaces whose meanings
vary across tasks. We implement ABRA, a
framework-agnostic prototype of Agent-Bound
UI, in which users and agents collaborate
through chat and shared interactive canvases.
We demonstrate ABRA through a representa-
tive use case and evaluate four LLM-backed
agents on canvas authoring, owner-side con-
sequence resolution, and cross-agent invoca-
tion. The code and demo video are available at
https://github.com/megagonlabs/abra.

1 Introduction

Agentic AI is increasingly used to assist users with
a wide range of tasks (Wang et al., 2024b), from
everyday activities such as drafting emails and plan-
ning trips to professional work including cleaning
datasets (Chen et al., 2026b), curating knowledge
graphs (Pan et al., 2024), and writing code (Liu
et al., 2026). Unlike conventional conversational

assistants that primarily answer questions, modern
agents are connected to external tools and services
to actively carry out these tasks, often across multi-
ple coordinating agents. In this setting, chat serves
as the primary medium through which humans and
agents collaborate. Users specify task goals, review
and revise plans, inspect intermediate results, and
provide feedback throughout the task lifecycle.

Meanwhile, the way agents present their work to
users has steadily evolved. Early agents responded
in plain text (OpenAI et al., 2024), markdown has
since become the standard (Chen et al., 2025), and
more recently interactive HTML-based representa-
tions (e.g., artifacts, canvases, and inline widgets)
have begun gaining traction (Shihipar, 2026). For
example, an agent may present a plan as a flowchart
or a set of results as a table rather than as text.

Yet while representations from agents to humans
have become increasingly rich, the human-to-agent
channel remains largely unchanged, with chat con-
tinuing to serve as the dominant interface for user
input. This creates a representation–interaction
asymmetry: the output side is increasingly struc-
tured and multimodal, whereas the input side re-
mains constrained to natural language.

This asymmetry, however, reveals an opportu-
nity: rich representations are already rendered on
the user’s screen. We therefore ask whether these

786

https://github.com/megagonlabs/abra


representations can themselves be made directly
manipulable (Shneiderman, 1981). Rather than
introducing a separate input modality, the same sur-
face the agent renders becomes one the user acts
on, grounding interaction in the very objects the
agent produced. The agent can then interpret these
interactions as expressions of user intent grounded
in task representations, incorporating them into its
reasoning.

The effectiveness of chat and direct manipulation
depends on the verbalizability of user intent. When
intent can be readily expressed in language, chat
is concise and effective. However, when intent is
difficult to verbalize or closely tied to a rendered
representation, text-only interaction can become
inefficient or ambiguous (Shen et al., 2026).

Recent approaches that make agent-rendered rep-
resentations interactive can be broadly grouped into
three categories. Generative approaches (Chen
et al., 2026a) synthesize interfaces for individ-
ual tasks, enabling long-tail scenarios that require
novel interaction surfaces, but limiting reuse across
tasks. Composable ones (Google, 2026a) assem-
ble interfaces from reusable widgets and controls,
making them effective for routine interactions, but
providing limited support for rich, task-specific
manipulation over representations. Task-specific
systems (Kim et al., 2025; Shao et al., 2026; Feng
et al., 2026) provide richer interaction surfaces tai-
lored to particular workflows, but their interactions
remain coupled to the targeted application.

Taken together, these systems leave an impor-
tant regime underserved: tasks that require direct
manipulation over recurring representations, where
the surface itself is reusable but the meaning of
each manipulation changes across tasks. For exam-
ple, the same graph view may represent a project
plan in one task and a social network in another;
connecting two nodes creates a dependency be-
tween steps in the first and represents a social re-
lationship in the second. Supporting this regime
requires separating reusable interaction structures
from task-specific semantics and binding those se-
mantics to each task. Once meanings vary across
uses, the binding itself can no longer remain im-
plicit: it must be published as shared, observable
state. This allows any participant, human or agent,
to inspect the available interactions and understand
their meanings when interpreting or performing ma-
nipulations. In particular, as tasks are increasingly
shared among agents, a second agent can use an in-
teraction surface created by another agent because

its interaction semantics are explicitly shared.
To this end, we present Agent-Bound UI, an inter-

action model that turns reusable interactive views
into task-specific communication surfaces by allow-
ing agents to bind and publish interaction seman-
tics. We realize this model in ABRA (Agent-Bound
Readable interActions) prototype. Our contribu-
tions are as follows:

• Agent-Bound UI, an interaction model that
enables agents to bind and publish interaction
semantics over reusable interactive views.

• ABRA, an open, framework-agnostic proto-
type in which multiple agents and users col-
laborate over shared interactive canvases.

• A case study and experiments demonstrating
agent-bound interaction in practice.

2 Related Works

2.1 Generative and Composable Interfaces
Generative approaches1 synthesize the interface
itself, typically turning a chat request into a gener-
ated interactive artifact: a page produced in place
of a response (Hojo et al., 2025; Chen et al., 2026a;
Leviathan et al., 2026), or an application that per-
sists and evolves with the task (Xu et al., 2026;
Xie and Xie, 2026). Either way, what a manipu-
lation means is frozen in the generated code, and
changing it means regenerating. Cao et al. (2025)
make the artifact malleable through an evolving
data model, but each manipulation still means a
fixed, system-defined edit.

Composable approaches provide reusable UI
primitives that agents assemble into task-specific
interfaces. Systems such as A2UI (Google, 2026a)
assemble task-specific interfaces from component
catalogs, enabling reuse of interface components
rather than interaction semantics. Adaptation, how-
ever, still occurs primarily through interface compo-
sition, with richer representation-level interactions
often requiring additional task-specific components
or application logic. In contrast, Agent-Bound UI
keeps the interaction structure reusable while mov-
ing adaptation to task-specific semantic bindings.

2.2 Task-Specific Interaction Surfaces
While generative and composable approaches al-
low agents to create or assemble interfaces, task-

1We use the term generative to refer to approaches that
generate the interface as a medium for human-agent commu-
nication; we exclude systems in which the generated interface
or application is itself the task deliverable (e.g., prompt-to-app
builders).
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specific systems provide developer-authored in-
teraction surfaces tailored to particular work-
flows (Shao et al., 2026). Examples include writ-
ing (Reza et al., 2024; Laban et al., 2024; Masson
et al., 2025), agentic coding IDEs, data analysis
and visualization (Wang et al., 2024a; Xie et al.,
2024; Zhao et al., 2026), planning (Cai et al., 2024;
Kim et al., 2025; Feng et al., 2026; He et al., 2026),
and sensemaking (Jiang et al., 2023; Suh et al.,
2023). These systems support rich manipulation,
but both the interaction surface and the meaning of
its interactions are fixed for the target application.

Unlike these dedicated systems, MCP
Apps (Maintainers, 2026) bring interactive
surfaces into chat environments through developer-
authored components. However, interaction
semantics remain defined by the underlying
implementation and encapsulated within tool-agent
interactions, rather than published as shared state.
Agent-Bound UI instead binds and publishes
interaction meanings at task runtime, allowing
other participants to inspect and use the same
interaction surface.

2.3 Agent–UI Communication Protocols

Several protocols standardize the wiring around
an agent: AG-UI (2026) (from CopilotKit) carries
state and events between an agent and a frontend,
A2A (Google, 2026b) carries messages between
agents, and MCP connects agents to tools, with
MCP Apps as its interface extension. These trans-
ports move state, messages, and events, but say
nothing about what an interaction means. Agent-
Bound UI defines that missing layer independently
of the underlying transport. Because bindings and
events are represented as ordinary messages and
state, a canvas can be implemented over any of
these protocols, subject to their respective capabili-
ties.

3 Agent-Bound UI

Agent-Bound UI models an interaction as a
reusable interaction structure paired with a task-
specific semantic binding (Fig. 1). We define a
view as a reusable interaction vocabulary over a
particular representation, while a canvas instanti-
ates one or more views with task-specific content
and interaction semantics.

We distinguish user gestures from agent-facing
actions: a gesture describes how a user performs an
interaction (e.g., click or drag) on an element (e.g.,

a node or column), while an action captures the op-
eration communicated to the agent (e.g., edit a cell
or add an edge). The meaning of an action, how-
ever, depends on the task context. Agent-Bound UI
separates these layers by allowing views to define
reusable interaction vocabularies while agents bind
task-specific meanings to these actions and publish
the resulting bindings as shared canvas state.

3.1 A Reusable Action Vocabulary

Agent-Bound UI builds on the observation that
many interaction structures recur across tasks and
treats them as a reusable vocabulary rather than
a task-specific implementation. Each view de-
fines a set of available elements and actions over
those elements, providing a stable interaction sub-
strate (Mackay and Beaudouin-Lafon, 2025) that
can be reused across tasks. Because these ac-
tions describe operations rather than task meanings,
the same vocabulary can support different tasks
through semantic binding.

The vocabulary may also include a bounded set
of composable controls, such as buttons and drop-
downs. These controls provide additional interac-
tion elements that can acquire task-specific mean-
ings through the same binding mechanism.

3.2 Semantic Binding and Action Handling

The interaction vocabulary is task-agnostic. To
specialize it for a particular task, the agent binds
view elements to task objects (referents), selects
the applicable actions, and assigns task-specific
meanings to those actions. This binding can apply
both to interactions over existing representations
(e.g., editing a table cell or connecting graph ele-
ments) and to composable controls (e.g., a button
triggering a task-specific operation).

Semantic binding is independent of how an ac-
tion is resolved. In Agent-Bound UI, actions fol-
low one of two handling modes. A local effect
is handled directly by the view when the interac-
tion can be completed from view state alone, such
as changing a selection or updating presentation
state. In contrast, a consequence delegates res-
olution to the agent when completing the action
requires task-specific reasoning. This separation
keeps the interaction vocabulary reusable while al-
lowing task-specific behaviors to emerge through
semantic binding and agent resolution.
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Figure 2: The ABRA prototype: a user and multiple agents collaborate not only through chat but also on shared
interactive canvases that the agents create and co-curate. Hovering an element highlights co-referent elements across
the different views, and consequences are resolved by the agent that owns each canvas.

3.3 Published Interaction Semantics

Because interaction meanings are task-specific,
Agent-Bound UI publishes semantic bindings as
part of the shared canvas state rather than leaving
them as private agent logic. A canvas state includes
the bindings between view elements and task refer-
ents, which actions are enabled for the canvas, and
the task-specific meanings associated with actions.
Making these bindings observable allows not only
the agent that created the canvas, but also humans
and other agents to inspect the available interac-
tions and understand their intended meanings.

Publishing thus turns a single-agent convenience
into a multi-agent necessity: one agent can cre-
ate a canvas and publish task-specific interaction
bindings, and a second agent can later interpret
or invoke those actions based on their published
meanings, with no private channel between them.

4 ABRA System

4.1 Realization of Agent-Bound UI

ABRA serves as a reference prototype of the Agent-
Bound UI interaction model. It realizes the model
through three components: (1) view definitions,
(2) canvas specifications, and (3) an agent inter-
face. Views provide reusable interaction struc-
tures, while canvas specifications instantiate these
structures with task-specific content and interaction
bindings provided by agents. These bindings are
published as shared canvas state, which agents can
access and manipulate through tool calls.

The prototype provides a unified interaction en-
vironment with a chat panel for natural language
interaction and a canvas panel for direct manipula-
tion interaction on agent-rendered views (Fig. 2).

4.2 View and Canvas Specification

ABRA represents reusable interaction vocabular-
ies through view definitions. Each view defini-
tion specifies the element schemas and actions sup-
ported by the view, along with view-specific meta-
data. In the current prototype, each action is asso-
ciated with a predefined execution mode: either a
local effect handled directly by the view or a conse-
quence resolved by the agent, for simplicity. Ges-
ture mappings are implemented within each view
and remain independent of task-specific semantic
bindings. The prototype currently supports four
view types: graph, table, text, and display views,
summarized in Table 1.

A canvas specification defines a task-specific
canvas instance. Agents provide these specifica-
tions when creating canvases, including selected
views, task content, element-referent bindings, en-
abled actions, task-specific semantic bindings, and
optional controls or presentation settings.

4.3 Agent Tool Interface

The prototype implements the agent-canvas inter-
face through structured tool calls. This choice pro-
vides a uniform mechanism for agents to create,
inspect, and operate on shared canvas states with-
out relying on a specific agent platform.
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View Elements Actions with Local Effects (view-executed) Actions with Consequences (agent-resolved)

graph node, edge highlight; select; show detail; reposition / pan /
zoom / fit; layout

add node; add edge; edit node; delete selection

table row, column, cell highlight; select; block-select; reorder; sort;
filter

add row; add column; edit cell; edit column;
delete selection; clear

text paragraph, line highlight; select; collapse / expand; find add line; edit line; delete selection
display item highlight; focus; change layout; fit none (read-only)

Table 1: The four supported views and their interaction vocabularies in ABRA. Views define addressable elements
and actions, while agents bind task-specific meanings to enabled actions. Actions are handled either locally by
views or through agent-resolved consequences.

A typical canvas lifecycle begins with
create_canvas, where an agent provides a
canvas specification to initialize a shared canvas
instance it owns. Agents can inspect the current
state and available actions through read_canvas.
Agents can modify canvas either directly via
update_canvas or by invoking enabled actions
via fire_action. For interactions that require
agent resolution, the resulting consequences are
applied through canvas updates. In the current
prototype, agent resolution is handled by the
owner agent. The resulting state is shared with all
participants. When the task concludes, the owner
retires the canvas with close_canvas.

4.4 Prototype Architecture

The prototype is implemented with React-based
views, a Node.js canvas hub, and agent adapters
in Python. The canvas hub maintains canvas
states and synchronizes updates among partici-
pants, while views and adapters provide client-
specific access to the shared environment.2

For demonstration, we integrate multiple agents
implemented with different agent SDKs. These
agents can inspect published canvas states and in-
teract with canvases through the provided tools.

5 Use Case

We demonstrate ABRA through a collaborative
World Cup analysis task involving a user and three
specialized agents (Fig. 2). Rather than produc-
ing a static report, the agents progressively con-
struct a shared workspace comprising a knockout-
stage table, tournament bracket, player gallery, and
explanatory notes. Analyst maintains the tourna-
ment table, Curator the bracket and gallery, and

2This architecture provides one realization of the shared
canvas model. The interaction model does not depend on
this deployment choice; the canvas representation and agent
interface can be realized in other agent environments.

Researcher the explanatory notes. The canvases re-
main active coordination surfaces where both users
and agents communicate by manipulating shared
representations rather than solely through chat.

The interaction begins with the agents proposing
an initial organization of the workspace, which the
user refines directly on the rendered representations.
For example, after the user abbreviates Forward to
FW in a table cell, the agent proposes applying
the same convention throughout the column, inter-
preting the edit as a refinement rather than a lit-
eral cell replacement. Likewise, the user connects
nodes in the tournament graph to express relation-
ships directly instead of describing them. Not ev-
ery manipulation, however, is accepted: though the
graph view supports edge creation, the owner agent
rejects a connection that violates the tournament
structure. Thus, views define what interactions
users can attempt, while agents determine which
are meaningful for the current task.

The shared canvases also serve as the medium for
inter-agent coordination. When Curator requires
player statistics, it asks Analyst to extend the ex-
isting table instead of modifying it directly or du-
plicating the information. Once the updated table
is published, Curator then reuses the information
in its own canvases. Shared referent bindings keep
teams and players synchronized across the table,
graph, gallery, and notes, allowing participants to
move between representations while maintaining a
consistent interpretation of each entity.

6 Experiments

Agent-Bound UI assumes that agents can use our in-
teraction vocabulary to author, interpret, and manip-
ulate task-specific canvases. In particular, agents
should be able to (1) author canvases, (2) resolve
consequences on canvases they own, and (3) in-
terpret and invoke interaction semantics published
by other agents. We evaluate these capabilities
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in isolation rather than evaluating end-to-end task
performance. This allows us to assess whether an
agent can correctly ground and execute the required
operations independently of longer interaction dy-
namics.

6.1 Tasks
Canvas authoring The agent receives a natural
language request and creates a task-specific canvas.
We construct 45 cases covering 15 canvas config-
urations, with four single-view and 11 multi-view
configurations, each with three domain variations.
Each case additionally includes an interactive vari-
ant that requires direct manipulation.

Consequence resolution The agent receives a
pre-populated canvas that it owns with a pend-
ing consequence and must resolve it through
update_canvas. We construct 33 cases covering
11 consequence-producing actions across three do-
main variations.

Cross-agent invocation The agent receives a
user request over a canvas owned by another agent
and must invoke the appropriate published interac-
tion through fire_action. We construct 33 cases
covering 11 actions across three domain variations.

6.2 Experimental Setup
Each case is run three times per model, with a
fresh agent instance for every trial. The agent re-
ceives a task-specific context and a single input,
and is allowed one response turn to submit canvas
operations. The context differs by task: canvas
authoring provides a user request; consequence res-
olution provides a canvas state owned by the agent
with a pending consequence; and cross-agent in-
vocation provides a canvas state owned by another
agent with published interaction semantics together
with a user request. This one-turn setting evaluates
whether agents can correctly ground and execute
canvas operations from the available context with-
out relying on iterative interaction.

We compare four LLM-backed agents using
models from two families: Claude Opus 4.8 and
Haiku 4.5, and GPT-5.4 and GPT-5.4-mini. Agent
performance is evaluated through automatic struc-
tural checks and an LLM-based evaluator using
predefined criteria. Details are provided in §A.

6.3 Results
Table 2 reports structural success rates across can-
vas tasks, measuring whether each model produced

Opus 4.8 Haiku 4.5 GPT-5.4 GPT-5.4-mini

create_canvas (n = 135)
Pass rate (%) 91.9 93.3 97.8 88.9

Missing operation 2 4 3 13
Schema/shape 9 5 0 2

update_canvas (n = 99)
Pass rate (%) 98.0 100.0 100.0 98.0

Content corruption 2 0 0 2

fire_action (n = 99)
Pass rate (%) 100.0 91.9 97.0 66.7

Missing operation 0 8 3 1
Incorrect operation 0 0 0 24
Schema/shape 0 0 0 8

Table 2: Structural pass rates and failure counts. Each
model was evaluated on 3 runs per case; pass rate is the
percentage of runs completed without structural errors,
and the remaining rows report failure counts. Missing
operation: did not issue the required canvas operation.
Incorrect operation: issued a different canvas operation
than required. Schema/shape: the canvas spec or ac-
tion parameters were malformed. Content corruption:
the update altered content beyond the expected conse-
quence.

valid canvas operations. For create_canvas, pass
rates ranged from 88.9% to 97.8%, with the remain-
ing failures attributable to schema or shape errors.
For update_canvas, pass rates ranged from 98%
to 100%. Its four failures, two from Opus and two
from GPT-5.4-mini, modified content beyond the
expected outcome. Performance varied more sub-
stantially for fire_action. Opus, GPT-5.4, and
Haiku passed in 91.9% to 100% of runs, whereas
GPT-5.4-mini passed in 66.7%. Of its 33 failures,
24 called update_canvas instead of fire_action,
eight omitted the required path, and one produced
no action.

Table 3 characterizes the generated canvases in
greater detail (c.f., §A.2). Models selected appro-
priate views but often omitted parts of the expected
set. View recall ranged from 56% to 78%, while
exact all-or-nothing selection ranged from 33% to
53%. This gap indicates that multi-view requests
often produced some, but not all, expected views.
GPT-5.4-mini had the lowest selection score at
33%.

Element binding reached 100% for every model,
but other judged criteria showed larger differences.
Spec format ranged from 92% to 99% for three
models but fell to 65% for GPT-5.4, which fre-
quently placed the config block inside content
rather than at the root. Although allowed by the
contract, this structure is anomalous. Action mean-
ing fell to 76% for Haiku, which often restated the
action name rather than describing its task-specific
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Opus 4.8 Haiku 4.5 GPT-5.4 GPT-5.4-mini

create_canvas
view selection 50 53 48 33
view recall 77 78 72 56
action selection 80 70 47 39
action recall 90 81 57 53

referent coverage 99 99 96 92
element binding 100 100 100 100
spec format 99 94 65 92
element format 100 100 98 100
value 97 93 93 87
action meaning 88 76 90 92
title 100 100 100 100
ref coordination – 56 100 93

fire_action
action selection 100 100 100 100
target reference 100 100 100 97
spec format 94 93 93 85
element format 83 83 83 98
value 95 97 100 98
style convention 96 93 95 88

Table 3: Per-criterion scores (%). Exact selection
measures whether the full expected set was produced,
whereas recall measures the fraction of expected views
or actions included. The rest are LLM-judge scores over
applicable runs.

effect. Among the optional criteria, informative
titles were nearly universal, whereas cross-view
ref coordination appeared in only 0/9/12/15 runs.
Opus did not coordinate referents across views in
any run.

Among structurally valid fire_action runs,
judged performance was near ceiling for all mod-
els. Agents that successfully invoked an action
generally selected the correct published binding
and grounded the correct element.

These results show that our canvas contract en-
ables the evaluated LLM agents to reliably produce
and manipulate executable interfaces, while reveal-
ing remaining challenges in open-ended specifica-
tion following and semantic grounding.

7 Conclusion

We presented ABRA, a prototype of the Agent-
Bound UI interaction model for shared interac-
tive canvases. Our demonstration and experiments
show that evaluated LLM agents can effectively
operate over published interaction semantics, pro-
viding a foundation for richer human–agent inter-
action and cross-agent collaboration.

Limitations

Agent-Bound UI introduces a mechanism for bind-
ing and publishing interaction semantics, but sev-
eral questions remain open. First, determining

reusable interaction vocabularies that provide broad
task coverage remains challenging; future work
will investigate methods for discovering common
views and actions from existing interactive sys-
tems and evaluating their coverage over diverse
task benchmarks. Second, while published seman-
tics are intended to make interactions understand-
able to both human and agent participants, we have
not yet evaluated how effectively users interpret
these semantics or how they affect the overall inter-
action experience. Future user studies will exam-
ine how interaction semantics should be presented,
and whether agent-bound interactions improve user
experience and task outcomes compared with chat-
based interaction.

References
AG-UI. 2026. Ag-ui overview. https://docs.ag-ui.

com/introduction. Accessed: 2026-07-06.

Yuzhe Cai, Shaoguang Mao, Wenshan Wu, Zehua Wang,
Yaobo Liang, Tao Ge, Chenfei Wu, Wang You, Ting
Song, Yan Xia, Nan Duan, and Furu Wei. 2024. Low-
code LLM: Graphical user interface over large lan-
guage models. In Proceedings of the 2024 Confer-
ence of the North American Chapter of the Associ-
ation for Computational Linguistics: Human Lan-
guage Technologies (Volume 3: System Demonstra-
tions), pages 12–25, Mexico City, Mexico. Associa-
tion for Computational Linguistics.

Yining Cao, Peiling Jiang, and Haijun Xia. 2025. Gen-
erative and malleable user interfaces with generative
and evolving task-driven data model. In Proceedings
of the 2025 CHI Conference on Human Factors in
Computing Systems, CHI ’25, New York, NY, USA.
Association for Computing Machinery.

Jiaqi Chen, Yanzhe Zhang, Yutong Zhang, Yijia Shao,
and Diyi Yang. 2026a. Generative interfaces for lan-
guage models. In Findings of the Association for
Computational Linguistics: ACL 2026, pages 1499–
1519, San Diego, California, United States. Associa-
tion for Computational Linguistics.

Ke Chen, Peiran Wang, Yaoning Yu, Xianyang Zhan,
and Haohan Wang. 2026b. Large language model-
based data science agent: A survey. Transactions on
Machine Learning Research.

Zhongpu Chen, Yinfeng Liu, Long Shi, Zhi-Jie Wang,
Xingyan Chen, Yu Zhao, and Fuji Ren. 2025. Mde-
val: Evaluating and enhancing markdown awareness
in large language models. In Proceedings of the
ACM on Web Conference 2025, WWW ’25, page
2981–2991, New York, NY, USA. Association for
Computing Machinery.

K. J. Kevin Feng, Kevin Pu, Matt Latzke, Tal August,
Pao Siangliulue, Jonathan Bragg, Daniel S Weld,

792

https://docs.ag-ui.com/introduction
https://docs.ag-ui.com/introduction
https://doi.org/10.18653/v1/2024.naacl-demo.2
https://doi.org/10.18653/v1/2024.naacl-demo.2
https://doi.org/10.18653/v1/2024.naacl-demo.2
https://doi.org/10.1145/3706598.3713285
https://doi.org/10.1145/3706598.3713285
https://doi.org/10.1145/3706598.3713285
https://doi.org/10.18653/v1/2026.findings-acl.74
https://doi.org/10.18653/v1/2026.findings-acl.74
https://openreview.net/forum?id=ZT5SJQN0CS
https://openreview.net/forum?id=ZT5SJQN0CS
https://doi.org/10.1145/3696410.3714674
https://doi.org/10.1145/3696410.3714674
https://doi.org/10.1145/3696410.3714674


Amy X. Zhang, and Joseph Chee Chang. 2026. Co-
coa: Co-planning and co-execution with ai agents. In
Proceedings of the 2026 CHI Conference on Human
Factors in Computing Systems, CHI ’26, New York,
NY, USA. Association for Computing Machinery.

Google. 2026a. A2ui v0.9: The new standard for
portable, framework-agnostic generative ui. https:
//developers.googleblog.com/a2ui-v0-9-gen
erative-ui/. Accessed: 2026-07-06.

Google. 2026b. Announcing the agent2agent protocol
(a2a). https://developers.googleblog.com/en
/a2a-a-new-era-of-agent-interoperabilit
y/. Accessed: 2026-07-06.

Zeyu He, Hannah Kim, Dan Zhang, and Estevam Hr-
uschka. 2026. How to steer your multi-agent system:
Human-llm collaborative planning. In Proceedings
of the ACM Conference on AI and Agentic Systems,
CAIS ’26, page 330–347, New York, NY, USA. As-
sociation for Computing Machinery.

Nobukatsu Hojo, Kazutoshi Shinoda, Yoshihiro Ya-
mazaki, Keita Suzuki, Hiroaki Sugiyama, Kyosuke
Nishida, and Kuniko Saito. 2025. Generativegui: Dy-
namic gui generation leveraging llms for enhanced
user interaction on chat interfaces. In Proceedings
of the Extended Abstracts of the CHI Conference on
Human Factors in Computing Systems, CHI EA ’25,
New York, NY, USA. Association for Computing
Machinery.

Peiling Jiang, Jude Rayan, Steven P. Dow, and Haijun
Xia. 2023. Graphologue: Exploring large language
model responses with interactive diagrams. In Pro-
ceedings of the 36th Annual ACM Symposium on
User Interface Software and Technology, UIST ’23,
New York, NY, USA. Association for Computing
Machinery.

Hannah Kim, Kushan Mitra, Chen Shen, Dan Zhang,
and Estevam Hruschka. 2025. AIPOM: Agent-aware
interactive planning for multi-agent systems. In Pro-
ceedings of the 2025 Conference on Empirical Meth-
ods in Natural Language Processing: System Demon-
strations, pages 85–96, Suzhou, China. Association
for Computational Linguistics.

Philippe Laban, Jesse Vig, Marti Hearst, Caiming
Xiong, and Chien-Sheng Wu. 2024. Beyond the chat:
Executable and verifiable text-editing with llms. In
Proceedings of the 37th Annual ACM Symposium on
User Interface Software and Technology, UIST ’24,
New York, NY, USA. Association for Computing
Machinery.

Yaniv Leviathan, Dani Valevski, Matan Kalman, Danny
Lumen, Eyal Segalis, Eyal Molad, Shlomi Pasternak,
Vishnu Natchu, Valerie Nygaard, James Manyika,
and 1 others. 2026. Generative ui: Llms are effective
ui generators. arXiv preprint arXiv:2604.09577.

Junwei Liu, Kaixin Wang, Yixuan Chen, Xin Peng,
Zhenpeng Chen, Lingming Zhang, and Yiling Lou.

2026. Large language model-based agents for soft-
ware engineering: A survey. ACM Trans. Softw. Eng.
Methodol. Just Accepted.

Wendy E. Mackay and Michel Beaudouin-Lafon. 2025.
Interaction substrates: Combining power and simplic-
ity in interactive systems. In Proceedings of the 2025
CHI Conference on Human Factors in Computing
Systems, CHI ’25, New York, NY, USA. Association
for Computing Machinery.

MCP Core Maintainers. 2026. Mcp apps - bringing ui
capabilities to mcp clients. https://blog.modelco
ntextprotocol.io/posts/2026-01-26-mcp-app
s/. Accessed: 2026-07-06.

Damien Masson, Young-Ho Kim, and Fanny Chevalier.
2025. Textoshop: Interactions inspired by drawing
software to facilitate text editing. In Proceedings
of the 2025 CHI Conference on Human Factors in
Computing Systems, CHI ’25, New York, NY, USA.
Association for Computing Machinery.

OpenAI, Josh Achiam, Steven Adler, Sandhini Agarwal,
Lama Ahmad, Ilge Akkaya, Florencia Leoni Ale-
man, Diogo Almeida, Janko Altenschmidt, Sam Alt-
man, Shyamal Anadkat, Red Avila, Igor Babuschkin,
Suchir Balaji, Valerie Balcom, Paul Baltescu, Haim-
ing Bao, Mohammad Bavarian, Jeff Belgum, and
262 others. 2024. Gpt-4 technical report. Preprint,
arXiv:2303.08774.

Shirui Pan, Linhao Luo, Yufei Wang, Chen Chen, Ji-
apu Wang, and Xindong Wu. 2024. Unifying large
language models and knowledge graphs: A roadmap.
IEEE Transactions on Knowledge and Data Engi-
neering, 36(7):3580–3599.

Mohi Reza, Nathan M Laundry, Ilya Musabirov, Peter
Dushniku, Zhi Yuan “Michael” Yu, Kashish Mittal,
Tovi Grossman, Michael Liut, Anastasia Kuzminykh,
and Joseph Jay Williams. 2024. Abscribe: Rapid
exploration & organization of multiple writing vari-
ations in human-ai co-writing tasks using large lan-
guage models. In Proceedings of the 2024 CHI Con-
ference on Human Factors in Computing Systems,
CHI ’24, New York, NY, USA. Association for Com-
puting Machinery.

Yijia Shao, Vinay Samuel, Yucheng Jiang, John Yang,
and Diyi Yang. 2026. Collaborative gym: A frame-
work for enabling and evaluating human-agent collab-
oration. In The Fourteenth International Conference
on Learning Representations.

Leixian Shen, Yifang Wang, Huamin Qu, Xing Xie,
and Haotian Li. 2026. Interaction-augmented instruc-
tion: Modeling the synergy of prompts and interac-
tions in human-genai collaboration. In Proceedings
of the 2026 CHI Conference on Human Factors in
Computing Systems, CHI ’26, New York, NY, USA.
Association for Computing Machinery.

Thariq Shihipar. 2026. Using claude code: The unrea-
sonable effectiveness of html. https://claude.c
om/blog/using-claude-code-the-unreasonabl

793

https://doi.org/10.1145/3772318.3791673
https://doi.org/10.1145/3772318.3791673
https://developers.googleblog.com/a2ui-v0-9-generative-ui/
https://developers.googleblog.com/a2ui-v0-9-generative-ui/
https://developers.googleblog.com/a2ui-v0-9-generative-ui/
https://developers.googleblog.com/en/a2a-a-new-era-of-agent-interoperability/
https://developers.googleblog.com/en/a2a-a-new-era-of-agent-interoperability/
https://developers.googleblog.com/en/a2a-a-new-era-of-agent-interoperability/
https://doi.org/10.1145/3786335.3813144
https://doi.org/10.1145/3786335.3813144
https://doi.org/10.1145/3706599.3719743
https://doi.org/10.1145/3706599.3719743
https://doi.org/10.1145/3706599.3719743
https://doi.org/10.1145/3586183.3606737
https://doi.org/10.1145/3586183.3606737
https://doi.org/10.18653/v1/2025.emnlp-demos.7
https://doi.org/10.18653/v1/2025.emnlp-demos.7
https://doi.org/10.1145/3654777.3676419
https://doi.org/10.1145/3654777.3676419
https://doi.org/10.1145/3796507
https://doi.org/10.1145/3796507
https://doi.org/10.1145/3706598.3714006
https://doi.org/10.1145/3706598.3714006
https://blog.modelcontextprotocol.io/posts/2026-01-26-mcp-apps/
https://blog.modelcontextprotocol.io/posts/2026-01-26-mcp-apps/
https://blog.modelcontextprotocol.io/posts/2026-01-26-mcp-apps/
https://doi.org/10.1145/3706598.3713862
https://doi.org/10.1145/3706598.3713862
https://arxiv.org/abs/2303.08774
https://doi.org/10.1109/TKDE.2024.3352100
https://doi.org/10.1109/TKDE.2024.3352100
https://doi.org/10.1145/3613904.3641899
https://doi.org/10.1145/3613904.3641899
https://doi.org/10.1145/3613904.3641899
https://doi.org/10.1145/3613904.3641899
https://openreview.net/forum?id=GDYueXtKXT
https://openreview.net/forum?id=GDYueXtKXT
https://openreview.net/forum?id=GDYueXtKXT
https://doi.org/10.1145/3772318.3790505
https://doi.org/10.1145/3772318.3790505
https://doi.org/10.1145/3772318.3790505
https://claude.com/blog/using-claude-code-the-unreasonable-effectiveness-of-html
https://claude.com/blog/using-claude-code-the-unreasonable-effectiveness-of-html


e-effectiveness-of-html. Accessed: 2026-07-
06.

Ben Shneiderman. 1981. Direct manipulation: A step
beyond programming languages (abstract only). SIG-
SOC Bull., 13(2–3):143.

Sangho Suh, Bryan Min, Srishti Palani, and Haijun Xia.
2023. Sensecape: Enabling multilevel exploration
and sensemaking with large language models. In
Proceedings of the 36th Annual ACM Symposium on
User Interface Software and Technology, UIST ’23,
New York, NY, USA. Association for Computing
Machinery.

Chenglong Wang, John Thompson, and Bongshin Lee.
2024a. Data Formulator: AI-Powered Concept-
Driven Visualization Authoring . IEEE Transactions
on Visualization & Computer Graphics, 30(01):1128–
1138.

Lei Wang, Chen Ma, Xueyang Feng, Zeyu Zhang, Hao
Yang, Jingsen Zhang, Zhiyuan Chen, Jiakai Tang,
Xu Chen, Yankai Lin, Wayne Xin Zhao, Zhewei Wei,
and Jirong Wen. 2024b. A survey on large language
model based autonomous agents. Frontiers of Com-
puter Science, 18(6):186345.

Liwenhan Xie, Chengbo Zheng, Haijun Xia, Huamin
Qu, and Chen Zhu-Tian. 2024. Waitgpt: Monitoring
and steering conversational llm agent in data analysis
with on-the-fly code visualization. In Proceedings of
the 37th Annual ACM Symposium on User Interface
Software and Technology, UIST ’24, New York, NY,
USA. Association for Computing Machinery.

Mulong Xie and Yang Xie. 2026. Software as content:
Dynamic applications as the human-agent interaction
layer. Preprint, arXiv:2603.21334.

Yuan Xu, Shaowen Xiang, Yizhi Song, Ruoting Sun,
and Xin Tong. 2026. Duetui: A bidirectional context
loop for human-agent co-generation of task-oriented
interfaces. In Proceedings of the 2026 CHI Confer-
ence on Human Factors in Computing Systems, CHI
’26, New York, NY, USA. Association for Computing
Machinery.

Yuheng Zhao, Xueli Shu, Liwen Fan, Lin Gao,
Yu Zhang, and Siming Chen. 2026. Proactiveva:
Proactive visual analytics with llm-based ui agent.
IEEE Transactions on Visualization and Computer
Graphics, 32(1):451–461.

A Evaluation Details

We combine deterministic checks with an LLM-
based evaluation (from a separate model family,
Gemini 3.1 Pro) to assess agent outputs. Deter-
ministic checks verify contract-level constraints,
including schema validity and required output
formats, as well as task-specific expected out-
comes. For create_canvas, we additionally check

whether the generated view and action types match
the expected specification. For update_canvas,
we verify that the revised canvas matches the ex-
pected content after applying the update. For
fire_action, we check whether the fired action
type matches the expected action.

The LLM evaluator handles open-ended crite-
ria that cannot be reliably determined through de-
terministic checks, including semantic grounding,
content correctness, and style conventions.

A.1 Judge Prompts

System Prompt

You evaluate what an agent wrote to a shared
interactive canvas.
{what a canvas is: the view fixes the
interaction structure; the agent authors, per
task, what each
interaction MEANS and publishes it as readable
canvas state, so other agents and humans can

use a
canvas they did not create. You grade the

authored part against the fixed part.}

FIXED BY THE VIEW, identical across all tasks:
{for each of the four views (graph, table, text,
display): its element types, its content shape,
and a
closed catalogue of actions over them; * marks
a consequence action that changes content, the
rest are
coordination actions that only change what is

shown}

AUTHORED BY THE AGENT, per task:
{which view(s) to instantiate; a title; the
content, elements keyed by id, with an optional
per-element
ref that links equal referents across views;

the published action meanings; optionally,
composable
controls and presentation settings}

OWNERSHIP:
{one owner per canvas (the agent that created
it) alone resolves the consequences others fire;
in
exclusive mode a non-owner only fires

published actions, in collaborative mode it may
co-author content
under a lock but never changes the published

meanings}

Grade only the authored part against the fixed
part. Reply with one compact JSON object in the
shape the

request specifies, nothing else.

Prompt for Canvas Authoring

Grade a create_canvas run: an agent, given a
request, instantiated one or more views and
filled them for the task.
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Criterion Question Scale

create_canvas
view_selection Did the run build the view(s) the case expects? recall 0–1, exact
referent_coverage Are the task’s information-unit kinds present at all (placement aside)? covered/total
element_binding Does each element kind stand for the referent kind the task intends? pass/na
spec_format Is the spec structurally whole? (the home for any structural anomaly) pass
element_format Are ids and paths written in the contract’s form? pass/na
value Does the content deliver the right entities and relations, complete, nothing invented? 0–1, defects
action_selection‡ Are the requested manipulations enabled in config.actions? recall 0–1
action_meaning‡ Does each published meaning say what its action accomplishes for this task? good/total

title† Is the title informative for the task? pass/na
ref_coordination† Do elements shared across views carry the same ref so the views link? pass/na

fire_action
action_selection Is the fired action the published one whose meaning matches the problem? pass, defects
target_reference Does the path denote the element the problem is about? pass/na, defects
spec_format Does the call carry the fields the action needs? pass
element_format Are the IDs and paths the call names (its path and any value ref) in the contract’s

form?
pass/na

value Does the authored value solve the problem? pass/na
style_convention Does authored content follow the canvas’s established formatting? pass/na

Table 4: Judge rubrics for create_canvas (top) and fire_action (bottom). † denotes optional criteria reported
separately from failure criteria; ‡ applies only to the +action variant of create_canvas.

REQUEST:
{request}

EXPECTED VIEWS (for view_selection --- the case
expects these; an extra appropriate view is
fine):
{views}

{action_block}THE CANVAS(ES) THE AGENT BUILT (
view, title, content with any per-element refs,
config):
{authored}

{rules}

CRITERIA --- answer each in the JSON shape
shown after it:
{criteria}

Return ONE JSON object, nothing else, no
markdown fences:
{output}

Prompt for Cross-Agent Invocation

Grade a fire_action run: an agent that does not
own a canvas fired ONE of its published
actions to solve a problem, for the owner to
carry out.

THE PROBLEM:
{problem}

THE CANVAS --- its content, and the actions it
publishes (id -> the meaning its owner bound;
the agent chooses from these):
{canvas}

THE FIRE THE AGENT COMPOSED:
action: {action}
path: {path}

value: {value}
WHAT IT ADDRESSES: {where}

{rules}

CRITERIA --- answer each in the JSON shape
shown after it:
{criteria}

Return ONE JSON object, nothing else, no
markdown fences:
{output}

A.2 Evaluation Criteria
Table 4 summarizes the criteria used for canvas
authoring (create_canvas) and cross-agent invo-
cation (fire_action).
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