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Industry Track Preface

Welcome to the EMNLP Industry Track 2026!

The EMNLP 2026 Industry Track highlights insights, research challenges, and practical lessons arising
from the design, development, deployment, and evaluation of real-world language and speech technology
applications. The track welcomes work on system design, efficiency, maintainability and scalability, nov-
el applications and use cases, and methods for deployed systems, with the broader goal of strengthening
the exchange of ideas and experience between academia and industry.

The Industry Track was first introduced at EMNLP in 2022, and EMNLP 2026 marks its fifth edition at
the conference. This year, the track received 931 submissions. Submissions were reviewed in a double-
blind process and assessed based on novelty, technical quality, potential impact, and clarity, with partic-
ular emphasis on real-world implementations, real-world data, and appropriate evaluation methodology.
Authors were given an opportunity to respond to reviews before final decisions were made.

Following the review process, 265 papers were selected for presentation at EMNLP 2026. Of these, 23
were selected for oral presentation and 242 for poster presentation. The Industry Track programme will
take place in Budapest, Hungary, on October 25–27, 2026, as part of EMNLP 2026.

We would like to thank all authors who submitted their work to the Industry Track, as well as the re-
viewers and area chairs who contributed their time and expertise to the review process and helped shape
the final program. We are also grateful to the EMNLP 2026 organizing committee and to the chairs of
previous Industry Tracks for their guidance and support.

We hope you find the proceedings useful and enjoyable.

Enjoy the conference!

The EMNLP 2026 Industry Track Programme Co-Chairs
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Jerzy Kamiński, Ilya Galyukshev, Artem Kuznetsov, Sergey Chuprin, Kirill Redko, Aidar Shum-
balov and Anna Kalyuzhnaya . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3391

GraphBit: A Graph-based Agentic Framework for Non-Linear Agent Orchestration
Yeahia Sarker, Md Rahmat Ullah, Musa Molla and Shafiq Joty . . . . . . . . . . . . . . . . . . . . . . . . . . 3412

REDACT: A Systematically Controlled Multilingual Benchmark for Personal Information Detection
Guneesh Vats, Anubha Agrawal, Shikha Singhal, Ajita Dash, Praison Selvaraj, Vidhan Jhawar,

Ranga Prasad Chenna and Bharadwaj Y M G . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3426

CrisisLink: Closing the Loop between Underspecified Crisis Posts and Humanitarian Coordination
Yuchen Zhang, Yuze Gao, Bin Chen, Jian Su and Farah Benamara . . . . . . . . . . . . . . . . . . . . . . . 3441

How to Speculate about Uncertainty in Agentic Coding? A Draft-Model Gate Method
Konstantin Grotov and Valentin Malykh . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3455

Beyond Dense Retrieval: A Structured-Semantic Approach for Conversation Analytics
Abinesh Kanagarajan, Chetan Aggarwal and Anjali Jain . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3466

ProChunker: Self-Optimizing Procedural Chunking for Agent-Ready Workflow Graphs
Soumajit Roy, Sayanta Adhikari, Vinayak S Puranik and Prakash Mandayam Comar . . . . . . . 3490

RACA-PODS: Reasoning-Informed First-Token Prediction for Query-Document Relevance in WeChat
Search

Yupeng Hu, Dongliang Liao, Changxing Ding, Mengchuan Qiu, Huasheng Liang, Qiang Yan and
Junhong Wang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3520

ONTOFORM: Ontology-Grounded Semantic Data Generation for Enterprise Document Understanding
Nilakshan Kunananthaseelan, Benjamin Kane, Siddharth Jain, Mahsa Ghorbanali, Fatemeh Shiri,

Raj Tumuluri and Gholamreza Haffari . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .3535

FedAnchor: Differentially Private Federated LoRA via Weight Anchoring
Jie Xu, Haaris Mehmood, Rogier van Dalen, Karthikeyan Saravanan and Mete Ozay . . . . . . . 3544

LLM Post-Training as Brownfield Maintenance: An Industrial Perspective on Dataware Engineering
Gopi Krishnan Rajbahadur, Amir Ebrahimi, Boyuan Chen and Ahmed E. Hassan. . . . . . . . . .3555

Predicate Importance Estimation and Decoupled Rationale-Score Distillation for Entity Alignment
Keunha Kim, Yoonjin Jang, Hyeon-gu Lee, Sihyung Kim and Youngjoong Ko . . . . . . . . . . . . 3570

Adapt the Words, Freeze the Model: LLM Prompt Evolution for Domain-Shift-Robust Segmentation
Olga Volkova, Nikita Glazkov, Pchelin Konstantin, Iaroslav Radionovich Bespalov, Evgeny Evge-

nievich Baraboshkin, Denis Orlov and Dmitry V. Dylov . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3588

AutoGraphQL: A Bring-Your-Own-Schema Framework for Adapting Open-Weight LLMs to GraphQL
APIs

Keya Battu, Parth Mehta, Harikrishnan Balagopal and Manish Kesarwani . . . . . . . . . . . . . . . . 3602

Relevance is not enough: A Communication-Oriented Retrieval System for Consequential Scientific
Question Answering

Avina Nakarmi, Naga Datha Saikiran Battula, Anthony Diaz and Aritra Dasgupta . . . . . . . . . 3614

xxvii



LDU-Bench: Multimodal LLM Evaluation for Lithography Defect Understanding under Layout-Varying
Circuit Backgrounds

Huanglong ji, Botong Zhao, Shujing Lyu and Yue Lu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3626

MERIT: Mitigating Exposure Bias in Generative XMC for User-Interest Propensity Modeling
Abhinav Mahajan, Arindam Sarkar and Prakash Mandayam Comar . . . . . . . . . . . . . . . . . . . . . . 3638

EnterpriseClawBench: Building Enterprise Agent Benchmarks from Real Workplace Sessions
Jincheng Zhong, Weizhi Wang, Che Jiang, Kai Tian, Zhenzhao Yuan, Junlin Yang, Dianqiao Lei

and Kaiyan Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3657

Med-GRADE: Medical Grading and Rubric-based Assessment of Doctor-Patient Encounters
Yidong Jiang, Chao Ding, Renjie lu, Rongzhao Zhang, Yankai Jiang, Tianbin Li, Junzhi Ning,

Chengze Li, Haoyu Zhang, Jinru Ding and Pengcheng Chen . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3673

SAGE: Stochastic Prompt Optimization via Agent-Guided Exploration
Ziyi Zhu, Luka Smyth, Saki Shinoda and Jinghong Chen . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3695

Multi-View Structural Interpretability of Agentic Reasoning Traces
Ritika Hooda, Sravanthi Machcha, Jackson MacDonald, Lavanika Srinivasaraghavan, Atharva

Nijasure, Rui Wang, Lei Shi, Junda Wu and Tong Yu . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3712

AraDynFact: Dynamic Evaluation of Factual Knowledge in Arabic
Ignacio Iacobacci, Faroq AL-Tam, Zhaozhi Qian and Muhammad AL-Qurishi . . . . . . . . . . . . 3741

Efficient Multi-Tenant LoRA Serving for Encoder Models via Late-Fusion Batched Matrix Multiplica-
tion

Ashutosh Rupoliya Dwivedi, Keshav Shrikant and Jyotsna Rupaliya . . . . . . . . . . . . . . . . . . . . . .3753

Uncertainty Guardrails for LLM-Based Medical Diagnostic Systems
Gleb Kuzmin, Lyudmila Rvanova, Ilia Kopanichuk, Vladimir Makharev, Ivan Bakulin, Vladimir

Shaposhnikov, Artem Oskin, Petr Anokhin, Aleksandr Nesterov, Artem Vazhentsev, Alexander Panchenko,
Elena Tutubalina, Iaroslav Radionovich Bespalov, Dmitry V. Dylov, Artem Shelmanov and Ivan Os-
eledets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3764

Audio Front-End Decoupling: Why Synthetic-Voice Simulators Fail to Predict Real-World Voice Agent
Behavior

Shoutrik Das, Suraj Agrawal and Aashraya Sachdeva . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3781

Deploying LLM Agents for Auditable Complaint Investigation in Banking
John Hartley, Conor Brian Hamill, Azam Din, Fayz Siddiqui, Kingsley Nketia Acheampong,

Greig A Cowan and Raad Khraishi . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .3802

ExhibitionBench: A Multi-Source, Multi-Task Benchmark for Evaluating LLMs as Exhibition Curation
Assistants

Mengze Hong, Sun Yanjie, Mengyao Zhu, Chen Jason Zhang, Di Jiang, Huang Guoqiong Ivanka,
Haoyang LI, Zhiqiang Kou, Shuning Zhang, Wangze Ni, Enhao Huang, Zeyang Lei, Xia Zeng, Sheng
Wang and Di Liang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3814

CAST: Contrastive Adjudication via Selective Triggering for Clinical LLMs
Krishna Senthilkumar, Archana Vaidheeswaran and Shivank Garg . . . . . . . . . . . . . . . . . . . . . . . 3826

TRACE: Deployable Tree-Relational Structure Enhancement for Oncology LLMs
Jizheng Lai, Yingyun Li, Ying Qin and Haiyang Qian . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3836

xxviii



From Experts to Open-Weight Models: a Validated LLM Pipeline for Institutional Economic News
Annotation

Michele Petrocelli, Andrea Rollin, Matteo Berta, Francesca Zafonte, Simone Monaco, Daniele
Apiletti and Tania Cerquitelli . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3854

When Summaries Distort Decisions: Information Fidelity in LLM-Compressed Financial Analysis
Hoyoung Lee, Suhwan Park, Seunghan Lee, Jun Seo, Jaehoon Lee, Sungdong Yoo, Minjae Kim,

CheolWon Na, Zhangyang Wang, Zach Golkhou, Minkyu Kim, Sotirios Sabanis, Alejandro Lopez-Lira,
Dhagash Mehta, Soonyoung Lee, Chanyeol Choi, Wonbin Ahn and Yongjae Lee . . . . . . . . . . . . . . . 3870

CapMem: A Benchmark for Caption-Based Episodic Memory in Egocentric Video
Dingli Liang, Yiqiao Xie, Yukai Huang, Zhaokai Wang, Weitong Cai, Guangwen Feng, Jifei Song,

Zhensong Zhang and Hang Zhang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3888

ReCAST: Restoration-aware Cascaded Stage-wise Training for Obfuscated SMS Risk Classification
Jieyun Huang, Yi Shen, Kaikai Zhao, Jiangze Yan, Wenjing Zhang, Ping Chen, Ning Wang,

Zhaoxiang Liu, Kai Wang and Shiguo Lian . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3915

BPCF: A Token-Efficient Process Model Notation for LLM-Based BPMN Generation
Ankit Agrawal, Nicholas Wolf and Flora Geske . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3932

Reproducing Omitted Temporal Expressions in Japanese News for Retrieval-Augmented Applications
Tomoaki Yasuda and Shotaro Ishihara . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3945

Multi-Step Tool-Calling over Korean Open Public APIs: A Benchmark and a Data-Synthesis Recipe
Dain Kim, Eungi Cho, Kyumin Kim, Shinyeong Noh and Kyuseong Lim . . . . . . . . . . . . . . . . . 3957

Adapting Technical-Service LLM Agents with Latent Logic Augmentation, Robust Noise Reduction, and
Hybrid Reward Modeling

Junzhuo Ma, Chenghuang Shen, Yi Yu, Xingyan Liu, Jing Gu, Hangyi Sun, Guangquan Hu,
Jianfeng Liu, Weiting Liu, Pu Mingyue, Wang Yu, Zhengdong Xiao, Rui Xie, Longjiu Luo, Qianrong
Wang, Gurong Cui, Honglin Qiao and Wenlian Lu. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .3987

MMAI Gym for Science: Training Liquid Foundation Models for Drug Discovery
Maksim Kuznetsov, Zulfat Miftahutdinov, Rim Shayakhmetov, Mikolaj Mizera, Roman Schutski,

Bogdan Zagribelnyy, Ivan Ilin, Nikita Bondarev, Thomas MacDougall, Mathieu Reymond, Mihir Bafna,
Kaeli Kaymak-Loveless, Eugene Babin, Maxim Malkov, Mathias Lechner, Ramin Hasani, Alexander
Amini, Vladimir Aladinskiy, Alex Aliper and Alex Zhavoronkov . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4023

TabAutoSyn: A Generator-Agnostic Pipeline for Deployment-Ready Synthetic Tabular Data
Dmitrii Kuznechenko, Kirill Rapatskikh, Anna Kalyuzhnaya and Alexander Boukhanovsky 4048

Quantizing Masked Diffusion Language Models: Storage-Quality Trade-offs and Runtime Diagnostics
Pawan Kumar and Neel Mishra . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4067

Training Lightweight PII Text Detectors via Rubric-Guided Contrastive Data Synthesis
Shota Ekuni, Jie Zeng, Yohei Kobashi, Takeshi Kojima, Yusuke Iwasawa and Yutaka Matsuo4090

Verify, Then Argue: Claim Verification in Investment Agent Debates
Joyce Ann Clarize Galang, Ahmed Mady and Georg Groh . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4105

GRACE-DS: a Guarded Reward-guided Agent Correction Environment in Data Science
Aleksandr Tsymbalov, Danis Zaripov, Artem Epifanov and Anastasiya Palienko . . . . . . . . . . . 4120

Hybrid Generative–Tagging Decoding for Product Attribute–Value Extraction
Keshav Kolluru, Manas Gupta, Maroof Ahmad and Suchitra Sathyanarayana . . . . . . . . . . . . . . 4149

xxix



What Else Needs Fixing? Exploring Cost-Effective Test-Time Compute for Revision Propagation in
Artifacts Generated Through Conversation

Daisuke Kikuta . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4161

LatentRiskBench: Measuring State-Dependent Risks in Enterprise Agents
Jingyue Cong, Estrid He, Zhuang Li, Li Shen, Nan Wu, Yameng Peng, Xinshu Li and Andy Song

4178

Certified Cost-Optimal Triage for Suggestion Detection in Reviews
Aniket Upadhyay, Aakash Trivedi, Dhruv Kumar and Pratik Narang . . . . . . . . . . . . . . . . . . . . . 4196

Fund2Persona: A Framework for Building and Refining Financial Advisor Personas from Fund Disclo-
sure Data

Suhwan Park, Hoyoung Lee, Zhangyang Wang, Alejandro Lopez-Lira, Young Cha, Chanyeol
Choi, Jaewon Choi and Yongjae Lee . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4212

Cite or Decline: A Strict Course-Grounded Chatbot for STEM Lecture Videos
S M Masrur Ahmed and Jaspal Subhlok . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4230

When Do Prompt-Side Agent Playbooks Transfer?Accuracy, Cost, and Runtime Shift in Agent Deploy-
ment

Weihong Lin, Xiangzheng Zhang and Lin Sun . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4243

Calibrated Deferral Routing for Cost-Efficient Guardrails
Giandomenico Cornacchia, Inkit Padhi, Manish Nagireddy, Subhajit Chaudhury, Pierre Dognin,

Tejaswini Pedapati, Ambrish Rawat, Mark Purcell, Kush R. Varshney and Prasanna Sattigeri . . . . 4264

Not All Fallbacks Are Failures: Understanding and Recovering from Fallbacks in Mobile Voice Assis-
tants

Phillip Schneider, Alexandre Mercier, Joshua Oehms, Kristiina Jokinen and Florian Matthes4283

AdCompliance: Towards Automated Compliance Verification in Advertising Operations
Saki Sugiyama, Peinan Zhang, Yusuke Sakai, Sho Takase, Hiroki Ouchi and Taro Watanabe4295

Reading the News: Adapting Large Language Models to Swedish Journalism Through Continued Pre-
Training

Lukas Borggren, Jenny Kunz and Marco Kuhlmann . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4305

MotiGAN: Game Theory Meets the Motivated Intruder Test for Re-identification Risk Generation and
Annotation in Pseudonymisation

Xuan-Son Vu, Tien Dat Dang and Elena Volodina . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4328

Cost-Efficient Intent Classification via Semantic-Candidate Adaptation and Selective Capability Rout-
ing

Jiawei Sun and Yongsheng Sang . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4338

What Should Be Fixed? Rule-Grounded Corrective Actions for Reworkable Logical Anomalies in In-
dustrial Inspection

Haitao Zhang, Bosheng Chen, Haote Xu, Xiaotong Tu, Yue Huang and Xinghao Ding . . . . . 4349

Catching AI-Generated Code at Scale: A Lightweight and Interpretable Detector for the LLM Era
Arnesh Batra, Krish Thukral, Dev Sharma, Aniket Khandelwal and Arush Gumber . . . . . . . . 4357

Phoenix-VL 1.5 Medium: Continued Pre-Training of Sovereign Multimodal AI for On-Premises Public-
Sector Deployment

Ze Yu Zhang, Jiale Wang, Jia Hui Bong, Umar Jamil, Wen Jett Lam, Biondi Lee, Eva Lim, Vincent
Maladiere, Hong Jin Jonathan Ng, Arka Ray, Elijah Seah, Justin Tan, Fiona Teo, Guang Xiang Teo, Toh
Xin Yi Grace, Yeo Shun Yi and Gee Wah Ng . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4374

xxx



Graph-Guided Selective Unlearning for Language Models: Controlling Support Routes Beyond Forget
Seeds

Waqas Khan, Tabinda Sarwar, Jingyue Cong, Xun Yi and Estrid He . . . . . . . . . . . . . . . . . . . . . . 4398

DiffResearch: Accelerating Deep Research with Diffusion Language Models
Alan-Barsag Gazzaev, Alexey Gavrilov, Mikhail Mozikov and Sergey Muravyov . . . . . . . . . . 4415

CARE: Bounded Selective Evidence-to-Judgment Routing for Cost-Aware Document Security Classifi-
cation

Yeseul Chang, Woosang Lim, Rahul Kailasa, Simon Shim and Jaewoo Lee . . . . . . . . . . . . . . . 4423

SKILL.state: Scalable Long-Horizon Agent Skills
Sanket Badhe, Priyanka Tiwari and Jonghyun Chung . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4434

Trace-GRAF: Trace-Guided Granularity Routing for Sequential Agentic Workflows
Anastasiia Linich, Artyom Sosedka and Semen Budennyy. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .4450

Cloud and On-Premises Deployment of Uzbek Legal RAG via Targeted Retriever Fine-Tuning
Tatul Danielyan, Mariam Avetisyan and Hrant Davtyan . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4461

xxxi


