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Abstract

Chinese query correction (CQC) is important
for search and query recommendation on con-
tent platforms, but supervised methods rely on
large annotated correction pairs that are costly
to maintain as query vocabularies evolve. Un-
supervised correction with language models is
attractive, yet in the short-query setting, uncon-
strained generation often over-corrects ambigu-
ous inputs toward high-frequency phrases, caus-
ing intent drift. We propose GUIDE, a gener-
ative unsupervised framework for CQC based
on a confuse-then-clarify paradigm. GUIDE
encodes phonetically or visually confusable
characters with shared-IDs and reconstructs
the original query with an encoder—decoder
architecture, which constrains correction to
plausible confusion neighborhoods while learn-
ing from unlabeled query streams. A time-
decayed, query-frequency-weighted objective
further supports adaptation to rapidly chang-
ing query vocabularies. Experiments on QSpell
250K and KwaiSearch, a large-scale industrial
dataset from Kuaishou, show that GUIDE con-
sistently outperforms strong baselines, while
online A/B testing further confirms gains in cor-
rection quality and downstream engagement.

1 Introduction

Search queries directly express user intent and
determine what content is retrieved and sur-
faced. On large content platforms such as TikTok
and Kuaishou, query recommendation modules—
including search suggestions, autocomplete, and
related-query recommendation—are often built
from historical search logs and user interactions
(Bacciu et al., 2024). As a result, misspellings
and non-canonical variants in query streams can be
repeatedly exposed, clicked, and re-mined, caus-
ing noisy forms to propagate through downstream
retrieval, ranking, and recommendation pipelines

* Equal contribution. fCorresponding author.

(Gaoetal., 2010; Sun et al., 2012). This makes Chi-
nese query correction (CQC) an important problem
in industrial search systems.

Unlike the well-studied sentence-level Chinese
spelling correction (CSC), CQC is substantially
harder in practice due to several query-specific con-
straints (Yang et al., 2023; Su et al., 2025): (1)
Short Context: queries provide little context, mak-
ing it hard to decide whether to edit and what is in-
tended; (2) Fast Shift: vocabularies change rapidly
with new memes, influencers, and emerging en-
tities; (3) Creative Use: homophones can be in-
tentional puns—e.g., “4x & (lit. “money road”,
i.e., “money- making prospects”) puns on its ho-

o=

mophone “#J & (gidnti, “future prospects”)—so
different is not always wrong; and (4) Few Labels:
large-scale query annotations are expensive, and
even millions of labeled pairs cover only a small
fraction of real errors. These constraints make
CQC fundamentally a problem of controlled edit-
ing: the system must decide not only what to cor-
rect, but also when to correct and how far it may
deviate from the original expression.

Existing approaches only partially address this
challenge. Supervised correctors learn a correc-
tion policy from labeled pairs (Zhang et al., 2020;
Xu et al., 2021), but collecting and refreshing
such annotations is expensive under fast vocab-
ulary shift. Weakly supervised methods typically
construct pseudo pairs through synthetic corrup-
tion (Liu et al., 2021; Li, 2022), which introduces
a hand-designed noise process that may not match
real query errors. Training-free Language Model-
based correction is attractive (Hong et al., 2019;
Zhou et al., 2024), but unconstrained or weakly
constrained decoding often over-corrects short am-
biguous queries, introduces unnecessary edits, or
fails to preserve the original query length (Li et al.,
2023; Liu et al., 2024).

These limitations suggest that effective unsuper-
vised CQC should not rely on free-form rewriting.
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Instead, correction should stay within plausible

confusion neighborhoods induced by realistic input

errors and shaped by the language’s input system.

Based on this intuition, we propose GUIDE, a gen-

erative unsupervised framework built on a confuse-

then-clarify paradigm. The core idea is to map con-
fusable characters into shared-IDs and then train an
encoder—decoder model to reconstruct the original
character sequence. This shared-ID reconstruction
objective turns character confusion structure into

a learning signal: the encoder is encouraged to

tolerate realistic ambiguity, while the decoder is

forced to clarify it back into a concrete query. As a

result, GUIDE learns controlled correction from

unlabeled query streams without requiring manu-
ally annotated correction pairs.

For Chinese, these neighborhoods are naturally
instantiated by the two dominant query errors:
sound-alike substitutions and, to a lesser extent,
look-alike ones (Liu et al., 2010; Wu et al., 2013a).
These error patterns are closely tied to Chinese
Input Method Editors (IMEs), such as pinyin and
handwriting. Accordingly, we implement GUIDE
with two complementary clustering strategies: pho-
netic shared-ID clustering based on pinyin con-
fusability, and visual shared-ID clustering based
on image-based character similarity. On top of
these clustered inputs, we train an encoder—decoder
Transformer with a time-decayed, query-frequency-
weighted objective so that the model can continu-
ally adapt to recent and frequent queries in evolving
search traffic. Our contributions are as follows:

* We propose GUIDE, a Generative Unsupervised
framework for Chinese query correction based
on a confuse-then-clarify paradigm, where pho-
netic and visual shared-ID Encoding provides an
explicit inductive bias for controlled correction
under weak query context.

* We show how shared-ID reconstruction enables
learning from unlabeled query streams without
error—correction pairs.

* We release KwaiSearch, a real-world search-
log dataset from the Kuaishou platform, and
show strong results on both OSpell 250K and
KwaiSearch, supported by online A/B testing.

2 Methodology

2.1 Problem Formulation and Overview

Let D = {(=;,t;)}}, denote a training set of
N Chinese character queries collected from logs,
where @; = {z;1,%i2,...,Tim,} is the observed

Phonetically Similar Case

Input 23 B8 % (gou) B FE
PSC %7 (gdu) #1(gdu) 4% (gdou) 49 (gou)

Visually Similar Case

Input 23 ke (pao) B E -
VSC Je(pdo) F1(gou) 4 (ju) #(jn)
Correct T3 Eag R (gou) B FE -

Translation Bristlegrass on a Slope.

Table 1: Examples of phonetically similar candidates
(PSC) and visually similar candidates (VSC) in Chinese
spelling errors. Misspelled characters are marked in red,
while the correct forms are indicated in blue. Phonetic
errors are same-syllable confusions (often differing only
in tone) from pinyin typing; visual errors are look-alike
characters that typically share a radical/component.

(possibly incorrect) query at time ¢;. The CQC
task maps an input query x; to a corrected query
Yi = {¥i1,Yi2, -, Yim, > Where y; has the same
length as x; and differs only at erroneous char-
acter positions. In CQC, errors often arise from
phonetically or visually similar candidates, with
representative examples shown in Table 1.

To avoid unintended rewrites under weak query
context, GUIDE constrains correction through
character clustering and sequence reconstruction.
As shown in Figure 1, the framework consists of
two core stages: (1) character clustering, which
maps an input query into a phonetic or visual
shared-ID sequence, and (2) Chinese query cor-
rection, which reconstructs the original character
sequence with an encoder—decoder Transformer.

2.2 Character Clustering

Character clustering groups Chinese characters
by phonetic or visual similarity and maps each
character to a shared ID. Formally, let g(-) be a
clustering-based mapping that converts a query
x; into a shared-ID sequence &; = g(x;) =
{Zi1,...,%im,}, where multiple confusable char-
acters may share the same ID. This mapping is
intentionally lossy: it removes fine-grained charac-
ter identity at the encoder side, making the input
more tolerant to typical user errors and restricting
edits to plausible confusions. To cover dominant
error types in practice, especially phonetic confu-
sions and visually similar confusions, we design
two complementary ways to construct g(+).

Homophonic Clustering. Most query typos
on content platforms are sound-alike confusions

173



Homophonic Clustering

R Unique-IDs
4 3,,\". ENE SR A R
R L gu(436)

- Ju(575)

Beam Search

Transformer

g e9) s g |{ }
Taow e

w |

. Shared-IDs
R tu  po shang de gou wei cao
246 581 3830 491 489 1581 515

k% E ® ¥ R %] LK E® ¥ R ¥

a

Unique-IDs

% X % E ¥ ¥ R ¥
A 4 5 Beam Search
# Transformer
=
¥ LA
#

Shared-Ibs

% E #W B R OF X oW Lk 8 B R ¥

Figure 1: Overview of GUIDE with two clustering-based correction models: the left part shows the homophonic
model, and the right part shows the visual-similarity model, based on pronunciation and character shape, respectively.

caused by pinyin input. We therefore build a pinyin-
based clustering strategy that maps each character
to a pronunciation key without tones, and assigns
the same shared ID to characters with the same
tone—stripped pinyin. For polyphonic characters,
we choose the most frequent tone—stripped pronun-
ciation in query logs to determine the ID, which
aligns the clusters with common user inputs and
captures frequent phonetic confusions.

Visual Similarity Clustering. To handle another
major error type—look-alike confusions—we clus-
ter characters by visual similarity using image-
based character representations. We render each
character as an image and encode it with a Vision
Transformer (ViT) (Dosovitskiy et al., 2020) to
obtain feature vectors, then cluster characters us-
ing cosine similarity between these representations.
We use a threshold 7 to determine whether two
characters should be grouped into the same clus-
ter, thereby controlling the granularity of visual
neighborhoods.

2.3 Chinese Query Correction

We perform Chinese query correction with an
encoder—decoder Transformer, where the encoder
consumes shared-ID inputs and the decoder pre-
dicts the original character IDs. In the encoder
stage, input query characters are mapped to shared-
IDs, enabling the model to learn robust represen-
tations of error variants from large-scale, mostly
error-free text data. The decoder then maps the
shared-ID sequence back to the corresponding orig-
inal character IDs. During inference, we decode
the output sequence using beam search.

In practice, we train two separate correction mod-
els based on the two clustering strategies, namely
the homophonic model and the visual-similarity

model. The homophonic and visual-similarity mod-
els can be applied independently or combined. For
deployment, we use a simple dynamic fusion with-
out an explicit error-type classifier: for the same
query, we feed the phonetic shared-ID sequence
to the homophonic model and the visual shared-
ID sequence to the visual-similarity model, and
obtain decoder scores (token logits) for beam can-
didates from both models. We then compare the
candidates from the two models and keep the one
with the smaller score gap to the original query
(i.e., the smaller change in normalized sequence
log-likelihood relative to the original query), which
helps prevent over-correction while still benefiting
from beam search for plausible alternatives.

2.4 Training Objective with Time-decayed
Frequency Reweighting

Given the shared-ID sequence x; obtained by
the clustering-based mapping in Section 2.2, we
then train GUIDE to reconstruct the original
query x; = {xi1,...,Tim,} with a time-decayed
frequency-reweighted negative log-likelihood:

1 N m;
= Nz Zlogpe xz] |$17xz<]) (D

where w; = log(1+¢;) -exp(—A- At;) is a weight
that depends on the query search count ¢; and fresh-
ness At;. This reweighting shifts learning focus
toward frequent and recent queries while preserv-
ing the shared-ID reconstruction objective.

3 Experiments

This section evaluates GUIDE for CQC with both
offline and online studies. We report offline re-
sults on the public OSpell 250K benchmark and
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. . QOSpell 250K KwaiSearch

Method Model Size/Setting Prec Rec. F1 | Prec. Rec. F1

g | BERT | — 101891 0.4385 0.2642|0.0624 0.2330 0.0984
“ | MaSKED-FT | — 102931 0.6247 0.3990|0.1603 0.5734 0.2505
Qwen3-0.6B 03224  0.6693 0.4352]0.1450 0.6174 0.2348

SIMPLE-CSC |Qwen3-1.7B 03282  0.7379 0.4543(0.1554 0.7156 0.2553
Qwen3-4B 0.3617 0.6950 0.4757|0.1732 0.6454 0.2730

Qwen3-0.6B  0-shot|0.0365 0.0954 0.0528/0.0322 0.1290 0.0516

g Qwen3-0.6B  10-shot|0.0352  0.1495 0.0569|0.0305 0.4424 0.0570
2 LLM.ICL |Qwen3-L7B  0O-shot|0.0786 03046 0.1249/0.0251 0.1859 0.0442
S Qwen3-1.7B 10-shot|0.0975 0.5375 0.16500.0322 0.5010 0.0601
Qwen3-4B  0-shot|0.1645 0.2620 0.2021|0.0664 0.1937 0.0989

Qwen3-4B  10-shot|0.2105 0.5078 0.2976|0.0730 0.3424 0.1203

3-lager  Enc-Dec|0.4244 05341 0.4730[0.6738 0.8476 0.7508

GUIDE (ours) | 6-layer ~ Enc-Dec|0.4367 0.5547 0.4887|0.6821 0.8419 0.7536
12-layer ~ Enc-Dec|0.4321 0.5471 0.4829|0.6749 0.8364 0.7474

Table 2: Main results on QSpell 250K and KwaiSearch. Sup./Unsup. denote supervised/unsupervised methods.
Prec., Rec., and F1 denote precision, recall, and F1 score, respectively. bold indicates the best model for each

dataset/metric.

our in-house dataset KwaiSearch. We further vali-
date GUIDE via an online A/B test on production
traffic.

3.1 Experimental Setup

Datasets. We evaluate GUIDE on two datasets
that better reflect the practical CQC setting on
content platforms. This differs from prior Chi-
nese Spelling Correction (CSC) benchmarks (e.g.,
SIGHAN13/14/15 (Wu et al., 2013b; Yu et al.,
2014; Tseng et al., 2015), Wang271K (Wang et al.,
2018), and LEMON (Wu et al., 2023)), which
are mostly sentence-oriented and less aligned with
query noise patterns. Specifically, we use (i) QSpell
250K (Ye et al., 2025), a public simplified-Chinese
query correction benchmark with short inputs; we
train GUIDE using only the provided corrected
queries; and (ii)) KwaiSearch, our in-house dataset
built from user search logs on the Kuaishou plat-
form. It contains queries and short texts (e.g., ti-
tles and OCR-derived snippets) extracted from key
search-result content, along with search-count and
timestamp signals.! Table 3 summarizes the dataset
statistics.

Evaluation Metrics. We report query-level Pre-
cision, Recall, and F1, which are standard in CSC.

! The dataset is available at https://github.com/
lyang@5/GUIDE.

Name Usage #Sent #Error Avg. Len.
Train 200K 102K 8.56
OSpell 250K 1o 50k 26K 8.58
KwaiSearch Train 180M Unknown 9.67
waedre et 30K 15K 7.35

Table 3: Statistics of all datasets. #Sent, #Error, and
Avg. Len. denote the number of queries, error queries,
and average query length, respectively.

Baseline Methods. We compare GUIDE with
supervised and unsupervised baselines:

e BERT (Devlin et al., 2019): a supervised correc-
tion baseline that fine-tunes BERT-base-Chinese
to predict corrected characters in context.

e MASKED-FT (Wu et al., 2023): a supervised
fine-tuning strategy that masks non-error charac-
ters during training to reduce trivial copying and
mitigate over-correction.

e SIMPLE-CSC (Zhou et al., 2024): a training-
free, prompt-free LLM baseline that treats the
LLM as a left-to-right language model and
corrects text by constrained decoding, using a
minimal-distortion constraint (phonetic/visual
similarity) to keep the output close to the input.

e LLM-ICL: a prompting baseline using the
Qwen3 series (Yang et al., 2025). We evaluate
0-shot and 10-shot settings on three model sizes
(0.6B/1.7B/4B) with randomly sampled demon-
strations.
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QSpell 250K KwaiSearch
Prec. Rec. F1 Prec. Rec. F1

0.4107 0.5230 0.4628 | 0.6661 0.8433 0.7443
0.0807 0.8152 0.1470|0.1326 0.7971 0.2274
0.4244 0.5341 0.4730|0.6738 0.8476 0.7508

Variant ‘

Pho-only
Vis-only
Pho+Vis

Table 4: Comparison of clustering strategies in GUIDE.
“Pho” and “Vis” denote the homophonic model and the
visual-similarity model, respectively. “Pho+Vis” is the
combined setting used in our main experiments.

Implementation Details. We instantiate GUIDE
with three Transformer encoder—decoder sizes, us-
ing 3-, 6-, and 12-layer encoders and decoders,
respectively. Unless otherwise specified, we use
a single unified system that combines the ho-
mophonic and visual-similarity models. Since
KwaiSearch has no ground-truth labels, supervised
baselines are trained on QSpell 250K and evalu-
ated on KwaiSearch. Detailed model configura-
tions and training hyperparameters are provided in
Appendix A.1.

3.2 Main Results

Table 2 reports results on QSpell 250K and
KwaiSearch. GUIDE achieves the best overall
performance on both datasets, with especially large
gains on KwaiSearch. This suggests that constrain-
ing correction to phonetic/visual confusion neigh-
borhoods is highly effective. On QSpell 250K,
SIMPLE-CSC trades precision for recall, reflect-
ing more aggressive rewriting behavior. In query
recommendation, however, false corrections are
often more harmful than missed typos, so the
stronger precision—recall balance of GUIDE is
better aligned with deployment needs. In-context
prompting remains consistently weaker overall.
Additional experimental results are provided in Ap-
pendix B.

3.3 Online A/B Testing

We further validate GUIDE in an online A/B test
on real search traffic. Here we deploy the corrector
at several high-traffic query entry points, where it
corrects the candidate query set for recommenda-
tion: SUG search (search suggestions during typ-
ing), guess you search (pre-search query guesses
surfaced to users), boxed-term search (search-box
guesses of likely queries), and comment/bottom-
bar guess search (lightweight guesses shown in
comment or bottom-bar modules). As the pro-
duction baseline, we compare with the previous
online correction method. Compared with this
baseline, GUIDE substantially improves user-

0.744

—e— Pho-only
0.674 Default —=— Vis-only
Coarse pinyin 0.590

Tone-aware

F1

0.227
T=0.5

0.225
7=0.6

0.218
=04

Clustering granularity (coarser - finer)

Figure 2: Sensitivity of GUIDE to phonetic and visual
clustering granularity on KwaiSearch.

perceived quality: the misspelling rate drops by
80.1% (from 2.01% to 0.40%). We also observe
consistent efficiency gains across multiple entry
points, including SUG search PV (+0.152%), guess
you search PV (+0.576%), boxed-term search PV
(+0.707%), and comment/bottom-bar guess search
PV (+0.986%), together leading to a +0.122% in-
crease in overall search volume. Full experimental
settings—including the baseline model, traffic al-
location, test duration, evaluation protocol, and
post-rollout monthly tracking—are provided in Ap-
pendix C.

4 Discussion

4.1 Are Homophonic and Visual-Similarity
Models Complementary?

To verify whether GUIDE benefits from modeling
both dominant error sources in Chinese queries, we
compare three settings: (i) only the homophonic
model, (i1) only the visual-similarity model, and
(iii) their combination (our default setting). As
shown in Table 4, Pho+Vis achieves the best F1
on both datasets, indicating that the two cluster-
ing strategies are complementary. Overall, the
homophonic model plays a more dominant role,
while the visual-similarity model provides addi-
tional gains by covering look-alike errors that are
not well captured by pronunciation cues.

4.2 How Sensitive Is GUIDE to Clustering
Granularity?

We examine the effect of clustering granularity
on correction quality. For homophonic cluster-
ing, we compare the default tone-stripped setting
with two variants: a coarser pinyin setting and
a finer tone-aware setting. The coarser setting
merges common pinyin confusions that arise from
regional accents in Mandarin and are directly re-
flected as typing errors in pinyin IMEs, including
retroflex/non-retroflex initials ({z, zh}, {c, ch}, {s,
sh}), nasal/lateral initials ({n, 1}), labiodental con-
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fusions ({h, f}), and front/back nasal finals ({en,
eng}, {in, ing}, {an, ang}). For visual clustering,
we vary the threshold 7 that controls neighborhood
size. Figure 2 summarizes the trends, while the
full numerical results are provided in Table 9. The
default tone-stripped clustering gives the best over-
all F1 among phonetic variants, while 7 = 0.5
performs best for visual similarity clustering. Over-
all, moderate confusion neighborhoods provide the
best balance between coverage and noise.

5 Related Work

5.1 Chinese Spelling and Query Correction

Chinese spelling correction (CSC) is typically stud-
ied on sentence-level text with richer contextual
information, whereas Chinese query correction
(CQC) focuses on short search queries, where am-
biguity is higher and vocabulary shift is faster. Be-
cause query correction directly affects retrieval and
recommendation, CQC places stronger emphasis
on intent preservation and control over editing be-
havior than general CSC.

Early correction methods often followed a noisy-
channel formulation with candidate generation and
ranking (Brill and Moore, 2000). More recent CSC
systems increasingly adopt PLM-based ‘“‘detect-
then-correct” architectures, such as Soft-Masked
BERT (Zhang et al., 2020), to reduce unnecessary
rewriting. For Chinese, phonetic and glyph simi-
larity are especially important, and many models
incorporate them through structured relations, mul-
timodal features, including SpellGCN (Cheng et al.,
2020) and ReaLiSe (Xu et al., 2021). Other effi-
cient correction systems, such as FASPell (Hong
et al., 2019), also show strong performance un-
der realistic Chinese spelling noise, while newer
datasets such as CSCD-NS broaden evaluation cov-
erage (Hu et al., 2024).

Within the query setting, recent work highlights
the mismatch between generic CSC assumptions
and real search queries. Benchmarks such as
OSpell 250K (Ye et al., 2025) better reflect nat-
urally occurring query errors and rapidly changing
entities. At the same time, recent studies show
that strong language models can still over-correct
short ambiguous inputs toward frequent or generic
expressions (Li et al., 2023; Liu et al., 2024), mo-
tivating stronger mechanisms for edit control. To
improve robustness on rare entities and shifting
queries, some systems further incorporate retrieval
or orchestration components, such as RACQC (Su

et al., 2025) and Trigger? (Zhang et al., 2024).

Our work is related to these lines but differs in
where the correction constraint is imposed. Prior
CSC models typically inject phonetic or glyph
knowledge into a supervised correction model,
while training-free LLM approaches mainly con-
strain decoding at inference time. By contrast,
GUIDE uses phonetic and visual similarity to de-
fine a shared-ID input space and learns correction
through reconstruction from that lossy abstraction.
This makes the confusion structure itself part of
the training objective, rather than only an auxiliary
feature or a decoding-time constraint.

5.2 Unsupervised Query Correction

To reduce reliance on annotated correction pairs,
unsupervised and weakly supervised correction
methods learn from raw text or logs via synthetic
corruption, self-training, denoising, or masked re-
construction. A common strategy is to generate
pseudo pairs by applying confusion-set substitu-
tions or masking and then train a model to recover
the original text (Liu et al., 2021; Li, 2022). Several
studies further argue that realistic Chinese spelling
errors are strongly shaped by the input process, and
therefore simulate pinyin IME decoding to create
pseudo data that better matches real error patterns
(Hu et al., 2024). Other work reduces dependence
on fixed confusion sets by using language-model
scoring, self-supervised decoding, or inference-
time denoising (Jiang et al., 2024; Zhou et al.,
2024). There are also flexible correction pipelines
based on candidate evaluation with lightweight de-
tectors and configurable candidate tables (Shao and
Li, 2023).

Compared with these approaches, GUIDE takes
a different view of unsupervised learning. Rather
than constructing synthetic error—correction pairs,
we learn directly from unlabeled query streams by
mapping confusable characters into shared encoder
IDs and training the model to reconstruct the orig-
inal query. This confuse-then-clarify formulation
avoids committing to a hand-designed corruption
process while still imposing a strong inductive bias
toward plausible IME-shaped edits. In this sense,
GUIDE is closest in spirit to input-process-aware
correction, but differs in using confusion neighbor-
hoods as a lossy input abstraction and reconstruc-
tion signal for controlled generation.
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6 Limitations and Future Work

GUIDE is designed for high-precision correction
under weak query context, and this design choice
also defines its current scope.

First, the framework focuses on length-
preserving character substitution and does not di-
rectly address insertion, deletion, segmentation, or
phrase-level rewriting errors. This is a practical
trade-off: in our production setting, substitution
errors—especially homophonic and visually simi-
lar ones—are among the most practically important
query mistakes, making controlled substitution cor-
rection highly valuable. In practice, we view this as
a deliberate decomposition choice: different query
error types can be handled by the models or mod-
ules best suited to them, which is often a favorable
design for industrial systems.

Second, although phonetic and visual shared-ID
neighborhoods cover the dominant error sources in
Chinese queries, they do not capture all realistic
error types. Errors falling outside the constructed
neighborhoods, or cases where the neighborhood
itself is noisy, may still lead to missed corrections
or over-correction. This is particularly relevant
for visual clustering, whose neighborhoods can be
substantially noisier than phonetic ones. At the
same time, our results validate the effectiveness
of this neighborhood-based design. While the cur-
rent construction is not perfect, it can be further
improved through continued refinement of cluster-
ing methods, and its failure cases remain relatively
interpretable.

Third, our current deployment combines pho-
netic and visual signals through a simple heuris-
tic selection strategy rather than a unified fusion
model. We chose this decoupled design for stabil-
ity and operational simplicity in production, but it
leaves room for more principled integration, such
as confidence-aware fusion, joint multimodal en-
coding, or learned routing between error types.

Finally, because our platform primarily serves
Chinese queries, we focus this study on Chi-
nese query correction. That said, the overall
confuse-then-clarify paradigm is not inherently
Chinese-specific, and can be generalized to other
languages with language-appropriate neighbor-
hood construction, such as phonological neighbors,
keyboard-proximity errors, orthographic variants,
or morphology-aware confusion structures. Explor-
ing such extensions is a natural direction for future
work.

7 Conclusion

We studied unsupervised Chinese query correc-
tion on content platforms, where weak context and
IME-shaped noise make free-form rewriting espe-
cially prone to intent drift. GUIDE addresses this
challenge through a confuse-then-clarify paradigm:
by encoding queries in phonetic/visual shared-ID
neighborhoods and reconstructing original char-
acter sequences, it enables controlled correction
from unlabeled query streams. Across both offline
benchmarks and online A/B testing, the results sug-
gest that, for short-query correction, effective con-
trol over the edit space can be more important than
unconstrained generation.
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A Supplementary Experimental Settings

A.1 Training Settings

This appendix provides the detailed training config-
urations for GUIDE. Unless otherwise specified,
all reported results use the same training recipe
across model sizes.

Hardware. We train GUIDE on a single ma-
chine equipped with 4x NVIDIA L20 GPUs.
Mixed-precision training is enabled.

Model Configuration. GUIDE uses a standard
Transformer encoder—decoder architecture. We
evaluate three sizes with {3, 6, 12} encoder layers
and {3,6, 12} decoder layers, respectively. For
all variants, we use d_model = 768, d_ff =
3072, #heads = 12, dropout = 0.1, and
label smoothing = 0.1. The vocabulary consists of
character IDs, and the encoder input is the shared-
ID sequence produced by the clustering module
(Section 2.2).

Optimization. We optimize the time-decayed,
frequency-reweighted negative log-likelihood ob-
jective in Eq. 1. We use AdamW with 5; = 0.9,
fo = 0.999, ¢ = 1 x 1075, weight decay = 0.01,
and gradient clipping norm=1.0. The base learning
rate is 5 x 1075, with a warmup of 5% steps of
the total steps followed by a cosine decay schedule
(e.g., inverse-square-root / cosine decay). Training
runs for 2 epochs, with an effective batch size of
512 queries (micro-batch size 128 per GPU and
gradient accumulation steps 4). We set the max-
imum input length to 16 characters and truncate
longer sequences.

Data and Reweighting. For each training exam-
ple (x;,t;), the shared-ID input &; is constructed
by replacing each character with its phonetic/visual
shared-ID (Section 2.2). The weight is w; =
log(1 + ¢;) - exp(—AAt;), where A = 0.0098 and
At; is measured in 90 days. We sample training
data proportionally to w;, and update weights every
week.

Decoding and Checkpoint Selection. At infer-
ence time, we use beam search with beam size
10, length penalty 1.0, and maximum decoding
length m; (equal to the input length). For the uni-
fied system, we run both phonetic-shared-ID and
visual-shared-ID encodings and select the encoding
whose best beam candidate yields the smaller score
gap to the original query (Section 2.3). We select

the final checkpoint using validation query-level F1
(or NLL) on a held-out set, evaluated every 2000
steps.

A.2 Baseline Settings

For supervised and fine-tuning baselines, we follow
the original implementations and report the results
in Section 3. For LLM-ICL, we use the Qwen3
series (0.6B/1.7B/4B) under 0-shot and 10-shot
settings with randomly sampled demonstrations,
using the prompt templates shown below.

Prompt Templates (LLM-ICL).
0-shot.

LEiRSE
% %'J I

i "/l\query?’1 4%
Aquerys F|BTZ &
HATEHE 4 .
Query: {text}
Output:

X
e

English translation: “You are a query-correction
expert. For the input query, decide whether it con-
tains misspelled characters and correct them appro-
priately.”

10-shot.

& — Aquery? B+ R . 42t 8
)\query’ #ATE LA QLI .
B2 E AR, Fakd B EE
T

Query: ...

Query: {text}

Output:

72,
Output: ... } x 10

English translation: “You are a query-correction
expert. For the input query, perform reasonable
text correction and output only the corrected text;
do not output any reasoning process.” (“=#]” =
“Examples”.)

B Additional Experimental Results

B.1 Ablation on the Training Objective and
Sensitivity to A

We ablate the two components of our training objec-
tive in Eq. (1) on KwaiSearch to isolate their contri-
butions. Starting from a uniform objective, adding
query-frequency reweighting alone improves F1 by
about 11 points, and further adding the time-decay
term yields an additional gain of about 4.6 points
(Table 5). This confirms that frequency reweighting
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Prec. Rec. F1

Uniform 0.5503 0.6470 0.5947
Frequency-only 0.6314 0.7974 0.7048
Full (time-decay + freq.) 0.6738 0.8476 0.7508

Objective

Table 5: Ablation of the training objective on
Kwaisearch (3-layer model). Frequency reweighting
alone adds ~11 F1 points over the uniform objective,
and time decay adds a further ~4.6 points.

A Prec. Rec. F1

0.0098 (ours) 0.6738 0.8476 0.7508
0.0133 (aggressive) 0.6680 0.8422 0.7451
0.0043 (conservative) 0.6817 0.7974 0.7350

Table 6: Sensitivity to the time-decay coefficient A on
Kwaisearch (3-layer model). Targeting 50% overlap
(0.0133) or 80% overlap (0.0043) keeps F1 within ~1.6
points of our default A = 0.0098.

is the dominant factor, while time decay provides
a consistent additional benefit by shifting learning
focus toward recent queries.

Importantly, A is not tuned on the test set. We
instead set it from a simple operational assumption:
with an approximately 60% one-year query overlap
and weekly model updates, requiring e=*°2 = 0.6
over the 52 weekly steps of a year gives A =
0.0098, which is the value used throughout our
experiments. To show that this choice is robust, we
also report more aggressive and more conservative
alternatives obtained by targeting a 50% overlap
(A = 0.0133) or an 80% overlap (A = 0.0043). As
shown in Table 6, both variants keep F1 within
about 1.6 points of our default, indicating that
GUIDE is not sensitive to the exact value of .

B.2 Selection of the Visual Clustering
Threshold 7

The visual clustering threshold 7 is selected on a
separate held-out development set consisting purely
of visual errors, rather than on the Kwaisearch test
set. We sweep 7 for the visual-similarity model
on this development set and report the results in
Table 7. The threshold 7 = 0.5 is optimal on the
development set, and we keep this value throughout
all experiments. This makes the selection protocol
explicit and ensures that 7 is not tuned on any test
data.

B.3 Case Studies

We provide qualitative examples to complement
the quantitative results in Section 3. Table 8 in-

Threshold =  Prec. Rec. F1

0.3 0.5974 0.7613 0.6695
04 0.5969 0.7774 0.6753
0.5 (selected) 0.5999 0.7890 0.6816
0.6 0.5974 0.7347 0.6590

Table 7: Selection of the visual clustering threshold
7 on a held-out development set of visual errors only.

7 = 0.5 is optimal and is used throughout.

Case | Good (Pho) | Good (Vis)
Original HERFHREE |RHAE2ER
Target HERFHREE | RHAE2ER
GUIDE HERFKREE |ARHBELAER
BERT HERFHREE |XHBE2ER
MASKED-FT | KB R F#%kizd | HHaEa2h
SIMPLE-CSC | W R Rl ¥ &z & |BmHBEL2EH
LLM-ICL |MEFRFREE |85 BLefTEH
%

Case | Bad (Over) | Bad (Miss)
Original HF 7 name&AzE4 5
Target #HE AW name &4 E 4 F
GUIDE HEEHR name %47 & 4§
BERT & 7 name %4z &4 5
MASKED-FT | # & % name®:Az &2 5
SIMPLE-CSC | # & %% name%AzE2 5
LLM-ICL %5 7 name ) & 47 2 /nm/

Table 8: Qualitative case studies on representative query
correction examples. We show the original query, the
target correction, and the outputs of GUIDE and base-
line methods for two good cases (Pho/Vis) and two
failure cases (Over/Miss).

cludes both representative good cases and bad
cases for GUIDE. In good cases, GUIDE fixes typ-
ical IME-shaped confusions (sound-alike or look-
alike) while preserving the remaining characters,
producing outputs that better match the intended
query. In bad cases, two common failure modes
are observed: (i) over-correction, where a rare but
valid query is rewritten toward a more frequent
alternative, and (ii) missed correction, where the
error lies outside the clustering neighborhood or
requires extra context beyond the query itself. For
instance, GUIDE corrects “& 8] F] % & & & —
“Bf 7] F] AR L and R 5 B E 2 B ERIR
£ 5 B % 8 & 4 BRI, but may over-
correct “4& & % #” to the frequent phrase “¥& & %
#”, or keep “name %1% & 4 5 unchanged when
the cue is weak; this mainly happens because short
queries provide little context, so the model tends to
favor high-probability frequent phrases unless the
phonetic/visual neighborhood offers a strong and
unambiguous correction signal.
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Setting Prec. Rec. F1

Phonetic clustering

Coarse pinyin clusters 0.6020 0.7650 0.6738
Default homophonic clustering  0.6662 0.8433 0.7443
Tone-aware clustering 0.4585 0.8266 0.5898
Visual clustering threshold

7=03 0.1245 0.7859 0.2149
7=04 0.1267 0.7909 0.2184
7=0.5 0.1326 0.7971 0.2274
7=0.6 0.1311 0.7938 0.2250

Table 9: Full numerical results for the clustering-
granularity analysis on KwaiSearch.

Month 09-01 10-01 11-01 12-01
Misspelling rate 2.01% 040% 0.46% 0.33%

Table 10: Post-rollout monthly tracking of the online
misspelling rate after the full rollout of GUIDE (end of
September 2025). The reduction is stable and sustained.

C Online A/B Testing Details

The production baseline in our online A/B test (Sec-
tion 3.3) is an LLM-based corrector: a Qwen model
fine-tuned on tens of thousands of manually anno-
tated correction pairs, using the same prompt as
provided in this paper (Appendix A.2). We com-
pare GUIDE against this deployed LLM-based
correction model.

We run a bucketed A/B test from 2025-09-13
to 2025-09-22 (10 days) on 4.2% of production
main-search traffic. Our single-day search page
views (PV) are on the order of tens of millions,
and the downstream query-recommendation sce-
narios fed by the corrector carry far larger PV than
search itself; at this scale, the A/B conclusions are
highly confident. The misspelling rate is measured
by random sampling of online queries followed
by manual annotation. During the bucketed test,
GUIDE reduces the misspelling rate from 2.58%
(base) to 0.86% (exp), and yields a +0.122% over-
all search-volume lift.

GUIDE was fully rolled out at the end of
September 2025. We continue to monitor the on-
line misspelling rate by month, as reported in Ta-
ble 10. The reduction remains stable across subse-
quent months rather than being a transient effect,
confirming a sustained improvement in correction
quality.
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