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Abstract

Vision-language models (VLMs) are increas-
ingly used to extract structured fields from busi-
ness documents, yet most evaluations report
accuracy on clean benchmarks and offer little
guidance to practitioners choosing an approach
for a given task complexity. We address this
gap with a measurement-grounded study and
an open-source release. Across eleven systems
(three commercial, two reasoning, five open-
source VLMs in pretrained and fine-tuned form,
and a non-LLM OCR-—regex floor) scored
on a 750-document held-out pool of synthetic
checks, fine-tuning on 3K samples lifts the best
open-source VLMs above F1 0.98—above ev-
ery zero-shot commercial system on this task—
while GPT-5 leads the commercial pool on
F1 and Claude Sonnet 4.5 collapses on Date.
To turn these measurements into actionable
choices, we introduce a practitioner-oriented
selection framework that maps a task profile
(quality, latency, governance, volume) to a rec-
ommended approach via filtering and total-cost
minimization, illustrated on a hypothetical mid-
volume document-extraction scenario.

1 Introduction

Intelligent document processing (IDP) underpins
high-volume operations in finance, healthcare, and
insurance. Recent vision-language models (VLMs)
promise end-to-end field extraction without explicit
OCR (Bai et al., 2025; Marafioti et al., 2025), and
large multimodal LLMs (OpenAl, 2023) approach
human-level accuracy on clean documents. For a
practitioner facing a new extraction task, however,
public leaderboards offer little actionable guidance:
they report accuracy on curated, well-aligned scans

'Disclaimer. This paper reports an experimental evalu-
ation on synthetic data. It does not represent deployment
guidance, procurement guidance, or the views of any corpora-
tion. No customer documents, internal company metrics, or
non-public operational data were used in any experiment or in
the illustrative scenario of Section 6.

and rarely describe the joint operating conditions—
scan-defect robustness, latency budget, deployment
governance, and processing volume—that deter-
mine which approach is feasible at production.

We focus on structured field extraction from tem-
plated business forms, a prevalent and high-volume
class of enterprise document processing tasks. Our
primary study is on bank checks; we additionally
report a cross-industry generalization test on insur-
ance application forms.

Our central question is operational: given a
target task with a specified complexity (quality
threshold, latency budget, governance require-
ment, expected volume), which class of approach
should a practitioner adopt? We answer it through
releasable artifacts and a selection framework
grounded in measurement. Because frontier model
lineups change on a quarterly cadence, our central
contribution is the evaluation-and-selection frame-
work rather than any fixed vendor ranking: the
model pool reported here is a snapshot, and new
entrants can be evaluated by re-populating the can-
didate set M (Section 5) with updated measure-
ments from the released harness. Concretely, we
make four contributions.

Contributions. (i) A check-extraction dataset
of 3,748 synthetic images with four-field ground
truth (Payee, Amount, Date, Bank). (ii) An
open-source code release covering data gener-
ation, LoRA and full fine-tuning, prompt and
API harnesses, and per-sample diagnostics.
(iii) An empirical evaluation of eleven systems—
three commercial (GPT-4.1 vision, OCR+GPT-
4.1, Azure Content Understanding), two rea-
soning (GPT-5, Claude Sonnet 4.5), five open-
source VLMs (Qwen2.5-VL-3B/7B, SmolVLM2-
2.2B/500M/256M, each in pretrained and fine-

2The dataset (i) and code release (ii) are available at https:

//github.com/manulife-ai/beyond-accuracy-vlim-emn
1p2026/; see Appendix B for reproducibility details.
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tuned form), and a non-LLM OCR—regex floor—
with per-field and per-error-mode breakdowns over
>45K field-level predictions. (iv) A practitioner-
oriented selection framework mapping a task
profile to a recommended approach via gover-
nance/quality/latency filters and total-cost mini-
mization, instantiated on an illustrative mid-volume
document-extraction scenario.

2 Related Work

VLMs for document understanding. End-to-
end models such as Donut (Kim et al., 2022) and
document-tuned multimodal LLMs eliminate ex-
plicit OCR. Recent open-source VLMs (Bai et al.,
2025; Marafioti et al., 2025) target on-device infer-
ence but have not been systematically evaluated on
enterprise document distortions.

Robustness in document AI. Most document
benchmarks (FUNSD (Jaume et al., 2019),
CORD (Park et al., 2019), RVL-CDIP (Harley
et al., 2015)) provide clean scans, and prior OCR-
robustness work has tended to address individ-
ual preprocessing axes in isolation (e.g., binariza-
tion under non-uniform illumination, Michalak and
Okarma, 2020) in the pre-VLM era (Cui et al.,
2021). The robustness of modern VLMSs to com-
pound enterprise distortions—perspective, rotation,
and noise—on structured-extraction tasks remains
underexplored.

Deployment trade-offs. Cost—accuracy Pareto
analyses for LLM APIs (Chen et al., 2024) have
addressed text-only inference. Recent work in en-
terprise document processing has begun to expose
the same trade-off space: hybrid OCR+LLM rout-
ing across 25 configurations for copy-heavy iden-
tity documents (Wang and Shen, 2025), and multi-
agent orchestration benchmarks on 10 K SEC fil-
ings that report cost-per-document and Pareto posi-
tions alongside accuracy (Kulkarni and Kulkarni,
2026). Our work extends this analysis to multi-
modal field extraction and treats governance as
a configurable task parameter: a given workload
may or may not impose constraints (legal, policy,
contractual, or operational) that narrow the set of
admissible deployment options, and the framework
simply encodes whichever constraints the practi-
tioner specifies.

3 Experimental Setup

Task. Models are prompted to return a JSON
object with four fields per check: Payee (free-text),
Amount (numeric), Date (MM/DD/YYYY), and
Bank (categorical: Chase, Citi, BOA). All variants
share an identical prompt and schema.

Dataset. We render 3,748 synthetic check im-
ages from a structured table of field values using
a template-driven pipeline with controlled appear-
ance perturbations. Of these, 2,998 are used for
fine-tuning and 750 form the held-out test pool
(identical for every model in this study); no docu-
ment appears in both splits.

Train/test disjointness. Because the dataset is
template-driven, leakage is a legitimate concern.
We split at the row level of the underlying field ta-
ble before rendering: the Payee, Amount, and Date
values in the 750-document test pool are drawn
from rows disjoint from the 2,998-document train-
ing table (random partition, seed 42, fixed for all
experiments). Bank, being a 3-way categorical, is
shared by construction; its near-perfect accuracy
across all systems (Section 4.2) should therefore
be read as classification on a closed vocabulary
rather than evidence of generalisation. Template
backgrounds are also held disjoint: the rendering
pipeline draws from separate background pools for
train and test.

Models. We evaluate three commercial systems—
GPT-4.1 (vision-only), OCR+GPT-4.1 (Azure Doc-
ument Intelligence + GPT-4.1), and Azure Content
Understanding (ACU)—two reasoning models—
GPT-5 and Claude Sonnet 4.5—five open-source
VLMs: Qwen2.5-VL-3B and 7B (LoRA fine-tuned,
r=16, a=32, 1.08% / 1.23% trainable parame-
ters), and SmolVLM?2-256M, SmolVLM-500M,
SmolVLM?2-2.2B (full fine-tuning)—and a non-
LLM OCR—regex baseline (Azure Document In-
telligence Read + hand-written field-specific pat-
terns) that bounds the floor of what a zero-LLM-
cost pipeline achieves on this task. Open-source
models are evaluated both pretrained and after fine-
tuning. Fine-tunes use 2,998 examples, effective
batch size four, paged AdamW-8bit; Qwen-3B
and the three SmolVLM variants run 3 epochs,
with learning rates 2x 10~4 (Qwen-3B LoRA) and
1x107° (SmolVLM full fine-tuning). Qwen-7B
uses 5 epochs at 1x10~% LoRA learning rate, a
longer/gentler schedule that keeps the 7B adapter
from truncating long outputs.
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Scope of baselines. We do not evaluate purpose-
built structured-extraction encoders (Donut (Kim
et al., 2022), LayoutLMv3 (Huang et al., 2022),
Pix2Struct (Lee et al., 2023), UDOP (Tang et al.,
2023)) in this release: our framework requires
candidates that produce structured JSON directly,
whereas these models require task-specific decod-
ing heads. Recent 2025 work on document key
information extraction (Wang et al., 2025; Yu et al.,
2025) benchmarks task-adapted VLMs against
other VLMs rather than LayoutLMv3/Donut-era
models, reflecting a community shift in what consti-
tutes a competitive extraction system; our candidate
set is aligned with this current practice. Incorporat-
ing purpose-built encoder-decoder models is future
work.

Metrics. We report entity-level micro-F1 with
TP/FP/FN aggregated over all four fields, per-field
F1, document-level accuracy (all four fields cor-
rect), JSON parse success rate, and end-to-end la-
tency. We additionally analyze per-sample debug
logs to categorize errors as under-extraction (empty
prediction), wrong value, or parse failure.

4 Results

4.1 Overall Performance

Table 1 reports headline metrics. All models—
commercial, reasoning, and open-source—are
scored on the same 750-document held-out PNG
test pool.

Within the commercial pool, GPT-5 leads on F1
narrowly above OCR+GPT-4.1 and GPT-4.1 vision
but at 2 x the latency of the latter, while GPT-4.1 vi-
sion has the highest document-level accuracy; ACU
is the most balanced across fields (Section 4.2), and
Claude Sonnet 4.5 trails, dragged down almost en-
tirely by Date.

Under a fixed adaptation budget of 2,998 train-
ing documents (Section 3), the best fine-tuned
open-source models exceed every zero-shot com-
mercial system on this schema—Qwen2.5-VL-7B
FT reaches 0.985 and Qwen2.5-VL-3B FT 0.983
(within 0.002 of each other; Appendix G con-
firms this gap is within seed noise), both with zero
JSON parse failures, suggesting the 3B adapter al-
ready saturates the available signal on this schema.
Even SmolVLM2-256M becomes usable with fine-
tuning, moving from 0.000 to 0.726 F1 and from
100% to 30.7% JSON parse failure—operationally
fragile but viable for clean-document pilots. The

Model F1  DocAcc Lat. (s) JSON Fail
Commercial & reasoning

GPT-5 0.928 41.7 26.3 0.0%
OCR+GPT-4.1 0917  40.7 18.1 0.0%
GPT-4.1 (vision)  0.909 454 12.2 0.0%
ACU 0.889  33.1 12.8 0.0%
Claude Sonnet 4.5 0.857  14.8 8.5 0.0%
Non-LLM floor

OCR+Regex 0.395 0.0 8.6 —
Open-source, fine-tuned

Qwen2.5-VL-7B 0.985  88.9 3.53 0.0%
Qwen2.5-VL-3B 0983  88.4 4.18 0.0%
SmolVLM2-22B 0906  46.7 1.47 0.0%
SmolVLM-500M  0.854  45.1 0.96 5.3%
SmolVLM2-256M 0.726 224 1.62 30.7%
Open-source, pretrained (no FT)

Qwen2.5-VL-7B  0.921  50.7 2.53 0.0%
Qwen2.5-VL-3B  0.847 245 4.75 0.0%
SmolVLM2-2.2B  0.504 0.4 2.03 3.3%
SmolVLM-500M  0.000 0.0 1.80 100%
SmolVLM2-256M 0.000 0.0 1.30 100%

Table 1: Headline metrics on the 750-document held-out
PNG test pool (identical pool for every model). Fine-
tuned rows use a fixed adaptation budget of 2,998 train-
ing documents (LoRA for Qwen, full fine-tuning for
SmolVLM; recipes in Section 3). Bold marks the best in
column among open-source FT; italic marks the best F1
within the commercial / reasoning block. Open-source
latencies are measured on a single NVIDIA A100 80
GB PCle (bf16, batch size 1, five-document warmup dis-
carded); see Section 4.5 for the A100—H100 sensitivity
analysis. The OCR+Regex row is a non-LLM floor base-
line (Azure Document Intelligence Read + hand-written
field-specific patterns); its outputs are field-keyed dic-
tionaries, not JSON, so the JSON-failure column is not
applicable.

non-LLM OCR—regex floor trails every commer-
cial and fine-tuned system (Tables 1-2).

4.2 Per-Field Analysis

Table 2 confirms that Date is the hardest field for
every commercial system—F1 ranges from 0.468
(Claude) to 0.795 (ACU). Claude Sonnet 4.5’s fail-
ure mode is extreme over-extraction: 686 Date
false positives against 304 true positives, giving
precision 0.31 and recall 0.99. GPT-4.1 (vision)
and OCR+GPT-4.1 show the same pattern at lower
magnitude (precision 0.65 and 0.63 respectively,
recall = 1). Only ACU achieves balanced Date
precision/recall (0.733/0.870).

Is Date a prompting artifact? We tested GPT-
4.1 with five targeted interventions (higher image
detail, a check-parsing persona, orientation cues,
an MM/DD/YYYY format instruction, and few-
shot rotated / OCR-misread examples). Date accu-
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Model Payee Amount Date Bank Model Pretrained  Fine-tuned A
Commercial & reasoning Qwen2.5-VL-3B 0.847 0.983 +16%
OCR+GPT-4.1 0.874 0994 0.769 1.000 Qwen2.5-VL-7B 0.921 0.985 +7%
GPT-4.1 (vision) 0.856 0963 0.791 1.000 SmolVLM2-2.2B 0.504 0.906 +79%
ACU 0.780 0960 0.795 0.988 SmolVLM-500M 0.000 0.854 -
GPT-5 0.870 0970 0.772 0.999 SmolVLM2-256M 0.000 0.726 -
Claude S. 4.5 0810 0.874 0.468 0.993

Non-LLM floor Table 3: Pretrained vs. fine-tuned Micro-F1 on the held-
OCR+Regex 0.305 0.721 0.162 0.264 out PNG test pool.

Open-source, fine-tuned

Qwen-3B FT 0.924 0984 0.957 1.000 breakdowns and examples.

Qwen-7B FT 0935 0992 0.960 1.000

SmolVLM2-2.2B FT  0.807 0913 0.886 0.995 o fing

SmolVLM-500M FT  0.728 0.876  0.855 0.938 4.4 Fine-tuning Impact

SmolVLM2-256M FT 0.587 0.730 0.748 0.818 Fine-tuning helps every open-source model (Ta-

Table 2: Per-field entity-level F1 on the 750-document
held-out PNG test pool. Bold = best in column within
its block; italic = lowest Date F1 among commercial.

racy rose by about two percentage points (=79%
to ~81%), suggesting the failure is not primarily
a prompting artifact. JSON-mode was not tested
separately: parse validity is not the failure mode.

By contrast, fine-tuned Qwen models match or
surpass the commercial systems on Date in our pool
because they learn to copy the single Date region
rather than enumerate every date-like substring on
the page.

Conversely, Bank is the easiest field for every
generative system at 2B parameters or above (F1
> 0.988)—a small categorical vocabulary (Chase,
Citi, BOA) is effectively memorised; only the sub-
1B SmolVLMs and the regex floor lag.

GPT-5 is the only model to report two additional
fields, AmountInWords (F1 0.957) and CheckNum-
ber (F1 0.967); these are useful when a richer
schema is required and influence the cost analy-
sis in Section 6.

4.3 Error Taxonomy

A per-sample analysis yields three recurring er-
ror categories: (E1) degenerate repetition in sub-
500M VLMs (looping arrays that exhaust the to-
ken budget, explaining the 30.7% JSON-failure
rate of fine-tuned SmolVLM2-256M); (E2) pho-
netic Payee misspelling in mid-size open-source
models on visually-ambiguous character pairs (g/y,
s/z, e/1); and (E3) Date over-extraction in commer-
cial LLMs (every date-like substring is emitted;
Claude’s worst case is 686 FP against 304 TP). The
pattern argues for class-specific post-processing:
schema validation and stop-token tuning for sub-
500M VLMs, and Date-context disambiguation for
commercial LLMs. Appendix E gives quantitative

ble 3). The largest absolute gains are for the small-
est models—SmolVLM-500M and -256M both
move from total failure to usable output. Qwen-
3B’s relative gain is modest and Qwen-7B’s is even
smaller, because both pretrained Qwen models are
already strong on this schema. The 3B and 7B fine-
tunes end with only a marginal difference, so the
additional 4.6B parameters in the 7B adapter buy
very little accuracy on this task.

4.5 GPU Sensitivity

Table 1 latency is measured on an NVIDIA A100
80 GB PCle. Re-running the five fine-tuned mod-
els on an NVIDIA H100 NVL under identical soft-
ware yields a consistent 1.4—1.7x per-document
speedup with accuracy unchanged within noise
(AF1 < 0.003); the relative ordering is preserved
(Appendix D). The 7B-faster-than-3B reversal at
batch 1 is reproducible on both GPUs and at-
tributable to Qwen-7B’s shallower-but-wider de-
coder (28 x3584 vs. 362048 layers/hidden); the
gap should close at larger batch sizes.

4.6 Cross-task and OOD Evaluation

Out-of-distribution checks. We evaluate
the four fine-tuned open-source models zero-
shot on a public Indian-style check dataset
(shivalikasingh/cheques_sample_data,
n=400; different rendering pipeline, bank vocabu-
lary, and DD/MM/YY dates). SmolVLM2-2.2B
FT, the check-task recommendation, retains 87% of
its in-domain F1 (0.788 OOD vs. 0.906 in-domain,
Table 4). Qwen-3B FT drops 39 points; the
failure is a diagnosable training-data artifact—year
2024 appears in every training record and all 400
OOD predictions are “06/05/2024”. Both sub-1B
SmolVLM variants collapse structurally under
domain shift.
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Model Checks OOD Insurance
(F1) (F1) (Acc.)
Qwen2.5-VL-3B FT 0.983 0.593 0.927
Qwen2.5-VL-7B FT 0.985 - 0.927
SmolVLM2-22BFT 0906 0.788  0.292
SmolVLM-500M FT 0.854 0.001 0.895
SmolVLM2-256M FT 0.726 0.000  0.145
GPT-4.1 (vision) 0.909 - 0.768
OCR+GPT-4.1 0.917 - 0.757

Table 4: Cross-task and OOD evaluation. Checks: 750-
doc held-out PNG pool (Table 1). OOD: 400-doc pub-
lic dataset shivalikasingh/cheques_sample_data,
evaluated zero-shot after check-task fine-tuning. Insur-
ance: 36-field insurance application forms, 4,000 train /
1,000 test. GPT-4.1 insurance numbers use true<syes
normalization on Y/N outputs (raw: 0.738 and 0.731;
see Appendix F). “~” indicates the model was not evalu-
ated on that task. Bold marks the best in-column among
fine-tuned open-source.

Insurance-form task. We separately fine-tune
the same open-source families on a 36-field insur-
ance application form task (4,000 train / 1,000 test)
under the same adaptation budget (Section 3), and
compare against zero-shot GPT-4.1. Qwen models
tie at field accuracy 0.927, outperforming GPT-4.1
image-only by 15.9 points. A per-field-type break-
down on the four models with exported per-field
results (Appendix F) shows this gap concentrates
in 9 checkbox / boolean-flag fields, where fine-
tuned open-source models substantially outperform
zero-shot GPT-4.1: SmolVLM-500M FT reaches
0.99 checkbox accuracy versus 0.48 for GPT-4.1
image-only, a 50-point difference that alone ac-
counts for essentially the entire aggregate gap. On
the 22 structured-text fields the two systems tie
within 1 point (=0.93). SmolVLM2-2.2B FT col-
lapses on this schema (32% coverage, field accu-
racy 0.292); SmolVLM-500M FT emerges as a
small-fast runner-up at 0.895 accuracy. Framework
consequence: the coverage-thresholded feasibility
set produces a different m™ per task, as shown in
Section 6.

5 A Framework for Selecting an
Approach

The results in Section 4 show that no single model
dominates across the operating axes that matter in
practice. We therefore frame approach selection as
a constrained optimization problem parameterised
by task complexity: a quality target Qmin, latency
budget L.« (interpreted as a p95 ceiling), gover-
nance requirement G'eq, expected monthly volume

V', and horizon 1" months.

Let M be the candidate set; each meM is char-
acterised by a set of task-relevant quality metrics
Q(m)={Q;i(m)};c; with componentwise thresh-
olds Qmin={Qi,min }icr, p95 latency Lygs(m), the
set of governance constraints it satisfies G(m),
development cost Cgey(m), per-document infer-
ence cost cipe(m), and monthly fixed cost cfixea(m).
Beyond aggregate accuracy, I typically includes
structured-output coverage (the fraction of inputs
on which the model produces well-formed output;
equivalently, one minus the JSON parse failure
rate; a special case of the selective-prediction set-
ting (Geifman and El-Yaniv, 2017)), which prac-
titioners can threshold independently of accuracy
when parse reliability is operationally critical. The
feasible set is

Mp ={m :Qi(m)>Qj min Vi€l,
Lp95 (m) SLmam G(m) QGreq}
ey
and the cost-optimal model minimizes total cost of
ownership:

= argmin[Cle(m) N
+ T(V Cinf(m) ~+ Cfixed (m))] .

Eq. (2) is a deliberately simple TCO model for
a typical enterprise pilot deployment, with four
assumptions: (i) per-document inference cost is lin-
ear in volume V' (no batching discounts, no token-
length variance); (ii) fixed cost is linear in horizon
T (constant monthly rate, cqxeq=0 for managed
APIs and equal to the dedicated GPU rental for self-
hosted candidates); (iii) Cqgey is paid once and not
amortised across other applications; (iv) self-hosted
models run on a dedicated inference instance provi-
sioned continuously for this workload—GPU shar-
ing across workloads is not assumed.

Governance acts as a feasibility filter: Gieq is
the set of deployment constraints specified for a
given workload (these may be technical, contrac-
tual, or policy-driven), and a model is feasible only
if G(m)2DGheq. The filter is generic, so practition-
ers can encode whichever constraints apply to their
setting. Among feasible solutions, the breakeven
volume between two models mq, mo is

_ ACqey + T Acfixed
T () — )y

inf inf

V*

; 3)

where ACgey=Cley(m1)—Cley(ma) and Acfixeq is
defined analogously. If m; carries the higher fixed
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cost and mg the higher per-document cost (numer-
ator and denominator both positive), then above
V* the lower-marginal-cost solution m; wins, and
below V* the lower-fixed-cost solution ms wins.

The framework is intentionally lightweight:
practitioners populate M with measurements ob-
tained from the dataset and code we release (Sec-
tion 3), specify the four task parameters, and read
off the recommendation. Section 6 instantiates this
on a concrete scenario.

6 Illustrative Case Study: A Hypothetical
Mid-Volume Extraction Profile

We instantiate the framework on a hypothetical task
profile chosen to exercise all four parameters; it is
not based on a production implementation, and no
customer documents or internal company metrics
were used to construct it. The profile is V=100K
documents/month, 7'=12 months, (),;,=0.85 F1,
Lax=5 s, and, to illustrate the governance fil-
ter, an arbitrary deployment-locality constraint that
admits only self-hosted models—a generic exam-
ple chosen to show how a constraint propagates
through the pipeline, not a claim about which con-
straints any specific workload, organisation, or in-
dustry should adopt. The numbers below are il-
lustrative estimates for demonstrating framework
application, not a vendor benchmark; practitioners
can re-populate Table 5 with the rates and con-
straints that apply to their own setting.

Cost assumptions. Per-document inference cost
cinf for API candidates in Table 5 is derived from
published vendor pricing: GPT-4.1 at $2/M input
and $8/M output (OpenAl, 2025b) (~1,500 im-
age + 80 output tokens; $0.004/doc); GPT-5 (Ope-
nAl, 2025a), emitting two extra fields (AmountIn-
Words, CheckNumber), $0.025/doc; Claude Son-
net 4.5 at $3/$15 per M (Anthropic, 2025),
$0.006/doc; OCR+GPT-4.1 combines Azure DI
Read at $1.50/1,000 pages (Microsoft Azure,
2025b) with a text GPT-4.1 call ($0.003/doc); the
OCR—regex baseline incurs only the OCR call
($0.0015/doc); Azure Content Understanding is
$0.010/page (Microsoft Azure, 2025a). Self-hosted
candidates are priced from a dedicated, contin-
uously provisioned AWS gb5.xlarge (NVIDIA
A10G) at $1.006/hour (Amazon Web Services,
2025) (Eq. (2) assumption iv), which we treat
as a fixed monthly cost cxea=$734/month with
cinf~=0: the marginal cost of one additional docu-
ment on already-provisioned capacity is negligi-

ble below saturation, and the case-study volume
V'=100K docs/month sits well below the single-
instance saturation threshold at target utilisation
Pmax=0.7. Self-hosted p95 latencies in Table 5 are
projected from A100 measurements to A10G at a
1.7x ratio, drawn from the widely reported 1.5—
1.7x inference slowdown for 3B-7B transformer
models at batch size 1 (Baseten, 2025; Modal Labs,
2025; NVIDIA, 2022, 2021); direct A10G mea-
surement is a limitation (see Limitations). Devel-
opment cost Cgey for fine-tuned models is $6K la-
belling (the 2,998-document training set in Sec-
tion 3 at $2/doc, an authors’ midpoint estimate for
layout-aware document annotation between com-
mercial crowd and expert-review rates; see Limita-
tions) + $7.5K base engineering (50 hr at $150/hr
fully-loaded, an authors’ estimate informed by
U.S. Bureau of Labor Statistics (2024) software-
developer wages) + $1.5-3.5K productionisation
overhead; API integrations omit the fine-tune line
items. These are pilot-grade illustrative baselines
(see Limitations).

Stage 1 (Governance). The illustrative locality
constraint admits only self-hosted candidates, re-
moving GPT-5, GPT-4.1, OCR+GPT-4.1, ACU,
Claude Sonnet 4.5, and the OCR+Regex pipeline
(whose OCR step is also an external API call) from
contention.

Stage 2 (Quality + latency). Quality here has
two components: F1 with ) 1 min=0.85 and cov-
erage with Qcov,min=0.99. Among self-hosted can-
didates, all four fine-tuned open-source variants
meet the F1 threshold; the OCR+Regex baseline at
F1 0.395 is eliminated on accuracy regardless of
deployment location. Under the A10G latency pro-
jection, both Qwen models exceed the 5 s budget
(Qwen-7B FT 8.2s p95, Qwen-3B FT 9.9s p95)
and are excluded; SmolVLM2-2.2B FT (3.4 s) and
SmolVLM-500M FT (4.1 s) pass. Coverage then
excludes SmolVLM-500M FT (0.947 < 0.99, i.e.,
5.3% of outputs fail JSON parse and are counted
as full misses under our reporting protocol), leav-
ing SmolVLM2-2.2B FT as the sole survivor. On
H100-class hardware both Qwen models pass la-
tency, so accelerator choice is itself part of the
practitioner’s task profile.

Stage 3 (Cost and result). With only
SmolVLM?2-2.2B FT surviving governance,
latency, and coverage, the framework-derived
recommendation is m*=SmolVLM2-2.2B FT at

2120



Model Q Cov. Lpos Cuev  Cint Loc.
(s) ($K) (§/doc)
GPT-5 093 1.00 40 5 0.0250 API
OCR+GPT-4.1 092 1.00 25 8 0.0030 API
GPT-4.1 (vision) 091 1.00 18 5 0.0040 API
ACU 0.89 1.00 18 5 0.0100 API
Claude S. 4.5 0.86 1.00 12 5 0.0060 API
OCR+Regex 040 1.00 12 6 0.0015 API
Qwen-7B FT 0.99 1.00 82 17 ~0  on-prem
Qwen-3B FT 098 1.00 99 15 ~0  on-prem
SmolVLM2-22B FT 090 1.00 34 15 ~0 on-prem
SmolVLM-500M FT 0.85 095 4.1 15 ~0 on-prem

Table 5: Case-study parameters. @ is the test-pool Micro-F1 (Table 1); Cov. is structured-output coverage
(equivalently, one minus the JSON parse failure rate); L,95 for self-hosted models is A10G-projected from A100
measurements at 1.7x (Table 7), and for commercial APIs is a =~ 1.5x estimate of mean latency (where only
mean is logged). Self-hosted candidates carry cpxea=%$734/month for one dedicated A10G instance (Eq. (2)
assumption iv); cipr=0 on already-provisioned capacity below saturation. Sources: GPT-4.1 pricing (OpenAl,
2025b); GPT-5 dated snapshot (OpenAl, 2025a); Claude Sonnet 4.5 pricing (Anthropic, 2025); Azure Document
Intelligence (Microsoft Azure, 2025b) (also the OCR+Regex baseline, which incurs OCR-only cost); Azure Content
Understanding (Microsoft Azure, 2025a); AWS g5.xlarge (Amazon Web Services, 2025).

annual cost $23.8K (VT'=1.2M docs/yr; $15K
Clgev plus twelve months at $734/month for one
dedicated A10G instance). Were the illustrative
locality constraint absent, OCR+GPT-4.1 at
$11.6K/yr would win; GPT-5’s 0.011 F1 lift rarely
justifies its 3x price unless its extra fields are
required.

Volume sensitivity. API and self-hosted ranking
flips with volume because APIs carry near-zero
fixed cost. Eq. (3) with the revised A10G eco-
nomics gives crossover V*~439K docs/month for
SmolVLM2-2.2B FT vs. OCR+GPT-4.1 over a 12-
month horizon; Appendix C reports three volume
regimes. At V=1M docs/month a single A10G
instance is no longer sufficient; the self-hosted
deployment scales to N=2 instances ($32.6K/yr)
versus $44K/yr for OCR+GPT-4.1, a 26% sav-
ing, consistent with Chen et al. (2024); below
~440K docs/month the API pipeline is unambigu-
ously cheaper.® The cost-optimal model is there-
fore a function of the joint (V, T, Greq) profile, not
of benchmark accuracy alone.

Framework application to a second task. On
the insurance-form task (Section 4.6), applying the
same feasibility filters with identical thresholds
(QF1,min=0.85, Qcov,min=0.99) yields a different

3The recommendation is stable within plausible input vari-
ation. Under Cuey€[$10K, $25K], the breakeven shifts from
~300K to ~720K docs/month. Utilisation p€[0.5,0.9] af-
fects only the volume above which additional instances are
needed; one A10G instance suffices at V=100K docs/month.
An added ops line of $1,000/month shifts breakeven to
~770K docs/month.

survivor set because coverage is task-dependent.
SmolVLM?2-2.2B FT drops to coverage 0.32 on
the 36-field schema (versus 1.00 on checks) and is
excluded; SmolVLM-500M FT narrowly fails cov-
erage at 0.988. Qwen models retain full coverage
and would be the framework’s recommendation
under an appropriately relaxed latency budget for
the richer schema. The recommendation is there-
fore sensitive to task-specific reliability, not just
aggregate accuracy.

7 Conclusion

Practitioner guidance for vision-language IDP has
lagged behind model turnover: public leaderboards
report clean-document accuracy, but deployments
are decided on the joint axes of quality, latency,
governance, and cost. This study reframes ap-
proach selection along those axes. Across eleven
systems on a 750-document held-out pool, fine-
tuned open-source VLMs match or exceed every
zero-shot commercial system on this schema under
a fixed adaptation budget (Qwen2.5-VL FT > 0.98
F1), yet commercial APIs remain cheapest at low
volume below the ~440K docs/month breakeven—
so the cost-optimal model is a function of the joint
operating profile, not of benchmark accuracy. The
contribution is the framework, dataset, and harness,
released together so practitioners can shift the IDP
conversation from “which model is most accurate?”
to “which approach is feasible and cheapest under
my constraints?” as the model lineup turns over.
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8 Limitations

Our evaluation uses synthetic checks with a four-
field schema and synthetic 36-field insurance ap-
plication forms; real production documents have
higher template diversity and adversarial scan ar-
tifacts (heavy rotation, strong scan noise, multi-
document pages) which we do not stress in this
study. The synthetic-only design is itself a con-
straint: real-world financial documents carry PII
and contractual restrictions that prevent public re-
lease, so a template-driven corpus is the only arte-
fact we can open-source for reproducibility—the
rendering pipeline mirrors production checks in
layout, fonts, and scan-artefact distribution, but a
residual distributional gap remains the principal
generalisation caveat. The case-study cost figures
are pilot-grade illustrative baselines that vary by
region, contract, and time; A10G p95 latencies in
Table 5 are projected from A100 measurements
at 1.7 x using cited industry references, and direct
A10G measurement remains future work. Produc-
tion deployments with elevated review burdens typ-
ically require 3—10x more engineering for security,
observability, and retraining infrastructure, which
raises the API-vs-self-hosted break-even volume
but preserves the qualitative ranking. We evalu-
ated a single fine-tuning recipe per model family,
and the GPU-sensitivity study covers only A100
and H100 at batch size 1; larger batch sizes on
any accelerator are extrapolations. Per-tier and per-
corruption-axis stratification within the synthetic
pipeline is not part of this study; the cross-domain
OOQOD evaluation (Section 4.6) provides the primary
generalization signal instead. Our candidate set
excludes fine-tuned purpose-built layout models
(LayoutLMv3, Donut, Pix2Struct, UDOP); a like-
for-like comparison against these encoders is a nat-
ural extension.
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A Additional Discussion

Two practitioner-facing patterns emerge. Date is
the universal commercial bottleneck: across all
five commercial / reasoning systems Date has the
lowest per-field F1 (0.47-0.79; Claude’s precision
collapses to 0.31), so a downstream date-validation
step (constrained format plus business-rule range)
is a more robust intervention than additional train-
ing data. Reasoning models earn only marginal
accuracy: GPT-5’s ~0.01 F1 lift on the four core
fields is dwarfed by ~ 3x token cost and ~ 2x
latency; its honest value-add is schema coverage
(AmountInWords, CheckNumber), so it pays off
when those extra fields are required.

B Reproducibility Details

We release dataset generation code, fine-tuning
scripts, prompts, and evaluation harnesses at ht
tps://github.com/manulife-ai/beyond-acc
uracy-vlm-emnlp2026/. The settings below are
constant across all configurations unless noted.

Prompt. A single prompt is used for every VLM
and LLM in the study, modulo the image attach-
ment mechanism required by each API:

You are extracting fields from a U.S.
business check.
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Return a JSON object with
these keys: “Payee” (string), “Amount”
(number, no currency symbol), “Date”
(string MM/DD/YYYY), “Bank” (one of:
Chase, Citi, BOA).

If a field is unreadable, return an empty
string for that key.

Return ONLY the JSON object,
no markdown.

exactly

no prose,

For reasoning models we additionally prepend
the system message “Think briefly, then
answer.” which we found stabilises the JSON
output without measurably changing accuracy.

Decoding. All open-source VLMs and commer-
cial / reasoning APIs are run with temperature =
0.0, top_p= 1.0, and max_new_tokens = 1024,
set to avoid long-output truncation on multi-field
responses. Stop tokens are the model defaults; we
do not impose additional JSON delimiters.

JSON failure handling. Every raw model output
is passed through a three-stage parser: (i) strip
markdown fences (“‘json “¢); (i) extract
the outermost balanced {...7}; (iii) json.loads.
If all three stages fail the sample is recorded as
JSON_FAIL and counted as a full miss on every
field (4 false negatives), which is the worst case for
that model and is what the JSON-failure column
in Table 1 measures. We do not perform any retry,
schema- repair, or constrained-decoding pass; the
numbers reported are first-try outputs.

Fine-tuning. Qwen2.5-VL-3B/7B are fine-tuned
with LoRA (r=16, =32, dropout = (.05, target
modules: all attention projections and the MLP
gate/up/down); SmolVLM2 variants are full fine-
tuned. All runs use the AdamW-8bit optimiser,
effective batch size 4 (per-device 1, gradient ac-
cumulation 4), cosine schedule with 3% warmup,
weight decay 0.01, and bf16 mixed precision on a
single A100 80 GB. Seed 42 throughout.

Compute. Each Qwen fine-tune completes in 6—
14 GPU-hours on the A100; SmolVLM fine-tunes
complete in 2—-5 GPU-hours. Per-document infer-
ence latency in Table 1 is measured on an NVIDIA
A100 80 GB PCle under a Databricks runtime 18.2
image (PyTorch 2.9 / CUDA 12.9, bfl6, batch
size 1, five-document warmup discarded). Sec-
tion 4.5 reports the same fine-tuned models re-
benchmarked on an NVIDIA H100 NVL under
the same software stack for the GPU-sensitivity
analysis.

Model versions. Open-source check-
points are pulled from Hugging-
Face: Qwen/Qwen2.5-VL-3B-Instruct,
Qwen/Qwen2.5-VL-7B-Instruct,
HuggingFaceTB/SmolVLM2-2.2B-Instruct,
HuggingFaceTB/SmolVLM-500M-Instruct,
HuggingFaceTB/SmolVLM2-256M-Instruct.
Commercial APIs used the following dated snap-
shots: GPT-4.1 (gpt-4.1-2025-04-14) (OpenAl,

2025b), GPT-5 (gpt-5-2025-08-07) (Ope-
nAl, 2025a), Claude Sonnet 4.5
(claude-sonnet-4-5-20250929) (Anthropic,

2025), Azure Content Understanding (Mi-
crosoft Azure, 2025a), and Azure Document
Intelligence (Microsoft Azure, 2025b) for
the OCR+GPT-4.1 pipeline. Specific request
timestamps are logged and released with the
harness.

C Volume-Sensitivity Table

Model 5K/mo 100K/mo 1M/mo
OCR+GPT-4.1 $8.2K $11.6K $44.0K
Qwen-3B FT -

SmolVLM2-2.2B FT $23.8K $23.8K  $32.6K

Table 6: Annual cost ($K) at three volumes (7'=12)
under the revised A10G-dedicated deployment. Bold
marks the cost-optimal feasible option when no gover-
nance constraint is applied. Qwen-3B FT is excluded
on A10G-projected latency across all volumes; on H100-
class hardware it becomes feasible and can be re-costed
with the corresponding hourly rate. Referenced from
Section 6, “Volume sensitivity”.

D GPU Sensitivity Details

Table 7 reports per-document latency and peak
memory on NVIDIA A100 80GB PCle and
NVIDIA H100 NVL for all five fine-tuned open-
source models, measured under identical software
(PyTorch 2.9 / CUDA 12.9, bf16, batch size 1)
on the 750-document held-out pool. Accuracy is
unchanged across GPUs (AF1 < 0.003), so the rel-
ative ordering is stable; practitioners on H100-class
hardware can rescale the case-study cost terms ap-
proximately linearly by GPU-hour price.

E Error Taxonomy Details

Quantitative breakdown of the three error cate-
gories summarised in Section 4:

(E1) Degenerate repetition (SmolVLM2-256M,
pretrained SmolVLM-500M): the model emits
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A100 80 GB H100 NVL
Model Mem mean p95 mean p95 H/A
(GB) (s) () (s) (s) speedup

SmolVLM2-256M 0.5 1.62 231 1.10 147 147x
SmolVLM-500M 09 096 242 0.70 1.51 1.38x
SmolVLM2-22B 42 147 196 093 1.19 1.59x
Qwen2.5-VL-3B 7.1 418 579 250 343 1.68x
Qwen2.5-VL-7B 15,5 353 479 214 289 1.65x

Table 7: Per-document inference latency on A100
80 GB PCle vs. H100 NVL (bf16, batch size 1, 750-
document held-out pool). Mem is peak GPU memory
during inference (GPU-independent). H/A speedup is
A100 mean / H100 mean.

looping arrays such as [123.0, 123.0, 123.0,
... ] that exhaust the token budget without clos-
ing the JSON object. Accounts for > 99% of
pretrained sub-500M outputs and persists in fine-
tuned 256M as the 30.7% JSON parse-failure rate
reported in Table 1.

(E2) Phonetic Payee misspelling (Qwen-
3B/SmolVLM2-2.2B): Mark Gwazy vs. Mark
Gray; Zachary Villages vs. Zachary Villegas.
Errors cluster on visually-ambiguous character
pairs (g/y, s/z, efi).

(E3) Date over-extraction (Claude Sonnet 4.5,
GPT-4.1 vision, OCR+GPT-4.1): the model ex-
tracts every date-like substring on the check.
Claude is the worst case (686 FP against 304 TP);
GPT-4.1 vision (337 FP) and OCR+GPT-4.1 (360
FP) are milder but qualitatively identical.

F Per-Field-Type Analysis (Insurance
Forms)

Field taxonomy on the 36-field insurance schema,
derived from ground-truth value cardinality
on the 1,000-document test set: 9 checkbox /
boolean-flag fields (citizenship_status, sex,
occupation_status and six other Y/N flags), 22
structured-text fields (names, addresses, phone,
dates, IDs, SSN, salaries, states, countries), and 5
free-form fields (two bankruptcy_details
lines, job_duties_description,
occupation_status_other_description,
green_card_or_visa_type).

The per-field-type breakdown below is reported
for SmolVLM-500M FT, SmolVLM2-256M FT,
GPT-4.1 (vision), and OCR+GPT-4.1. Overall ac-
curacies for Qwen2.5-VL-3B FT, Qwen2.5-VL-7B
FT, and SmolVLM?2-2.2B FT appear in Table 4.

Model Ckbox Text Free Overall
n=9) (n=22) (n=5) (n=36)
SmolVLM-500M FT  0.987 0.929 0.583 0.895
SmolVLM2-256M FT 0.160 0.151 0.093 0.145
GPT-4.1 (vision) 0.476 0.934 0.560 0.768
OCR+GPT-4.1 0.398 0947 0.569 0.757

Table 8: Per-field-type mean accuracy on the insurance-
form test set (n=1,000). Categories are 9 boolean-flag
checkboxes, 22 structured-text fields, and 5 free-form
fields (see paragraph above). Overall accuracy matches
the Insurance column of Table 4 up to true<>yes nor-
malization on Y/N outputs, which is applied to GPT-4.1
rows (GPT-4.1 vision 0.738—0.768 and OCR+GPT-
4.1 0.731—0.757); fine-tuned SmolVLM rows are un-
changed. Bold marks the best in column.

G Seed-study Variance (Check Task)

To quantify the sensitivity of the fine-tuning out-
comes to random seed, we run a 3-seed Monte-
Carlo cross-validation study on the check task.
Seeds 42, 1337, and 2718 each draw an indepen-
dent grouped 80/20 split from the pooled 3,748-
image dataset. The grouped split assigns whole
(Payee, Amount, Date) components to one side of
the split, guaranteeing zero group overlap between
train and test. Each seed’s train and test sets pre-
serve the paper’s 10/30/25/20/15% Clean-through-
Extreme tier mixture within 0.2 percentage points.
All five open-source models are trained under the
recipes of Section 3 on each seed’s 2,999-document
train set and scored on that seed’s 749-document
test set. Because the test set is resampled per seed,
the aggregate F1 values in Table 9 use a different
pool than the fixed 750-document evaluation re-
ported in Table 1 and should be read as a variance
study rather than a substitute for that evaluation.

Model FT F1 (mean =+ std) A vs. pretrained
SmolVLM2-256M 0.719 £ 0.011 +0.719
SmolVLM-500M 0.832 4+ 0.008 +0.832
SmolVLM2-2.2B 0.903 + 0.002 +0.396
Qwen2.5-VL-3B 0.983 + 0.002 +0.141
Qwen2.5-VL-7B 0.985 + 0.002 +0.068

Table 9: Seed-study aggregate F1 across three Monte-
Carlo splits (n=749 per seed). The Qwen-3B versus
Qwen-7B 0.002 gap is within seed noise; sub-billion
models are noticeably more seed-sensitive than models
at 2B parameters or above. Pretrained F1 is 0.000 for
both sub-billion SmolVLMs (structural JSON collapse),
0.507 for SmolVLM?2-2.2B, 0.842 for Qwen-3B, and
0.917 for Qwen-7B, all with std < 0.003.
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Per-field variance. Table 10 reports the same
three seeds broken out by field. Payee is the uni-
versal ceiling across model sizes; Bank saturates at
1.000 for both Qwen fine-tunes, consistent with the
closed 3-way Bank vocabulary noted in Section 3.

Model Payee Amount Date

Bank

SmolVLM2-256M 0.585 £ 0.015 0.706 £ 0.022 0.744 £ 0.010
SmolVLM-500M  0.695 £ 0.021 0.854 +0.010 0.842 £ 0.006
SmolVLM2-2.2B  0.800 £+ 0.007 0.910 £ 0.010 0.887 +£ 0.004
Qwen2.5-VL-3B  0.959 £ 0.003 0.995 £ 0.002 0.977 £ 0.005
Qwen2.5-VL-7B  0.965 £ 0.004 0.995 £ 0.002 0.979 £ 0.002

0.818 £+ 0.011
0.916 + 0.006
0.997 + 0.000
1.000 £ 0.000
1.000 £ 0.000

Table 10: Per-field entity-level F1, mean = std across
three Monte-Carlo seeds.

Framework re-derivation. Applying the
feasibility set of Eq. (1) with Q1 min=0.85 and
Qcov,min=0.99 to the seed-study means gives

Mp={SmolVLM2-2.2B FT, Qwen-3B FT, Qwen-7B FT}.

Under the illustrative case-study profile of Sec-
tion 6 the cheapest survivor remains SmolVLM?2-
2.2B FT, matching the m* derived from the main
results. SmolVLM-500M FT fails both accuracy
(F1 0.832 < 0.85) and coverage (0.951 < 0.99)
under this resampled protocol, so its exclusion
does not depend on any single threshold.
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