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Abstract

We propose a multi-task learning approach
for multi-party dialogue intent recognition that
leverages an auxiliary task that models turn-
taking dynamics. Specifically, we introduce
turn-transition entropy, a self-supervised target
computed from the sequence of speaker tran-
sitions, which quantifies the predictability of
interaction patterns. Experiments on multiple
pre-trained models demonstrate that incorporat-
ing this auxiliary task improves intent recogni-
tion performance, outperforming existing ap-
proaches which ignore multi-party interaction
dynamics. We find that our proposed continu-
ous target can be learned as a single-task ob-
jective, suggesting that it is an actual signal
carrying useful information.

1 Introduction

Detection of users’ intents is a fundamental com-
ponent of task-oriented dialogue systems, enabling
conversational agents to understand user needs and
generate appropriate responses (Zhu et al., 2025).
While intent recognition has been extensively stud-
ied in dyadic dialogues (Zawbaa et al., 2024; Arora
et al., 2024; Sali and Toraman, 2025), the multi-
party scenario, where agents interact with mul-
tiple users simultaneously, has been overlooked.
Recent work has investigated intent recognition
in multi-party conversations (MPCs) using both
small and large language models (Castillo-López
et al., 2025a; Liu et al., 2026b). However, most
approaches fail to leverage information from the
inherent multi-party interaction dynamics, such
as turn-taking behavior, conversation disentangle-
ment, and others (Ganesh et al., 2023; Sapkota
et al., 2025).

In this paper, we propose a multi-task learning
approach that incorporates an auxiliary task to cap-
ture turn-taking dynamics for multi-party dialogue
intent recognition. Unlike dyadic conversations,
where turn-taking is relatively simple to anticipate,
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S1: Good morning! How can I help you?

S2: I have an appointment at 10AM.

S3: He's also had chest pain since yesterday.

S1: Could I get your insurance card and ID?

S2: Sure, here you go.

S3: Thank you for seeing us so quickly.

S1: You’re welcome.

S1: Hello, how can I help you today?

S2: I probably broke my wrist, I fell last night.

S1: Can you rate your pain level from 1 to 10?

S3: She said it's about an 8, she can’t move it.

S2: Yes, it's gotten worse since we arrived.

S1: I'll fast-track you straight to triage.

S3: Thank you so much.
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Figure 1: Examples of low- and high-entropy turn transi-
tions. The top conversation follows a structured pattern
of speaker transitions, presenting a lower turn-transition
entropy. The bottom conversation exhibits more var-
ied and less organized speaker transitions, leading to a
higher entropy1. Note that both examples have the same
number of speakers and turn shifts.

MPCs involve multiple potential next speakers,
making speaker interaction patterns more complex
(Skantze, 2021; Castillo-López et al., 2025b). We
argue that such patterns provide useful contextual
cues to model MPCs and therefore improve intent
recognition in these scenarios. Although tasks such
as next-speaker prediction and addressee detection
have been widely studied (Gu et al., 2022; He et al.,
2024; Mori et al., 2026; Inoue et al., 2025), they
often require additional annotations or assumptions
about the number of participants.

To address these limitations, we introduce an
auxiliary regression task that predicts the uncer-
tainty of turn-taking patterns in the dialogue con-
text. Given the turns preceding a target utterance,
we extract speaker-transition pairs (e.g., Speaker
A → Speaker B, Speaker B → Speaker C) and

1We define the entropy computation in Section 3.3.
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compute their Shannon entropy (Shannon, 1948).
This turn-transition entropy quantifies the pre-
dictability of interaction dynamics: low entropy
indicates more organized turn-taking, whereas high
entropy shows more unpredictable turn transitions
(Figure 1). By learning to predict this quantity, in-
tent recognition models are encouraged to capture
interaction dynamics inherent to MPCs without re-
quiring additional annotations or a fixed number of
participants. Our main contributions are as follows:

• We introduce turn-transition entropy, a
self-supervised continuous target that cap-
tures turn-taking dynamics in multi-party dia-
logues.

• We evaluate the practical use of the turn-
transition entropy as an auxiliary task for fine-
tuning multi-party intent recognition models.

2 Related Work

Intent detection has been widely studied in dyadic
dialogues (Wang et al., 2023; Gautam et al., 2024;
Benayas et al., 2025). More recently, the use of
LLMs for intent recognition has gained attention
in single-turn (Sali and Toraman, 2025; Castillo-
López et al., 2026; Arora et al., 2024) and multi-
turn dialogue (Liu et al., 2026a). Multitask learn-
ing methods have proposed incorporating auxiliary
tasks such as named entity recognition (Perdana
et al., 2025; Benayas et al., 2021), dialogue act clas-
sification (Firdaus et al., 2021), and slot filling (He
et al., 2021b; Firdaus et al., 2023). These multitask
methods, however, require additional annotations
that are not feasible in many real-world applica-
tions. Castillo-López et al. (2025a) presented a
hybrid approach that combines small and large lan-
guage models in few-shot settings on MPCs. Mul-
timodal fusion methods in MPCs have also been
investigated (Chen et al., 2024; Shen et al., 2025).
However, none of such works explicitly aim to cap-
ture inherent multi-party behavior.

Research in dialogue act classification, a similar
dialogue multiclass classification task at utterance
level, has explored modeling multi-parity (Anwar
et al., 2024). Most studies have investigated mod-
eling speaker-related dynamics for improving di-
alogue understanding (Fu et al., 2025). He et al.
(2021c) addressed the task by introducing speaker-
turn embeddings added to utterance representations
before contextual encoding. This mechanism ef-
ficiently signals speaker switch or continuation,

but reducing speaker identities to a binary pattern
comes at the expense of retaining speaker-specific
turn taking information. This limitation, most con-
sequential in MPCs, was addressed by Qamar et al.
(2023), who proposed a speaker-specific graph
model for multi-party dialogue act classification.
Their approach learns graph-structured speaker rep-
resentations from speaker–utterance connections
and concatenates them with contextual utterance
representations to model local speaker behavior.
However, this makes speaker modeling dependent
on an explicit speaker–utterance graph neural mod-
ule for each dialogue. Additionally, it primarily
captures local speaker behavior rather than the
global distributional structure of turn transitions.

In contrast to prior research, we incorporate
turn-taking dynamics for multi-party intent recog-
nition through a self-supervised multitask strategy.
That is, without requiring additional costly anno-
tations. In addition, our approach does not rely
on a fixed number of speakers. Rather than using
speaker-turn embeddings or graph-derived speaker
representations, we introduce turn-transition en-
tropy as an auxiliary regression signal, encouraging
transformer-based models to capture the structure
of speaker transitions while optimizing the main
intent classification objective.

3 Experimental Procedure

Let D be a dataset of multi-party dialogues, where
each dialogue dk = {(ui, pi, yi)}nk

i=1 is a sequence
of nk utterances, with ui denoting the i-th utter-
ance, pi ∈ Pk its speaker from a dialogue-specific
set of participants Pk, and. yi ∈ Y its intent label.
Y = {1, . . . ,m} denotes the predefined set of m
intent labels. Our aim is to build a multiclass classi-
fication system that assigns each utterance ui to its
corresponding intent yi ∈ Y . Our contribution is
to leverage the conversational interactions between
speakers in Pk.

3.1 Utterance Modeling

We use three different encoders to represent the
text from utterances: BERT (Devlin et al., 2019),
RoBERTa (Liu et al., 2019), and DeBERTaV3 (He
et al., 2021a). We use the large versions of all pre-
trained models. More details of the models we use
are included in Appendix B.1. In addition to the
utterance to classify and in line with previous work,
we prepend the encoded representation of previous
utterances to include context information.
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3.2 Context Information Modeling

We add additional learnable embeddings to our en-
coded text representation to incorporate context
information. Following (Zhang et al., 2024), we
add segment embeddings to let the model discrimi-
nate between contextual utterances and the target
utterance ut to classify. In (Zhang et al., 2024),
only utterances previously produced by the target
speaker pt are prepended as context. However, we
find that performance improves when incorporat-
ing all previous utterances as context, regardless
of their speaker. To compensate for the loss of
speaker identity that comes with this broader con-
text, we introduce an additional speaker embedding
that distinguishes utterances produced by the target
speaker pt from those produced by other partici-
pants. Experiments showing the advantages of this
modification are described in Appendix D. The fi-
nal input representation and an overview of our
architecture is illustrated in Figure 2.

3.3 Turn-Transition Entropy Auxiliary Task

In multi-party dialogues, the way participants alter-
nate in taking turns may carry implicit structural
information about the nature of the conversation.
To capture this, we introduce the turn-transition
entropy, a continuous measure that characterizes
the distribution of speaker transitions in a dialogue.
Given a dialogue dk = {(ui, pi, yi)}nk

i=1, we define
the set of observed turn-transition pairs for a target
utterance ut:

At = {(pi−1, pi) | i = 1, . . . , t} (1)

where each pair (pi−1, pi) represents a transition
from the speaker of utterance ui−1 to the speaker
of utterance ui. Let A∗

t denote the set of unique
transition pairs observed in At, and c(a) denote the
number of times pair a ∈ A∗

t occurs in At. The
probability of each observed turn shift is estimated
as:

P (a) =
c(a)

|At|
(2)

The turn-transition entropy for target utterance ut
is then defined as the Shannon entropy (Shannon,
1948) over the observed transition pairs:

Ht = −
∑

a∈A∗
t

P (a) logP (a) (3)

As a result, we obtain a computed continuous
value for each utterance. Unlike speaker-count or

turn-count statistics, Ht reflects how evenly dis-
tributed the turn-taking transitions are among the
pairs observed until turn t. A low entropy indicates
an organized order of turn transitions (i.e. a few
transitions dominate), while a high entropy reflects
a more diverse set of turn transitions, i.e. more
unpredictable speaker-wise turn shifts. We pro-
pose incorporating the defined entropy value as an
auxiliary regression target in a multitask learning
framework alongside the main intent classification
task, to leverage the multi-party nature of the con-
versation as an additional source of information,
encouraging the model to capture turn-taking dy-
namics to improve intent classification. The distri-
butions of the computed entropy values are shown
in Figure 3.

Finally, we argue that the proposed turn-
transition entropy variable may correlate with ut-
terance properties such as turn index, context
length, and speaker count. This could make unclear
whether the model captures turn taking predictabil-
ity or simpler dialogue properties. Therefore, we
propose a normalized version of the auxiliary vari-
able. In particular, the normalized turn-transition
entropy variable is obtained by dividing the actual
entropy values by the speaker counts observed in
the context utterances. Consequently, we conduct
our multitask learning experiments on both: the
turn-transition entropy and the normalized turn-
transition entropy variables. In Appendix A, we
perform a relationship analysis between the aux-
iliary targets and the utterance properties that we
enumerated previously.

3.4 Intent Classification
We consider two learning approaches for the intent
classification task: a single-task (our baseline) and
a multitask setting.

Single-Task. In the single-task setting, a classi-
fication head consisting of a linear layer followed
by a softmax activation is placed on top of the lan-
guage model to predict the intent label yt ∈ Y . The
model is optimized using the Cross-Entropy Loss
Lcls. Models are fine-tuned across 60 epochs with
an early stopping mechanism. More details about
model fine-tuning are provided in Appendix B.4.

Multitask. In the multitask setting, we addition-
ally incorporate the turn-transition entropy Ht as
an auxiliary regression target. A regression head
is connected to an intermediate layer of the lan-
guage model, specifically the l-th transformer layer,
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Figure 2: Overview of our multitask learning approach architecture. Input representation includes model token
embeddings; segment IDs to distinguish contextual from target utterances (i.e. latest turn utterance, to classify into
any intent); and speaker embeddings to discriminate context uttered by the speaker producing the target utterance.
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Figure 3: Entropy distributions computed on the training
sets of MIntRec2.0 and MPGT.

where l is a tunable hyperparameter. The hidden
states at layer l are pooled and fed into a regres-
sion head trained to predict Ht, optimized using the
Mean Squared Error Loss Lreg. The two objectives
are combined using a weighted geometric mean,
which is invariant to the scale of the individual
losses (Chennupati et al., 2019), controlled by a hy-
perparameter λ ∈ [0, 1] as L = L(1−λ)

cls · Lλ
reg. The

hyperparameter λ controls the relative importance
of the auxiliary regression task with respect to the
main classification task. These additional hyperpa-
rameters are optimized using the Tree-structured
Parzen Estimator approach (Bergstra et al., 2011;
Watanabe, 2023) on Optuna2(Akiba et al., 2019).
Models are fine-tuned across 60 epochs with early
stopping. More details about model fine-tuning are
provided in Appendix B.5.

3.5 Large Language Model Baseline
In addition to the encoder models fine-tuning,
we conduct a baseline experiment using

2https://optuna.org/

DeepSeek-R1-Distill-Llama-8B on zero-
shot settings for the intent classification task,
following the zero-shot classification described
in (Castillo-López et al., 2025a). Figure 5 in
Appendix B.2 depicts the prompt template we use
for the task.

3.6 Prior Work Baselines
We use the results reported in (Zhang et al.,
2024) as a baseline to compare with our work.
Moreover, we implement the Label Space Re-
duction method proposed by Castillo-López
et al. (2025a). Their two-stage approach con-
sists in fine-tuning BERT and routing uncer-
tain (i.e. hard) inferences to a LLM. We use
DeepSeek-R1-Distill-Llama-70B, which pro-
vided the best results in their work. Both baseline
methods are implemented on BERTLARGE.

Additionally, we implement the speaker-aware
graph-based method of (Qamar et al., 2023) from
the paper’s methodological description. Unlike
the original study, our evaluation covers both
RoBERTaBASE and RoBERTaLARGE. Following
the original setup, the RoBERTa embedding layer
and all transformer layers except the final one are
frozen; only the final transformer layer is fine-tuned
before training the graph component. Each dia-
logue chunk is represented as a speaker-utterance
graph with one node per utterance and speaker;
bidirectional utterance-speaker links yield (2|D|)
directed edges with a single relation type. Two
RGAT layers, each with two attention heads and
hidden size 400, compute utterance-level speaker
representations that are concatenated with contex-
tual utterance representations before classification.
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The complete hyperparameter configuration used
for reproduction is reported in Appendix B.3.

We further implement the speaker-turn embed-
ding baseline of (He et al., 2021c) from the authors’
public implementation, only replacing dialogue-act
targets with intent labels and RoBERTaBASE with
RoBERTaLARGE.

3.7 Datasets

We use two public multi-party conversations cor-
pora in this work. The first corpus is MPGT, which
is a set of 29 dialogues between hospital visitors
and a receptionist robot (Addlesee et al., 2023).
The second corpus is MIntRec2.0, a multimodal
dataset of 15K dialogue utterances from TV shows
(Zhang et al., 2024). In this work we are interested
in systems working with text input data, hence
we only use the dialogue transcripts data. MPGT
and MIntRec2.0 define 8 and 30 intents, respec-
tively. Additionally, we use MEETInt, an internal
corpus of 75 spoken MPCs from in-person profes-
sional meetings, containing 100K utterances and
12 intents. More information about the datasets is
detailed in Appendix C.

3.8 Evaluation

We evaluate our fine-tuned intent classification
models using the average macro F1 and accuracy
over 5 runs with different seeds. The evaluation
of the regression task is performed using the Mean
Absolute Error (MAE).

4 Results

Table 1 shows the main results of all baselines and
our multitask learning approach on all pre-trained
models. We observe that our baseline method
presents higher macro-F1 and accuracy scores than
prior work baselines on both datasets. We also
observe that regardless of the backbone model, in-
corporating our proposed turn-transition entropy
auxiliary task –normalized or unnormalized– leads
to a macro-F1 score improvement with respect
to our baseline on both MPGT and MIntRec2.0.
BERT, in multitask settings, achieves the largest
macro F1 on MPGT, while DeBERTa shows the
highest F1 on MIntRec2.0. We find that in all
cases, except for BERT on MPGT, the normalized
version of the turn-transition entropy variable pro-
vides the largest improvements over the baseline
models. The second best F1 scores are obtained on

3Performance metrics reported in the original paper.

the unnormalized approach. Furthermore, we see
that performance improvements are not large on
MIntRec2.0, compared to MPGT. Nonetheless, we
note that macro-F1 improvements are consistent
across models. Also, LLM performance is much
lower than the ones obtained by our baseline and
multitask methods. To the best of our knowledge,
recent studies have consistently shown that fine-
tuned BERT-like models generally perform better
than LLMs on in-context learning settings for in-
tent detection, as suggested by Zhang et al. (2024)

The Label Space Reduction (LSR) method
(Castillo-López et al., 2025a) shows the poorest
performance among all models and corpora. How-
ever, it is important to note that such a performance
comparison is not fair, as the LSR method is con-
ducted on few-shot settings. Moreover, we see that
there are 3 to 5 point performance difference be-
tween our baseline and (He et al., 2021c; Qamar
et al., 2023) on the two datasets. Table 12 in Ap-
pendix E shows that both methods implemented on
RoBERTaBASE present a higher performance than
the same implementation on RoBERTaLARGE. Nev-
ertheless, our multitask learning approach keeps
outperforming both methods. Finally, we observe
that our baseline approach on BERT outperforms
(Zhang et al., 2024) on MIntRec2.0. We argue that
such an enhancement is due to the incorporation
of the speaker embedding we propose and describe
in Section 3.2. An analysis on the improvement
over (Zhang et al., 2024) is described in Appendix
D. Finally, in line with the results on public cor-
pora, Table 2 shows that our proposed approach
outperforms all baseline methods on MEETInt. We
see that our improvements over works by He et al.
(2021c) and Qamar et al. (2023) are about 4 and 2
points on macro F1, respectively.

5 Turn-Transition Entropy Learning as a
Single Task

To better understand whether turn-transition en-
tropy constitutes a learnable signal, we isolate it
from the intent classification task and evaluate it
as a standalone regression problem, i.e. as a sin-
gle task. We replace the classification head of our
backbone models (described in Section 3.4) with a
regression head and fine-tune the models to predict
turn-transition entropy from the text features. In
addition, we compare this setting against a control
condition in which entropy values are randomly
shuffled across training instances. By doing so, our
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MPGT MIntRec2.0
Model Method F1 Acc. F1 Acc.

BERT

CTX TEXT (Zhang et al., 2024)3 - - - - 53.61 59.04
Label Space Reduction (Castillo-López et al., 2025a) 71.38 91.73 41.92 41.66
baseline (ours) 88.81 95.19 55.07 60.33
TT Entropy Aux. Task (ours) 92.80 96.09 55.87 60.22
Norm. TT Entropy Aux. Task (ours) 92.05 96.69 56.01 60.35

RoBERTa

Turn Modeling (He et al., 2021c) 73.64 92.92 51.40 56.40
Turn Aware Speaker Graph (Qamar et al., 2023) 81.28 94.29 52.82 57.92
baseline (ours) 86.32 96.39 55.96 61.29
TT Entropy Aux. Task (ours) 88.43 95.94 56.92 60.59
Norm. TT Entropy Aux. Task (ours) 89.48 96.39 57.06 61.49

DeBERTa
baseline (ours) 80.73 94.29 55.88 60.79
TT Entropy Aux. Task (ours) 84.56 95.49 56.53 60.37
Norm. TT Entropy Aux. Task (ours) 85.12 96.99 57.20 61.71

DeepSeek-R1 8B zero-shot (ours) 39.51 32.33 31.54 32.12

Table 1: Performance evaluation on the intent classification task. Scores correspond to the average macro F1 and
accuracy over 5 runs. Scores in bold highlight the best performance on the same backbone model.

Method F1 Acc.

(He et al., 2021c) 70.90 79.15
(Qamar et al., 2023) 72.49 80.72
baseline (ours) 73.54 81.00
TT Entropy Aux. Task (ours) 74.31 81.83
Norm. TT Entropy Aux. Task (ours) 74.78 81.95

Table 2: Evaluation on MEETInt with RoBERTaLARGE.
Scores correspond to the average macro F1 and accuracy
over 5 runs. Scores in bold highlight the best perfor-
mance.

MPGT MIntRec2.0
Model random real random real

BERT 0.680 0.274 1.165 0.379
RoBERTa 0.677 0.205 1.161 0.428
DeBERTa 0.682 0.220 1.162 0.330

Table 3: Mean Absolute Error (MAE) on the regression
target learned as a single task on real and random en-
tropy values. Scores correspond to the average MAE
over 5 runs. A lower MAE suggests an ease on the
continuous variable learning.

aim is to assess whether the model learns meaning-
ful patterns associated with turn-transition entropy
or merely fits arbitrary continuous targets.

Table 3 shows that models trained on real turn-
transition entropy values consistently achieve lower
MAE than those trained on randomly shuffled tar-
gets, across all datasets and backbone models. Fig-
ure 4 illustrates this behavior through the learning
curves over 25 epochs on MPGT. Models trained
on the true entropy signal converge after approxi-
mately six epochs and consistently outperform their

shuffled-target counterparts. These results indicate
that turn-transition entropy is a meaningful and
learnable property of the dialogue context rather
than an arbitrary continuous target. Therefore, we
argue that its effectiveness in the multi-task setting
is not solely attributed to a regularization effect,
but also to the contextual information captured by
the entropy signal itself.
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Figure 4: Mean Absolute Error values along training
epochs on MPGT validation set across all models.

6 Multitask Learning on Random
Entropy Targets

We investigate the effect of using random targets
as the auxiliary task in the multitask setting. Sim-
ilar to our analysis in Section 5, we compare the
proposed multitask setting against a control con-
dition in which the entropy values are randomly
shuffled across training instances. Table 4 reports
the difference in F1 score between the two settings
(F1random−F1real). We observe that the differences
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Model MPGT MIntRec2.0

BERT -8.84 -0.70
RoBERTa -5.53 -0.29
DeBERTa -0.41 -2.15

Table 4: Absolute difference in macro-F1 score of the
classification task when replacing the auxiliary regres-
sion targets with randomly shuffled values during mul-
titask training (F1random − F1real). Negative values in-
dicate a classification performance degradation when
training with random regression targets.

are negative across all settings, showing that mod-
els trained with the true entropy values consistently
outperform those trained with shuffled targets. In
addition, we argue that incorporating the auxiliary
task with random targets negatively impacts the per-
formance of the main task. In particular, for both
BERT and RoBERTa, the multitask models trained
with shuffled targets achieve lower F1 scores than
the baseline across all datasets. Overall, these find-
ings demonstrate that the effectiveness of the pro-
posed auxiliary task depends on the quality of the
supervisory signal and provide further evidence
that turn-transition entropy captures interaction pat-
terns that can be leveraged for intent recognition.

7 Target Variables Relationship Analysis

In this section, we assess the relationship between
the auxiliary entropy target and the intent labels
by conducting a Kruskal–Wallis test (Kruskal and
Wallis, 1952), which is appropriate for comparing
a continuous non-Gaussian variable across mul-
tiple classes. The Kruskal–Wallis test is a non-
parametric statistical test for comparing a continu-
ous variable across k independent groups, whose
null hypothesis indicates no difference between
groups. We provide the definition and mathemati-
cal background of the test in Appendix F. Since the
test provides only a p-value indicating statistical
significance, without measuring an interpretable
magnitude of differences, we also report the effect
size ϵ2 (epsilon-squared), which ranges from 0 to
1. Values of ϵ2 closer to 1 indicate stronger associ-
ations between both variables. Further details on
the effect size ϵ2 are provided in Appendix F. This
approach ensures that our conclusions are not only
statistically significant but also practically mean-
ingful. The results are summarized in Table 5.

We observe that the Kruskal–Wallis test rejects
the null hypothesis that the entropy distributions are
identical across intents for both datasets (p < 0.01),

Dataset H p-value ϵ2

MPGT 51.57 7.11× 10−9 0.112
MIntRec2.0 155.15 3.45× 10−19 0.021

Table 5: Relationship analysis between the intent classes
and the auxiliary variable. Kruskal-Wallis test results
and effect sizes across datasets. H corresponds to the
Kruskal–Wallis statistic, and ϵ2 is the effect size

indicating that the auxiliary variable is statistically
associated with the intent labels. The correspond-
ing effect sizes (ϵ2) suggest a stronger association
for MPGT (ϵ2 = 0.112) than for MIntRec2.0 (ϵ2 =
0.021). Using the commonly adopted heuristic
thresholds proposed by Cohen (1988) and reviewed
in (Tomczak and Tomczak, 2014) for variance-
explained effect sizes (small ≈ 0.01, medium ≈
0.06, large ≈ 0.14), the association for MPGT can
be regarded as moderate, whereas MIntRec2.0 ex-
hibits a small association. We see that around 11%
and 2% of the variability in the ranked entropy val-
ues are associated with the intent classes for MPGT
and MIntRec2.0, respectively. Although the rela-
tionship is weaker in MIntRec2.0, both datasets
show statistically significant dependence between
the auxiliary target and the intent labels, supporting
our intuition to conduct experiments on the use of
the entropy regression task as an auxiliary objec-
tive. Finally, Figure 6 in Appendix F shows the
distributions of the turn-transition entropy values
per class for MPGT, which illustrates the expected
differences among intents.

8 Conclusions

We present a multitask learning method that cap-
tures turn taking dynamics as additional dialogue
context for intent detection in multi-party conversa-
tions. Our auxiliary self-supervised task models the
entropy on turn-taking patterns from speaker turn
transitions to characterize dialogues. Our method
shows improvement on intent detection systems
over previous work approaches, using three model
backbones over one private and two public multi-
party dialogue corpora. We find that, such a turn-
transition entropy can be modeled as a single task
and thus does not only act as a regularizer in the
multitask setting but is also a signal that provides
information about the dialogue. We argue that our
work, while performed for intent recognition, pro-
vides relevant insights for future work in other clas-
sification tasks involving multi-party conversations.
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Limitations

While our approach does not impose constraints
on the number of speakers, it assumes that speaker
identities are available for each utterance, as is
the case in the datasets used in our experiments.
This requirement is naturally satisfied in scenarios
where speaker diarization is controlled or where
each participant owns a dedicated audio channel,
e.g., video conferencing platforms. Furthermore,
speaker identity is generally an easier label to ob-
tain in real-world applications compared to the
additional annotations required by alternative ap-
proaches, such as dialogue act labels or addressee
identity, which typically demand costly expert an-
notation. Nevertheless, in scenarios where au-
tomatic diarization is applied, errors in speaker
assignment may affect the quality of the turn-
transition entropy signal. Studying the robustness
of the turn-transition entropy to such noise is a
promising direction for future work.

Ethical Considerations

Our experiments use publicly available corpora,
which have been curated prior to our work to pre-
vent malicious actions. The internal corpus that we
use in this work, has also been comprehensively
curated to prevent malicious actions. Overall, the
contributions presented in this paper are designed
for constructive and ethical use, with no direct as-
sociation with harmful social consequences. We
do not find any potential risk on the release to the
public of this work and the findings that we report.

The fine-tuning of all models developed in this
work were executed on private infrastructure using
a single NVIDIA A100 Tensor Core GPU of 80GB.
The infrastructure has a carbon efficiency of 0.432
kgCO2eq/kWh. The total time required for training
across all experiments and analyses, including runs
over 5 seeds per setting and hyperparameter tuning,
was approximately 80 hours. Therefore, the total
emissions are estimated at 13.82 kgCO2eq. These
estimations are based on the Machine Learning
Impact calculator4 (Lacoste et al., 2019).
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A Utterance Properties Correlation
Analysis

We discussed in Section 3.3 that there are utterance
properties that might be correlated with the turn-
transition entropy, which motivated the proposal
of a normalized version of this auxiliary target.
To investigate this relationship, we compute the
Spearman correlation between the auxiliary vari-
able (both normalized and unnormalized versions)
and such utterance properties. The Spearman rank
correlation coefficient measures the strength and
direction of the monotonic association between two
variables. For n paired observations, it is defined
as:

ρs = 1− 6
∑n

i=1 d
2
i

n(n2 − 1)
, (4)

where di is the difference between the ranks of the
i-th pair of observations. The coefficient ranges
from −1 to 1, with values closer to 1 (−1) indicat-
ing a stronger positive (negative) monotonic asso-
ciation. Table 6 reports the Spearman correlation
coefficients among the variables, where an asterisk
(∗) indicates p < 0.01.

Dataset Property Entropy Norm. entropy

turn index 0.69* 0.46*

MPGT context length 0.08 0.01
speaker count 0.66* 0.20*

turn index 0.77* 0.54*

MIntRec2.0 context length 0.03 0.02
speaker count 0.89* 0.24*

Table 6: Spearman correlations between entropy mea-
sures and utterance properties. An asterisk (∗) indicates
p < 0.01.

We observe moderate to high correlations be-
tween the entropy values and the turn index and
speaker count, on both corpora. However, we see
that such relationship becomes weaker when the
entropy values are normalized. Given the findings
from Table 6 and the results reported in Table 1,
we argue that normalizing the entropy variable pre-
vents the model from capturing noise and colinear
information from simple utterance properties such
as turn index or speaker count. Hence, normalized
entropy values better represent turn-taking dynam-

ics without capturing such spurious information, as
originally expected.

B Model Implementation Details

In this appendix we provide model implementation
details of our experiments.

B.1 Language Models
We use the large versions of uncased BERT,
RoBERTa and DeBERTaV3 to build our baseline
and multitask intent recognition models. All
our fine-tuning runs were conducted on a single
NVIDIA A100 Tensor Core GPU of 80GB. We
used the BertForSequenceClassification,
RobertaForSequenceClassification,
DebertaV2ForSequenceClassification class
from Hugging Face’s Transformers library (Wolf
et al., 2020) for sequence classification tasks.

Work in (Qamar et al., 2023; He et al.,
2021c) was implemented on the base version of
RoBERTa. Thus, we reproduce their methods us-
ing RoBERTaLARGE for better comparability with
our work. Additional experiments on prior research
using RoBERTaBASE and their results are discussed
in Appendix E.

B.2 Large Language Models
Figure 5 shows the prompt template we use in our
LLM baseline experiment on the intent recognition
task.

B.3 Prior Work Implementation
In our implementations of (Qamar et al., 2023; He
et al., 2021c), out-of-scope utterances are excluded
from the training loss and evaluation metrics but re-
tained as dialogue context. To preserve faithfulness
to the baseline based on (Qamar et al., 2023), hy-
perparameters are kept close to the original speaker-
graph setup when specified. Unspecified hyperpa-
rameters are selected to follow relevant standards
and support stability and memory usage. They are
held identical across datasets, seeds, and encoder
variants.

We use chunks of 128 utterances, dropout 0.5,
weight decay 5 × 10−4, learning rate 10−4 for
the encoder and 10−3 for the graph head, train-
ing for up to 100 epochs with early stopping after
10 non-improving validation epochs. The learn-
ing rate is reduced by a factor of 0.1 after four
validation epochs without macro-F1 improvement.
The batch size is fixed to 4 to balance optimiza-
tion stability and memory usage: smaller batches
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LLM Intent Classification Prompt

**Task description**
Your task as an annotator is to assign a
supported intent to the last utterance of a
dialogue of multiple participants. Return
the corresponding intent label.

**Authorized categories**
The supported intents and their definition
are:
[INTENTS_DEFINITIONS]

**Previous utterances in the dialogue**
You have the following utterance history
from multiple participants to understand
the context of the dialogue:
[PREVIOUS_UTTERANCES]

**Expected output format**
Your response should contain the inferred
intent between brackets as follows:
[intent_label]

Do not write anything else.

**Task**
The utterance to classify is shown below:
[UTTERANCE_TO_CLASSIFY]

Predicted intent:

Figure 5: Prompt template used on the LLM baseline
for the intent classification task. Highlighted text in blue
varies among dataset examples.

would yield noisier gradient estimates, while larger
batches increase the memory load of 128-utterance
chunks processed through the RoBERTa, BiGRU,
and RGAT modules (Keskar et al., 2016; McCan-
dlish et al., 2018).

The maximum token length is set to 96 as a com-
promise between context preservation and trans-
former cost with shorter limits increasing the risk of
truncating informative utterance content and longer
limits the quadratic self-attention cost across all ut-
terances in a chunk (Vaswani et al., 2017). Gradient
clipping is set to 1.0 as a conservative stabilization
threshold for the recurrent component, following
the standard use of norm clipping to mitigate ex-
ploding gradients in recurrent neural networks (Pas-

canu et al., 2013).

B.4 Our Baseline Implementation
Our baseline models implement an early stopping
mechanism with a wait patience of 5. We use the
macro-F1 score as the metric to monitor on the
early stopping strategy. We use AdamW optimizer
(Loshchilov and Hutter, 2017) for optimizing the
training objectives. Table 7 shows the hyperpa-
rameter configuration we employ in our baseline
experiments for all the models.

hyperparameter value MPGT value MIntRec2.0

eval_monitor macro F1 macro F1
train_batch_size 16 16
eval_batch_size 16 16
test_batch_size 16 16
wait_patience 5 5
num_train_epochs 60 60
optimizer AdamW AdamW
warmup_proportion 0.1 0.1
lr 1e-5 1e-5
seeds 0-4 0-4

Table 7: Set of hyperparameters used on BERT,
RoBERTa, and DeBERTa fine-tuning baseline exper-
iments.

B.5 Multi-task Method Implementation
In addition to the early stopping mechanism applied
on the main task (i.e., intent classification), we also
set a less tolerant early stopping strategy on the aux-
iliary task (i.e., entropy regression). We argue that
the auxiliary task acts in part as a regularizer during
the model fine-tuning, which negatively impacts
the main task performance after some training iter-
ations. Hence, we define a patience of 2 epochs for
the auxiliary task, which is disconnected from the
total loss computation when the early stopping is
activated. To do so, we monitor the auxiliary task
on the MAE. For the main task, we keep a wait
patience of 5. By doing so, we force the model to
solely optimize the intent classification loss in the
last epochs of the model fine-tuning.

Our proposed multi-task methods includes two
additional hyperparameters to the set of hyperpa-
rameters used in our baseline experiments (see Sec-
tion 3.4 and Appendix B.4). First, we add the
hyperparameter λ, which controls the weight of the
auxiliary loss in the average loss computation on
the multi-task setting. Moreover, we include the
layer number in our architecture where we connect
the regression head. Both hyperparameters are op-
timized using Optuna. Table 8 shows the search
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hyperparameter search range step

weight λ [0.01, 0.20] 0.01
layer l [3, 21] 1

Table 8: Optuna hyperparameter search space for the
average weight λ and layer number l on the multi-task
architecture.

spaces we define for both hyperparameters. Table 9
shows the final hyperparameter sets that we use in
the multi-task setting experiments, including the
optimized hyperparameters λ and l.

C Dataset Statistics

Table 10 shows the number of examples per dataset
split. All corpora contain both in-scope and out-
of-scope (OOS) intents. That means that there
are many utterances that are not associated to any
specific intent. Our classification task is defined
over in-scope examples. MPGT, MIntRec2.0 and
MEETInt contain 22%, 38% and 0.5% of in-scope
examples to classify, respectively. Despite we do
not use OOS examples as target utterances to clas-
sify, we retain them when they are part of the pre-
vious utterances as they provide contextual infor-
mation.

D Speaker Embedding Experiments

We perform additional experiments in order to de-
termine a strong baseline method for our work. In
particular, we study different input representations
with a fixed architecture over the same backbone
models that we describe in Section 3. The input
representations are described as follows:

1. w/o context: Each example corresponds to the
target utterance to classify without prepending
previous utterances as context.

2. only target speaker: Following (Zhang et al.,
2024), each example corresponds to the target
utterance to classify and the previous utter-
ances produced by the speaker of the target
utterance to classify (i.e. targer speaker) as
context.

3. all speakers w/o speaker emb.: Each exam-
ple is represented by the target utterance to
classify and the utterances previously spoken
by any speaker.

hyperparameter value MPGT value MIntRec2.0

BERT
eval_monitor_main macro F1 macro F1
eval_monitor_aux MAE MAE
train_batch_size 16 16
eval_batch_size 16 16
test_batch_size 16 16
wait_patience_main 5 5
wait_patience_aux 2 2
num_train_epochs 60 60
optimizer AdamW AdamW
warmup_proportion 0.1 0.1
lr 5e-6 1e-5
seeds 0-4 0-4
weight λ 0.01 0.13
layer l 18 9

RoBERTa
eval_monitor macro F1 macro F1
eval_monitor_aux MAE MAE
train_batch_size 16 16
eval_batch_size 16 16
test_batch_size 16 16
wait_patience_main 5 5
wait_patience_aux 2 2
num_train_epochs 60 60
optimizer AdamW AdamW
warmup_proportion 0.1 0.1
lr 5e-6 1e-5
seeds 0-4 0-4
weight λ 0.07 0.08
layer l 18 16

DeBERTa
eval_monitor macro F1 macro F1
eval_monitor_aux MAE MAE
train_batch_size 16 16
eval_batch_size 16 16
test_batch_size 16 16
wait_patience_main 5 5
wait_patience_aux 2 2
num_train_epochs 60 60
optimizer AdamW AdamW
warmup_proportion 0.1 0.1
lr 5e-6 1e-5
seeds 0-4 0-4
weight λ 0.01 0.07
layer l 6 15

Table 9: Set of hyperparameters used on BERT,
RoBERTa, and DeBERTa fine-tuning multi-task method
experiments after Bayesian optimization.

4. all speakers w. speaker emb.: Each exam-
ple is represented by the target utterance to
classify and the utterances previously spo-
ken by any speaker. In addition, we add a
speaker embedding representation that indi-
cates what utterances have been spoken by the
target speaker.

For these experiments, we use the same hyper-
parameter values reported in Table 7, except that
the models are fine-tuned over 40 epochs and we
use early stopping with a patience of 3 epochs. We
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train dev test labels

MPGT .5K .1K .2K 8

MIntRec2.0 9.9K 1.8K 3.2K 30

MEETInt 81.9K 21.0K 31.8K 12

Table 10: Number of examples per dataset split and
number of labels on each corpus.

observe in Table 11 that the approach proposed by
Zhang et al. (2024) outperforms adding all speakers
previous utterances without speaker embeddings on
BERT and RoBERTa. Nevertheless, our adding our
proposed speaker embeddings shows performance
gains. Overall, we see that including utterances
produced by all speakers with speaker embeddings
provides better performance than any other strat-
egy on both models. On the other hand, we see
that the best strategy on DeBERTa is the represen-
tation that includes all speaker context utterances
without speaker embeddings. Similar to the results
on BERT and RoBERTa, solely providing target
speaker context utterances is not the best strategy
on DeBERTa. For consistency and better compara-
bility across models, we select the all speakers w.
speaker emb. strategy as the input representation
for both our baseline and our multi-task learning
method.

E Comparison of RoBERTaBASE and
RoBERTaLARGE on Prior Works

The experiments on prior works (He et al., 2021c;
Qamar et al., 2023) that we reproduce and report in
Section 4 are conducted on RoBERTaLARGE, since
our methods and other baseline approaches are im-
plemented on the large versions of pre-trained mod-
els. Our aim is to keep fair comparisons among
methods. Nevertheless, results reported in (He
et al., 2021c; Qamar et al., 2023) are obtained from
experiments on the base versions of RoBERTa.
Therefore, we make additional experiments on
prior work implemented with RoBERTaBASE. Ta-
ble 12 shows the performance comparison between
the two versions of RoBERTa. Note that, while
the results on the base version of RoBERTa are
higher, such scores are still lower than our pro-
posed method evaluation presented in Table 1 from
Section 4.

F Target Variables Relationship Analysis
Details

In this appendix, we provide further details of the
statistical relationship analysis described in Sec-
tion 7. The Kruskal–Wallis test is a non-parametric
statistical test for comparing a continuous variable
across k independent groups, whose null hypothe-
sis indicates no difference between groups. Rather
than operating on raw values, the test converts ob-
servations to their ranks. Let N denote the total
number of observations, ni the sample size for
group i, and Ri the sum of ranks assigned to obser-
vations in group i. The Kruskal–Wallis test statistic
H is computed as:

H =
12

N(N + 1)

k∑

i=1

R2
i

ni
− 3(N + 1), (5)

where H approximately follows a chi-squared dis-
tribution with k − 1 degrees of freedom under the
null hypothesis of no difference between groups.
Unlike parametric alternatives such as ANOVA
(Fisher, 1930), this rank-based approach does not
assume normality of the data. Thus, given the peaks
around 0 and 1 as well as the tails observed in Fig-
ure 3, the lack of normality assumption is essential
for our analysis. However, the Kruskal–Wallis test
provides only a p-value indicating statistical sig-
nificance, without directly measuring the practical
magnitude of differences. To address this limi-
tation, we also report the effect size ϵ2 (epsilon-
squared), computed as:

ϵ2 =
H − k + 1

N − k
, (6)

where H is the test statistic, k is the number of
groups being compared, and N is the total sample
size. The effect size ϵ2 ranges from 0 to 1, with
values closer to 1 indicating stronger associations
between the grouping variable and the continuous
outcome. Finally, Figure 6 shows the distributions
of the turn-transition entropy values per class for
MPGT, which illustrates the expected differences
among intents.

2730



MPGT MIntRec2.0
Model Input Representation F1 Acc. F1 Acc.

BERT

w/o context 86.84 95.04 53.08 58.67
only target speaker 87.92 95.79 55.18 60.45
all speakers w/o speaker emb. 87.69 94.69 54.74 59.94
all speakers w. speaker emb. 90.65 95.49 55.36 60.57

RoBERTa

w/o context 81.85 93.83 55.44 59.85
only target speaker 83.49 94.59 55.55 60.82
all speakers w/o speaker emb. 82.62 95.04 55.32 60.52
all speakers w. speaker emb. 83.68 94.89 56.87 61.24

DeBERTa

w/o context 81.79 91.74 53.43 58.67
only target speaker 81.80 91.58 54.79 59.73.
all speakers w/o speaker emb. 82.30 95.34 55.41 60.41
all speakers w. speaker emb. 77.95 92.93 55.63 60.27

Table 11: Performance evaluation on the intent classification task using different input representation strategies.
Scores correspond to the average macro F1 and accuracy over 5 runs. Scores in bold highlight the best performance
on the same backbone model.

MPGT MIntRec2.0
Model Method F1 Acc. F1 Acc.

RoBERTaBASE
Turn Modeling (He et al., 2021c) 82.00 94.26 49.76 57.68
Turn Aware Speaker Graph (Qamar et al., 2023) 83.30 95.19 52.31 57.70

RoBERTaLARGE
Turn Modeling (He et al., 2021c) 73.64 92.92 51.40 56.40
Turn Aware Speaker Graph (Qamar et al., 2023) 81.28 94.29 52.82 57.92

Table 12: Performance evaluation on the intent classification task. Comparison between RoBERTaBASE and
RoBERTaLARGE on prior work baselines. Scores correspond to the average macro F1 and accuracy over 5 runs.
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Figure 6: Distribution of the turn-transition entropy values across classes for MPGT.
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