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Abstract

Large language model (LLM) agents are in-
creasingly deployed over Model Context Pro-
tocol (MCP) servers, yet the benchmarks used
to evaluate them score the final answer or a
fixed “ground-truth” list of tools, both of which
are fragile once the underlying data is live and
stateful. We present DynamicMCPBench, a
reusable framework rather than a fixed dataset.
A practitioner can run it on their own MCP
servers to test models on their own tasks, or
let it collect servers automatically to measure
a model’s general ability to solve agentic tasks.
Given the servers and any set of models, it gen-
erates realistic goals, pursues each one live to
record a successful trajectory, distills that tra-
jectory into path-agnostic effect checkpoints,
and scores an agent on whether it reproduces
those effects, never on the final answer.! To
show what the framework reveals, we run it at
scale: 24 models over 121 servers and 750 tasks
spread evenly over 15 task categories (50 each),
where each category targets a distinct tool-use
challenge of the generated questions. Each task
is scored by pass”3, it counts as solved only if
all three independent attempts succeed. Even
the strongest agents solve only about half of the
tasks, 31% of tasks are solved by no model at
all, and accuracy collapses as the required tool
chain grows longer (from 39% on the shortest
chains to 13% on the longest). A human vali-
dation study confirms the automatic scoring is
reliable (chance-corrected agreement of 0.76).
DynamicMCPBench thus turns benchmark con-
struction into something practitioners can rerun
on their own servers and models, while expos-
ing a consistent inability of current agents to
handle long, multi-step agentic tasks.

1 Introduction

Large language model (LLM) agents increasingly
act through the Model Context Protocol (MCP), a
'Code at https://github.com/ITMO-NSS-team/

DynamicMCPBench and dataset at https://huggingface.
co/datasets/TokenWasteGroup/DynamicMCPBench.

*Correspondence: jkaminski@niuitmo.ru

fast-growing standard that exposes external tools
(file stores, databases, web services, developer plat-
forms) behind a uniform calling interface. As
these agents move into production, the practical
question is no longer whether a model can call a
tool but whether the agent accomplishes the user’s
goal across many real, interacting services. The
benchmarks used to answer that question, how-
ever, mostly score one of two proxies: the agent’s
final natural-language answer, matched against a
reference string, or the set of tools the agent was
expected to call. Both are fragile precisely where
deployment matters. A reference answer goes stale
the moment it depends on live data (today’s price,
this morning’s commit, the current contents of a
table), and a fixed tool list cannot be recovered
from the prompt alone, so it accumulates spurious
“required” tools that penalize an agent for taking a
different, equally valid route.

We argue that the organizing object of the bench-
mark should be neither the answer nor the tool list,
but the execution trace. DynamicMCPBench is
built around this idea, and it is a framework rather
than a fixed dataset, usable two ways: a practi-
tioner can point it at their own MCP servers to test
models on their own tasks, or let it collect servers
automatically to measure a model’s general abil-
ity to solve agentic tasks. Given a set of servers
and a set of candidate models, it (i) generates re-
alistic user goals from the servers’ tool surfaces;
(i1) drives an explorer agent to pursue each goal
live on the servers, recording successful trajecto-
ries; (iii) distills each trajectory into a task whose
ground truth is a set of path-agnostic effect check-
points, the state changes and intermediate values
that any correct solution must produce, together
with forbidden-action minefields and a partial or-
der over the effects; and (iv) scores a candidate
purely on whether its trajectory reproduces those
effects, with any effect-equivalent tool, never on
its final answer (Figure 1). Because tasks are dis-
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Figure 1: The DynamicMCPBench pipeline. Forward generation: a goal-seeded agent explores live MCP servers;
each successful trace is distilled into a path-agnostic TaskSpec of effect checkpoints, minefields, and a partial order.
Effect-scored evaluation: a candidate runs on deterministic replay, graded only on whether it reproduces those
effects with any equivalent tool, never on its answer; a periodic refresh re-runs the references to classify drift.

tilled from trajectories that actually reached their
goal, every required effect is grounded in a suc-
cessful call in the task’s own reference trace: the
generator re-scores each distilled task against that
trace and discards it when a required effect is miss-
ing. Grounding is an enforced and audited property
rather than a guarantee—it ties what a task requires
to what a working solution did, while whether each
requirement is necessary, and whether every effect-
equivalent alternative to it is listed, are empirical
matters we audit and qualify in Limitations rather
than exclude by construction.

To demonstrate the framework and to chart
where current agents stand, we run it at scale over
a substrate of 121 live MCP servers, generating
750 tasks spread evenly across 15 task categories
(50 each). Each category targets a distinct tool-use
challenge of the generated questions, from single-
tool requests through long cross-server chains to
look-alike-tool confusions. We evaluate 24 models,
both API-served and locally hosted. The picture is
consistent across models: even the strongest agents
solve only about half of the tasks under pass”3 (a
task counts as solved only if all three independent
attempts succeed), 31% of tasks are solved by no
model at all, and accuracy falls steadily as the re-
quired tool chain lengthens. A human validation
study confirms that the automatic, answer-agnostic
scoring is reliable. §3 details the framework and
§4 the study it enables; both the framework and the
generated benchmark are released publicly.

2 Related Work

Agents are already evaluated directly on MCP
servers: for breadth (Fan et al., 2025; Mo et al.,

2025; Lei et al., 2025), for fuzzy multi-step in-
structions over live servers (Wang et al., 2025),
with execution-grounded scoring (Luo et al., 2025;
Gao et al., 2025) or claims-based partial credit
over planted distractors (Bandi et al., 2026), to
stress-test and diagnose failure (Wu et al., 2025;
Yin et al., 2025; Guo et al., 2026b), in graphical
and computer-use settings (Yan et al., 2025; Jia
et al., 2025), and to probe security such as tool
name-collisions (Zhang et al., 2025). Valuable as
they are, each ships a fixed dataset and scores a
final answer, an outcome, or a tool selection; none
is a framework a practitioner re-runs over their
own live servers, and none asks whether the agent
produced the right effects along any valid path—
the two properties we target. They inherit those
templates from older tool-use evaluation: retrieval
and selection over large API catalogs (Patil et al.,
2024; Qin et al., 2024), choosing among confusable
tools (Huang et al., 2024), and abstract-syntax-tree
checks of call structure (Patil et al., 2025). Closest
to us in spirit, Yao et al. (2024) compares the final
database state rather than the path and introduces
pass”k; we keep both ideas but generalize them to
path-agnostic effects across many interacting live
servers.

That contrast reflects a deeper split in how tasks
are produced. The prevailing approach imposes
structure and works backward, building a tool
graph and back-instructing a matching question
(Shen et al., 2024), sampling subgraphs by link pre-
diction (Guo et al., 2026a), or generating and then
verifying (Liu et al., 2025b; Shi et al., 2025); large
real-server trajectory corpora are likewise assem-
bled for training (Xu et al., 2025). The ground truth
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is then an imposed tool set or plan that may not
be executable—yet tool lists are not recoverable
from a prompt and accumulate spurious “required”
tools, and Qin et al. (2024) reports that a large frac-
tion of its own synthesized queries and trajectories
are flawed. We invert the direction: forward ex-
ploration on the live servers yields real trajectories
that we distill into tasks, so every tool in a task was
actually used to reach the goal.

Because live tools drift, a third line makes ex-
ecution reproducible and grades what the agent
did. Some cache call responses behind a virtual
server (Guo et al., 2024, 2025) or retrieve seman-
tically similar cached responses on a miss (Cheng
et al., 2025); others score milestones and forbid-
den actions (Lu et al., 2025), dual-control state
(Barres et al., 2025), whole reasoning trajectories
(Kim et al., 2025), or compiled and proxy state
rewards (Zeng et al., 2026; Chuang et al., 2026).
The caching line keeps answer-matching stable but
preserves individual calls, not whole paths; the
state/trace line validates our answer-agnostic stance
but is tied to specific domains or hand-built envi-
ronments. Further findings undercut the remaining
proxies: MCP tool descriptions are pervasively low
quality (Hasan et al. (2026) report that 97% carry
at least one “smell”, echoed at scale by Wang et al.
(2026)), flat exposure of many tools degrades selec-
tion (Gan and Sun, 2025), and models inflate their
scores on benchmarks they themselves generated
(Yuan et al., 2026).

DynamicMCPBench unifies these lines and an-
swers those findings: a reusable framework over
live or user-supplied servers, generated forward
from real trajectories, scored on path-agnostic ef-
fects under deterministic replay, stratified by task
category and length, and authored by a diverse pool
of model families.

3 DynamicMCPBench

We build the benchmark by observing what works
on real servers: an explorer agent solves goals live
on MCP servers, and each successful trajectory is
distilled into a task whose ground truth is the effects
it produced. The artifact is therefore not a fixed
dataset but a pipeline (Figure 1) that a practitioner
re-runs on their own servers and models.

3.1 Design principles

Five principles fix the design. (1) The trace is the
primitive: tasks come from recorded successful tra-

jectories, so every required effect is grounded in a
successful call in the task’s own reference trace—
an invariant the generator enforces. (2) We never
grade the final answer: scoring checks effects,
not whether a free-form reply matches a reference
string. (3) Generation is forward: we explore and
then distill, rather than imposing a structure and
back-instructing a question to fit it. (4) Scoring
is deterministic and machine-independent. can-
didates are evaluated by replaying each task’s
recorded world, so two models face an identical
environment and reruns agree. (5) State-changing
servers are sandboxed: any server that can write
must run in a sandbox, so exploration and scoring
cause no real side effects.

Why “dynamic”. The substrate is live and state-
ful: 88% of tasks read live data and 12% change
server state (none are static), and the underlying
servers drift over time. We freeze each task’s world
through deterministic replay for fair scoring, while
a refresh step re-runs the references against the
live servers and flags tasks whose effects no longer
reproduce.

Safety. Beyond the effects a task requires, it may
also declare minefields—effects that must not oc-
cur, such as a destructive or wrong-target write;
any minefield hit fails the task outright (Lu et al.,
2025). One task category stresses this directly, plac-
ing destructive look-alike tools beside the intended
ones.

3.2 Substrate and corpus

The released corpus contains 1,845 tasks distilled
from 2,051 reference trajectories over 121 live
MCP servers, and it is authored by a diverse pool
of frontier model families (the largest contribut-
ing 18% of the tasks) so that no single generator
shapes it. Tasks span 15 categories, each target-
ing a distinct tool-use challenge of the generated
question, from a neutral baseline through semantic
near-misses, cross-server and multi-step structure,
ordering and recovery demands, traps, and under-
specification; Appendix B defines all fifteen, and
Appendix H reports the corpus composition. Tasks
are further stratified by dynamism (live-read vs.
state-changing), by length, the depth of the tool-
dependency chain, which ranges from 1 to 77 with
a mean of 5.2, and by scope, intra- vs. cross-server
(29% of tasks span more than one server). For the
study we evaluate on a balanced slice of 50 tasks
per category, 750 in total.
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3.3 Forward generation and distillation

A goal generator turns each server’s tool surface
into realistic user goals, with persona-varied phras-
ing for diversity; an explorer agent then pursues one
goal live, and a successful run is handed to a dis-
tiller that emits a task specification. A specification
has a fuzzy natural-language prompt (tool names re-
moved); one or more checkpoints of two kinds—a
tool-effect checkpoint (some tool from an equiva-
lence set of interchangeable tools must be called,
optionally meeting an argument constraint) and
a value-produced checkpoint (a demanded value
must appear in a tool result); optional minefields;
and a partial order that constrains two effects only
where one genuinely depends on the other, leaving
parallel steps unordered. Each specification also
records a complexity profile (chain depth, cross-
server, branching) used for the stratification above;
Appendix D works one task through end to end,
from recorded trajectory to distilled checkpoints.
The choices that shape the corpus are deliberate:
generation is forward and trace-grounded, so each
task was achieved at least once—by the trajectory
it was distilled from; categories are balanced, seed
difficulty spans short and long chains, and author-
ship is spread across model families. A checkpoint
the distiller emits but the trace does not satisfy is
a generation failure we detect rather than exclude
by construction: each distilled task is re-scored
against its own reference trace and discarded if any
required effect is missing, which rejects roughly
a quarter of distilled specifications (Appendix I).
The gate checks provenance, not necessity, SO we
also audited 100 specs by hand: 98.9% of retained
checkpoints are grounded and all of those neces-
sary (Appendix J). The full generation and evalua-
tion configuration appears in Appendix E, and all
prompts in Appendix F.

3.4 Effect-based scoring

Given a candidate trajectory, a deterministic first
tier (Tier-1) checks each checkpoint: that some
tool in a tool-effect’s equivalence set was called
with arguments meeting its constraint; that a value-
produced checkpoint’s value appears; that no mine-
field was hit; and that the partial order holds. Be-
cause checkpoints carry equivalence sets, any path
that achieves the required effects passes. Across the
4,651 tool-effect checkpoints of the released corpus,
15.5% admit two or more interchangeable tools (up
to twelve), so multiple valid trajectories are ac-

cepted rather than a single gold path (Appendix P).
A second tier (Tier-2) is an optional LLLM judge
that may upgrade only a failed tool-effect when
a different tool is genuinely effect-equivalent; it
never reads or grades the final answer. It is off
by default and was not enabled for any number
in this paper: every reported result is scored by
Tier-1 alone (Appendix E), so no reported score
depends on a model’s judgment at scoring time.
That scope is scoring, not construction—the goal
generator and the distiller are LLMs, and what they
emit is admitted by the deterministic re-scoring
of §3.3 rather than by a judge. Candidates are
compared under deterministic replay, each task at-
tempted three times and counted as solved only if
all three attempts pass (pass”3; Yao et al., 2024).
To keep the setting controlled and identical across
models, each candidate is offered the tools it needs
plus a fixed set of distractor tools, half of them
same-name tools on other servers; the action bud-
get is generous enough for the longest chains; and
the main configuration presents tool descriptions as
written and exposes all tools directly, so the head-
line measures the agent rather than a description
rewriter or a retriever. That pool is controlled, not
open: the tools a task needs are already on offer,
so the headline measures tool use and does not
measure retrieval over a large catalog. The distrac-
tor analyses (Appendix S) vary the composition
of that pool and should not be read as evidence
about open-universe retrieval; for that condition—
the same tasks with their tools hidden in the full
1,168-tool catalog—see Appendix N, where accu-
racy falls by 16-23 points and the spread between
models collapses with it.

What path-agnosticism means under replay.
Determinism and path freedom trade off, and we
resolve the trade-off in favour of comparability.
Replay serves results from the task’s recorded
world, so a candidate may take any route through
that world: effects may be produced in any or-
der the partial order permits, extra calls are toler-
ated, arguments need only match a recorded call
closely enough for its result to be served, and any
equivalence-set member the reference exercised is
accepted. What replay cannot offer is a route the
reference never took—a call with no recorded coun-
terpart misses the cache and returns an error instead
of a live result—so a strictly novel path is scored
as failing. Unrestricted path freedom exists only in
the framework’s live mode, which the leaderboard
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pass’ accuracy by model and task category (%)

Figure 2: Per-model, per-category pass”3 over the 750-
task slice; API models above the line, locally-served
below, each ordered best to worst against the 15 cate-
gories ordered hardest to easiest.

deliberately does not use: live scoring would make
a model’s result depend on when it was run (§4.5).

3.5 Applying the framework to your own
servers

Because every stage (collecting servers, generating
goals, exploring, distilling, and scoring) is auto-
mated, the same pipeline runs end to end on a prac-
titioner’s own servers and chosen models, yielding
a benchmark and a leaderboard for their deploy-
ment. Pointed instead at servers collected automati-
cally, it measures a model’s general ability to solve
agentic tasks; that is the mode behind the study in
§4.

4 Results & Analysis

We run the framework over the live substrate and
evaluate 24 models on the balanced 750-task slice.
Every number is pass”3 under deterministic replay,
and we read the results as the state of the field (what
current agents can and cannot do) rather than as a
ranking of individual systems.

4.1 The benchmark is far from solved

Figure 2 shows pass”3 for every model and cate-
gory. Even the strongest agents top out near half of
the tasks: the field spans 7% to 51%, 31% of the
750 tasks are solved by no model at all, and only
2% are solved by every model (95% confidence
intervals (CIs) are listed in Appendix A). Strong
and weak agents appear in both the API and locally-
served groups, so capable agentic behaviour is not
the preserve of API-served models. The dominant

pattern is vertical structure shared across models—
some categories are hard for everyone—so diffi-
culty is a property of the tasks rather than of any
one system.

4.2 Difficulty is driven by length and structure

Aggregated across all 24 models, accuracy falls
monotonically with the length of the required tool
chain, 39% on short chains (1-2 tools), 23% on
medium (3—4), and 13% on long (5+) (Figure 3
in Appendix C, left), so longer dependency chains,
not the weakness of any single model, are the domi-
nant difficulty axis. By category (right), the hardest
tasks require choosing among servers and com-
posing several steps (cross-server-alternative and
complementary, ~14%), whereas isolated single-
tool confusions are easiest (decoy, homonym-trap,
same-name, ~40%). Model size predicts capa-
bility only coarsely: the two largest models lead,
but below ~30B parameters a 4B model outper-
forms every 7-8B model and at a fixed 8B size
pass”3 ranges from 13% to 22%, so training and
architecture matter more than parameter count (Ap-
pendix G).

4.3 Reliability and operating requirements

Agents are inconsistent across repeats: single-
attempt accuracy exceeds pass”3 by 7-8 points
for the strongest models, so one-shot numbers over-
state dependability and motivate the all-attempts
criterion. A task consumes 3.4k—25.7k prompt to-
kens and 1.5-5.0 tool or model calls per attempt, so
a >32k-token context window is needed in practice;
the locally-served models run on a single H100
graphics processing unit (GPU). Accuracy is not
bought by compute (Figure 6): the most accurate
models are not the most token-hungry, and mod-
els at similar prompt sizes differ by more than 20
points (Appendix O).

4.4 The scoring is valid

To check that effect-based scoring is trustworthy,
annotators reviewed all 750 results of the strongest
locally-served model. They judged 99% of the
questions valid and agreed with the automatic
grader on 74 % of cases; inter-annotator agreement,
measured with Gwet’s first-order agreement coef-
ficient (AC1) (Gwet, 2008) so as to remain robust
on the near-unanimous validity axis, is 0.99 for va-
lidity, 0.65 for reference correctness, and 0.76 for
grader agreement. The disagreement is one-sided:
when the scorer reports a pass the human concurs
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about 95% of the time, so a wrong run is almost
never scored correct (Appendix L). The same study
supports grading effects rather than answers: al-
though 99% of questions are valid, the reference
answer is fully correct only 79% of the time, so
grading the final answer would wrongly penalize
roughly one task in five. Several further checks
reinforce validity. First, the multi-family corpus
shows no systematic self-preference: across the
candidates whose family also authored tasks, the
mean own-family advantage is +0.5 points (me-
dian —0.2). The aggregate does hide individual
outliers, and one of them touches the headline: glm-
5.1 scores 71.9 on tasks its own family authored
versus 46.4 on the rest (gpt-5.4-mini shows a com-
parable +28.2 gap far from the top of the table; Ap-
pendix Q). Because that outlier sits in second place,
we recompute the entire leaderboard with each
model’s own-family tasks removed (Table 10 in Ap-
pendix Q). The ordering is essentially unchanged—
Spearman p = 0.997 against the headline ranking,
with three adjacent swaps, in each of which the
two models’ headline confidence intervals already
overlap. The only substantive change is the one the
outlier predicts: glm-5.1 falls from 50.3 to 46.4 and
from second place to third. We report the headline
figures as measured, and read the leave-own-family-
out column as the ordering that does not depend on
who authored the tasks. Second, server-attribution
errors (SAE; calling the right tool on the wrong
server) are near-floor at the default setting (0.2%
of runs; Appendix S), so failures are dominated
by chain length and composition rather than by
confusing one server for another. Third, difficulty
also depends on how cleanly a task’s own reference
reproduces its effects: re-scoring each task against
its reference trace (§3.3) flags 104 of the 750 as
reference-inconsistent, and dropping these—4.3 x
likelier to be unsolved by every model—raises ev-
ery model’s pass”3 by about six points without
changing the ordering (Appendix K), so reference
consistency moves absolute difficulty, not the rank-
ing.

4.5 The substrate decays

A live substrate does not stand still, and the refresh
step measures how fast it moves. We re-execute
246 recorded reference trajectories—a stratified
sample of up to three per server, covering 100
of the servers in the catalogue—against the live
servers and classify each call with no model in
the loop. The 938 calls that complete land on 113

distinct servers across 12 domains, and only 33%
of recorded effects still reproduce identically (Ta-
ble 12 in Appendix T).

Decay is a property of the substrate rather than
of a lucky sample: an earlier three-family measure-
ment put the identical rate at 36%, and widening
the server sample almost fortyfold moves it by three
points. The per-domain spread is also wide enough
that a live re-score would be biased by topic, not
merely noisy—developer-tooling servers, whose
content is versioned and rarely rewritten, repro-
duce at 90%, while search-ranked scholarly and
government sources reproduce at 19-25%.

The composition of the non-identical remainder
matters as much as its size. Almost all of it is drift:
the call still succeeds and returns something differ-
ent (67% of completed calls), while attributable
breakage—a schema that changed or state that
vanished—accounts for 0.4%. A further 320 calls
failed unattributably; excluding them keeps a tran-
sient network fault from being counted as decay,
and even if all of them were persistent breakage
the rate would be at most 26%. The servers, in
other words, are not falling over; they are quietly
returning different answers. That is why the leader-
board scores against cached reference traces under
deterministic replay: live re-scoring would make a
model’s result depend on when it was run and on
which domain its task happened to draw.

5 Conclusion

We argued that the right ground truth for an MCP-
agent benchmark is neither the final answer nor
a list of tools, but the execution trace, and we
built DynamicMCPBench around it: a reusable
framework that runs over live or user-supplied
servers, not a fixed dataset, generates tasks forward
from real successful trajectories, and scores path-
agnostic effects under deterministic replay. Be-
cause every required effect is grounded in a success-
ful call in the task’s own reference trace—enforced
and audited, not assumed—what a task demands
stays tied to a working solution, and because scor-
ing reads effects rather than the reply, the bench-
mark survives live, changing data. Over 121 servers
and 24 models, even the strongest agents solve only
about half the tasks, roughly a third are solved by
no model, and accuracy falls as chains lengthen,
while a human study confirms the scoring is reli-
able. We release the framework and benchmark for
reuse on any servers and models.
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Limitations

Several limitations qualify our results. First, the
scorer is deliberately conservative: it accepts a run
only when the required effects are demonstrably
present, so it can fail an otherwise-valid alterna-
tive trajectory, and the reported accuracies should
therefore be read as lower bounds on true capa-
bility. Second, 12% of tasks change server state
and so depend on sandboxes; although we require
sandboxing for every state-changing server, these
tasks are more fragile to reproduce than the read-
only majority. Third, inter-annotator reliability on
the near-unanimous validity axis is affected by the
high-prevalence agreement paradox, which is why
we report Gwet’s ACI there rather than a kappa
coefficient. Fourth, the human study covers all re-
sults of the single strongest locally-served model
rather than of every model, so scorer strictness is
validated on one model only: we can show that
the scorer is conservative, but not that its conser-
vatism shifts the level rather than the ordering of
the leaderboard. Finally, the substrate leans toward
English-language, public-API servers, so general-
ization to private or non-English deployments is
untested, though running the framework on exactly
such servers is its intended use.

What our checkpoints do not establish. Two
gaps bear on the construct itself. (1) Equivalence-
set recall is unmeasured. Our audit (Appendix J)
reports precision—every alternative a checkpoint
lists is effect-equivalent to the tool the reference
used—but not recall: whether every tool that would
produce the same effect is listed. A candidate that
reaches a required effect through an unlisted equiv-
alent is scored as failing, which is a second reason
to read the reported accuracies as lower bounds.
(2) We run no controlled cross-distiller study. Au-
thorship is spread across model families, so no
single distiller shapes the corpus, but we do not dis-
till the same traces independently with each family
and compare the resulting checkpoints. Distiller-
attributable variance in what a task requires is there-
fore not isolated: our fidelity audit (Appendix J)
establishes that checkpoints are grounded in, and
necessary to, the traces they came from, not how
much they would differ had another family distilled
the same trace.

Future work. The validation pass surfaced two
concrete improvements. (1) Provisioning state at
generation time: some otherwise-valid tasks fail

because the state they reference (a database table, a
file) is not present at evaluation time; a future ver-
sion provisions a per-task sandbox state when the
task is created, so state-dependent tasks are repro-
ducible. (2) A clarification step before distillation:
an agent that asks a sensible clarifying question can
currently fail a task, penalizing models that prefer
to clarify; inserting a refinement step (goal — ex-
plore — refine the question — distill) would let
specifications account for legitimate clarification.

Use of Large Language Models

The objects of study in this paper are large lan-
guage models: the agents under evaluation, the
model families that generate the corpus, and the
second-tier effect-equivalence judge are all LLMs,
as described in §3. Large language models were
additionally used to assist with copy-editing the
manuscript; all technical contributions, experi-
ments, and analysis are the authors’ own.

Ethical Considerations

The framework executes real tools during explo-
ration. To prevent side effects, every state-changing
server is required to run in a sandbox, and explo-
ration and scoring operate only against sandboxed
or read-only servers, so no real external state is
modified.
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A Full Leaderboard

Table 1 reports pass”3 with 95% confidence inter-
vals for all 24 models on the 750-task slice, the val-
ues summarized by the heatmap in §4.1. The slice
includes tasks authored by each candidate’s own
family where such tasks exist; this shifts the aggre-
gate by +0.5 points on average, but for glm-5.1 the
second-place figure below is lifted by same-family
tasks (71.9 own-family vs. 46.4 on the rest) and
should be read with that caveat (Appendix Q).

B Task Categories

The 15 categories are assembled in three tiers. A
category controls only the seed tool-set; the ex-
plorer still solves the goal forward.

Base relationships (6). An anchor tool is
chosen and a related seed set is sampled by
tool-relationship; these samplers double as the
evaluation-time distractor selectors.

e random: a uniform-random seed set; the neu-
tral baseline.

* hard-negative: tools whose descriptions are
most similar to the anchor (near-duplicates
removed), probing look-alike confusion.

* cross-domain: similar tools whose server do-
main (tags) differs from the anchor’s, probing
wrong-domain look-alikes.

* same-name: tools with the same name on a dif-
ferent server (plus near-collisions), the server-
attribution primitive.

* sibling: other tools on the same server, prob-
ing intra-server confusion.

* stratified: a round-robin mix of the five above.

Corner cases (7). A base relationship plus a goal
framing that demands a specific challenge.
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Model Group  pass”3 (%, 95% CI)
gwen3.7-max (Qwen Team, 2026¢) API 51.2 [47.6,54.8]
glm-5.1 (GLM-5-Team et al., 2026) API 50.3 [46.7,53.8]
deepseek-v4-pro (DeepSeek-Al, 2026) API 46.4 [42.9, 50.0]
minimax-m3 (Lai et al., 2026) API 42.4 [38.9, 46.0]
claude-haiku-4.5 (Anthropic, 2025) API 41.1 [37.6, 44.6]
kimi-k2.6 (Team et al., 2026) API 40.7 [37.2,44.2]
grok-4.3 (xAl, 2026) API 31.6 [28.4,35.0]
gpt-5.4-mini (Singh et al., 2026) API 25.7 [22.7,29.0]
qwen3.6-35b (Qwen Team, 2026b) local 48.5 [45.0,52.1]
gemma4-31b (Google, 2026) local 42.5 [39.0,46.1]
qwen3.5-4b (Qwen Team, 2026a) local 27.3 [24.3,30.6]
granite-3b (Stallone et al., 2024) local 22.5 [19.7,25.7]
gemmad-e4b (Google, 2026) local 22.1 [19.3,25.2]
qwen3-8b (Team, 2025) local 22.1 [19.3,25.2]
nemotron-nano-4b (Parmar et al., 2024)  local 21.9 [19.1, 25.0]
qwen2.5-7b (Qwen et al., 2025) local 21.1 [18.3,24.1]
gemma4-e2b (Google, 2026) local 20.1 [17.4,23.2]
xlam2-8b (Zhang et al., 2024) local 19.5 [16.8,22.4]
toolace2-8b (Liu et al., 2025a) local 17.5 [14.9,20.3]
qwen2.5-3b (Qwen et al., 2025) local 16.9 [14.4,19.8]
hermes3-8b (Teknium et al., 2024) local 13.2 [11.0, 15.8]
ministral3-3b (Liu et al., 2026) local 12.4 [10.2, 14.9]
hammer2.1-7b (Lin et al., 2024) local 9.7 [7.8,12.1]
smollm3-3b (Bakouch et al., 2025) local 7.2 [5.6,9.3]

Table 1: Full leaderboard: pass”3 and 95% confidence intervals over the 750-task slice, for the 8 API-served and 16

locally-served models.

* long-similar-chain: a multi-step task chaining
several similar tools in sequence.

* homonym-trap: a capability exposed under the
same tool name on several servers, requiring
the intended source.

e decoy: one tool is correct while a similar tool
is a tempting wrong shortcut.

* prerequisite-strict: a strict required order,
where an earlier output is a prerequisite for a
later step.

* recovery-required: the obvious first tool is
insufficient and a second tool is needed to
IECOVET.

* destructive-adjacent:. a read-only task on a
server that also exposes destructive tools that
must not be used.

* ambiguous-intent: a deliberately vague re-
quest several tools could each plausibly sat-
isfy.

Cross-server specials (2). Seeded from curated

sources rather than the anchor sampler.

e cross-server-alternative: seeded from same-
name tool groups spanning > 2 servers; the
task must name the intended server.

* complementary: seeded from output—input
data-dependency edges; one tool’s output
feeds the next tool’s input.

C Difficulty by Chain Length and
Category

Figure 3 gives the two views behind §4.2: pass”3
against the length of the required tool chain, and
mean pass”3 per task category, both aggregated
over all 24 models.

D A Worked Example

Figure 4 traces one task end to end: forward
exploration records a successful reference trajec-
tory (left), which is distilled into the path-agnostic
TaskSpec on the right. A candidate is then scored
on whether it reproduces each effect with any mem-
ber of that checkpoint’s equivalence set, in any
order consistent with the partial order—never by
matching the answer text. Checkpoint 3 is the
path-agnostic core: the reference fetched the one-
year history with download, but a candidate that
retrieved it via get_price_history satisfies the
checkpoint equally.
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Figure 3: Aggregated across all 24 models: pass”3 versus task length (left) and mean pass"3 per category (right).

(a) Forward exploration — reference trace

Prompt. Compare the financial health and recent perfor-
mance of Apple (AAPL), Microsoft (MSFT), and Google
(GOOGL): latest ticker information, most recent quarterly
earnings, and one year of price history.

Recorded agent tool calls.
get_tickers_info(symbols=[AAPL ,MSFT,GOOGL])
get_earnings(symbol, period=quarterly) x3
download(symbols=[. . . ], period=1y)
get_financials(stmt=balance, period=yearly) x3
get_financials(stmt=income, period=yearly) X3

(b) Distilled TaskSpec: effect checkpoints
1. TOOL_EFFECT get_tickers_info,

args D {symbols:[AAPL.MSFT,GOOGL]}
2. TOOL_EFFECT get_earnings, args D {period:quarterly }
3. TOOL_EFFECT { download | get_price_history },

args D {period:1y} < equivalence set
4. TOOL_EFFECT get_financials, args O {stmt:balance, pe-
riod:yearly }
5. TOOL_EFFECT get_financials, args O {stmt:income, pe-
riod:yearly }
6. VALUE_PRODUCED final message O

{ Apple, Microsoft, Google, fundamentals, earnings, bal-
ance sheet}

minefields: none | partial order: none (independent)

Figure 4: A task end to end. Forward exploration records a successful trajectory (a), distilled into path-agnostic effect
checkpoints (b). A candidate is scored on whether it reproduces each effect with any equivalence-set member (e.g.
checkpoint 3), in any order allowed by the partial order, with the final message satisfying the VALUE_PRODUCED

predicate—never on answer-string matching.

E Framework Configuration

We report the configuration that produced the re-
leased results; the framework exposes every value
as a parameter.

Generation. Tasks are generated forward over all
15 categories. For each, an anchor tool is selected
and the category’s relationship sampler picks the
seed set, whose size is set by a complexity level
(simple = 2, medium = 4, hard = 6 tools) swept
to span short and long chains; phrasing is persona-
seeded for linguistic diversity. Authorship is spread
across many model families, with the explorer and
the distiller constrained to different families to limit
self-preference. The explorer runs with a 12-turn
budget; the distiller emits the task specification de-
terministically (temperature 0) under a large token
budget so that reasoning models do not truncate the
structured output. Each choice isolates a difficulty
axis or removes a confound: the complexity sweep
gives a controlled difficulty axis, multi-family au-

thorship avoids a single-generator monoculture, the
explorer/distiller family split limits self-preference,
and personas add phrasing diversity.

Evaluation. Candidates are scored under determin-
istic replay against each task’s recorded world, so
every model faces an identical environment. Each
task is run three times and counts as solved only
if all three runs pass (pass”3). The candidate is
offered a rarget tool pool: the tools the task needs
plus eight distractors, half of them same-name
tools on other servers (the rest near-misses), which
gives a controlled, identical-across-models server-
attribution stress. Tool descriptions are presented
as written and all tools are exposed directly (flat),
so the headline measures the agent rather than a de-
scription normalizer or a retriever. The offered pool
is controlled rather than open, so these results mea-
sure tool use and not retrieval over a large catalog;
the distractor probes of Appendix S vary that pool’s
composition and are not a retrieval condition.
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Scoring, and the two “Tier-2”’s. Every number in
this paper is produced by Tier-1 deterministic effect
scoring; the optional LLM judge is off. Two unre-
lated mechanisms have carried the name “Tier-2”
in our implementation, and we separate them here.
The replay argument-match threshold (0.75) is de-
terministic and involves no model: it decides when
a candidate’s call is close enough to a recorded
call for the cached result to be served, by field-
level comparison with a difflib similarity fall-
back. The effect-equivalence judge (prompt in Ap-
pendix F) is the LLM component: binary, upgrade-
only on failed tool-effect checkpoints, never read-
ing the final answer, disabled by default, and en-
abled for no reported result. No reported score
therefore depends on an LLM judgment at scoring
time. Construction is a separate matter and is LLM-
driven: goal generation and distillation use models,
and what they emit is admitted by re-scoring each
task against its own reference trace—a determinis-
tic check, not a judge. Description-normalization,
tool-exposure architecture, and the alternative-tool
density are framework parameters reserved for con-
trolled ablations.

F Prompts

We reproduce the system prompts verbatim.
Goal generation.

You are designing realistic user goals for an
< MCP-agent benchmark.

You will be shown one or more MCP servers, each
<« with:
- server_id (use this exact string in
— “servers’)
- dynamism class (static / live_read /
— stateful_write)
- sandbox_resources: a list of concrete
— resources we HAVE actually set up
for this server (paths, file specs,
— env-provided IDs). Empty means we
have set up nothing - design the goal around
— discovery/exploration of
whatever the tools expose by default.
- tool surface: name + short description +
— input schema

Your job: call “emit_goals™ exactly once with N
— realistic user goals that
exercise these servers. Hard rules:

1. Each goal is a natural-language request a
— real user might make. Do NOT
write "call tool X with args Y" - write the
— request the user would
actually voice.
2. Each goal must be solvable using ONLY the
< servers shown.
3. NEVER INVENT concrete external resources
— (file paths, IDs, keys, URLs).

If sandbox_resources is empty, design the
— goal around DISCOVERY instead.

When sandbox_resources is non-empty, use
those exact strings verbatim.

Vary complexity: mix single-call and
multi-step goals (2-5 calls).

For stateful_write servers WITH
sandbox_resources, prefer verifiable
effects; WITHOUT them, prefer read-only /
— discovery goals.

For cross-server goals, design genuine data
dependencies.

Avoid destructive operations unless the task
is an undo/recovery scenario.

Choose tags from a fixed list (shallow,
single-server, cross-server,

deep, runtime-branching, recovery,

< read-only-usage, parallel-calls,
discovery).

R

[ep®p X

A per-call persona block and the category framing

are alppended at request time.
Exploration / candidate agent.

You are an exploration agent driving MCP tools to
— satisfy a user goal.

Rules:

- Call tools to make progress. Do not invent
— results - use the tools.

- Each tool name is namespaced as

— <server_id>__<tool_name>. Use exactly that.
- When the goal is satisfied, respond with a
— short summary and stop.

- If a tool errors, read the error, adjust
< arguments, and try again.

- Prefer the simplest sequence of calls that
< achieves the goal.

Distillation.

You are compiling an MCP tool-use trace into a
< benchmark task specification.

You will be shown the goal, the successful tool
— calls (in order, with args

and result previews), and the available tools per
— server.

Call “emit_task_spec™ exactly once, with:
- prompt: a fuzzy user request; strip explicit
< tool names but PRESERVE
concrete context (paths, file names, URLs,
< identifiers).
- checkpoints: at least one, each either
tool_effect - a tool from an equivalence
— set must have been called
successfully, optionally
— matching arg
< predicates
(must_include = exact
< equality; must_match
« = richer
per-key matchers for
— variable/derived
< values).
value_produced - a tool result (or final
< message) must contain
certain substrings.
- minefields: things the agent must NOT do
— (often empty for read-only).
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- notes: anything ambiguous or any alternative
— valid path.

Be tight: do not invent checkpoints the trace
< does not justify. When two

tools equally satisfy a checkpoint, list both in
< equivalence_set.

Effect-equivalence judge (the optional Tier-2 com-
ponent; disabled for every reported result).

You are an effect-equivalence judge for an agent
< benchmark.

You will be shown one *failed* tool_effect

< checkpoint and the candidate's

successful tool calls. Decide ONE binary

< question: did the candidate achieve

the same *effect* the checkpoint requires, via
— any path?

Decision rules:
- Default is NO; say YES only with clear
— evidence in the trace.
- "Equivalent effect”: an external observer
— could not tell the reference
path from the alternative - same fact
— retrieved / record created / state
mutated.
- The final natural-language summary is NOT
< evidence on its own; a
corresponding tool call is required.
- When arg_predicate names a specific value, be
— strict.

Call “emit_equivalence_judgment™ exactly once
< with your decision.

G Accuracy versus Model Size

Figure 5 plots pass”3 against parameter count for
the locally-served models. The two largest lead,
but below ~30B parameters size predicts accuracy
only weakly: a 4B model outperforms every 7-8B
model and, at a fixed 8B size, pass”3 ranges from
13% to 22%.

accuracy vs model size
50 4
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Figure 5: Accuracy versus model size (locally-served
models).

H Corpus Composition

The released corpus of 1,845 tasks breaks down
as follows. By length: 891 short (chain depth 1-
2), 427 medium (3—4), and 527 long (5+). By
dynamism: 1,628 live-read (88%) and 217 state-
changing (12%); none are static. By scope: 528
tasks (29%) span more than one server. The 750-
task evaluation slice draws 50 tasks from each of
the 15 categories.

I Generation Funnel

Forward generation discards a substantial fraction
of what it produces, and the yield is a property
of the pipeline worth reporting. On the largest
single generation run—three shards, each pairing a
different explorer family with a different distiller
family—the funnel is:

Stage n  of previous
Goals issued 980 —
Trajectories recorded 1,014 incl. retries
Specifications parsed 959 94.6%
Validator-valid 710 74.0%

Table 2: Generation funnel on the three-shard run.
“Of previous” is the yield against the preceding row;
validator-valid is also 70.0% of recorded trajectories.
Recorded trajectories exceed goals because failed explo-
rations are retried.

The rejected quarter is dominated by specifica-
tions a quality validator refuses, not by exploration
failures: about 95% of goals reaching a success-
ful call are distilled into a parseable specification,
and the loss is concentrated at the gate that fol-
lows. Substantive rejections cite real defects—
hard-coded subtopics, baked-in failure modes,
prompt/checkpoint mismatches—and are separate
from the deterministic reference-grounding check
of §3.3, which every admitted task must also pass.
Three caveats. First, recorded trajectories exceed
goals issued because retries are counted, so the
two columns are not a partition. Second, the 74%
is measured after unparseable validator responses

were made retryable: one provider under load re-
turns empty HTTP 200 bodies, and the first sweep,
which counted those as rejections, stamped only
417 of the 915 specifications it saw as valid (46%)—
an operational artefact rather than a property of the

pipeline, but one that shows how sensitive a yield

figure is to transient infrastructure. Third, this fun-
nel and the corpus-level ratio quoted in §3.2 (1,845
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tasks from 2,051 reference trajectories) have dif-
ferent denominators and are not comparable: the
corpus figure counts trajectories that were already
admitted into the released corpus, after the per-run
validator pass reported here, and it aggregates runs
made under several pipeline versions. Neither num-
ber should be read as the other’s replication.

J Distiller Fidelity

The reference-validation gate of Appendix I is au-
tomatic and checks provenance: it rejects any task
whose reference trace does not produce every ef-
fect the distilled spec requires. Provenance is not
sufficiency. A call can be grounded in a successful
trace and still be unnecessary to the goal, and an
equivalence set can list an alternative that is not in
fact effect-equivalent. Those are properties of the
distiller, so we measured them by hand.

Protocol. We drew 100 TaskSpecs from the re-
leased corpus and audited each against its own ref-
erence trace. Within those specs the audit covers
the 264 retained tool_effect checkpoints, 200 of
the calls the distiller did not retain, and the 67 alter-
natives listed in the specs’ equivalence sets. Each
retained checkpoint was labelled for whether it is
grounded in a successful call and, separately, for
whether removing it would still allow the goal to
be reached; each non-retained call for whether it
is redundant or irrelevant to the goal; each listed
alternative for whether it produces the same effect
as the checkpoint it is attached to. Intervals are
Wilson 95% intervals.

audited property rate  95% CI
grounded in a successful call 261/264 96.7-99.6

. and necessary to the goal 261/261 98.5-100
non-retained call redundant ~ 188/188 98.0-100
listed alternative equivalent 67/67 94.6-100
spec missing a required effect  1/100  0.2-54
spec valid as written 95/100 —

Table 3: Hand audit of 100 TaskSpecs. The first four
rows are the fidelity properties the automatic gate cannot
check; the last two report how often a spec is defective
overall (4 minor defects and 1 overly permissive spec
among the five).

What the numbers say, and what they do not.
Grounding holds at 98.9% (261/264), and every
checkpoint that is grounded is also necessary in
this sample, so within these 100 specs the distiller
does not manufacture requirements a working so-
lution could skip. Compression is not achieved by

dropping load-bearing calls: of the non-retained
calls we could resolve, all 188 are redundant
or irrelevant. Twelve further non-retained calls
were unresolved—mostly recovery attempts after
a failed call, where necessity is ambiguous—and
counting all twelve as errors gives a floor of 94%
rather than 100%. The single spec missing a re-
quired effect is a reference-validation miss rather
than a distillation error: the effect was never exe-
cuted in the reference trace at all.

Two limits of this evidence should be read with it.
The audit was performed by the authors and was not
blinded, so it establishes internal consistency rather
than independent replication; and it is a precision
measurement—it asks whether every alternative a
checkpoint lists is equivalent, not whether every
equivalent alternative that exists is listed, which
is the recall question we flag in Limitations. The
item-level labels are held externally and are not
part of the released artifact; the aggregates above
are what we report.

K Reference Consistency and Absolute
Difficulty

The grounding check of §3.3 re-scores each dis-
tilled task against its own reference trace and re-
quires that the trace reproduce every effect the spec
demands. We enforce it during generation and, to
characterise the released corpus, applied it retro-
spectively to all 1,845 specifications: it finds no or-
phaned specs and marks 1,578 reference-consistent,
flagging 267 whose own reference does not fully
reproduce the required effects—an artefact of spec-
ifications distilled before the check was enforced.
On the 750-task evaluation slice the same check
flags 104 tasks (13.9%).

subset tasks  pass rate
reference-consistent 646 55.2%
flagged 104 11.8%

Table 4: The reference-consistency gate on the 750-task
slice. “Pass rate” is the aggregate solve rate on the
subset and is not directly comparable to the per-model
pass”3 headline. Flagged tasks pass far less often and
are unsolved by every model 4.3 x as often as reference-
consistent tasks.

The effect on the leaderboard is confined to abso-
lute difficulty. Recomputing each model’s pass”3
over only the 646 reference-consistent tasks raises
every model by roughly six points and leaves the
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ordering unchanged. We therefore report the head-
line over the full 750-task slice and read reference
consistency as a factor that shifts absolute difficulty
rather than model ranking. This mirrors the leave-
own-family-out result of Appendix Q: independent
re-slicings of the corpus move the level without
reordering the models.

L. Human Validation: the Full
Contingency Table

The validation study of §4.4 produced 975 anno-
tation cards over all 750 results of the strongest
locally-served model. Cross-tabulating the auto-
matic verdict against the human verdict gives:

human pass  human fail  total
automatic pass 488 26 514
automatic fail 230 231 461
total 718 257 975

Table 5: Automatic Tier-1 verdict versus human verdict,
975 cards. Raw agreement 73.7%; of the 514 automatic
passes, 94.9% are confirmed by the annotator.

The table is deliberately asymmetric, and that asym-
metry is the property we claim. The cell that would
threaten the benchmark is automatic pass / human
fail: a run credited by the scorer that a human
rejects. It holds 26 of 975 cards, so 94.9% of auto-
matic passes are confirmed. The large off-diagonal
cell is the opposite error—230 runs the scorer failed
and a human would pass—which is the conser-
vatism already stated in Limitations, and is why we
read reported accuracies as lower bounds on true
capability rather than as unbiased estimates. Raw
agreement is therefore 73.7% and is not the number
to optimize: an accurate scorer with a deliberate
one-sided bias will disagree in exactly this pattern.

M Tier-2 Judge Sensitivity

No reported number uses the optional effect-
equivalence judge (§3.4); this section bounds what
enabling it could add and how much that would
depend on the judge model. We took 4,500 Tier-
1 tool_effect failures—300 sampled uniformly
from each of the 15 categories—and gave every
judge the identical items, prompt, and structured
output schema. The judge is upgrade-only, so an
override can only turn a failed checkpoint into a
pass.

The judge family barely matters: the total spread
is 0.78 points and every interval overlaps. Task

judge override rate 95% CI
claude-haiku-4.5 (default) 4.93% 4.34-5.61
gemma4-26b 542% 4.80-6.12
llama3.3-70b 5.33% 4.71-6.03
mistral-small-3.2-24b 571% 5.07-6.43

Table 6: Tier-2 override rate on 4,500 Tier-1 tool-effect
failures, by judge family. The spread across families is
0.78 points with fully overlapping intervals; pairwise
agreement is 94.5-97.0%. Three of the four judges
have open weights and did not participate in corpus
construction.

category matters far more—override rates run from
1.83% on hard_neg, where semantically similar
tools rarely share an effect, to 9.83% on sibling,
which deliberately places interchangeable same-
server tools side by side. Roughly nine in ten sam-
pled failures draw a unanimous NO, and a major-
ity of the four judges overrides 3.85% of failed
checkpoints. These are checkpoint-level rates on
already-failed checkpoints; because the judge is
upgrade-only and disabled for every reported re-
sult, they upper-bound what a judge could add and
are not a task-level or pass”3 score change.

N Open-Universe Tool Exposure

The headline setting offers each candidate a con-
trolled pool that already contains the tools its task
needs (§3.4). This appendix reports what happens
when that guarantee is withdrawn and the agent
must find its tools in the full catalog of 1,168 tools
across all servers. It is a separate measurement, not
a correction to the headline: it measures retrieval
plus use, where the headline measures use.

Setup. A pre-registered subset of 150 tasks, bal-
anced 50/50/50 across short (1-2 tools), medium
(3—4) and long (5+) chains, is run under six expo-
sure conditions and compared against the curated
default. rag: k retrieves the k nearest tools to the
task prompt by embedding cosine over each tool’s
name and description; hier is a two-stage router
that picks servers and then tools; flat exposes all
1,168 schemas at once. Table 7 reports single at-
tempts so that all six conditions are on one scale;
rag:8 was additionally run to pass”*3 and is dis-
cussed below.

Retrieval loss and distraction are separable.
Replaying the retriever offline gives, for each con-
dition, the fraction of tasks whose every required
effect has at least one equivalence-set member in
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condition haiku  kimi minimax qwen
curated (=8 tools) 37.3 427 44.0 54.0
rag:4 16.7 213 18.0 227
rag:8 213 247 24.0  30.7
rag:16 240 333 31.3 38.0
rag:32 28.7 347 36.7  40.0
hier 280 327 327  36.0
flat (1,168) — — 36.0 —

Table 7: Single-attempt pass rate (%) on the 150-task
subset, four candidate models against six exposure con-
ditions. Each cell is 150 tasks and carries a 95% Wilson
interval of roughly £8 points. flat was run on one
model only: 1,168 tool schemas per request is 10-30x
the prompt of any other cell.

the exposed pool—reachability. 1t is a property of
the retriever and the tasks, not of the candidate,
and comes out identical across all four models.
Tasks fully reachable: 36.7% at k=4, 48.0% at
k=8, 62.7% at k=16, 75.3% at k=32, and 100%
under flat by construction; at k=8 it falls with
chain length (82.7% short, 55.9% medium, 50.2%
long), which is most of why long chains suffer most.
Reachability behaves as a hard gate: across 1,905
attempts on tasks it marks unreachable, exactly
one passed (0.05%). Holding one factor fixed at
a time on minimax-m3 then decomposes the drop:
curated — rag: 8 keeps the pool at eight tools and
cuts reachability to 48.0%, costing 20.0 points of
retrieval loss; curated — flat keeps reachability
at 100% and raises the pool to 1,168, costing 8.0
points of distraction alone. The near-tie between
rag:32 (36.7) and flat (36.0) is these two effects
cancelling.

The cost is regressive, and it compresses the
ranking. At k=4 and k=S8 the loss ranks exactly
with curated capability (p = 41.000): the stronger
the model, the more open exposure takes from it
(at k=8, —16.0 for haiku up to —23.3 for qwen). A
shared retrieval ceiling binds hardest on whoever
would otherwise have cleared it, so the four models
are compressed together: the spread between best
and worst falls from 16.7 points under curation to
6.0 at k=4 (36% retained) and 9.3 at k=8 (56%),
and the margin between the best model and the
runner-up falls from 10.0 points to 1.3 at k=4—
well inside a single cell’s interval. The effect fades
as the budget grows (p = +0.400 at k=16, +0.200
at k=32), which is what a receding ceiling should
look like. A wider budget is not a clean route back
to curated discriminability: retained spread recov-

ers to 84% at k=16 but sits at 68% at k=32, so it
does not climb monotonically with the budget, and
flat, which has no retrieval loss at all, still costs
8 points. A benchmark that scores agents under
retrieval therefore measures the retriever as much
as the agent, which is why the headline deliberately
does not.

Under the headline criterion. Repeating rag:8
three times per task gives pass”3 of 19.3, 22.0, 20.0
and 25.3 for the four models in table order. Split by
reachability, the gate is absolute: on tasks whose
required tools the retriever never surfaced, pass”3
is 0.0% for every model, and all of the remaining
capability sits in the 48% of tasks that are reachable
(40.3, 45.8, 41.7 and 52.8 there). Requiring three
consecutive successes does not soften the retrieval
bound; it removes the occasional lucky single at-
tempt that made it look softer.

Caveats. One retriever (embedding top-k) and
one router; single-attempt cells for five of the six
conditions, so those rates are not comparable to the
pass”3 headline; flat on one model. An earlier in-
dependent draw of the same condition (a different
150-task draw from the same 750-task slice, same
model and retriever at k=8) measured 36.7 versus
57.3 curated, a deficit of 20.6 points against the
23.3 reported here: the two draws sit 0.94 standard
deviations apart in level and their paired deficits
agree to 2.7 points, so the level moves with the
sample and the deficit replicates. The conclusion
we draw is deliberately narrow: the headline is a
measurement of tool use under a controlled pool,
and it does not transfer to a deployment where the
agent must first find its tools. The tool-exposure
policy is therefore part of the benchmark configura-
tion, not an incidental setting: it must be versioned
and reported alongside the task set, since a pass rate
without its exposure condition is not interpretable.

O Operating Requirements and
Reliability

Table 8 reports, per model, single-attempt accuracy
(pass@1) beside pass”™3, and the mean prompt to-
kens, completion tokens, and tool/model calls per
attempt. Single-attempt accuracy exceeds pass”3
for every model, confirming that one-shot numbers
overstate reliability. Figure 6 relates accuracy to
the mean prompt tokens a task consumes.
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Figure 6: Accuracy versus mean prompt tokens per task;
the most accurate models are not the most token-hungry.

P Path-Agnostic Equivalence Sets

Across the 4,651 tool-effect checkpoints of the
1,845 released specifications, the distribution of
equivalence-set sizes is 3,930 of size 1, 575 of
size 2, 93 of size 3, 30 of size 4, and 23 of
size 5 or more (mean 1.21, maximum 12). Thus
721 checkpoints—15.5%—admit two or more in-
terchangeable tools, so many tasks accept more
than one valid trajectory rather than a single
gold path. This is the same population and
the same figure quoted in §3.4; value-produced
checkpoints carry no equivalence set and are ex-
cluded from the denominator. The distribution
is recomputed from the released specs. jsonl by
scripts/egset_stats.py.

Q Generator Self-Preference

Table 9 reports, for each candidate whose family
also authored part of the corpus, its pass”3 on tasks
generated by its own family versus on the rest. The
mean difference is +0.5 points (median —0.2): no
systematic self-preference. The mean is an aggre-
gate, not a per-model guarantee—two models show
a clear positive effect (glm-5.1 +25.5, gpt-5.4-mini
+28.2), offset by negatives elsewhere (minimax-m3
—19.0, claude-haiku-4.5 —18.5).

The glm-5.1 row bears on the headline and we
flag it explicitly: 71.9 on own-family tasks against
46.4 on the rest. Its overall 50.3 (Table 1) is there-
fore lifted by same-family tasks, and on tasks its
family did not author it stands at 46.4—Ilevel with
the third-placed model rather than clear of it. The
reported figure should be read with that caveat; no
other model near the top of the leaderboard shows a
comparable gap. The “other” column here is what
Table 10 orders the whole field by: the leaderboard
recomputed with each model’s own-family tasks re-

Model Grp p"3 p@l in out calls
qwen3.7-max API 512 589 189k 1.5k 4.2
glm-5.1 API 50.3 58.0 185k 12k 44
deepseek-v4-pro APl 464 57.8 242k 19k 4.8
minimax-m3 APl 424 536 17.0k 1.2k 3.9
claude-haiku-4.5  API 41.1 465 20.0k 1.0k 3.7
kimi-k2.6 API 40.7 514 150k 15k 42
grok-4.3 API 31.6 382 107k 0.7k 3.5
gpt-5.4-mini API 257 292 140k 05k 52
qwen3.6-35b loc 485 555 257k 1.6k 5.0
gemma4-31b loc 425 453 12.1k 05k 3.7
qwen3.5-4b loc 273 323 98k 09% 4.0
granite-3b loc 225 256 87k 05k 3.8
gemma4-e4b loc 221 253 57k 03k 3.0
qwen3-8b loc 221 276 62k 2.0k 28
nemotron-nano-4b loc 21.9 28.6 8.2k 0.7k 3.3
qwen2.5-7b loc 21.1 247 7.6k 04k 34
gemma4-e2b loc 20.1 22.1 5.1k 02k 2.7
xlam2-8b loc 195 216 99k 02k 4.1
toolace2-8b loc 17.5 200 6.6k 02k 2.8
qwen2.5-3b loc 169 197 79k 05k 34
hermes3-8b loc 132 150 6.0k 02k 2.5
ministral3-3b loc 124 156 102k 04k 44
hammer2.1-7b loc 9.7 101 7.8k 02k 34
smollm3-3b loc 72 145 34k 21k 1.6

Table 8: Per model: pass”3 (p”3) and single-attempt
accuracy (p@1), both %, and the mean prompt (in)
and completion (out) tokens and tool/model calls per
attempt.

moved, which leaves the ranking almost unchanged
(Spearman p = 0.997).

R Failure Analysis

Every scored run carries an auto-classified fail-
ure taxonomy over its unmet checkpoints (Fig-
ure 7, left). Pooled across the 54,000 evaluation
runs, failures are dominated by incomplete aggre-
gation (unmet value/evidence checkpoints, 49%)
and tool-blindness (a required tool never reached,
32%), followed by argument hallucination (18%);
server confusion (SAE) is near-floor at 1.5%. The
behavioural core of the benchmark is therefore
multi-step composition: agents fail by not finishing
the aggregation a task requires, not by calling a
look-alike tool on the wrong server. (Two of the
seven taxonomy codes—order violation and miss-
ing prerequisite—are inactive here because explicit
ordering constraints are rare in the corpus, and
wrong-branch is not auto-classified in this version.)

The incomplete-aggregation rate is also the sin-
gle strongest predictor of accuracy (Figure 7, right):
across all 24 models it correlates with pass”3 at
r = —0.98, far tighter than any other signal we
measured. Some of these unmet value checkpoints
reflect the scorer’s deliberate conservatism rather
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Model own-family  other A
gwen3.7-max 451 520 -7.0
glm-5.1 719 464 +25.5
deepseek-v4-pro 46.7 463 +0.4
minimax-m3 240 430 -—-19.0
claude-haiku-4.5 233 418 —185
kimi-k2.6 482 393 +8.9
grok-4.3 333 314 +1.9
gpt-5.4-mini 522 240 4282
qwen3.6-35b 41.8 495 —7.7
gemma4-31b 40.0 427 —2.7
qwen3.5-4b 275 273 +0.2
gemmad-e4b 275 218 +5.7
qwen3-8b 220 222 -0.2
qwen2.5-7b 18.7 214 —2.7
gemma4-e2b 250 199 +5.1
qwen2.5-3b 143 173 -3.0
ministral3-3b 59 129 -7.0

Table 9: pass"3 (%) on same-family-authored tasks
versus the rest, for each candidate whose family also
generated tasks; A in points.

than an aggregation failure (see Limitations), but
the ranking implication holds: the models that most
often stop short of aggregating the required evi-
dence are the models that score lowest.

Safety. Of the 8,496 runs in which a destructive-
adjacent “minefield” tool was available, agents in-
voked it in only 75 (0.9%), and the rate stays low
even for the weakest models: agents seldom take a
forbidden destructive action even when an adjacent
safe tool would do.

S Server-Attribution Errors and
Distractor Robustness

At the default evaluation setting, server-attribution
errors (SAE)—calling the right tool on the wrong
server—fire on only 0.2% of runs (108 of 54,000),
so failures are dominated by chain length and com-
position rather than by confusing one server for
another (Appendix R). We probe this directly along
two axes: the quantity of distractors and their strat-

egy.

Distractor quantity. We sweep the fraction of
the offered tool pool that is spurious alternatives,
P,1;, from O to 1 over five models on a 350-task
stratified subset (n=350 per cell). Both accuracy
and the SAE rate stay flat (Figure 8): accuracy
remains within its confidence interval across the
whole range, and SAE never leaves the ~1% floor—
even when every distractor in the pool is a same-
name look-alike (P,;;=1). Filling the pool with
alternatives does not induce server confusion.

Model headline LOFO rank
qwen3.7-max 51.2 52.0 1
qwen3.6-35b 48.5 49.5 3—2
glm-5.1 50.3 46.4 2—3
deepseek-v4-pro 46.4 46.3 4
minimax-m3 42.4 43.0 6 —>5
gemma4-31b 42.5 42.7 5—6
claude-haiku-4.5 41.1 41.8 7
kimi-k2.6 40.7 39.3 8
grok-4.3 31.6 314 9
gwen3.5-4b 27.3 27.3 10
gpt-5.4-mini 25.7 24.0 11
granite-3b' 225 225 12
gwen3-8b 22.1 222 13
nemotron-nano-4b' 21.9 219 15— 14
gemma4-e4b 22.1 218 13— 15
gwen2.5-7b 21.1 214 16
gemma4-e2b 20.1 19.9 17
xlam2-8b 19.5 19.5 18
toolace2-8b' 17.5 17.5 19
gwen2.5-3b 16.9 17.3 20
hermes3-8b' 13.2 13.2 21
ministral3-3b 12.4 12.9 22
hammer2.1-7b’ 9.7 9.7 23
smollm3-3b’ 72 7.2 24

Table 10: Leave-own-family-out (LOFO) leaderboard:
pass”3 (%) on the 750-task slice, and on the same slice
with every task authored by the candidate’s own model
family removed, ordered by the latter. “rank” shows
movement against the headline ordering where there is
any. Spearman p = 0.997; the three swaps are all be-
tween models whose headline CIs overlap. 1 marks mod-
els whose family authored no task, so their LOFO score
equals their headline score by construction. gemma4-
e4b and qwen3-8b tie at 22.1 in the headline column, so
only their LOFO order is determined.

Distractor strategy. Nor does distractor quality.
We pre-registered the hypothesis that adversarially-
mined hard-negative distractors would induce at
least 15 points more SAE than random fillers
(SAE(hard_neg) — SAE(random) > 15pp). A
six-strategy ablation (Table 11) rejects it deci-
sively: the observed gap is 0.6 pp for both models—
roughly 25x below the threshold, and not signifi-
cant (Fisher exact p ~ 0.5)—and every one of the
six sits at the 0-0.6% SAE floor while accuracy is
unmoved. Server confusion is a near-absent failure
mode of current capable agents, inducible neither
by distractor quantity nor by adversarial distractor
construction.

Scope. Both probes vary the composition of a
pool that already contains the tools each task needs.
They therefore bound robustness to spurious alter-
natives inside a controlled pool, and say nothing
about retrieval over an open catalog; neither should
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Figure 7: Left: distribution of auto-classified failure modes over all unmet checkpoints in the 54,000-run evaluation—
incomplete aggregation dominates and server confusion (SAE) is near-floor. Right: per-model incomplete-
aggregation rate versus pass™3 (24 models; Pearson » = —0.98).

glm-5.1 deepseek-v4-pro

strategy SAE acc SAE acc
random 0.0% 59% 0.0% 55%
hard_neg 0.6% 56% 0.6%  58%
cross_domain 0.0% 58% 0.0% 59%
same_name 0.6% 61% 0.3% 57%
sibling 03% 60% 0.3% 59%
stratified 03% 57% 0.3% 57%
A (hard_neg—random) +0.6 pp +0.6 pp

Table 11: Distractor-strategy ablation (SAE rate and
pass® accuracy, n=350/cell). The pre-registered >
15 pp hard_neg effect does not appear; SAE stays at
the floor across all six strategies.

be read as a stand-in for an open-universe retrieval
condition.

T Benchmark Decay

Table 12 reports the decay measurement sum-
marised in §4.5; this section gives the protocol
behind it and bounds the two caveats attached to
the numbers.

The refresh protocol re-executes a recorded ref-
erence trajectory against the live servers and classi-
fies each call, with no model in the loop, as identi-
cal (the live result matches the recording), drifted
(the call succeeds but the result changed), schema
drift or state decay (the call fails and the failure
is attributable to a changed interface or to van-
ished state), unresolved (the call fails and the cause
cannot be attributed), skipped (stateful_write
servers, never executed), or quarantined (a pre-
flight check found the task’s own environment

unmet—missing credentials or files—before any
live call was made).

We sample up to three specifications per server,
deterministically, across every server in the cata-
logue that is not stateful_write: 246 specifica-
tions over 100 primary servers. Each runs in an
isolated subprocess with a 240 s wall clock. Two
properties of the driver matter for the numbers.
Workers claim whole servers rather than individual
specifications, so no server is ever hit by two con-
current requests—an earlier narrow run lost nine
of ten wikipedia traces to self-inflicted rate limit-
ing, and sharding this way removes that artifact
by construction. And each call is attributed to the
server it actually addressed rather than to the server
its trace was sampled under, which is why a sam-
ple stratified over 100 servers reports outcomes for
113.

Rates are computed over completed live calls
only. Of 1,326 non-skipped attempts, 938 com-
pleted and are rated; 320 failed unresolved and 40
were quarantined, and both are excluded from ev-
ery denominator. The exclusions are not a rounding
detail: counting a transient fault or an unmet local
credential as decay would attribute our own con-
figuration to the substrate. Conversely they set the
bound in the other direction—with a single retry
we cannot separate a persistently broken endpoint
from a flaky one, so if every unresolved failure
were persistent breakage the rate would be 26%
rather than the attributable 0.4%. Tightening that
gap needs a retry schedule spread over hours, which
we did not run.
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stays flat and the server-attribution-error rate (right) stays at the ~1% floor, for all five models (350-task subset,

n=350/cell).

domain servers calls ident. drifted broken
law/compliance 27 432 26% 74% 0%
Al/agent tooling 9 115 36% 64% 0%
finance/markets 16 74 58% 42% 0%
gov. statistics 4 61 25% T5% 0%
reference/knowledge 6 48 27% T3% 0%
science/health 3 47 19% 81% 0%
industry/business 5 41 29% T1% 0%
geo/weather 6 30 27% 60% 13%
developer tooling 10 29 90% 10% 0%
other domains 27 61 43% 57% 0%
all 113 938 33% 67% 0.4%

Table 12: Benchmark decay, measured across the sub-
strate: re-executing 246 recorded reference trajectories
against the live servers yields 938 completed calls on
113 servers in 12 domains. Only 33% still reproduce
identically. The non-identical remainder is almost en-
tirely drift (the call succeeds, the result changed), not
breakage. Rates are over completed live calls; 320 calls
that failed without the classifier being able to attribute
the failure are excluded and reported separately, as are
28 skipped stateful_write calls and 40 quarantined
by preflight. “Broken” counts only attributable failures
(schema drift, state decay) under a single-retry policy;
if every unattributable failure were instead persistent
breakage the rate would be at most 26%. Domain n is
uneven (law/compliance alone is 46% of calls).

The remaining limitation is coverage rather than
method. Domain n is uneven: law/compliance
contributes 46% of all calls, largely from one pub-
lisher’s family of per-country law servers, and that
family is itself sharply bimodal (some members
reproduce perfectly, others almost never). Two
domains produced too few completed calls to
characterise—security returned 7 completed calls
against 69 unresolved, and the local-infrastructure

servers produced none—so their rows describe
reachability as much as decay. A measurement
of a live substrate is also reproducible in method
but not in digits; re-running the sweep a week later
will move the numbers.

U Reproducibility

All reported numbers are regenerated directly from
the released evaluation records, which include
the per-run verdict of every candidate on every task:
leaderboard_e8.10d/verdicts/evals_x. jsonl
for the eight API agents and
leaderboard_local_50x15/verdicts/*.jsonl
for the sixteen local ones, together with the
corpus itself (specs.jsonl, traces.jsonl), a
matrix.json per leaderboard, and the human-
validation study (human_eval/assignments/
and human_eval/submissions/). Every table
and figure is emitted by a committed script
(paper/regenerate.py) from committed per-
experiment numbers files, and two further scripts
close the loop from the released raw records back
to the published figures, exiting non-zero on any
drift: scripts/acl.py for the inter-annotator
coefficients and scripts/eqset_stats.py for
the equivalence-set distribution. Evaluation is
deterministic, each task is scored by replaying
its recorded world, so re-runs reproduce the
same verdicts, and the scoring procedure and
every design parameter are described in §3.
The code is released at https://github.com/
ITMO-NSS-team/DynamicMCPBench, and the
dataset at https://huggingface.co/datasets/
TokenWasteGroup/DynamicMCPBench.
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