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Abstract

GraphQL has emerged as a widely adopted in-
terface for accessing heterogeneous enterprise
data. However, developing Natural Language
to GraphQL (NL2GraphQL) systems remains
challenging due to the need to rapidly adapt
them to proprietary GraphQL schemas.

We present AutoGraphQL, a Bring-Your-
Own-Schema framework for developing and
evaluating NL2GraphQL systems. Given a
GraphQL schema, AutoGraphQL synthesizes
executable GraphQL queries, generates aligned
natural language utterances, and validates them
through schema and execution checks to auto-
matically construct high-quality NL2GraphQL
datasets. The framework additionally supports
human-in-the-loop curation and an end-to-end
workflow where the generated datasets are used
to fine-tune and benchmark models.

Using AutoGraphQL, we construct a cor-
pus of 17,621 NL2GraphQL instances span-
ning 173 GraphQL schemas and seven ma-
jor query categories. Empirically, we
show that fine-tuning open-weight models on
AutoGraphQL-generated datasets substantially
improves NL2GraphQL performance. No-
tably, the best fine-tuned 8B-parameter model
achieves 42.57% benchmark accuracy, ap-
proaching Claude Sonnet 4.5 at 44.23 %, while
outperforming it on several GraphQL query
categories. These results indicate that Auto-
GraphQL enables compact open-weight mod-
els to approach frontier-level performance on
schema-grounded GraphQL generation. To
support further research and benchmarking, we
are releasing the training and test datasets un-
der the MIT License. The dataset is available at
https://nl2graphql-bench.github.io/.

1 Introduction

Large language models (LLMs) have advanced
natural language interfaces to structured data,
driven by benchmark datasets such as CoSQL (Yu
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GraphQL Schema NL2GraphQL Example

type Student {

id: ID!

name: String!

email: String

major: String!

year: Int

advisor: Faculty

enrollments: [Enrollment]
> (optionally), course details,

Natural Language Query
List the first 10 third-year
Computer Science students.

Include their names, email

type Enrollment {
semester: String!
grade: String
course: Course!

grades, and instructor details.

3}
GraphQL Query

type Course {
code: String!
title: String! query CourseEnrollment(
credits: Int! $showEmail: Boolean!
level: String ) {
department: String csStudents: students(
instructor: Faculty filter: {

3 major: "CS",
year: 3,
type Faculty { Do
id: ID! first: 10

name: String!
department: String!
courses: [Course]

}

input StudentFilter {

) {
name
email @include(if:
$showEmail)
enrollments {
semester

major: String grade
year: Int course {
minGpa: Float ...CoursefFields
} instructor {
name
type Query { department
students( Y3}
filter: StudentFilter,
first: Int, fragment CourseFields on
after: String Course {
): [Student] code
title
instructor( credits
id: ID! level
): Faculty 3}

}

Figure 1: Nlustrative NL2GraphQL example

et al., 2019), BIRD (Li et al., 2023), and Spi-
der 2.0 (Lei et al., 2024). However, modern en-
terprise applications increasingly expose data span-
ning multiple services and data sources. To enable
access to heterogeneous enterprise data, GraphQL
has emerged as a widely adopted schema-driven
interface, powering platforms such as GitHub,
Salesforce, and AWS and increasingly supported
by commercial database systems (Oracle, 2026).
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https://nl2graphql-bench.github.io/

According to Gartner, GraphQL adoption is ex-
pected to exceed 60% of enterprises by 2027,
up from less than 30% in 2024 (Gartner, 2024).
As GraphQL adoption continues to grow, rapidly
adapting NL2GraphQL systems to new GraphQL
APIs has become an increasingly important chal-
lenge.

NL2GraphQL presents unique natural language
understanding challenges. GraphQL queries must
conform to a schema-defined type system and often
involve nested selection structures, filters, aliases,
fragments, directives, and mutations (GraphQL,
2025). Consequently, generating GraphQL queries
from natural language demands both schema
grounding and compositional reasoning. For ex-
ample, Figure 1 shows an NL2GraphQL exam-
ple that traverses multiple schema-defined relation-
ships while incorporating filters, aliases, and nested
selection, highlighting the challenges of generating
valid GraphQL queries from natural language.

Recent research has explored NL2GraphQL
through benchmark datasets (Kesarwani et al.,
2024), customized prompting strategies (Gupta
et al., 2025), and evaluation frameworks (Sonthalia
et al., 2025). However, a fundamental challenge re-
mains largely unaddressed: GraphQL schemas are
highly application-specific. Existing approaches
primarily focus on fixed schemas and provide lim-
ited support for adapting NL2GraphQL systems
to new domains. As a result, organizations seek-
ing to deploy NL2GraphQL systems must typically
create training data, validation infrastructure, and
evaluation benchmarks for their own APIs.

To address these challenges, we present Auto-
GraphQL, a Bring-Your-Own-Schema framework
for automated NL2GraphQL schema feasibility
analysis, data generation, validation, fine-tuning,
and benchmarking. Given a GraphQL schema
and optionally a target query distribution, Auto-
GraphQL first determines whether the requested
query categories, complexity levels, and coverage
targets can be supported by the underlying schema.
It then synthesizes executable GraphQL queries
spanning diverse constructs, generates aligned nat-
ural language utterances, and validates generated
instances through schema-aware and execution-
based checks. Unlike prior NL2GraphQL resources
that provide fixed datasets, AutoGraphQL enables
practitioners to generate customized datasets for
GraphQL schemas supported by its generators by
controlling query categories, complexity, and dis-
tributional characteristics. The framework fur-

ther supports optional human-in-the-loop curation
and an end-to-end workflow in which generated
datasets can be directly used to fine-tune LLMs and
benchmark their performance, enabling rapid adap-
tation of NL2GraphQL systems to new GraphQL
APIs.

As an instantiation of AutoGraphQL, we gen-
erate and release a large-scale NL2GraphQL re-
source comprising 17,621 instances spanning 173
GraphQL schemas and seven major query cate-
gories. The resulting corpus includes both training
data for model adaptation and benchmark datasets
for evaluation. We further provide a theoretical
characterization of the GraphQL query generation
space, deriving upper bounds for major query cat-
egories and enabling principled reasoning about
dataset diversity and coverage. Through super-
vised fine-tuning, we show that AutoGraphQL-
generated dataset substantially improve cross-
schema NL2GraphQL performance, enabling ef-
fective adaptation of compact open-weight models
to previously unseen GraphQL APIs.

Our contributions are summarized as follows:

1. We present AutoGraphQL, a Bring-Your-
Own-Schema framework for automated
NL2GraphQL feasibility analysis, data gener-
ation, validation, fine-tuning, and benchmark-
ing for user-provided GraphQL schemas.

2. We construct a large-scale NL2GraphQL cor-
pus comprising 17,621 executable instances
spanning 173 GraphQL schemas and seven
major query categories, including both train-
ing and benchmark datasets, and publicly re-
lease the training and public benchmark splits.

3. We demonstrate that AutoGraphQL-generated
datasets enable effective adaptation of open-
weight LLMs. The best fine-tuned 8B model
achieves 42.57% benchmark accuracy, ap-
proaching Claude Sonnet 4.5 at 44.23% while
outperforming it on several structurally com-
plex query categories.

4. We provide a theoretical characterization of
the NL2GraphQL generation space, deriving
upper bounds for major query categories and
enabling principled reasoning about dataset
diversity, coverage, and generation capacity.

2  AutoGraphQL Framework

Figure 2 presents an overview of AutoGraphQL. In
the remainder of this section, we describe the key
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Figure 2: Overview of the proposed AutoGraphQL framework.

components of the framework.

2.1 Schema Feasibility Analysis

Practitioners often require datasets with specific
characteristics, such as target query categories,
complexity levels, or construct coverage. However,
the ability to generate such datasets depends on the
capabilities of the underlying GraphQL schema. To
address this, AutoGraphQL performs a schema fea-
sibility analysis before dataset generation begins.

Given a GraphQL schema and optional user re-
quirements, AutoGraphQL analyzes schema prop-
erties including type hierarchies, field connectivity,
nesting opportunities, argument availability, mu-
tation support, fragment applicability, and traver-
sal depth to determine which query categories and
complexity levels can be supported. The resulting
feasibility report provides estimates of achievable
dataset coverage and generation capacity, guiding
subsequent dataset generation. Formal definitions
and upper-bound analyses for the supported query
categories are provided in Appendix A.

2.2 Schema-Aware Query Synthesis

Given an input GraphQL schema, AutoGraphQL
constructs an internal schema graph containing
type definitions, field relationships, arguments, and
operation signatures, and performs query synthesis
directly over this representation.

Unlike prior work (Kesarwani et al., 2024), Au-
toGraphQL supports a broad range of GraphQL
constructs, including filters, aliases, pagination,

fragments, directives, mutations, and multi-hop
traversals. Category-specific generators recursively
expand schema fields while enforcing type compat-
ibility and argument constraints. Generation is con-
trolled through user-configurable parameters spec-
ifying query categories, nesting depth, traversal
complexity, construct coverage, and target distribu-
tions, enabling the creation of diverse training and
benchmark datasets ranging from simple single-
hop queries to highly compositional GraphQL op-
erations. Details of the individual generation algo-
rithms are provided in Appendix B.

2.3 Validation Pipeline

To ensure correctness and quality, all synthesized
queries undergo a multi-stage validation process:

Schema Validation. Generated queries are vali-
dated against the target schema to ensure compli-
ance with type constraints, argument signatures,
field definitions, and nesting rules.

Execution Validation. Validated queries are exe-
cuted against deployed GraphQL endpoints.

Structural Deduplication. To maximize dataset
diversity, queries are transformed into canonical
representations and normalized using structure-
preserving transformations. Hash-based signatures
are then used to eliminate duplicate query patterns.

Human Verification. AutoGraphQL addition-
ally supports optional human-in-the-loop valida-
tion through interactive interfaces, allowing users
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to review, refine, annotate, and approve generated
instances before inclusion in the final dataset. Ap-
pendix C presents screenshots of the validation Ul

2.4 Natural Language Utterance Generation

For each validated GraphQL query, a correspond-
ing natural language utterance is generated using
LLM-based prompting. Prompts are structured to
preserve semantic fidelity to the underlying query
by explicitly encoding filters, nested fields, aliases,
directives, and argument values. This design en-
sures that utterance generation serves as a faith-
ful realization of structured query semantics rather
than introducing additional structural variability.
It is important to note that utterance generation
primarily involves surface realization of an existing
GraphQL query. In contrast, the NL2GraphQL task
requires inferring schema-constrained query struc-
ture from natural language, which is substantially
more challenging. Consequently, while LLMs as-
sist in generating NL descriptions, the structural
complexity of the resulting dataset is derived en-
tirely from schema-grounded query synthesis.

2.5 NL2GraphQL Corpus

The output of AutoGraphQL is an NL2GraphQL
corpus comprising executable triplets of the form
(GraphQL Schema, Natural Language Query,
GraphQL Query). Each instance associates a
natural language utterance with a ground-truth
GraphQL query under a specific schema context.
The resulting corpus serves as the foundation for
both model adaptation and benchmarking.

2.6 Model Fine-Tuning and Evaluation

Beyond dataset generation, AutoGraphQL supports
an end-to-end workflow for developing and evaluat-
ing NL2GraphQL systems. Generated datasets can
be directly incorporated into supervised fine-tuning
pipelines such as Granite Build (IBM Research,
2025), enabling rapid adaptation of LLMs to previ-
ously unseen GraphQL schemas.

For benchmarking, AutoGraphQL adapts and
integrates an evaluation framework based on
RGEval (Sonthalia et al., 2025), which eval-
uvates GraphQL queries beyond exact string
matching. The evaluation pipeline combines
semantic-equivalence, execution-grounded correct-
ness checking, and category-wise performance re-
porting to provide a comprehensive assessment.

Together, these components transform
NL2GraphQL from a static benchmarking task

Split Instances
Training 9,118
Public Benchmark 6,403
Hidden Benchmark 2,100
Total 17,621

Table 1: Corpus composition.

into a practical ecosystem for schema-aware data
generation, model adaptation, evaluation, and
benchmarking across new GraphQL schemas.

3 Instantiating AutoGraphQL

We instantiate AutoGraphQL on 173 GraphQL
schemas to generate and release a large-scale
NL2GraphQL corpus. Details of the resulting
dataset are presented below.

3.1 Corpus Composition

The corpus contains 17,621 NL2GraphQL in-
stances. Each instance consists of a GraphQL
schema, a natural language utterance, and a ground-
truth GraphQL query. The GraphQL queries are
generated through schema-aware query synthesis,
while the corresponding natural language utter-
ances are produced using GPT-OSS-120B. Schema
and execution-based validation are performed us-
ing IBM API Connect for GraphQL, formerly
StepZen (IBM, 2026) to ensure that generated
queries are both syntactically valid and executable.
Additional annotations collected during validation
are retained to support analysis and benchmarking.

To support both model development and eval-
uation, the corpus is partitioned into training and
benchmark splits at the schema level: 104 schemas
are assigned to training, 49 to the public bench-
mark, and 20 to the hidden benchmark. The three
schema sets are pairwise disjoint, ensuring that
evaluation is performed on schemas not observed
during fine-tuning. Table 1 summarizes the compo-
sition of the released corpus, corresponding to an
instance-level allocation of 51.7% training, 36.3%
public benchmark, and 11.9% hidden benchmark.
The partition is performed by schema rather than
by individual instance to preserve out-of-schema
evaluation, so these instance counts follow from the
selected schemas rather than a fixed target percent-
age. We publicly release the training and public
benchmark splits (15,521 instances); the hidden
benchmark (2,100 instances) is withheld for future
leaderboard evaluation and is not released.
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Category Train  Test
Aliases 1,542 1,079
Directives 1,545 1,061
External Fragments 1,498 1,070
Filters 1,474 1,031
Inline Fragments 1,530 1,068
Pagination 861 616

Mutations 668 478

Total 9,118 6,403

Table 2: Category-wise distribution

Figure 3: Domain distribution of the GraphQL schemas

3.2 Query Category Distribution

The corpus covers seven major GraphQL query cat-
egories: Aliases, Directives, External Fragments,
Filters, Inline Fragments, Pagination, and Muta-
tions. Together, these categories capture many of
the constructs commonly encountered in produc-
tion GraphQL APIs (GraphQL, 2025) and span
a broad range of structural complexity. Table 2
summarizes the category-wise distribution of the
dataset.

3.3 Schema Diversity

The 173 schemas used in this study are derived
from the CoSQL and BIRD relational databases
and converted into GraphQL schemas (Yu et al.,
2019; Li et al., 2023). Figure 3 shows the distribu-
tion of schemas across application domains. This
diversity in entity types, schema structures, and
query patterns provides a realistic testbed for eval-
uating schema grounding and cross-schema gen-
eralization, requiring models to learn transferable
reasoning capabilities rather than domain-specific
memorization.

3.4 Dataset Quality and Complexity

We characterize the corpus by structural complexity
and schema-level balance. Query depth, defined as
the maximum number of nested object-field traver-

sals from the root to a leaf, has a median of 4 in
both the training and public-test splits , with 54.8%
of training instances and 47.1% of the 6,403-query
public benchmark at depth 4 or higher, and a max-
imum depth of 11. The released corpus contains
only instances that pass structural deduplication,
schema validation, and execution validation.

The 104 training schemas contain 61-103 in-
stances each (median: 88), while the 49 public-test
schemas contain 61-187 instances (median: 129).
Their Gini coefficients are 0.0451 and 0.1629, and
the five largest schemas account for 5.48% and
14.43% of instances, respectively, indicating lim-
ited concentration.

4 Experimental Evaluation

4.1 Experimental Setup

We evaluate whether AutoGraphQL-generated
datasets can effectively adapt compact open-weight
LLMs to previously unseen GraphQL schemas.
Our study considers three open-weight mod-
els: IBM Granite-3.1-8B-Instruct, Llama-3.1-8B-
Instruct, and Ministral-8B-Instruct-2410. We ad-
ditionally report results for Claude Sonnet 4.5 as a
frontier-model reference.

We use the AutoGraphQL corpus introduced in
Section 3, consisting of 9,118 training instances
and a held-out public benchmark of 6,403 instances.
All open-weight models are evaluated in a 2-shot
setting (k = 2) before and after fine-tuning on the
AutoGraphQL training corpus. A separate hidden
benchmark comprising 2,100 instances is reserved
for future leaderboard evaluation.

Fine-tuning is performed using the Granite.Build
framework (IBM Research, 2025) with LoRA (Hu
et al., 2021) under two configurations: A (r = 16,
a = 32, learning rate 10~, 3 epochs) and B (r =
16, a = 32, learning rate 5 x 10~°, 3 epochs). All
experiments use a maximum sequence length of
4096, gradient accumulation of 8, and an effective
batch size of 16. Additional implementation details,
including a representative training configuration,
are provided in Appendix D.

Evaluation Metric: Generated queries are evalu-
ated using the RGEval framework (Sonthalia et al.,
2025), which measures semantic equivalence be-
yond exact string matching and supports aliases,
directives, fragments, filters, pagination, and mu-
tations. Aliases are resolved to their underlying
field names during AST normalization, so neither
the dataset’s aliased<FieldName> convention nor
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Model Aliases Directives External Fragments Inline Fragments Filters Pagination Mutations Overall
Granite-3.1-8B-Instruct 9.36 4.71 16.92 16.29 17.94 33.93 33.68 16.57
Llama-3.1-8B-Instruct 22.34 12.91 24.67 25.94 41.90 48.54 46.23 29.22
Ministral-8B-Instruct-2410  17.15 6.79 27.57 2322 35.40 50.65 47.91 26.64

Table 3: Performance (%) before fine-tuning.

Model Setting Aliases Directives External Fragments Inline Fragments Filters Pagination Mutations Overall Improvement
Granite 3.1 8B nstruct A 2428 1546 20.75 23.60 7168 71.43 86.19  38.90 22.33
> B 2595 14.89 24.02 22.85 68.48  70.94 8870  39.14 22.57
Llama. 1.8 Instruct A 3197 2008 28.50 28.65 67.60 7175 8745 4257 13.35
: B 3188 1555 24.30 24.72 5480  68.99 8828  38.19 8.97
. o A 2938 2215 27.94 29.03 66.44 7192 87.66 4229 15.65
Ministral-8B-Instruct-2410° 3383 2017 27.76 27.53 59.65 7143 8682 4123 1459
Table 4: Performance (%) after fine-tuning.
the specific alias chosen affects equivalence: the  Category Claude Sonnet4.5  Llama-3.1
alias score reflects structural correctness on alias-  Ajiases 53.66 31.97
containing examples, not the model’s ability to  Directives 11.88 20.08
. . . . External Fragments 42.80 28.50
rep¥0duce an a'lhas. name. Dlre?tlves are retained Inline Fragments 4073 28 65
during normalization, since their type, placement,  Filters 62.37 67.60
and resolved condition change query semantics, i;gim}ti()ﬂ ‘6‘322 ;;Zg
. . . utations B .
but variable references are first substituted with
Overall 44.23 42.57

their concrete values, so variable names do not af-
fect equivalence; RGEval instead checks whether
@include/@skip is applied to the correct element
with the correct resolved condition, making direc-
tives the strictest of the seven categories. Query
graphs are then compared using these normalized
fields, arguments, and structural relationships.

4.2 Results

We first evaluate the out-of-the-box NL2GraphQL
capabilities of open-weight LLMs. Table 3 reports
the baseline 2-shot performance before fine-tuning.
Overall accuracy remains modest across all models,
ranging from 16.57% to 29.22%. Performance is
particularly limited on categories requiring schema
grounding and compositional reasoning, such as
directives, fragments, and filters. These results
suggest that general-purpose open-weight models
struggle to generate GraphQL queries.

Table 4 reports performance after fine-tuning.
AutoGraphQL-generated supervision consistently
improves performance across all models, with
gains of up to 22.57 percentage points. The
strongest overall result is achieved by Llama-3.1-
8B-Instruct, which reaches 42.57% accuracy un-
der Setting A, compared to a baseline of 29.22%.
Granite-3.1-8B-Instruct exhibits the largest im-
provement, increasing from 16.57% to 39.14%.
The largest gains are observed for filters, pagina-
tion, and mutations, where several models improve

Table 5: Frontier vs. adapted open-weight LLM

by more than 30 percentage points relative to their
baseline performance.

To assess how closely adapted models approach
frontier-model performance, Table 5 compares the
strongest fine-tuned model (Llama-3.1-8B-Instruct)
against Claude Sonnet 4.5. The adapted model
achieves competitive overall performance with the
frontier model and outperforms it on directives,
filters, pagination, and mutations.

4.3 Robustness Across Fine-Tuning Seeds

We repeated fine-tuning of Llama-3.1-8B-Instruct
under Setting A with three independent random
seeds, evaluated on the full public benchmark:
40.57%, 43.87%, and 44.31% (mean 42.92 & 2.04),
each improving substantially on the 29.22% pre-
fine-tuning baseline and confirming that the be-
fore/after improvement is not a single-run artifact.
The three-seed mean of 42.92% is slightly higher
than the single-run 42.57% reported in Table 4,
narrowing the average gap to Claude Sonnet 4.5
(44.23%) to 1.31 points.

4.4 External Benchmark Evaluation

We evaluate our three open-weight models, before
and after fine-tuning, together with Claude Son-
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Model Base (%) Fine-tuned (%)
Claude Sonnet 4.5 56.36 -
Granite-3.1-8B-Instruct 6.87 49.31
Llama-3.1-8B-Instruct 40.89 50.31

Ministral-8B-Instruct-2410 38.92

Table 6: External benchmark accuracy (%)

net 4.5, on the GraphQL query generation bench-
mark of Kesarwani et al. (2024). Fine-tuning again
yields substantial gains — Granite-3.1-8B-Instruct
improves from 6.87% to 49.31%, Llama-3.1-8B-
Instruct from 40.89% to 50.31%, and Ministral-8B-
Instruct from 38.92% to 51.20% — corroborating
that AutoGraphQL-generated supervision transfers
beyond the released benchmark.

4.5 Error Analysis

We inspected evaluation traces to characterize com-
mon failure modes. The dominant issue is schema
hallucination, where models generate nonexistent
fields, types, filter inputs, or pagination arguments
despite access to the target schema. We also ob-
served demonstration copying in the 2-shot set-
ting, with models reproducing schema elements
from examples rather than grounding generation
in the target schema. Finally, models frequently
introduced unnecessary or incorrect constructs,
including fragments, aliases, and directives, lead-
ing to structural mismatches even when individual
fields were correct.

5 Related Work

Natural language interfaces to structured data
have been extensively studied through text-to-SQL
benchmarks such as Seq2SQL (Zhong et al., 2017),
CoSQL (Yu et al., 2019), BIRD (Li et al., 2023),
and Spider 2.0 (Lei et al., 2024). These resources,
together with schema-aware approaches such as
RAT-SQL (Wang et al., 2020), have significantly
advanced research on semantic parsing, structured
generation, and compositional generalization.

In contrast, NL2GraphQL remains relatively un-
derexplored. Existing efforts include GraphQL-
specific datasets (Kesarwani et al., 2024), schema-
aware prompting approaches (Gupta et al., 2025),
evaluation frameworks (Sonthalia et al., 2025),
multi-agent generation systems (Liang et al., 2024),
and practical query-generation solutions and ap-
plications (geobde, 2023; Rocket Connect, 2023;
Arize-ai, 2024; Vo et al., 2025). While these works
have advanced NL2GraphQL generation and evalu-
ation, they primarily operate on fixed schemas and

provide limited support for adapting NL2GraphQL
systems to new GraphQL APIs.

A preliminary version of the data generation ap-
proach underlying AutoGraphQL was presented
in (Battu et al., 2026), which demonstrated schema-
aware synthetic query generation on a manually
validated benchmark of 1,845 instances spanning
20 real-world schemas. The present paper sub-
stantially extends this direction into a unified
framework spanning schema feasibility analysis,
category-specific query synthesis, validation, and
natural language generation; a corpus of 17,621
instances across 173 schemas and seven query cate-
gories; supervised fine-tuning of open-weight mod-
els; and a theoretical characterization of the gener-
ation space.

Unlike prior work that focuses on individual
aspects of NL2GraphQL, and fixed datasets, our
work addresses the broader challenge of adapt-
ing NL2GraphQL systems to arbitrary GraphQL
schemas through a unified framework for schema-
aware data generation, and benchmarking.

6 Conclusion

In this paper, we presented AutoGraphQL, a
Bring- Your-Own-Schema framework for develop-
ing and evaluating NL2GraphQL systems. Given
a GraphQL schema, AutoGraphQL automatically
generates NL2GraphQL datasets through schema-
aware query synthesis, natural language genera-
tion, and validation, while providing an end-to-end
workflow for model adaptation and benchmarking.

As an instantiation of AutoGraphQL, we gen-
erated a large-scale NL2GraphQL resource com-
prising 17,621 instances spanning 173 GraphQL
schemas and seven major query categories, publicly
releasing the training and public benchmark splits.
We further provided a theoretical characterization
of the NL2GraphQL generation space and demon-
strated that AutoGraphQL-generated supervision
substantially improves cross-schema NL2GraphQL
performance, enabling compact open-weight mod-
els to approach frontier-model accuracy on previ-
ously unseen GraphQL schemas.

We hope that AutoGraphQL will facilitate
the development of robust and reproducible
NL2GraphQL systems and provide a practical path-
way for deploying natural language interfaces over
proprietary GraphQL APIs.
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Limitations

While our framework enables controlled and
diverse NL2GraphQL dataset generation and
benchmarking, several limitations remain. First,
execution-based validation is performed using a
single GraphQL engine, IBM API Connect for
GraphQL (formerly StepZen) (IBM, 2026). Ex-
tending validation across multiple engines (e.g.,
Apollo and Hasura) is an important direction for
improving the generalizability of the generated
datasets. Second, natural language utterances are
generated using GPT-OSS-120B, which may intro-
duce model-specific biases; exploring multi-model
utterance generation strategies remains an impor-
tant direction for future work. Third, the 173
schemas used in this study are mechanically con-
verted from the CoSQL and BIRD relational bench-
marks (Section 3) and consequently lack GraphQL-
native modeling constructs such as interface types,
union types, enums, @deprecated directives, and
Relay-style connections; the corpus should there-
fore not be read as representative of the full com-
plexity of proprietary enterprise GraphQL APIs,
and applying AutoGraphQL to native GraphQL
schemas that use these constructs is a direct way to
close this gap. Fourth, the per-category error anal-
ysis shows that gains from fine-tuning are uneven:
structurally regular categories such as filters, pag-
ination, and mutations improve by 30-55 points,
while compositional categories such as external
fragments, aliases, and directives remain the domi-
nant source of residual error. The framework does
not yet automatically map these prediction errors to
targeted data regeneration and retraining; integrat-
ing error mining, category-aware data augmenta-
tion, and subsequent model updating into a closed
feedback loop remains an important direction for
future work.
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A Theoretical Upper Bounds on
Generatable Queries

This section gives tight, implementation-accurate
upper bounds on the number of syntactically dis-
tinct queries our generator can produce for a fixed
schema. We count normalized query forms (canon-
ical field order, fixed variable names); two queries
are distinct iff their normalized syntactic forms dif-
fer.

A.1 Notation and setup
Let S be a GraphQL schema and R its root query
fields. For any object type ¢ denote

o F(t) :
| F(t)

selectable fields of ¢, with a(t) =

’

* S(t) C F(t) : scalar (and enum) fields, with
s(t) = [S()];

* r5(t) : required (non-null) scalar fields, and
0s(t) : optional (nullable) scalar fields, so
s(t) = rs(t) + os(t);

* O(t) = F(t) \ S(t) : object fields.

* Rs(t) C S(t) : the required scalar fields of ¢,
0 [Rs(t)]| = rs(t).

For input object types u write R(u) and O(u)
for required and optional input fields with sizes
r(u) and o(u). Let m be the per-type selection
cap (max_fields) and d,ax the maximum nesting
depth; remaining depth is d with 0 < d < dpax.
Let W be an upper bound on the number of repre-
sentative value patterns the generator uses per input
scalar (empirically W > 1). Define:

* Sargs(1t) and Sresp(t) : the number of argu-
ment and response shapes the mutation gener-
ator uses for mutation field ;1 (implementation:
required args fixed, Sy typically 1; response
shapes are subsets of scalars capped at 3);

* Nmax(t,d) : an upper bound on the number
of directive-eligible sites the generator may
annotate in any selection for type ¢ at depth d;

* K,y < 2: number of pagination patterns
used by the generator for a paginated root r
(implementation: one pagination style and at
most two patterns).

A.2 Selection-set recurrence

Let B(t, d) be the number of distinct, normalized,
non-empty selection sets for type ¢ with remaining
depth d. The generator always includes required
scalars and only varies optional scalars; thus the
leaf (depth 0) count is
20s(t), rs(t) >0,
B(t,0) =
20:() — 1 ry(t) =0,

(i.e., required scalars are present; if there are no
required scalars the empty scalar selection is ex-
cluded). For d > 1, required scalars remain
mandatory, exactly as at d = 0; the combina-
torial choice is only over the remaining fields
C(t) :== F(t) \ Rs(t) (the optional scalars and
object fields), with ¢(t) := |C(t)| = a(t) — rs(t).
We exactly enumerate non-empty selections up to
the cap m:

min(m—rs(t), c(t))

B(t,d) = > > 1 vl
keko(t)  TCO() JET
\T|=k
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where ko(t) = 0if r4(t) > 0 and ko(t) = 1if
rs(t) = 0 (excluding the fully empty selection, as
atd = 0), and

1, f € S(t) \ Rs(t) (optional scalar),
hy(d) = {

B(type(f), d—1), f e O(t) (object field).

This reduces to the d = 0 case above whenever
O(t) = 0, since C(t) then consists only of the o4(t)
optional scalars and the sum over k telescopes to
20s() (or 2°5() — 1 when r,(t) = 0) once the cap
does not bind — so the two cases are consistent
rather than independently stipulated. When a type
has no selectable scalars at a level, the generator’s
nesting logic selects a default object field when
d > 1, so non-empty selections remain possible for
d>1.

For convenient estimation define Mp.x =
max; g maxXsec () hy(d); then

B(t,d) < (1 + My ).

(We state this without the “—1” correction used at
d = 0: that correction is only valid when r5(¢) = 0,
and can otherwise make the bound too tight, e.g.
failing when My = 0 and r4(¢) > 0. The looser
bound above holds unconditionally.)

A.3 Category-specific bounds

Basic queries. Each root r € R with return type
t, admits at most B(t,, dmax ) normalized selection
bodies, hence

UBbasic = Z B(try dmax)-
reR

Filter queries. For an input object u with r(u)
required and o(u) optional fields and per-field pat-
tern bound W, the generator always includes all
required fields and chooses any subset of optional
fields (excluding the empty subset when r(u) = 0).
Therefore

. ;Z; <0(;)> W () > 0,
—1 (0(;)> w, r(u) =0,

and the schema-level filter bound is

UBier = »_ I[r has filter] - V(uy) - B(ty, dmax)-
reR

Fragment queries (external & inline). The gen-
erator creates at most one fragment body per query,
so each fragment style individually adds no extra
combinatorics beyond the selection builder. Ex-
ternal and inline fragments are distinct, separately
generated and separately reported categories (Ta-
ble 2), so we bound them as two separate terms
rather than one shared bound:

UBextfrag = UBinfrag = Z B(tra dmax)-
reR

Directive queries. For any selection the genera-
tor may annotate any directive-eligible site with one
of {none, @include, @skip}. Let nyax(t, dmax)
upper bound eligible sites in selections for type ¢.
The directive variants produced per selection are
therefore at most S”mﬂx(t’dmax), SO

UBdlr = Z B(tfr-’ dmax) . 3nmax(tr,dmax)‘
re€R

Alias queries. When the aliasing mode is
used the generator deterministically aliases ev-
ery chosen subfield using a fixed pattern (e.g.,
aliased<FieldName>). Alias names are therefore
fixed given the selection body and do not multiply
combinatorial choices:

UBulias = »_, Bl(tr, dinax)-
reR

Mutation queries. Each mutation field u is gen-
erated with a fixed (required) argument shape and
a family of scalar response shapes. Let Sas(/4)
and Sresp (/1) be the generator’s argument/response
shape counts for u, and let I and D denote, re-
spectively, the schema’s insert (create) and delete
mutation fields targeted by the generator, so that
1 U D is the full set of mutation fields covered by
this bound. Then

UBnu = Z Sargs(ﬂ) Sresp(ﬂ)-
pneluD

Pagination queries. Pagination is applied only
to root fields; for each paginated root r the genera-
tor uses a single pagination style and at most two
argument patterns. Let K,,) < 2 be that count.
Then

UBpage = Z B(tra dmax) . Kp(T‘)'

T eRpage
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A.4 Opverall bound and remark

A conservative overall upper bound on syntactically
distinct queries produced by the generator is the
sum of the per-category bounds above:

U Biotat = U Bpasic + U Biter + UBextfrag
+ UBinfrag + U Byir + U Baias
+ U Bt + UBpage

Note that U Bpasic, U Bextfmg, U Bmfmg, and
U Bajias coincide by construction, since fragment
and alias generation deterministically transform
a selected query body without introducing addi-
tional combinatorial choices; each still yields syn-
tactically distinct query forms (plain, externally
fragment-wrapped, inline fragment-wrapped, or
alias-annotated), so summing them is not double-
counting a single query category. These bounds
characterize the maximum generation capacity sup-
ported by a given schema and configuration; they
are not intended to match the released corpus size,
since AutoGraphQL samples a target number of
instances per category rather than exhaustively enu-
merating the space. Accordingly, U B should
be read as a feasibility and capacity indicator rather
than a corpus-coverage estimate.

B Generation Framework Details

This appendix provides additional implementation
details for the schema-aware generation framework
described in Section 2. The framework follows a
query-first design in which executable GraphQL
queries are synthesized directly from schema meta-
data before corresponding natural language utter-
ances are generated.

B.1 Dataset Generation Algorithm

Algorithm 1 summarizes the overall dataset gen-
eration process. Given an input schema and con-
figuration parameters, the framework repeatedly
samples query categories, synthesizes candidate
queries, validates their correctness, and retains only
structurally unique executable instances.

Algorithm 1 GraphQL Query Synthesis Overview

Input: schema S, configuration C, target size N
Output: dataset D

1: D <+ 0, Seen <+ 0

2: while |D| < N do
cat +— sampleCategory(C)
gen < getGeneratorFor(cat)
(g, vars) < gen.generate(.S)
sig <— NormalizeAndHash(q)
if sig € Seen then

continue

end if
10:  if not validateSyntax(q, S) then
11: continue

D A

12:  endif

13: if  C.enableExecution AND not
validate(q, vars) then

14: continue

15:  end if

16:  Seen <— Seen U sig

17 D < DU (q,vars,cat)
18: end while

19: return D

B.2 Recursive Field Expansion

The framework constructs GraphQL selection sets
through recursive traversal of schema types. Expan-
sion depth is bounded by configurable parameters,
enabling explicit control over structural complexity
and compositional difficulty.

Algorithm 2 BuildFields(type, depth, max_depth)

Input: GraphQL object type type, current selec-
tion depth depth, maximum depth max_depth

Output: Selection set

1: if depth > max_depth then

2 return

3: end if
4: fields < sample(getFields(type))
5: for f in fields do
6
7
8
9

if isObject(f.type) then
recursively expand nested fields

else
: add scalar field
10:  end if
11: end for

12: return selectionSet

B.3 Category-Specific Query Generation

Different GraphQL constructs are synthesized us-
ing specialized generators built on top of the shared

3612



recursive expansion framework. Depending on the
selected category, additional transformations are
applied to introduce filters, aliases, fragments, di-
rectives, pagination operators, or mutations while
preserving schema correctness.

Algorithm 3 GenerateQueryByCategory

Input: schema S, category C
Output: executable GraphQL query
1: root < pickRootField(S, C)
2: body < BuildFields(returnType(root), 0,
max_depth)
3: apply category-specific transformations
4: assemble final query
5: return query

C Interactive Interfaces

Figure 4 presents screenshots of the interactive
interfaces provided by the NL2GraphQL toolkit.
The Dataset Generation Interface enables users to
create customized datasets by selecting schemas,
query categories, and complexity constraints. The
Dataset Exploration Interface supports browsing,
filtering, validation, and export of generated query—
utterance pairs.

tuning_config:
use_lora: true
chat_template_name: tulu

lora_rank: 16
lora_alpha: 32
lora_dropout: 0.05

learning_rate: le-4
num_train_epochs: 3

max_seq_length: 4096

per_device_train_batch_size: 1
gradient_accumulation_steps: 8

gradient_checkpointing: true
use_flash_attn: true

warmup_ratio: .03
1r_scheduler_type: cosine

compute_config:
num_gpus_per_node: 2
num_nodes: 1

Listing 1: Representative LoRA training configuration
corresponding to Setting A

D Fine-Tuning Configuration

To facilitate reproducibility, Listing 1 shows a rep-
resentative training configuration used for LoORA

AutoGraphQL

Generate Dataset

(a) Dataset Generation Interface
AutoGraphQL

Total: 10,963 queries

(b) Dataset Exploration Interface

Figure 4: Interactive interfaces for reviewing
NL2GraphQL instances.

adaptation of Granite-3.1-8B-Instruct under Vari-
ant A. The configuration specifies the LoRA pa-
rameters, optimization settings, sequence length,
and compute resources used throughout our experi-
ments.
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