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Abstract

Prompt-side playbooks can improve tool-
using language agents without retraining, but
their portability beyond the source setting is
unclear. We study frozen playbook transfer
under a shared distill-validate—transfer proto-
col. On ALFWorld, transfer is beneficial under
controlled greedy decoding and, in one near-
budget-matched comparison, distilled guid-
ance outperforms five fixed demonstrations.
On TAU2-Bench, a prespecified aggregate
contrast supports a modest average matched-
domain advantage, but global Holm correc-
tion retains only one of 135 route-level effects;
the remaining grid provides descriptive evi-
dence of compatibility-sensitive heterogeneity.
On XBench-DeepSearch, one artifact—runtime
pairing preserves useful first-try heuristics
while producing repeated queries, delayed
stopping, and substantial cost inflation after
a context-runtime shift. Across benchmarks,
transferred and target-derived playbooks both
require target-side validation of success, ter-
mination, protocol compatibility, and cost.
Frozen transfer is therefore a conditional cold-
start option, not a reuse-by-default strategy or
a universally preferable alternative to target-
side redistillation.

1 Introduction

Prompt-side playbooks are becoming a common
way to improve agent systems in production. After
repeated failures and recoveries, teams summarize
useful procedures into compact instructions: what
to check first, which tools to prioritize, when to

recover, and how to avoid common failure modes.

These playbooks are attractive because they can be
deployed immediately and reused across related
systems without retraining.

*Corresponding author. An earlier version of this work
is available as an arXiv preprint: https://arxiv.org/abs/
2608.05778.

That convenience creates a deployment ques-
tion: when does a playbook learned in one set-
ting remain useful after transfer to another? A
playbook can be moved across target domains,
model scales, model families, or runtime regimes.
In practice, the same transferred procedure may
help one target, do little on another, and harm
a third. The cleanest positive case is real: on
ALFWorld, one transferred playbook helps eight
greedy-decoding targets and usually shortens tra-
jectories by rescuing runs that would otherwise
hit the 50-step limit. But that positive case does
not generalize by default. In more heterogeneous
service-agent settings the same kind of artifact be-
comes compatibility-sensitive, and under runtime
shift its stopping behavior can become misaligned.

This paper studies frozen playbook transfer:
compact prompt-side procedures distilled from
prior runs, validated on the source side, and then
transferred without target-side retuning. Frozen
reuse is not our preferred default. It is a cold-
start or amortized candidate when target-side fail-
ure trajectories are not yet available, when collect-
ing target traces creates privacy, cost, or latency
constraints, or when an existing artifact can be
screened before investing in target-side construc-
tion. Once target evidence is available, redistilling,
repairing, or rejecting the artifact may be prefer-
able. We do not propose a new learning algorithm;
we ask when a frozen candidate remains useful af-
ter transfer.

Our main finding is simple: prompt-side play-
books can transfer, but only conditionally. Across
three benchmarks, the results are most consistent
with an operational-compatibility view: transfer
works when the assumptions encoded in a play-
book remain compatible with the target deploy-
ment setting. Those assumptions include work-
flow, target capability, decoding regime, and run-
time budget. When they remain aligned, transfer
can improve success and sometimes reduce trajec-
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tory length. When they do not, the same playbook
can inject the wrong action pattern, waste turns, or
destabilize stopping behavior.

We evaluate transfer under a shared distill-
validate—transfer protocol on three benchmarks
that play different roles in the argument. ALF-
World (Shridhar et al., 2021) provides a controlled
existence test: can a frozen playbook transfer at
all? TAU2-Bench (Yao et al., 2024) is our main
service-agent benchmark: does transfer survive re-
alistic domain and model heterogeneity? XBench-
DeepSearch, distributed with Tongyi DeepRe-
search (Tongyi DeepResearch Team, 2025), adds
a runtime-shift stress test: does a transferred play-
book remain operationally stable when the run-
time regime changes?

Our contributions are fourfold:

* We define a deployment-oriented protocol
for evaluating frozen prompt-side playbook
transfer rather than target-side retuning.

* We show that transfer is real but not uniform:
positive cases appear under controlled condi-
tions, while a multiplicity-corrected service-
agent analysis supports a modest matched-
domain advantage but little route-level confir-
matory evidence.

* We compare distilled guidance with near-
budget-matched fixed demonstrations and
compare frozen transfer with target-side re-
distillation, clarifying what frozen reuse does
and does not offer.

* We show that deployment evaluation must in-
clude operational cost as well as task suc-
cess, because an artifact—runtime mismatch
can preserve useful heuristics while destabi-
lizing stopping.

2 Related Work

Prior work improves agents through reflection,
self-feedback, experience replay, skill distillation,
and prompt optimization (Shinn et al., 2023;
Madaan et al., 2023; Zhao et al., 2024; Liu et al.,
2025; Shalev et al., 2026; Ni et al., 2026; Wang
et al., 2024a; Xu et al., 2025; Ravindran, 2026;
Wei et al., 2022; Yao et al., 2023; Wang et al,,
2024b; Yang et al., 2024), showing that agent ex-
perience can be externalized and reused. Our fo-
cus is narrower and more deployment-oriented:
rather than proposing another improvement mech-
anism, we ask whether an already-derived artifact
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Figure 1: Shared distill-validate—transfer protocol. A
stronger teacher distills a playbook from repeated
source trajectories; the final artifact is validated on the
source split and frozen for transfer.

remains useful after transfer across target models,
domains, families, or runtime conditions. We add
a fixed few-shot comparator, but human-authored
playbooks and deployment-time retrieval systems
answer broader method-selection questions and re-
main outside our empirical comparison. Recalled
experience can be over-followed and may propa-
gate stale lessons (Xiong et al., 2025), making neg-
ative transfer a realistic operational failure mode.

3 Evaluating Frozen Playbook Transfer

3.1 What Is Transferred and How

We study a playbook: a frozen prompt-side operat-
ing procedure distilled from repeated source-side
executions. It is not a retrained policy or a full
memory system; it is a compact operational arti-
fact inserted into the agent prompt at deployment.
Figure 1 summarizes the shared distill-
validate—transfer protocol. We repeatedly run a
source agent, mine all-fail and mixed-outcome
bundles, and give them to a stronger closed-source
distiller: Claude Opus 4.6 via Claude Code or
GPT-5.4 via Codex, depending on the artifact fam-
ily. The distiller abstracts recurrent rules, search
priorities, and recovery heuristics into a compact
playbook, validates it on the source side, and we
then freeze it before transfer. We therefore study
portability of a frozen prompt-side artifact, not
target-side prompt retuning. The main controls are
no-playbook baselines, same-length placebos, and
matched-versus-mismatched transfer conditions.

3.2 Evaluation Axes and Benchmarks

We evaluate transfer along three deployment axes:
task setting (scene or domain), target model (size
or family), and runtime regime (context budget or
decoding). Across all settings, we track both task
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success and operational cost.

The three benchmarks play complementary
roles. ALFWorld (Shridhar et al., 2021) is the
controlled existence test, covering scene OOD,
target scale, and cross-family transfer under
matched decoding. TAU2-Bench (Yao et al,
2024) is the main service-agent benchmark, span-
ning airline, retail, and telecom under both
in-family and cross-family transfer. ~XBench-
DeepSearch, obtained from the Tongyi Deep-
Research release (Tongyi DeepResearch Team,
2025), is a small runtime-shift stress test: it probes
32K-era playbooks under later 128K execution
settings. Benchmark-specific audits and transfer
tables are reported in Appendix Sections C, D,
and E.

3.3 Artifacts and Metrics

For each source condition, the transferred object
is the final playbook produced by the protocol
above. On ALFWorld, we study four artifacts:
C7S/C328S are Claude-distilled playbooks, while
X7D/X7C are Codex-distilled detailed/compact
variants from the same 7B source pool. On TAU2-
Bench, source playbooks are named by source
size and domain, e.g., P14R = 14B-retail; the
7B/14B/32B size shorthands refer to Qwen2.5-
Instruct checkpoints. On XBench-DeepSearch,
we study one Claude-distilled XBench play-
book derived from Tongyi-DeepResearch-30B-
A3B 32K source-side trajectories and then trans-
fer it across model and context conditions. Ta-
bles 4 and 5 give the detailed ALFWorld and
TAU2-Bench inventories, and Appendix B.3 also
provides one complete example playbook (P14R)
plus a short cross-stack excerpt (X7D).

On ALFWorld, we report normalized success
rate with environment-broken games removed
from the denominator. On TAU2-Bench, we
use corrected official-style Pass®, with Pass' as
the sole route-level headline metric. We ap-
ply global Holm correction to its 135 route hy-
potheses; Pass®>™, cost, and unretained routes re-
main descriptive. On XBench-DeepSearch, we re-
port Pass@1, question-keyed True Pass@3, and
deployment-side cost metrics. Full lift tables, CI
audits, and descriptive transfer tables are deferred
to Appendix Sections C, D, and E.

4 Controlled Transfer Can Work
(ALFWorld)

We begin with ALFWorld because it gives the
cleanest answer to the first paper-level question:
can prompt-side experience transfer work at all be-
fore we enter a more heterogeneous service-agent
setting? On ALFWorld, the answer is yes, but the
400-run audit sharpens that result: portability is
also decoding-dependent.

4.1 Transfer Under Controlled Decoding

Under greedy decoding (t=0), transferred play-
books help across scene-OOD evaluation, target
scale, and model family. The effect grows with
target capacity: gains are modest on Qwen2.5-
7B-Instruct, uniformly positive on Qwen2.5-32B-
Instruct, and especially strong on Qwen3-32B and
Llama3.1-70B-Inst, where the best lift reaches
+23.6 pp. Figure 2 summarizes this controlled-
decoding picture: larger targets receive the
strongest success gains, and those gains are ac-
companied by shorter interaction traces rather than
cost inflation.

4.2 Decoding Robustness Depends on
Capacity and Artifact Specificity

The matched t=0 vs. t=0.3 audit in Figure 3 then
shows why ALFWorld remains valuable even af-
ter that existence proof. The temperature effect
is not random noise; it interacts sharply with tar-
get capacity and playbook form. On Qwen2.5-
7B-Instruct, the Codex-7B-detailed artifact (X7D)
flips from positive at t=0 to clearly harmful at
t=0.3, and the cost metrics move with it: hit-50
rises from 58.1% to 79.8% on seen, while mean
trajectory length jumps from 32.8 to 42.4 steps.

On Qwen2.5-32B-Instruct, X7D stays robust
while the shorter X7C collapses sharply. Qwen3-
32B and Llama3.1-70B-Inst show the opposite pat-
tern: sampling improves the baseline and keeps
all four playbooks positive. ALFWorld therefore
contributes a controlled existence proof and ro-
bustness audit: transfer can work under controlled
decoding, but robustness depends on decoding
regime X target capacity x artifact specificity. Ap-
pendix C reports the full 400-run audit.

4.3 Distilled Guidance versus Fixed
Demonstrations

We compare X7D with a five-example fixed
few-shot prompt (FS-5) on the Qwen3-32B
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Baseline SR%
0 50

Q25-7B / seen 35%
Q25-78B / unseen 4 34%
Q25-32B / seen 68 +4.9 +6.4
Q25-32B / unseen 639 +11.6 +10.1

Q3-32B/ seen 43% +11.2 +12.7
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Figure 2: ALFWorld transfer at t=0. Left: ASR. Right: avg interaction-step reduction. Greedy transfer is strongest

on larger targets and comes with shorter trajectories.

Qwen2.5-7B-Instruct Qwen2.5-32B-Instruct

2SR (pp)
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Figure 3: Temperature robustness on ALFWorld. Bars
show ASR vs. baseline at t=0 and ¢=0.3 on seen and
unseen.

valid_unseen target. Both artifacts use the same
Qwen2.5-7B valid_train source run. A source-
only rule selects five canonical successes for FS-5,
and both prompts and the 148-game manifest are
frozen before evaluation. Under near-matched arti-
fact budgets (4,191 versus 4,001 bytes), X7D suc-
ceeds on 107/148 games (72.3%) versus 91/148
(61.5%) for FS-5: +10.8 pp, Clgs [+2.7,+18.9],
exact McNemar p=0.0139. This establishes in-
cremental value over fixed demonstrations in one
compatible transfer setting; it does not establish
superiority over human-authored guidance or dy-
namic retrieval.

5 Transfer Is Compatibility-Sensitive
(TAU2-Bench)

TAU2-Bench is the paper’s main service-agent re-
sult because it matches deployment heterogene-
ity across business domains, target scales, and
model families. Its strongest design-level infer-
ence is a modest average matched-domain advan-
tage; route-level effects are mostly descriptive

Route APass'  Fam. Holm Global Holm Global BH
P14T—Qwen2.5-7B/T +9.69 0.0196 0.0327 0.0316
P32T—Qwen3-8B/T  —9.38 0.0299 0.0742 0.0316
P7A—Qwen3-32B/R  —9.48 0.0372 0.0934 0.0316

Table 1: TAU2 Pass' routes retained by either family-
specific Holm or global BH correction. T/R denote
telecom/retail. Global Holm over all 135 routes retains
only the first route. BH is an FDR sensitivity analysis;
Pass?™ and cost remain descriptive.

after correction for multiplicity. We therefore
use compatibility-sensitive transfer to describe ag-
gregate domain alignment together with hetero-
geneous configuration-level point estimates, not
broadly detectable configuration-specific gains.

5.1 In-Family Transfer Landscape

The full Qwen2.5-Instruct in-family grid in Fig-
ure 4 covers 81 source—target—domain configura-
tions. Cell-wise intervals are often wide, and only
one in-family route survives Holm correction over
this family. We therefore use the heatmap to de-
scribe direction and magnitude: its point estimates
are non-uniform, with visible positive regions in
32B/retail, 32B/airline, and 7B/telecom, but these
regions are not individually confirmatory findings.
The same grid provides a control against a pure
prompt-injection explanation. For each of nine
source artifacts, we compare the same injected
file on its matched domain and two mismatched
domains, controlling prompt length and format
within source. This separately defined, route-
agnostic contrast uses all 81 eligible in-family con-
figurations and is not selected from the 135 route
hypotheses. Matched-domain transfer is stronger
by +1.72 pp on average (Clgs [+0.25,+2.97], ex-
act blocked-permutation p=0.035; Appendix D.5).
It supports a modest average domain-alignment ad-
vantage, not improvement on most routes.
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Figure 4: Descriptive TAU2-Bench APass! heatmaps for in-family and cross-family transfer. Columns are grouped
by target; A/R/T denote airline/retail/telecom. Full Pass'~* heatmaps and paired intervals are in Appendix D.4; only
the routes in Table 1 survive a reported multiplicity correction.

This is the main interpretive shift relative to
ALFWorld. TAU2-Bench does not support a
broad “playbooks help” reading. Global Holm
correction over Pass! retains 1/135 positive route;
family-specific Holm additionally retains two
cross-family negative routes, which also appear
in a global Benjamini—-Hochberg sensitivity anal-
ysis. The aggregate contrast is therefore the pri-
mary TAU2 inference, while the grid describes
compatibility-sensitive heterogeneity. Failure to
survive correction is not interpreted as evidence of
zero effect.

5.2 Cross-Family Transfer Landscape

The cross-family point estimates push this condi-
tionality further. They do not fit a monotonic “far-
ther family, weaker effect” story; instead, signs
vary by target and domain. After family-specific
Holm correction, two negative routes remain; nei-
ther survives global Holm, while both remain in
the global BH sensitivity analysis. Other apparent
gains and losses are descriptive.

Appendix Figure 9 summarizes the target-
condition view. The in-family baseline-versus-
transfer slope is weak, while the cross-family
slope turns negative; this remains a descriptive pat-
tern rather than route-level inference.

5.3 Illustrative Configurations and Content
Placebo

Appendix Table 11 reports the multiplicity-
retained routes, while the following cases illus-
trate possible behavioral pathways without adding
inferential evidence. The full P14T—Qwen2.5-
7B/airline route changes by approximately —6.9
pp and does not survive global correction. Within

Route Baseline Playbook Placebo
P14R—14B/R 55.2 62.6 57.1
P14T—7B/A 15.6 8.7 14.4
P7A—Qwen3-32B/retail ~ 72.4 60.8 70.7

Table 2: Descriptive same-length prompt control on
three selected TAU2 routes (Pass®, %). The placebo
remains near baseline; this is a small content control,
not a benchmark-wide format ablation.

it, one deliberately selected task drops from 62%
to 12% when an imported telecom complaint tem-
plate injects an unnecessary send_certificate
action. Conversely, a selected P14R—Qwen2.5-
14B/retail task rises from 56% to 88% after the
playbook inserts a missing prerequisite read. Nei-
ther task-level example is representative of the full
grid.

To distinguish content-driven transfer from
format-driven effects, we add a same-length
generic placebo on one representative positive
route and two representative negative routes, in-
cluding a repeated cross-family failure condition.
Each placebo is a structure-matched rewrite of
its source playbook into generic workflow advice,
generated with Claude Opus 4.6 via Claude Code:
it keeps comparable length, sectioning, and check-
list style, but removes domain-specific procedures,
tool names, prerequisite logic, and action-ordering
rules.

Across these three routes, the same-length
placebo stays near baseline while the transferred
playbook reproduces the corresponding point-
estimate direction, weakening a pure prompt-
length account. Together with the matched-vs.-
mismatched control, this suggests that imported
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procedural content matters. The control does
not establish equivalence across prose, JSON, or
Markdown styles, and the selected routes are not
used to estimate the prevalence of positive or neg-
ative transfer.

5.4 Cost Profile: Usually Cost-Neutral,
Sometimes Wasteful

A complementary cost audit adds an impor-
tant deployment-side clarification. Unlike ALF-
World, the main TAU2-Bench story is not large
interaction-budget savings. When transfer helps, it
is usually cost-neutral: message counts and agent-
turn counts change only slightly, and most token
overhead comes from fixed prompt injection (Fig-
ure 5, right).

Same-domain positive configurations often
have flat or slightly shorter trajectories than base-
line. Cross-family telecom gains usually come
with higher token overhead, driven more by extra
agent turns than by the fixed playbook text itself.
Negative configurations show the opposite pat-
tern: performance drops while cost rises. TAU2-
Bench therefore contributes what ALFWorld can-
not: transfer in service-agent settings is hetero-
geneous rather than smooth, and deployment re-
quires validation and routing rather than blind
reuse.

5.5 Frozen Transfer versus Target-Side
Redistillation

We reorganize an existing pre-submission source-
model analysis around the deployment choice re-
quested during review. For the same Qwen2.5-
14B target, Table 3 compares no playbook, a
target-derived same-domain artifact, and same-
domain artifacts transferred from 7B or 32B
sources. No strategy dominates across all three
domains, and interaction costs are descriptively
similar within domain. These are exploratory sec-
ondary estimands rather than additions to the 135-
route confirmatory family; direct paired intervals
are reported in Appendix D.6. The common valid
task counts are 20 airline, 30 retail, and 40 telecom
tasks; the artifacts are not length-matched.

Frozen transfer is therefore a viable cold-start
candidate when target-side failures are unavailable
or costly to collect, not a preferred default. Once
target trajectories exist, transferred and target-
derived artifacts should be compared on target-
side accuracy, termination, protocol compatibility,
and cost.

Domain  Base Target 7B source 32B source

Airline 2125 33.13 37.50 23.13
Retail 5458 62.92 56.25 63.33
Telecom 56.25 58.44 59.38 62.19

Table 3: Task-macro Pass' (%) for a Qwen2.5-
14B target with no playbook, a target-derived same-
domain playbook, or frozen same-domain playbook
transfer. Pointwise intervals are unadjusted and ex-
ploratory; common valid task counts are 20/30/40
for airline/retail/telecom, and artifacts are not length-
matched.

6 Runtime Shift Can Destabilize
Operational Behavior
(XBench-DeepSearch)

XBench-DeepSearch is our smallest benchmark
and evaluates one primary frozen artifact across
runtime conditions. It is an exploratory stress
test of whether that artifact remains behaviorally
bounded after runtime shift, not evidence for a gen-
eral law of long-context deployment.

6.1 Accuracy Is Mixed, but Operational
Behavior Destabilizes

Figure 6 evaluates one frozen XBench play-
book, distilled from Tongyi-DeepResearch-30B-
A3B 32K source-side trajectories, across four de-
ployment conditions: Tongyi-DR 32K, Qwen3-
32B 32K, Tongyi-DR 128K, and Qwen3-32B
128K. The left panel reports first-rollout (R1)
Pass@1 and question-keyed True Pass@3; the
three-run mean Pass@1 is reported separately in
Appendix Table 17. R1 changes are +4, 48,0, +6
pp, while question-keyed True Pass@3 changes
are +4,—4,—2,4+4 pp and all paired intervals
cross zero. Thus the accuracy readout is mixed and
uncertain; XBench’s stable signal is operational
cost under runtime shift, not a uniform accuracy
degradation.

The key value of XBench is cost-side behavior
under runtime change. Under Tongyi-DR 32K, the
transferred playbook is roughly cost-neutral and
reduces timeouts from 60% to 48% while mean
messages fall from 58.3 to 48.5; its accuracy in-
terval crosses zero. Under Tongyi-DR 128K, first-
rollout Pass@1 is flat and True Pass@3 changes
by —2 pp (CI crossing zero), while search and tool
calls rise. Under Qwen3-32B 128K, the same ar-
tifact becomes much less bounded: search calls
rise from 5.9 to 15.7, total tool calls from 10.4 to
24.7, and overlong-trajectory rate (more than 30
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Figure 6: XBench portability. Left: first-rollout APass@1
calls, and over-30-tool-call rate. M = model; C = context.

tool calls) from 8% to 25%.

A 150-pair behavioral audit localizes the
Qwen3-32B 128K shift: trajectories with an iden-
tical repeated query rise from 17.3% to 39.3%,
those with at least three identical searches rise
from 8% to 24%, and submissions within ten tool
calls fall from 78% to 30%. Question-cluster in-
tervals exclude zero, whereas corresponding 32K
changes are smaller and cross zero. This supports
re-querying and delayed stopping as a proximal
behavioral pathway, not an internal causal mech-
anism (Appendix E.5).

Target-side redistillation does not automatically
remove this risk. It leaves Qwen3-32B 128K accu-
racy statistically unresolved while raising average
total tool calls from 10.4 to 36.1 (+247%), with
about 24% of trajectories reaching a budget (Ap-
pendix E.3).

Compatibility screening remains inconclusive.
In a prospective Gemini-2.5-Pro pilot with a
frozen +5 mean-tool-call alert, smoke and held-
out increases are +0.26 and +4.86; both narrowly
agree on no alert, but the 347.1% held-out inflation
demonstrates neither calibration nor a validated se-
lector (Appendix E.4).
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7 Deployment Lessons

Transferred and target-derived playbooks are can-
didates, not defaults. A deployment gate should
(1) freeze target-side slices and criteria; (2) com-
pare accuracy, termination, protocol compatibility,
and cost, prioritizing domain-matched candidates
and retesting after runtime changes; and (3) retain
a rollback path, then retain, repair, redistill, or re-
ject. Costs differ by benchmark: ALFWorld can
shorten failures, TAU2 gains are often cost-neutral,
and XBench can make inflation the failure mode.
Our pilot provides no universal threshold or selec-
tor.

8 Conclusion

Prompt-side playbooks transfer conditionally.
ALFWorld shows controlled gains and one advan-
tage over fixed demonstrations; TAU2 shows a
modest matched-domain advantage but little cor-
rected route-level evidence; and one XBench pair-
ing exhibits re-querying, delayed stopping, and
cost inflation. Neither transfer nor redistillation is
a safe default; both require target-side validation.
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Limitations

This is an empirical Industry Track deployment
study, not a new learning algorithm, validated
compatibility selector, or internal-mechanism
study. TAU2-Bench has limited per-cell power.
Global Holm correction over its 135 Pass! routes
retains only one positive route; family-specific
Holm additionally retains two negative cross-
family routes, while global BH retains all three
only as an FDR sensitivity analysis. Other route
estimates, Pass? ™, and costs are descriptive, and
failure to survive correction is not evidence of
zero effect. The separately defined matched-
versus-mismatched contrast supports only a mod-
est average advantage. The three-route placebo
weakens a pure length explanation but is not
a benchmark-wide causal intervention or a full
prose/JSON/Markdown format ablation.

The few-shot result compares one fixed five-
example prompt with one distilled artifact in a
compatible ALFWorld setting; it does not es-
tablish cross-paradigm superiority. We do not
compare against human-authored playbooks or
deployment-time dynamic retrieval systems. Our
target-derived analyses are secondary compar-
isons: the TAU?2 slice was originally collected for
source-model analysis, and the XBench compari-
son is small. Neither transfer nor target-side redis-
tillation is uniformly preferable.

XBench-DeepSearch contains 100 public prob-
lems and the controlled runtime-shift result cen-
ters on one primary artifact—runtime pairing rather
than independent artifact replications. The ob-
served repeated querying and delayed stopping
provide a proximal behavioral pathway, not ev-
idence about stopping-probability calibration, at-
tention, position effects, or other internal context-
length-OOD mechanisms. The prospective cost-
screening pilot covers one new model-artifact pair-
ing and one deployment-dependent threshold; it
provides no calibrated remedy, accuracy predictor,
or general selector.

Finally, the evaluated domains emphasize em-
bodied, service, and search agents; software engi-
neering, code generation, and data analysis remain
untested. ALFWorld uses Claude Code—Claude
Opus 4.6 and Codex—GPT-5.4 implementations on
a shared source pool, reducing dependence on one
implementation but not establishing generaliza-
tion beyond the common natural-language distill—
validate—transfer workflow.
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A Appendix Overview

These appendices provide protocol and artifact
details, benchmark-specific statistical audits, con-
trol analyses, and illustrative behavioral cases.
Appendix B summarizes the shared workflow,
benchmark settings, metrics, and artifact inven-
tories. Appendix C reports the ALFWorld lift
tables, temperature robustness, and qualitative
cases. Appendix D reports TAU2 multiplicity cor-
rection, full descriptive grids, domain controls,
target-derived comparisons, and placebo analy-
ses. Appendix E reports descriptive portabil-
ity, target-derived and cost-screening comparisons,

the runtime-shift behavioral audit, and an illustra-
tive failure case.

B Experimental Protocol and Artifact
Details

This section consolidates the cross-benchmark de-
tails that would otherwise be repeated in each au-
dit: the shared distillation workflow, the bench-
mark/target setup, the metric conventions, and the
concrete artifacts transferred in the main paper.

B.1 Distill-Validate-Transfer Workflow

Across all three benchmarks, the transferred object
is a frozen prompt-side playbook distilled from
repeated source-side trajectories. We first collect
all-fail and mixed-outcome bundles from a source
condition, ask a stronger closed-source distiller to
abstract recurring procedures and recovery heuris-
tics, validate the resulting playbook on the source
side, and then freeze it before transfer. The trans-
fer question is therefore always about portability
of a fixed prompt artifact rather than target-side
prompt retuning.

B.2 Benchmarks, Targets, and Metrics

ALFWorld serves as the controlled existence test,
TAU2-Bench as the main heterogeneous service-
agent benchmark, and XBench-DeepSearch as the
runtime-shift stress test. On ALFWorld, we report
normalized success rate with environment-broken
games removed from the denominator. On TAU2-
Bench, we use corrected official-style Pass® with
Pass! as the headline metric and Pass®>™ as relia-
bility complements; route-level uncertainty is re-
ported with paired bootstrap Clgs. On XBench-
DeepSearch, we report Pass@1, Pass@3, and
deployment-side cost metrics, because the main
failure mode under runtime shift is operational
rather than purely top-line.

B.3 Artifact Inventory and Example
Playbook

To make the transferred objects less black-box,
we inventory the main-result artifacts by dis-
tiller model, harness, and surface form, and then
provide one complete example playbook plus
one short cross-stack excerpt. Word counts are
whitespace-tokenized after stripping markdown
headers. Rule counts measure top-level numbered
or headed directives only. Style is a qualitative
surface-form descriptor added for inspection and
is not used in any quantitative analysis.
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Artifact Words Rules Source Distiller Harness Style

C78 330 6 Qwen2.5-7B-Instruct claude-opus-4.6 Claude Code procedural checklist
C328 478 7 Qwen2.5-32B-Instruct  claude-opus-4.6 Claude Code procedural checklist
X7D 698 10 Qwen2.5-7B-Instruct gpt-5.4 Codex search-heavy guide
X7C 292 6 Qwen2.5-7B-Instruct gpt-5.4 Codex dense checklist

Table 4: ALFWorld artifacts used in the main results.
Naming follows Section 3.3; the source column lists

the full source model rather than only its size short-
hand.

B.4 Example Playbook: P14R

Below we show the complete content of artifact
P14R, the Qwen2.5-14B-Instruct retail playbook
used in the TAU2-Bench main results. Rule con-
tent is unchanged; only whitespace and rule labels
are normalized for presentation. The verbatim con-
tent below preserves the artifact’s original internal
shorthand.

# Customer-Service Agent Playbook -- P14R

These rules were abstracted from retail failure patterns. Apply every

rule below before any tool call that mutates state.

## R1 -- Read thoroughly before writing

In 14B retail, successes used read tools 2.53x/trial vs failures at
1.14x. Before every write:

1. Read the user's profile/details.

2. Read the target entity (order, reservation, account).

3. Read any referenced secondary entities.

If you have not called at least 2 read tools, you probably have not
read enough.

## R2 -- Authenticate before everything

Positively identify the customer via lookup tools before any action.
Never proceed without confirmed identity.

## R3 -- Lifecycle gates: check entity status

Each write requires the target entity to be in a specific state.

Check status from the most recent read-tool output. If status does not

match the write's precondition, refuse.

## R4 -- Verify all entity references in write arguments
Before a write that references other entities:

1. Verify each referenced entity exists via its own read tool.
2. Confirm IDs come from tool output, not user claims or memory.
3. Check new values differ from old values where required.

## R5 -- Confirm before write

Before every mutating tool call, state the action, entity IDs, and
effect. Ask for explicit confirmation.

## R6 -- Turn atomicity
One tool call per turn. Never combine speech and tool call.

## R7 -- Do not give up: retry with corrected arguments

If a tool call fails, do not transfer to human. Re-read the entity,
correct the arguments, and try again. Only transfer when the user
explicitly requests it.
## R8 -- Multi-intent:

serialize and re-read

Multiple changes should be handled one at a time. After each write,
re-read the entity before the next operation.

B.5 Cross-Stack Excerpt: X7D

For comparison, we show a short excerpt from
X7D, a GPT-5.4-distilled ALFWorld artifact pro-
duced via Codex from the same Qwen2.5-7B-
Instruct source pool as C7S. The purpose is only
to make visible that artifacts produced by different
distiller/harness stacks can differ in length, granu-
larity, and presentation style.

1. Plan around the object, not the destination.
Do not go to the target receptacle first unless you are already
holding the target object.
Default pattern:
- pick_place: find object -> take object
-> go to destination -> move object
- clean_place: find object -> take object
-> go to sink/basin -> clean object
-> go to destination -> move object
- heat_place: find object -> take object
-> go to microwave -> heat object
-> go to destination -> move object
- cool_place: find object -> take object
-> go to fridge -> cool object
-> go to destination -> move object

3. Search open surfaces before deep container chains.
The failed runs overused drawers, shelves, and cabinets
in long loops.
For small moveable objects, first search exposed surfaces:
- desk, sidetable, coffeetable,
diningtable, bed, armchair
countertop
Only start opening drawers/cabinets after one sweep of the obvious
exposed places.

7. Use exact target matching.

Do not substitute near-miss objects:

- mug is not cup

- pen is not pencil

- soapbar is not soapbottle

- cellphone is not laptop

Before taking an object, verify the noun exactly matches
the task target.

10. Lightweight room priors for this split.

Use these as first guesses, not as guarantees:

- examine/small office objects: desk, sidetable,
coffeetable, bed, armchair

bathroom objects: toilet, countertop, cabinet,
handtowelholder,

bathtubbasin

kitchen objects: countertop, cabinet,
diningtable, fridge

C ALFWorld Statistical Audit

This section mirrors the ALFWorld story in the
main text: we first report the full lift tables, then
the temperature-robustness and FS-5 audits, and fi-
nally a small set of illustrative cases that make the
main qualitative correction patterns concrete.

We report the latest 400-run audit: for Qwen2.5-
7B-Instruct, Qwen2.5-32B-Instruct, Qwen3-32B,
and Llama3.1-70B-Inst we run 5 seeds at both
t=0 and t=0.3. The four ALFWorld artifacts
are C7S, C32S, X7D, and X7C, following the
naming scheme in Section 3.3. Asterisks are
exploratory, unadjusted two-sided paired t-tests
across matched run seeds: * p<0.05, ** p<0.01,
##% p<0.001. They are not a multiplicity-
corrected confirmatory family.
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Artifact Words Rules Source Domain Distiller Harness Style

P7A 549 7  Qwen2.5-7B-Instruct airline  claude-opus-4.6 Claude Code procedural checklist
P7R 502 10 Qwen2.5-7B-Instruct retail claude-opus-4.6 Claude Code procedural checklist
P7T 476 8 Qwen2.5-7B-Instruct telecom claude-opus-4.6 Claude Code diagnostic guide
P14A 319 7 Qwen2.5-14B-Instruct airline  claude-opus-4.6 Claude Code procedural checklist
P14R 324 8 Qwen2.5-14B-Instruct retail claude-opus-4.6 Claude Code procedural checklist
P14T 357 8 Qwen2.5-14B-Instruct telecom claude-opus-4.6 Claude Code diagnostic guide
P32A 305 7 Qwen2.5-32B-Instruct airline  claude-opus-4.6 Claude Code procedural checklist
P32R 338 8 Qwen2.5-32B-Instruct retail claude-opus-4.6 Claude Code procedural checklist
P32T 339 8 Qwen2.5-32B-Instruct telecom claude-opus-4.6 Claude Code diagnostic guide

Table 5: TAU2-Bench playbooks used in the transfer study. These playbooks are written in a domain-general
surface form but are derived from source-domain failure patterns.

Artifact Words Rules Source Distiller Harness Style

XBench-32K 478 8  Tongyi-Ds 0B-A3B 32K  claud

pus-4.6 Claude Code  search protocol

Table 6: XBench-DeepSearch artifact used in the
main text. The transferred XBench playbook was
distilled from Tongyi-DeepResearch-30B-A3B 32K
source-side trajectories and includes explicit budget
and stopping guidance.

C.1 Full Lift Tables
C.2 Temperature-Robustness Audit

The cost metrics track these robustness outcomes
closely. The clearest failure case is Qwen2.5-7B-
Instruct + X7D: on seen, hit-50 rises from 58.1%
to 79.8% and mean trajectory length rises from
32.8 to 42.4 steps; on unseen, the same quantities
move from 56.2% to 79.7% and from 32.7 to 43.0.
By contrast, the robust case Qwen2.5-32B-Instruct
+ X7D stays nearly flat in cost while preserving
gains (hit-50 22.1%—22.4% and trajectory length
17.9—18.1 on seen). Qwen3-32B and Llama3.1-
70B-Inst show the opposite tendency: sampling
lowers both hit-50 and trajectory length for base-
line and playbook conditions, consistent with the
positive temperature effect reported in Table 8.

C.3 FS-5 Construction and Cost Audit

The FS-5 comparator is selected deterministi-
cally from the same Qwen2.5-7B valid_train
source results used for X7D, without target re-
sults. Under X7D’s 4,191-byte budget, the source-
only rule first maximizes task-type coverage, then
the number of source failures in covered types,
then prefers shorter canonical successful trajec-
tories in benchmark order. The five frozen
demonstrations cover pick_place, pick_two,
clean_place, heat_place, and examine; their
source tasks use AlarmClock, CellPhone, Soap-
Bar, Mug, and Bowl instances, respectively. Each
is formatted as a task followed by its complete

ordered action sequence. The resulting FS-5 arti-
fact is 4,001 bytes, compared with 4,191 bytes for
X7D.

Both arms use Qwen3-32B, the same 148-game
playable valid_unseen manifest, temperature 0,
seed 42, a 50-step cap, and the same endpoint fleet
and worker count. X7D averages 20.1 steps ver-
sus 25.4 for FS-5 and reaches the 50-step cap on
27.7% versus 38.5% of games. Restricting the
comparison to FS-5’s five covered task types (121
games) gives X7D 72.7% versus FS-5 62.8%, a
+9.9 pp difference with paired Clgs [+0.8,419.0].
This sensitivity check reduces, but cannot elimi-
nate, the possibility that task-type coverage drives
the full 148-game result.

C.4 Ilustrative ALFWorld Cases

These cases are illustrative rather than statistical.
We select them because they instantiate the domi-
nant qualitative pattern behind the aggregate gains
on ALFWorld: task-relevant search priors are cor-
rected first, and task-specific action templates are
corrected second. All three cases come from task
types that also show positive aggregate transfer in
the quantitative analysis (Qwen2.5-32B-Instruct,
X7D, valid_seen, t=0).

clean_place. In the soapbar — sinkbasin
— bathtubbasin task, the baseline agent spends
most of its budget opening drawers, reaches the
correct countertop only at step 26, observes the
soapbar, and still picks up a cloth instead. It then
executes a syntactically valid clean-and-place se-
quence on the wrong object. X7D goes directly to
the countertop, takes the soapbar, cleans it at the
sinkbasin, and places it in the bathtubbasin. This
case highlights action-template correction rather
than simple search acceleration.
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Target Split Base C7S C328 X7D X7C
t=0 (5-run mean)

Qwen2.5-7B-Instruct seen 35.0 +4 . 4%%* +6.3%% +6.9%* —0.1
Qwen2.5-7B-Instruct unseen  34.5 +0.9 +3.1 +9.3%%* +2.3
Qwen2.5-32B-Instruct  seen 67.9 +4.9%* +6.4%%* +9.9%** +7. 1%%%
Qwen2.5-32B-Instruct unseen  62.7  +11.6%%*  £]10.1%**  $]2.2%**  4]].8%**
Qwen3-32B seen 43.0  +11.2%%* +12.7%%  419.4%%% 4D Awkk
Qwen3-32B unseen  45.5  +12.6%*F*  4]3.5%*%* 423 6FFF  4]6.2%%*
Llama3.1-70B-Inst seen 40.4 +15.1%* +15.1%% 422 4%%% DD QHkk
Llama3.1-70B-Inst unseen  42.0 +17.2%* +13.6%%  419.5%**  4]5 3%k
t=0.3 (5-run mean)

Qwen2.5-7B-Instruct seen 36.2 +4.9% +5.1%%  —16.0%*%* 22 6%*
Qwen2.5-7B-Instruct unseen  27.6 +0.5 —1.8 —-7.3 +0.3
Qwen2.5-32B-Instruct  seen 61.3 +5.6%* +6.7 +16.3%* +0.9
Qwen2.5-32B-Instruct unseen  57.0 +7.6%%  +10.9%** +13.5%* —3.8%
Qwen3-32B seen 49.6  +12.0%*%*  416.9%*%* 423 **F*F 42D 4HE*
Qwen3-32B unseen  53.4 +9 . 5%%* +10.8%*%  421.9%%* 418 0***
Llama3.1-70B-Inst seen 454  +20.1%*%*% 423 3FEx 45 (FFEF 423 4E*
Llama3.1-70B-Inst unseen  47.2  4+23.4%%F%  4]9.3Fk*k* ]9 FwkEk 4 ]5,(0%**

Table 7: ALFWorld playbook lift over baseline (pp). Base = baseline success rate; all other entries are baseline-to-

playbook lifts.

heat_place. In the egg — microwave —
countertop task, the baseline agent treats the
episode as a generic container-search problem,
opening long sequences of drawers and cabinets
while never visiting the microwave or the actual
egg location. X7D instead checks likely egg lo-
cations first, retrieves the egg, and completes the
required heat-and-place sequence. The improve-
ment comes from redirecting search toward task-
relevant locations, not from removing search en-
tirely.

cool_place. In the pan — fridge —
diningtable task, the initial observation already
exposes stoveburners, the fridge, and the din-
ingtable, yet the baseline agent spends 34 of 50
actions on cabinets and never visits any of the
task-relevant locations. X7D checks countertops,
then stoveburners, retrieves the pan, cools it in
the fridge, and places it on the diningtable. This
case again shows that the playbook helps mainly
by changing what the agent searches first.

Taken together, these cases support the mech-
anism suggested by the aggregate cost pattern:
ALFWorld gains come primarily from rescuing
episodes that would otherwise exhaust the 50-step

ceiling, rather than from dramatically shortening
already-successful trajectories.

D TAU2-Bench Statistical Audit

This section begins with the frozen eight-trial mul-
tiplicity audit, then gives the full descriptive grids,
the aggregate domain control, target-derived com-
parisons, and illustrative content controls.

D.1 Additional-Trial Audit
D.2 Multiplicity-Corrected Route Summary

The 81-route in-family Holm family retains only
the first positive route. The 54-route cross-family
family retains the latter two negative routes. Those
negative routes do not survive the more conserva-
tive 135-route global Holm correction.

D.3 Full In-Family and Cross-Family
Transfer Tables

The full numeric tables for both in-family and
cross-family transfer are given below. Table 12
covers the 81 in-family configurations; Table 13
covers the 54 cross-family configurations. For
compactness, these full tables retain the original
internal configuration IDs used during artifact gen-
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Target Split Baseline C7S C328 X7D X7C
Qwen?2.5-7B-Instruct seen +1.2 +1.7 —0.0 —21.7%** —21.3%*
Qwen?2.5-7B-Instruct unseen —-6.9 —-7.3 —11.8  —23.5%*%* —8.9
Qwen2.5-32B-Instruct  seen —6.6 —5.9% —6.3%* —-0.2 —12.8%
Qwen2.5-32B-Instruct  unseen —5.7%* —9.7%* —4.9% —4.3  —21.2%%**
Qwen3-32B seen +6.6* +7.3% +10.9% +10.2%* +6.6
Qwen3-32B unseen +7.8% +4.7 +5.1 +6.1% +9.6*
Llama3.1-70B-Inst seen +5.1%  +10.1%* +13.3% +7.7% +5.7
Llama3.1-70B-Inst unseen +5.1%* +11.4*  +10.8%* +5.0 +4.9%

Table 8: Temperature effect in success rate, defined as SR@¢=0.3 minus SR@¢=0 (pp).

Task Baseline X7D Dominant failure pattern Correction mechanism
clean_place fail/50 success / 6 target object seen, wrong action template selected task-template correction
heat_place fail / 50 success / 10 blind drawer/cabinet search; appliance never visited search-priority correction
cool_place fail / 50 success / 12 task-relevant locations ignored despite being observable  search-priority correction

Table 9: Tllustrative ALFWorld cases from Qwen2.5-32B-Instruct with X7D on valid_seen at t=0. These cases
are chosen to expose the recurring qualitative pattern behind the aggregate gains, not as additional statistical evi-

dence.

eration; the main text and representative-case dis-
cussions use the shortened naming scheme from
Section 3.3.

D.4 Paired-CI Statistical Analysis

We run eight submitted trials per task (2 the offi-
cial default) and compute paired bootstrap Cls on
the task intersection. For the presubmission head-
line metric Pass!, two-sided centered paired-task
bootstrap p-values use 500,000 resamples. We
apply Holm correction jointly over all 135 route
hypotheses as the primary family-wise analysis,
and report 81-route in-family and 54-route cross-
family Holm corrections plus global BH as sen-
sitivity analyses. Pass®™, costs, and routes not
retained by correction are descriptive. Full per-
configuration point estimates and intervals remain
useful for direction, magnitude, and uncertainty,
but are not confirmatory single-cell labels.

D.5 Matched-vs.-Mismatched Domain
Control

The in-family grid also provides a zero-extra-run
control against a pure prompt-injection explana-
tion. For each source artifact, we compare the
same injected playbook file on its matched ser-
vice domain and on the two mismatched domains,
so prompt length and format are exactly con-
trolled within-source. Figure 10 shows the per-
source matched-vs.-mismatched comparison, and
Table 14 gives the corresponding aggregated test.

For each source artifact s, let M, denote the
mean APass! over the three matched-domain tar-
get conditions and X, the mean over the six
mismatched-domain target conditions; we then de-
fine the within-source contrast A, = M, — X,.
The reported aggregate effect is the source-paired
mean A = meangsA,. Clgs is a source-level
bootstrap percentile interval over the nine source
artifacts. Our primary p-value comes from an
exact blocked permutation test that, within each
source, reassigns the matched-domain label over
the three candidate domains (3° = 19683 assign-
ments), which matches the design and avoids a
normality assumption. Paired ¢-test and Wilcoxon
signed-rank results are included only as robustness
checks.

D.6 Target-Derived versus Transferred
Playbooks

We re-slice an existing pre-submission source-
model analysis for a Qwen2.5-14B target. Within
each domain, the no-playbook baseline, target-
derived 14B artifact, and transferred 7B- and 32B-
source artifacts share the test protocol and com-
mon valid task set. All artifacts are constructed
from same-domain training trajectories. The anal-
ysis is exploratory: it was not part of the 135-route
multiplicity family and no new multiplicity correc-
tion is attached to these direct comparisons.

Mean tool calls are descriptively similar
within each domain. For baseline, target-
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Route 8-trial A 8-trial CI Latest A  Latest CI Reading

P32T — Qwen2.5-32B-Instruct/airline +8.8  [+0.0, +17.5] +8.4 [+1.6,+15.9] positive CI
P14R — Qwen2.5-32B-Instruct/airline +10.0 [—1.2,+21.9] +9.7  [+0.9, +20.0] positive CI
P7T — Qwen2.5-32B-Instruct/airline +8.1 [—1.9, +18.8] +8.8  [+0.6,+18.4]  positive CI
P7A — Qwen2.5-14B-Instruct/retail +5.6  [+0.0, +11.7] +3.1 [-04,+7.2] overlaps 0
P32A — Qwen2.5-14B-Instruct/retail +3.5 [—1.2,+8.2] +3.0 [—1.8,+8.0] overlaps 0
P14R — Qwen2.5-7B-Instruct/telecom +6.9 [—0.3,+13.4] +52 [—1.1,+11.6] overlaps O

Table 10: Descriptive additional-trial audit. Trials appended after the submitted eight-trial snapshot are a separate
sensitivity analysis and are excluded from the 135-route multiplicity family.

Pass! Pass? Pass® Pass*

P7A {+0.6({+0.4 +2 1 45 +6 -1 ! +5 +3 -06| { -2 | -1 -1.0! -2 +7 +0.8! +7 +5 +0.8 09 -1 -4 +7 +2:+7 +6 +2| { -1 [+0.3 -0.81 -4 +6 +2+6 +6 +2

P7R{ -2 [+0.0[ +6 | +3 +2 +0.9i +2 +5 +0.6| { -5 |-0.2| +11-0.4 +4 -0.3{ +5 +5 -1 -4 |+0.6/-0.0i-0.4 +6 -2 {45 +4 -2 | { -2 |+2 |-0.1}-0.7 +6 -3 i+4 +3 -3 0.15

P7T{-0.6 -0.4| +6 |+0.6 +0.4 -1 ! +8 +5 -0.3| {1 -3 -1 |-0.4] -1 +0.2 -2 | 49 +6 -2 07)-2}{-1 -06 -3!+7 +6 -2 | {-1 +00 2| -2 -2 -4i4+5 +6 -2 0.10

Pl4A{ +2 -4 +2{ +4 [ +5 +2{+5 +6 03| {-0.4 -4 2| -2 | +7 +0.7[ +6 +6 -0.6 4 -2 |-4|+7 +0.4! 46 +7 -1 | -2 -3 -2]-4|+6 +0.3] +5 +6 -2 0.05

P14R{ +4 -1  +7 i +2 | +6 [+0.3 2| {-1 +0.9 +3} -2 | 48| +1 -3 +1 421 -3 (49| +1 E0) 3 | -1 +1 43 -4 +1 -2 0.00 g
<

P14T{ -7 -2 4 0.8 +2 | +2 +2 43| {6 -2 471 -7 +0.0/+0.6] +2 +0.4 +3 2 461 -6 +1.0[-0.5{+2 -0.0 +3 | { -2 -1 +6i -5 +2| -1 |+2 +0.4 +3 ~0.05

P32A1{ +3 -0.4 +0.31 +3 +4 +2{+6 | +4 -2 | {+0.9 -1 -4} -1 +5 +5{+5|+4 -3 | {+0.7-10 -5 -3 +6 +6{+3|+3 -1 | {+1 -0.0 -4} -4 +6 +7]+2|+2 -0.6 ~0.10

P32R{ -4 +3 +8 ] -3 +3 +2,-06(+7 | -2 | 1 -5 +1 +5, -4 +5 +4 ] +3 |48 | -4 -4 +0.9 +4 ] -3 +6 +3 | +4 | 48 | -5 | 41 -2 +2 +3 | -3 +7 +2i+4 | +6 | -5 ~0.15

P32T{ -1 -3 -2 ! -2 +2 +0.6! 49 46| +2| 1 -1 -2 -5!-6 +3 +1 +7 |-0.7 ‘1 -4l -6 43 +2 +8 | 2 [ 1+04 -0.4 -4 ! -5 +3 +2 +9 | -3

air ret tel air ret tel air ret tel air ret tel air ret tel air ret tel

Qwen2.5-7B  Qwen2.5-14B  Qwen2.5-32B Qwen2.5-7B  Qwen2.5-14B  Qwen2.5-32B

air ret tel

Qwen2.5-78

air ret tel air ret tel air ret tel air ret tel air ret tel

Qwen2.5-14B  Qwen2.5-32B Qwen2.5-7B  Qwen2.5-14B  Qwen2.5-32B

Figure 7: In-family (Qwen2.5) A Pass”* heatmaps (k = 1,...,4, 81 configurations). Dashed lines separate target-
size groups; black outlines mark same-size-same-domain diagonal cells. Source playbooks use the P-prefix scheme

(e.g. P14R = Qwen2.5-14B-Instruct retail playbook).

Route A Fam.H Fam.BH Glob. H Glob. BH
P14T—Qwen2.5-7B/telecom  +9.69 0.0196 0.0196 0.0327 0.0316
P32T—Qwen3-8B/telecom —9.38 0.0299 0.0190 0.0742 0.0316
P7A—Qwen3-32B/retail —9.48 0.0372 0.0190 0.0934 0.0316

Table 11: Pass!' routes retained by family-specific
Holm (H) or global BH correction. Global Holm
over all 135 routes retains only P14T—Qwen2.5-
7B/telecom. BH is reported as an FDR sensitivity anal-
ysis.

derived, 7B-source, and 32B-source arms, re-
spectively, the means are 9.35/8.88/9.14/8.41
in airline, 8.44/8.42/8.47/8.54 in retail, and
22.86/24.67/23.57/24.09 in telecom. These arms
share common valid task sets (20/30/40 tasks for
airline/retail/telecom), but the artifacts are not
length-matched. The full three-domain pattern
shows that target-side redistillation is not uni-
formly superior, while frozen transfer is not uni-
formly preferable either.

D.7 TIllustrative TAU2-Bench Cases

These cases are illustrative rather than statistical.
We select one clearly positive and one clearly neg-
ative configuration to make the compatibility story
concrete at the task level.

Positive configuration: PI14R — Qwen2.5-
14B-Instruct/retail, Task 17. The user requests
an address update for an existing order. In
failing baseline trials, the agent often calls
modify_pending_order_address directly with
placeholder fields such as the current street or city,
without first retrieving the order state. The play-
book corrects this by inserting the prerequisite
get_order_details call, after which the agent
can preserve unchanged fields and modify only
the requested address slot. This is a clean same-
domain gain: the imported procedure matches
both the target tool semantics and the target do-
main’s latent failure pattern.

Negative configuration: P14T — Qwen2.5-7B-
Instruct/airline, Task 2. The user begins with
a booking request and then pivots to a complaint
about a delayed flight. In successful baseline tri-
als, the agent typically remains read-only, using
actions such as get_user, get_reservation, and
get_flight_status without taking an unneces-
sary compensatory action. Under the telecom-
derived playbook, the agent frequently injects a
send_certificate step that is appropriate in tele-
com complaint handling but harmful in this airline
task; once that action is taken, the interaction usu-
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Figure 8: Cross-family A Pass® heatmaps (k = 1,...,4, 54 configurations). Targets: Qwen3-8B, Qwen3-32B,

Llama3.1-70B-Inst. Dashed lines separate target groups.
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Figure 9: Descriptive TAU2-Bench summary views.
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Figure 10: Matched-vs.-mismatched domain control
for the 81 in-family TAU2-Bench configurations. Each
source playbook is applied to its matched domain
and two mismatched domains; in 7 of 9 sources, the
matched-domain mean is higher.

ally ends with an incorrect database state and re-
ward 0. This case shows that negative transfer can
arise from an imported action template, not just
from missing knowledge.

D.8 Same-Length Generic-Playbook Control

To probe whether TAU2-Bench transfer effects
can be explained by prompt length or checklist-
like structure alone, we evaluate a same-length
generic placebo on one strong positive route and
two negative routes, including a repeated cross-
family failure condition. Each placebo is a route-
specific, structure-matched rewrite of the cor-

Left:

In-family, 555 Cross-family

104 ; H ] 7t-Q3T
[ ]
54 H " ‘ ] o 8 .
, b, pd e,
o 0 i_i—n— 8 1 []
5 ° o ~~o
! | e air ° } ° 8 T
14t57A o et 1 © o $
10 ® tel slope=+0.055 N slop7a"Q3Ré
20 40 60 20 40 60

Baseline Pass! Baseline Pass®

target-condition averages and sign counts. Right:

responding source playbook into generic work-
flow advice, generated with Claude Opus 4.6 via
Claude Code. Concretely, we preserve the section
count, approximate length, and checklist-style for-
matting of the source artifact, but replace domain-
specific procedures, tool names, prerequisite logic,
and action-ordering rules with non-domain opera-
tional reminders. We keep this control small and
route-specific: it is meant to weaken a pure format-
driven alternative explanation, not to serve as a
benchmark-wide causal intervention.

The main-text results in Table 2 summarize
the three routes. On P14R—Qwen2.5-14B-
Instruct/retail, the transferred playbook raises
Pass' from 55.2% to 62.6%, while the placebo
reaches 57.1%. On P14T—Qwen2.5-7B-
Instruct/airline, the transferred playbook lowers
Pass' from 15.6% to 8.7%, while the placebo
stays near baseline at 14.4%. On P7A—Qwen3-
32B/retail, the transferred playbook lowers Pass’
from 72.4% to 60.8%, while the placebo reaches
70.7%. This selected control weakens a pure
prompt-length or checklist-structure explanation,
but it is descriptive and does not establish format
invariance.
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E XBench-DeepSearch Audit

This section keeps the XBench evidence explicitly
exploratory: we summarize the four deployment
conditions, target-derived and cost-screening com-
parisons, the aggregate runtime-shift behavioral
audit, and illustrative failure cases.

E.1 Descriptive XBench Playbook Portability
Summary

Because XBench is a small exploratory split,
we summarize the four-condition transferred-
playbook comparison descriptively rather than as
a benchmark-wide inferential table. The playbook
itself is distilled from Tongyi-DeepResearch-30B-
A3B 32K development-split trajectories, then held
fixed during transfer. Accuracy effects are mixed
and uncertain under both same- and cross-context
transfer; operational cost is the clearer portability
failure.

E.2 Cost-Side Descriptive Summary

E.3 Target-Derived versus Transferred
Artifact

On the Qwen3-32B 128K held-out split, we com-
pare the no-playbook baseline, transferred Tongyi-
derived artifact, and an artifact constructed only
from Qwen3 development-split failures and frozen
before held-out evaluation. All arms contain 50
questions and three trials per question.

The target-derived artifact increases average to-
tal tool calls by 247.3% over baseline without im-
proving True Pass@3. This does not show that
transfer is superior; it shows that target-side redis-
tillation does not automatically produce a safer or
more effective deployment artifact.

E.4 Exploratory and Prospective Cost
Screening

The original four-condition development analysis
combines first-rollout Pass@1 direction and ab-
solute tool-call inflation into retrospective labels.
Development labels agree with the eventual qual-
itative readout, but two 128K probes post-date
evaluation, the labels have no independent ground
truth, and development R1 does not reliably track
question-keyed True Pass@3. We therefore treat
this table as hypothesis generation rather than val-
idation of a routing rule.

During review, we additionally freeze a +5
mean-total-tool-call alert threshold before evaluat-
ing a new Gemini-2.5-Pro PBV1 held-out pairing.

Smoke and held-out deltas are +0.26 and +4.86
calls, so both receive no alert. The held-out result
is nevertheless only 0.14 calls below threshold and
is a 347.1% relative increase. This one threshold-
specific match neither calibrates the threshold nor
validates cost safety, accuracy prediction, termina-
tion safety, or a general compatibility selector.

E.5 Behavioral Audit of Re-querying and
Delayed Stopping

For Qwen3-32B, the most informative XBench
failure is not a simple accuracy drop but a change
in search dynamics after a 32K-calibrated play-
book is moved to 128K execution. Under 32K,
the transferred artifact slightly improves Pass@1
while keeping search depth controlled. Under
128K, it preserves aggressive search and verifica-
tion but produces persistent re-querying and de-
layed submission, leading to trajectory inflation
without a corresponding accuracy gain.

The absolute held-out means behind the main-
text summary are as follows. For Qwen3-32B
128K, Avg Search Calls rise from 5.9 to 15.7, Avg
Tool Calls from 10.4 to 24.7, and Over-30-Tool-
Call Rate from 8% to 25%. This tail metric is
defined over tool invocations; Table 22 separately
reports assistant-turn thresholds. These are the ab-
solute values corresponding to the relative shifts in
Table 18.

Table 22 shows the shift directly. Under 32K,
the transferred artifact does not create a heavy tail
of long trajectories. Under 128K, the same artifact
sharply increases overlong runs. Together with Ta-
ble 21, this supports persistent re-querying and de-
layed stopping as a proximal behavioral pathway.
We do not measure stopping-probability calibra-
tion, attention or position effects, or other internal
context-length-OOD variables, and make no inter-
nal causal claim.

The Olympic sisters age-gap question in Ta-
ble 23 illustrates the aggregate behavioral pathway.
On 32K, the artifact combines targeted search with
early submission. On 128K, it re-queries surface
variants of the same subproblem until the trajec-
tory budget is exhausted. The case is illustrative
and does not identify an internal causal mecha-
nism.

E.6 Illustrative XBench Case

The following case is illustrative rather than statis-
tical. We include it because it makes the runtime-
shift failure mode directly observable.

4258



Case: Shanghai Metro Line Connections

r

Baseline Playbook v1
Total messages: 45 Total messages: 96 (2.1x)
Assistant turns: 22 Assistant turns: 74 (3.4x)
System prompt: standard System prompt: +2,986 chars
Answer: People's Square Stn Answer: —
(Renmin Guangchang Zhar (VLLM timeout after ~2h30m)
v Correct X Context Exhausted (32K)
J L

Figure 11: Illustrative xbench failure case: Shanghai
Metro line connectivity. The question asks which sta-
tion can be reached from any other station with at
most one transfer (answer: People’s Square). Baseline
solves it correctly in 45 messages / 22 turns; the trans-
ferred playbook inflates the trajectory to 96 messages
/ 74 turns (+2,986 chars of system prompt) and termi-
nates without an answer after exhausting the 32K con-
text budget (~2.5 h runtime).

Shanghai Metro connectivity. The question
asks which Shanghai Metro station can be reached
from any other station with at most one transfer;
the correct answer is People’s Square. In base-
line, the agent answers correctly after 45 total mes-
sages and 22 assistant turns. With the transferred
playbook, the system prompt grows by 2986 char-
acters, the trajectory expands to 96 messages and
74 assistant turns, and the run terminates without
an answer after roughly 2.5 hours. The failure
is therefore best understood as trajectory inflation
under a fixed context budget.
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Pass’ Pass? Pass® Pass*

Src  Tgt Dom BL PB A Clgs BL PB A Clgs BL PB A Clgs BL PB A Clgs

7b_a Qwen2.5-7B-Instruct airline 15.6 16.2 +0.6 [—3.8, +5.0] 84 63 —2.1[—6.1,+04] 48 29 —20[-54,400] 2.6 13 —1.3[—3.6,+0.0]
7b_a Qwen2.5-7B-Instruct retail 21.5 21.9  +0.4 [—4.8,+5.5] 11.1 10.7 —12[—67,+39] 73 7.0 —09[—55,+33] 49 56  +0.3 [—3.2,+5.1]
7b_a Qwen2.5-7B-Instruct telecom 50.0 52.2 +2.2 [—3.1,+7.2] 37.736.7 —1.0[—6.6,+4.2] 309294 —15[—74,+4.1] 263255 —0.8[—6.2,+4.5]
7b_r Qwen2.5-7B-Instruct airline 15.6 13.8 —1.9 [—7.5, +3.8] 84 38 —4.6% [—9.6,—0.5] 4.8 1.1 —3.8% [—8.0,—04] 2.6 02 —2.4% [—53,—0.2]
7b_r Qwen2.5-7B-Instruct retail ~ 21.5 22.1 +0.0 [—5.5,+5.5] 11.111.6 —0.2[—6.0,+5.1] 7.3 82 +0.6 [—4.0,+5.6] 49 69 +2.0 [—2.4, +7.8]
7b_r Qwen2.5-7B-Instruct telecom 50.0 55.9 +5.9 [—0.3, +12.2] 37.7 38.8 +12 [—5.0,+7.1] 309309 —0.0 [—6.2,+63] 263262 —0.1 [—6.0,+6.5]
7b_t Qwen2.5-7B-Instruct airline 15.6 15.0 —0.6 [—6.2,+5.0] 84 54 —3.0[—82,404] 4.8 23 —25[—64,+0.0] 26 11 —14[—4.1,+0.0]
7b_t Qwen2.5-7B-Instruct retail 21.523.1 —04 [—6.6,+6.2] 11.1 11.1 —12[—68,+45] 73 7.1 —07 [=5.7,+43] 49 53  +0.0 [—4.2,+5.2]
7b_t Qwen2.5-7B-Instruct telecom 50.0 56.2 +6.2 [—0.9, +12.8] 37.7 373 —04 [—6.6,+5.5] 30.9 285 —2.4[—84,+32] 263240 —23[—7.6,+2.8]
14b_a Qwen2.5-7B-Instruct airline 15.6 18.1 +2.5 [—3.1, +8.8] 84 8.0 —04[—54,+4.1] 48 32 —1.6[—54,+1.2] 26 1.0 —1.6[—4.3,40.2]
14b_a Qwen2.5-7B-Instruct retail  21.5 174 —43 [—9.6,+04] 11.1 75 —39[—88,403] 7.3 4.0 —38[—85,+0.1] 49 20 —33[—74,40.1]
14b_a Qwen?2.5-7B-Instruct telecom 50.0 51.9 +1.9 [—3.8,+8.1] 37.7 36.1 —1.6 [—7.8,+4.6] 309 28.5 —2.4[—8.2,+43.5] 26.324.1 —2.2 [—7.3,+3.0]
14b_r Qwen2.5-7B-Instruct airline 15.6 194  +3.8 [—2.5,49.4] 84 7.1 —12[—6.1,4+2.5] 48 32 —1.6[—=55+12] 26 15 —I1.1[—34,+0.6]
14b_r Qwen2.5-7B-Instruct retail 21.520.5 —1.1 [—7.0,+4.8] 11.1 127  +0.9 [—4.5,+67] 73 8.6  +1.0 [—3.4,+54] 49 63  +1.4[—2.0,+5.9]
14b_r Qwen2.5-7B-Instruct telecom 50.0 56.9 +6.9 [—0.3,+13.4] 37.7 404 +2.8 [—4.1,49.5] 30.9 33.2 +2.3 [—4.7,+10.0] 26.3 29.3 +3.0 [—3.4, +10.6]
14b_t Qwen2.5-7B-Instruct airline 15.6 8.8 —6.9% [—13.8, —1.2] 84 29 —55% [—11.1,—0.9] 4.8 1.1 —3.8% [—83,—0.5] 2.6 04 —22% [—5.0,—0.1]
14b_t Qwen2.5-7B-Instruct retail 21.5 19.3 —1.8 [—8.5,+4.0] 11.1 10.3 —2.1 [—7.8,+2.6] 73 64 —1.7[—57,+14] 49 4.1 —1.2 [—3.4,+0.5]
14b_t Qwen2.5-7B-Instruct telecom 50.0 59.7 +9.7% [+4.7,+15.0] 37.7 44.3 +6.6% [+2.1,+11.9] 309 37.1 +6.2% [+0.8, +12.4] 26.3 32.8 +6.5% [+0.0, +13.8]
32b_a Qwen2.5-7B-Instruct airline 15.6 18.8 +3.1 [—3.8,+9.4] 84 93 +0.9 [—54,+7.1] 4.8 55 +0.7 [—4.9,+7.0] 26 3.6 +1.1 [—3.2,+6.4]
32b_a Qwen2.5-7B-Instruct retail 21.5 21.2 —0.4 [—3.9,+3.6] 11.1 10.1 —1.5 [—4.5,+1.5] 73 64 —1.0[—4.5,+25] 49 50 —0.0[—4.1,+4.4]
32b_a Qwen2.5-7B-Instruct telecom 50.0 50.3 +0.3 [—5.0,+5.3] 37.733.8 —3.8 [—8.5,40.5] 30.9 263 —4.6% [—8.7, —0.6] 26.3 21.9 —4.4% [—8.4, —1.0]
32b_r Qwen2.5-7B-Instruct airline 15.6 11.2 —4.4 [—10.6,+1.2] 84 3.6 —4.8% [—11.1, —0.2] 4.8 1.2 —3.7% [—7.8,—03] 2.6 04 —22% [—4.8, —0.1]
32b_r Qwen2.5-7B-Instruct retail ~ 21.5 23.7 +3.5 [—3.5,+104] 11.1 12.6 +1.1 [—5.7,+7.9] 7.3 8.0 +0.9 [—5.4,+8.5] 49 7.1 +2.2 [—4.6,+10.9]
32b_r Qwen2.5-7B-Instruct telecom 50.0 58.4 +8.4% [+2.5,+14.1]1 37.7 42.8 +5.1 [—0.6,+10.9] 309 34.7 +3.8 [—1.6,49.5] 263 29.8 +3.5 [—2.4,+9.1]
32b_t Qwen2.5-7B-Instruct airline 15.6 144  —1.2 [—5.0,42.5] 84 73 —1.1[—4.8,+2.5] 48 45 —04[-3.6,43.5] 26 29 +0.4 [—2.4, +4.0]
32b_t Qwen2.5-7B-Instruct retail  21.5 202 —2.7 [—8.3,+42.7] 11.1 95 —2.0[—6.1,+1.8] 73 59 —12[-52,+2.6] 49 47 —04[—44,+45]
32b_t Qwen2.5-7B-Instruct telecom 50.0 47.8 ~ —2.2 [—7.8,+43.1] 37.7 32.8 —49[—10.8,+0.4] 30.9 26.5 —44[—104,+1.1] 263227 —3.6 [—9.1,+2.6]
7b_a Qwen2.5-14B-Instruct airline 21.2 26.2 +5.0 [—1.9,+11.2] 114 98 —1.6 [—10.0,+4.6] 7.6 40 —3.6[—13.1,+33] 59 16 —42[—145+2.1]
7b_a Qwen2.5-14B-Instruct retail ~ 48.2 58.5 +5.6 [+0.0, +11.7]  35.6 42.7 +7.1% [+0.2,+14.6] 26.0 33.1 +7.1 [—0.6,+15.6] 19.5 25.6 +6.1 [—1.8, +15.0]
7b_a Qwen2.5-14B-Instruct telecom 56.2 55.0 —1.2 [—6.6,+3.8] 44.0 44.8 +0.8 [—5.0,+7.1] 38.1 39.8 +1.7 [—5.8,+9.4] 342 36.1 +1.9 [—7.1, +10.6]
7b_r Qwen2.5-14B-Instruct airline 21.2 24.4 +3.1 [—3.1,+94] 114 11.1 —04[—6.1,+7.0] 76 7.1 —04[—69,+74] 59 51 —0.7[-79,+6.6]
7b_r Qwen2.5-14B-Instruct retail ~ 48.2 51.5 +1.9 [—34,+72] 356394 +3.8 [—2.6,+10.5] 26.0 30.5 +5.6 [—1.7,+13.4] 19.5 258 +6.3 [—1.0, +15.3]
7b_r Qwen2.5-14B-Instruct telecom 56.2 57.2 +0.9 [—5.0,+6.9] 44.0 438 —03[—79,+6.7] 38.1365 —1.6[—104,+6.7] 342 31.6 —2.6 [—12.5,+6.3]
7b_t Qwen2.5-14B-Instruct airline 21.2 21.9 +0.6 [—5.0,+62] 114102 —12[—89,+62] 7.6 62 —13[—104,+74] 59 40 —19[—12.1,+69]
7b_t Qwen2.5-14B-Instruct retail ~ 48.2 55.0 +0.4 [—5.8,+7.1] 35.6 37.1 +0.2 [—5.2,+6.8] 26.0 254 —0.6 [—6.1,+4.7] 195177 —1.7 [—7.8,+3.9]
7b_t Qwen2.5-14B-Instruct telecom 56.2 55.0 —1.2 [—5.9,+3.8] 440424 —1.6 [—8.0,+4.6] 38.1352 —29[—104,+40] 342 30.1 —4.1 [—12.8,+3.2]
14b_a Qwen2.5-14B-Instruct airline 21.2 25.6 +44 [—6.9,+15.0] 114 96 —1.8[—138,+73] 7.6 3.8 —38[—155+40] 59 14 —44[—153,+2.1]
14b_a Qwen2.5-14B-Instruct retail ~ 48.2 58.1 +5.2 [—2.0,+12.5] 35.6 43.3 +6.5 [—1.1,+14.5] 26.0 32.8 +6.8 [—0.1,+13.3] 19.5 25.8 +6.4% [+0.9, +12.0]
14b_a Qwen2.5-14B-Instruct telecom 56.2 57.8 +1.6 [—4.4,+72] 44.0 447 +0.7 [—6.8,+8.5] 38.1 38.5 +0.4 [—9.3,+9.5] 342 345 +0.3 [—10.4, +11.4]
14b_r Qwen2.5-14B-Instruct airline 21.2 23.8 +25[—7.5,+119] 114 98 —1.6 [—139,+7.0] 7.6 43 —33[—152,+46] 59 19 —4.0[—152,+29]
14b_r Qwen2.5-14B-Instruct retail ~ 48.2 59.3 +6.5% [+2.0,+11.3] 35.6 43.9 +83% [+2.1,+14.3] 26.0 353 +9.3% [+1.9,+16.9] 19.529.1 +9.7% [+1.3,+18.8]
14b_r Qwen2.5-14B-Instruct telecom 56.2 56.6 +03 [—5.3,+5.9] 44.0 454 +1.4 [—4.9,+7.8] 38.1 39.5 +1.4 [—6.3,+9.5] 342354 +1.1 [—8.5, +10.6]
14b_t Qwen2.5-14B-Instruct airline 21.2 17.5 —3.8 [—13.8,+3.8] 11.4 48 —6.6 [—17.9,+0.2] 7.6 13 —63% [—16.8, —0.1] 59 04 —5.5% [—15.7, —0.1]
14b_t Qwen2.5-14B-Instruct retail ~ 48.2 504 —0.8 [—6.5,+5.6] 35.6 35.6 +0.0 [—7.4,+8.0] 26.0 26.1 +1.0 [—7.5,+9.2] 19.521.1 +1.7 [—8.0, +11.0]
14b_t Qwen2.5-14B-Instruct telecom 56.2 57.8 +1.6 [—3.4,+69] 44.0 44.6 +0.6 [—6.3,+7.5] 38.137.6 —0.5[—83,+7.9] 342329 —13[—10.0,+7.4]
32b_a Qwen2.5-14B-Instruct airline 21.2 24.4 +3.1[—19,+8.8] 114104 —1.1[—68,43.00 7.6 46 —3.0[—10.1,+1.2] 59 19 —3.9 [—124, +0.6]
32b_a Qwen2.5-14B-Instruct retail ~ 48.2 54.7 +3.5[—1.2,+82] 35.6 41.0 +5.4 [—1.2,+12.5] 26.0 32.0 +6.0 [—2.3,+15.4] 19.5 253 +5.9 [—2.7,+16.5]
32b_a Qwen2.5-14B-Instruct telecom 56.2 58.8 +2.5 [—2.8,+7.8] 44.0 48.8 +4.7 [—1.6,+11.3] 38.1 44.4 +6.3 [—1.7,+14.5] 342 41.3 +7.1 [—2.5,+16.9]
32b_r Qwen2.5-14B-Instruct airline 21.2 18.1  —3.1 [—11.9,+5.6] 114 79 —3.6 [—13.0,+5.5] 7.6 44 —32[—14.1,+6.0] 59 29 —3.0 [—14.6,+64]
32b_r Qwen2.5-14B-Instruct retail ~ 48.2 50.7 +2.7 [—3.5,49.0] 35.6 37.7 +4.6 [—4.3,+14.2] 26.0 323 +6.3 [—4.1,+18.1] 19.5 26.8 +7.3 [—4.2, +20.6]
32b_r Qwen2.5-14B-Instruct telecom 56.2 58.8 +2.5[—2.8,+7.8] 44.047.6  +3.6 [—2.7,+10.1] 38.1 41.1 +3.0 [—3.8,+9.7] 342365 +2.2 [—5.3,+9.8]
32b_t Qwen2.5-14B-Instruct airline 21.2 18.8 —2.5[—11.2,+5.0] 114 57 —57[—159,+14] 7.6 1.8 —58[—175+08] 59 05 —54[—159,+04]
32b_t Qwen2.5-14B-Instruct retail ~ 48.2 54.8 +2.0 [—5.2,+89] 35.6 38.5 +3.0 [—6.3,+12.1] 26.0 29.2 +33 [—6.5,+13.1] 19.5 22.6 +3.1 [—6.7, +12.5]
32b_t Qwen2.5-14B-Instruct telecom 56.2 56.9 +0.6 [—4.4,+5.3] 44.0 45.1 +1.1 [—5.6,+7.5] 38.1 39.7 +1.7 [—5.8,+9.5] 34.2 36.0 +1.7 [—6.4,+10.9]
7b_a Qwen2.5-32B-Instruct airline 26.9 31.9 +5.0 [—3.1,+13.8] 12.7 20.0 +7.3 [—2.1,+184] 65 135 +7.0 [—-3.8,+185] 35 98 +6.3 [—3.9, +18.4]
7b_a Qwen2.5-32B-Instruct retail ~ 60.3 63.8 +3.4 [—3.4,+10.8] 44.1 489 +4.8 [—4.8,+14.8] 34.4 40.2 +5.8 [—6.7,+17.4] 282 343 +6.1 [—7.9,+19.4]
7b_a Qwen2.5-32B-Instruct telecom 55.6 55.0  —0.6 [—5.6, +4.4] 46.0 46.8  +0.8 [—5.1,+6.6] 412430  +1.8 [—53,+89] 379402  +23 [—68,+11.7]
7b_r Qwen2.5-32B-Instruct airline 26.9 29.4 +2.5 [—8.1,+13.8] 12.7 17.5 +4.8 [—6.4,+16.8] 65 11.5 +5.0 [—4.9,+147] 35 7.6 +4.1 [—4.4, +124]
7b_r Qwen2.5-32B-Instruct retail ~ 60.3 65.5 +5.2 [—0.4,+10.8] 44.1 489 +4.8 [—2.3,+12.4] 344 382 +3.8 [—4.6,+12.2] 28.2 30.8 +2.7 [—6.4, +12.3]
7b_r Qwen2.5-32B-Instruct telecom 55.6 56.2 +0.6 [—4.1,+62] 46.0 449 —1.1 [—6.1,+4.1] 41.239.1 —2.1[—83,439] 379349 —3.0[—10.3,+4.3]
7b_t Qwen2.5-32B-Instruct airline 26.9 35.0 +8.1 [—1.9,+18.8] 12.7 214 +8.8 [—2.3,+19.3] 6.5 13.6 +7.1 [=3.1,+17.2] 35 8.6 +5.1 [—3.4,+13.4]
7b_t Qwen2.5-32B-Instruct retail ~ 60.3 61.3 +5.2 [—2.6,+12.9] 44.1 50.2 +6.2 [—3.3,+16.1] 34.4 40.6 +6.2 [—4.3,+18.0] 28.2 34.1 +6.0 [—5.6, +18.4]
7b_t Qwen2.5-32B-Instruct telecom 55.6 553  —0.3 [—6.9,+5.9] 46.0 442 —1.8 [—9.4,+53] 412393 —19 [—12.0,+69] 379364 —1.5[—13.3,+10.1]
14b_a Qwen2.5-32B-Instruct airline 26.9 31.9 +5.0 [—5.0,+15.6] 12.7 19.1 +6.4 [—4.8,+182] 6.5 125 +6.0 [—5.0,+169] 3.5 88 +53 [—5.1,+17.1]
14b_a Qwen2.5-32B-Instruct retail ~ 60.3 64.2  +6.0 [—1.3,+12.9] 44.1 50.5  +6.4 [—2.6, +15.8] 344 409  +6.5 [—3.5,+17.1] 282344  +62 [—5.2, +18.5]
14b_a Qwen2.5-32B-Instruct telecom 55.6 553  —0.3 [—5.3,+5.3] 46.0454 —0.6 [—53,+4.5] 412399 —13[-58,+3.0] 379362 —1.7[—69,+32]
14b_r Qwen2.5-32B-Instruct airline 26.9 36.9  +10.0 [—1.2,+21.9] 12.7 25.0 +12.3% [+1.2, +24.6] 6.5 18.5 +12.0% [+1.7, +23.7] 3.5 13.9 +10.4% [+0.4, +22.6]
14b_r Qwen2.5-32B-Instruct retail ~ 60.3 71.1 +10.8% [+3.4, +18.1] 44.1 58.0 +13.9% [+3.2, +24.5] 34.4 50.5 +16.15% [+2.8,+28.8] 28.2 45.6 +17.45% [+3.4,+32.7]
14b_r Qwen2.5-32B-Instruct telecom 55.6 53.8 —1.9 [—5.9,+22] 46.0432 —28[—62,+04] 412385 —27[—68,+12] 379354 —25([-73,+22]
14b_t Qwen2.5-32B-Instruct airline 26.9 28.7 +1.9 [=3.1,+7.5] 12.7 152 +2.5 [—1.2,+6.8] 6.5 8.7 +2.1 [—0.5,+5.3] 35 5.1 +1.6 [—0.1,+3.9]
14b_t Qwen2.5-32B-Instruct retail ~ 60.3 60.0 +1.7 [—4.3,482] 44.1 445 +0.4 [—6.5,+74] 344344 —0.0[—74,+75] 28228.6 +0.4 [—8.0, +9.6]
14b_t Qwen2.5-32B-Instruct telecom 55.6 58.8 +3.1 [—2.8,+8.4] 46.0 48.7 +2.7 [—2.5,48.1] 412442 +3.0 [—3.3,+10.7] 379 41.2 +3.4 [—4.9,+11.7]
32b_a Qwen2.5-32B-Instruct airline 26.9 33.1 +6.2 [—4.4,+18.8] 12.7 17.5 +4.8 [—7.0,+16.6] 6.5 10.0 +3.5[—6.1,+132] 35 58 +2.3 [—5.1,49.9]
32b_a Qwen2.5-32B-Instruct retail ~ 60.3 64.2 +3.9 [—2.2,+11.2] 44.1 48.0 +3.9 [—5.2,+12.8] 344375 +3.1 [—7.3,+13.2] 28.2 304 +2.3 [—9.1, +13.6]
32b_a Qwen2.5-32B-Instruct telecom 55.6 53.4  —22 [—7.5,+3.1] 46.0435 —25([—7.1,422] 412397 —15[—64,+37] 379373 —0.6[—6.1,+59]
32b_r Qwen2.5-32B-Instruct airline 26.9 26.2 —0.6 [—10.0,+8.8] 12.7 15.5 +29 [—5.5,+127] 6.5 10.7 +42 [—3.6,+154] 35 79 +4.4 [—3.0,+15.3]
32b_r Qwen2.5-32B-Instruct retail ~ 60.3 67.2 +6.9% [+0.9, +13.4] 44.1 52.6 +8.5% [+0.9,+16.6] 34.4 42.1 +7.7 [—1.2,+16.1] 28.2 342 +6.1 [—3.7, +15.9]
32b_r Qwen2.5-32B-Instruct telecom 55.6 53.1 ~ —2.5 [—7.8,+2.5] 46.0419 —4.1[—83,+40.0] 412365 —47[-9.7,+02] 379329 —5.0[—108,+0.7]
32b_t Qwen2.5-32B-Instruct airline 26.9 35.6 +8.8 [+0.0, +17.5] 12.7 22.9 +10.2% [+0.4,+21.6] 6.5 17.1 +10.5% [+0.2,+23.2] 35133 +9.8 [—0.1, +22.8]
32b_t Qwen2.5-32B-Instruct retail ~ 60.3 66.4 +6.0% [+0.4, +12.1] 44.1 514  +7.3 [—0.6,+16.7] 34.4 429 +8.4 [—1.6,+20.0] 28.2 37.6 +9.5 [—1.7,+21.9]
32b_t Qwen2.5-32B-Instruct telecom 55.6 58.1 +2.5[—2.2,+75] 460453 —0.7[—63,+4.6] 41.239.1 —2.1[-9.6,+4.8] 379351 —28[—118,+6.2]

Table 12: TAU2-Bench in-family playbook transfer: full Pass® (k=1-4) with baseline, paired A,
; PB = playbook Pass®. s = paired Clyj strictly excludes 0.
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Tgt Dom  Src BL PB A Clgs BL PB A Clgs BL PB A Clgs BL PB A Clgs
Qwen3-8B airline 7b_a 162 169  +0.6 [—5.0, +6.2] 57 62  +0.5 [—4.1,+4.5] 22 27 404 [—24,+3.0] 08 1.2 +0.4 [—0.9, +2.1]
Qwen3-8B airline 7b_r 162 11.2 —5.0[—11.9,40.6] 5.7 34 —23[-7.7,+2.0] 22 1.1 —12[—43,+15] 08 04 —04[—1.6,+0.7]
Qwen3-8B airline 7b_t 162 15.6 —0.6 [—6.9, +6.9] 57 62  +0.5[—5.4,+479] 22 29 +0.7[—3.2,+54] 08 1.4 +0.6 [—1.4,+3.5]
Qwen3-8B airline 32b_a 162 194  +3.1 [—3.1,+10.0] 5.7 82  +2.5[—25,+84] 22 35 +12[—2.0,+54] 08 1.5 +0.7 [—0.9, +3.3]
Qwen3-8B airline 32b_r 162 15.0 —1.2[—6.2,+3.1] 57 57 400 [—3.2,+2.7] 22 22 —0.0[—2.1,+19] 08 0.8 +0.0 [—1.1,+0.9]
Qwen3-8B airline 32b_t 16.2 188  +2.5 [—5.0,+10.6] 5.7 89  +32[-3.6,+112] 22 54 +32[—18,+9.9] 0.8 3.6 +2.9 [—0.7, +8.3]
Qwen3-8B retail 7b_a 44.9 420 —1.7 [—83,+5.0] 32.1 335  +3.7 [—5.5,+13.7] 225293 +7.8 [—3.4,+420.1] 163 269 +10.6 [—0.7,+23.9]
Qwen3-8B retail  7b_r 44.9 409 —2.8[—9.3,+3.2] 32.129.7 +0.6 [—7.6,+9.0] 225245 +29[—6.2,+12.1] 16.3 209 +4.6 [—4.5, +14.5]
Qwen3-8B retail  7b_t 44.9 43.8  +1.6 [—5.5,+8.6] 32.1 324  +43.6 [—5.2,+13.1] 225256 +4.9 [—6.1,+15.7] 16.3 22.0 +5.8 [—6.0, +18.3]
Qwen3-8B retail  32b_a 44.9 504  +2.5[—4.6,+9.2] 32.1 37.8 457 [—3.1,+13.4] 225309 +84 [—0.6,+18.7] 16.3 26.8 +10.5% [+0.9, +21.1]
Qwen3-8B retail ~ 32b_r 44.9 39.0 —3.6 [—10.5,+2.8] 32.129.1 —1.0[—75,+57] 22523.0 +0.5[—6.8,+8.7] 163 17.6 +1.3 [—6.4,+10.2]
Qwen3-8B retail ~ 32b_t 44.9 44.1 +2.1 [—2.9,+7.1] 32.1 335  +48 [—1.1,+11.1] 225287 +6.2[—0.6,+13.5] 163 233 +7.1% [+0.0, +15.6]
Qwen3-8B telecom 7b_a 30.0 350  +5.0 [—1.9,+11.6] 11.2 152  +4.0 [—1.3,+9.6] 4.8 81 +33[—1.1,+8.1] 2.1 50 +2.9 [—0.5, +7.8]
Qwen3-8B telecom 7b_r 30.0 35.3 +53 [—1.6,+12.2] 112155 +4.4 [—1.4,+10.1] 4.8 69 +2.1[—1.9,+5.8] 21 29 +0.8 [—1.5,+2.9]
Qwen3-8B telecom 7b_t 30.0 359  +5.9 [—03,+122] 11.2 155  +4.4 [—0.8,+9.6] 48 73 +25[—1.3,46.0] 2.1 35 +1.4 [—1.1,+3.9]
Qwen3-8B telecom 32b_a 30.0 30.9  +0.9 [—5.6,+6.9] 11.2 10.7 —0.4 [—5.5,+4.6] 48 37 —1.1[—-45+22] 21 1.1 —1.0[-3.1,+0.8]
Qwen3-8B telecom 32b_r 30.0 247 —5.3 [—13.8,+2.5] 112 93 —1.9[—8.0,+3.5] 48 40 —0.8[—44,+2.7] 21 1.6 —0.6[—29,+14]
Qwen3-8B telecom 32b_t 30.0 20.6 —9.4% [—14.7, —4.1] 11.2 80 —3.1 [—7.0,+1.5] 48 42 —0.6 [—3.8,+3.3] 2.1 24 +0.2 [—2.1,+3.3]
Qwen3-32B airline 7b_a 20.6 194 —12[—6.9,+50] 121 88 —3.4[-8.0,+1.1] 94 54 —4.07 [—8.9,+0.0] 79 3.6 —4.37 [—10.3,+0.0]
Qwen3-32B airline  7b_r 20.6 23.8  +3.1 [—2.5,+8.8] 12.1 13.9  +1.8 [—3.6,+7.7] 9.4 9.7 +04[—42,+49] 79 75 —04[—43,427]
Qwen3-32B airline 7b_t 20.6 244  +3.8 [—2.5,+10.0] 12.1 129  +0.7 [—6.3,+7.1] 94 75 —19[—94,+3.6] 79 44 —35[—11.8,+14]
Qwen3-32B airline  32b_a 20.6 28.1 +7.5 [—2.5,+417.5] 12.1 155  +3.4[—8.0,+150] 94 9.8 +04 [—11.6,+10.8] 79 6.1 —1.8[—12.7,+8.2]
Qwen3-32B airline 32b_r 20.6 17.5 —3.1 [—10.0,+2.5] 12.1 9.1 —3.0[—11.2,43.0] 94 55 —38[—11.8,+2.1] 79 3.6 —43[—12.0,+1.4]
Qwen3-32B airline 32b_t 20.6 21.2  +0.6 [—5.6,+6.2] 12.1 89 —32[—104,+42.1] 94 41 —53[—137,+0.7] 79 19 —6.1 [—16.1,+0.1]
Qwen3-32B retail  7b_a 72.4 60.8 —9.5% [—14.7, —4.3] 60.2 51.6 —8.6% [—15.0, —1.6] 52.8 453 —7.5 [—15.6,+1.5] 473 405 —6.8 [—16.3,+2.8]
Qwen3-32B retail ~ 7b_r 72.4 59.7 —8.6% [—15.5, —2.6] 60.2 51.4 —8.9% [—17.6, —0.7] 52.8 43.0 —9.7 [—20.1,+0.6] 47.3 36.3 —11.0 [—23.4,+0.8]
Qwen3-32B retail ~ 7b_t 72.4 654 —4.7 [—11.2,+1.7] 60.2 569 —3.3 [—11.5,+49] 52.8 49.8 —3.0 [—13.1,+7.9] 473 446 —2.7 [—15.0,+9.6]
Qwen3-32B retail  32b_a 72.4 64.6 —5.6% [—11.2, —0.4] 60.2 55.9 —43 [—11.9,+3.3] 52.8 499 —2.8 [—12.3,+46.2] 473 456 —1.7[—12.5,489]
Qwen3-32B retail  32b_r 724 646 —5.6 [—12.5,40.9] 60.2 53.8 —6.4 [—15.8,+3.1] 52.8 46.1 —6.7 [—19.1,+4.0] 47.3 404 —6.8 [—20.4,+54]
Qwen3-32B retail  32b_t 72.4 62.5 —7.8% [—13.8, —2.2] 60.2 53.1 —7.17 [—14.7,+0.0] 52.8 45.6 —7.1 [—16.5,+2.0] 47.3 403 —7.0 [—18.2,+3.6]
Qwen3-32B telecom 7b_a 409 47.8 +6.9% [+0.9,+12.8] 28.6 32.8  +4.2 [—2.9,+11.2] 215252 +3.7 [—3.6,+11.7] 16.5 20.5 +4.0 [—4.4,+13.0]
Qwen3-32B telecom 7b_r 409 47.8 +6.9% [+0.9,+12.8] 28.6 343  +5.7 [—2.4,+13.8] 215275 +6.1 [—3.6,+16.2] 16.5 23.1 +6.6 [—3.8, +17.3]
Qwen3-32B telecom 7b_t 40.9 48.8 +7.8% [+1.2,+14.4] 28.6 334  +4.8 [—2.5,+12.0] 21.525.0 +3.5[—4.9,+11.6] 16.5 19.5 +3.0 [—7.0, +12.0]
Qwen3-32B telecom 32b_a 40.9 45.3 +4.4 [—0.3,49.1] 28.631.2  +2.7[—29,48.0] 215233 +1.8[—45,+84] 165 17.6 +1.1 [—6.2, +8.8]
Qwen3-32B telecom 32b_r 40.9 453 +4.41 [+0.0,+9.1]  28.6 29.8  +1.2 [—3.4,+6.5] 215222 +0.7 [—4.7,+6.4] 165 17.1 +0.6 [—5.1, +6.5]
Qwen3-32B telecom 32b_t 40.9 40.6 —0.3 [—6.2,+5.6] 28.6 243 —43[—12.0,+2.6] 21.5158 —56[—13.6,+1.8] 165109 —57 [—14.8,+2.6]
Llama3.1-70B-Inst airline 7b_a 26.2 262  +0.0 [—3.8,+3.8] 225209 —1.6[—7.9,+39] 203 17.6 —2.7[—109,+3.0] 18.6 150 —3.6 [—13.2,+2.0]
Llama3.1-70B-Inst airline 7b_r 26.2 269  +0.6 [—3.1,+5.6] 225227 402 [—6.8,+7.1] 203203 +0.0 [—9.6,+9.6] 18.6 18.6 +0.0 [—11.8, +11.8]
Llama3.1-70B-Inst airline 7b_t 26.2 28.1 +1.9 [—1.2,+5.0] 22523.0 +40.5[—3.6,+5.0]1 203 19.8 —04 [—56,+43] 18.617.1 —1.5[—75,+3.0]
Llama3.1-70B-Inst airline 32b_a 26.2 30.0 +3.81 [+0.0,+9.4] 225 27.7 +5.27 [+0.0, +14.3] 20.3 26.8 +6.51 [+0.0,+17.7] 18.6 26.1 +7.4f [+0.0, +19.7]
Llama3.1-70B-Inst airline 32b_r 26.2 26.2  +0.0 [—4.4,+44] 225212 —12[—6.6,+3.6] 203 18.0 —2.2[-—9.2,+3.8] 18.6157 —29[—10.1,+3.1]
Llama3.1-70B-Inst airline 32b_t 26.2 28.1 +19 [—1.2,+62] 225255 +3.0 [—1.8,49.5] 203240 +3.8[—1.8,+11.2] 18.6 22.9 +42 [—14,+12.2]
Llama3.1-70B-Inst retail ~ 7b_a 8.2 7.8 +0.4f [+0.0, +1.3] 7.0 7.0 +0.2% [+0.0,+0.7] 6.9 7.0 +0.1F [+0.0,+0.2] 6.9 6.9 +0.07 [+0.0,+0.0]
Llama3.1-70B-Inst retail ~ 7b_r 8.2 8.5 +0.9F [+0.0, +2.2] 70 74 +041 [+0.0,+1.0] 6.9 7.0 +0.17 [+0.0,+0.2] 69 6.9 +0.07 [+0.0,+0.0]
Llama3.1-70B-Inst retail  7b_t 8.2 8.6  +0.4 [—1.3,+2.6] 70 68 —02[—2.6,+1.8] 69 58 —1.0[—3.9,+0.7] 69 52 —1.7[-52,+0.1]
Llama3.1-70B-Inst retail 32b_a 8.2 9.1 +0.9 [—1.3,+3.9] 7.0 8.1 +1.17 [+0.0,+3.3] 6.9 7.5 +0.61 [+0.0,+1.8] 69 7.1 +0.27 [+0.0,+0.7]
Llama3.1-70B-Inst retail ~ 32b_r 8.2 9.3 +1.7 [— 1.3, +6.5] 7.0 9.2 +2.5% [+0.0,+7.4] 6.9 9.1 +2.27 [+0.0,+6.5] 69 8.6 +1.77 [+0.0,+5.2]
Llama3.1-70B-Inst retail ~ 32b_t 8.2 8.8 +0.9f [+0.0, +2.6] 7.0 74 +0.61 [+0.0, +1.8] 6.9 7.1 +0.21 [+0.0,+0.7] 69 6.9 +0.07 [+0.0,+0.1]
Llama3.1-70B-Inst telecom 7b_a 23.1 26.9  +3.8 [—0.9,+8.1] 11.6 143  +2.7 [—1.7,+7.3] 58 88 +3.0[—0.8,+7.3] 28 5.6 +2.7 [—0.2, +6.2]
Llama3.1-70B-Inst telecom 7b_r 23.1 24.1 +0.9 [—3.8,+53] 11.6 11.9  +0.3 [—3.3,+3.6] 58 62 403 [—2.5,+29] 28 3.0 +0.2 [—1.7,+1.9]
Llama3.1-70B-Inst telecom 7b_t 23.1 244  +1.2 [—5.0,46.6] 11.6 11.5 —0.1 [—5.0,+4.6] 58 6.0 +0.1 [—3.8,+4.5] 28 32 +0.4 [—2.5, +3.6]
Llama3.1-70B-Inst telecom 32b_a 23.1 25.0  +1.9 [—2.8,+46.6] 11.6 13.8  +2.2 [—2.7,+7.5] 58 87 429 [—15,+7.6] 28 5.7 +2.9 [—0.9, +6.9]
Llama3.1-70B-Inst telecom 32b_r 23.1 28.4 +5.3% [+1.9, +8.8] 11.6 16.0 +4.4% [+0.8, +8.4] 5.8 9.9 +4.15% [+0.6, +8.4] 2.8 6.1 +33% [+0.4,+7.1]
Llama3.1-70B-Inst telecom 32b_t 23.1 23.8  +0.6 [—4.4,+5.6] 11.6 11.1 —0.5 [—5.0, +4.3] 58 6.1 +0.2 [—4.0,+4.7] 28 3.6 +0.8 [—2.5, +4.9]

Table 13: TAU2-Bench cross-family playbook transfer: full Pass® (k=1-4) with baseline, paired A, and Cly; (54
routes). % = Clg; strictly excludes 0; T = boundary.
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Statistic Value

Matched-domain mean APass! +3.34 pp
Mismatched-domain mean APass’ +1.62 pp
Source-paired mean difference A +1.72 pp
Bootstrap Clgs for A [4+0.25, +2.97] pp
Exact blocked-permutation p 0.035
Paired effect size d. 0.77
Paired t-test p (one-sided) 0.025
Wilcoxon signed-rank p (one-sided) 0.037

Table 14: Matched-vs.-mismatched domain control ag-
gregated at the source-playbook level. The primary
inferential quantities are the source-paired mean dif-
ference, bootstrap Clgs, exact blocked-permutation p-
value, and paired effect size; the bottom two lines are
robustness checks.

Domain Target — 7B source Target — 32B source

Airline  —4.38 [—16.88,48.13] +10.00 [+2.50,+18.75]
Retail ~ +6.67 [+0.42,412.92]  —0.42[—6.67,46.25]
Telecom —0.94[—5.31,43.44]  —3.75[—9.69,+1.88]

Table 15: Direct paired Pass' differences (pp, point-
wise Clgs); positive values favor target-side redistilla-
tion. All six intervals are unadjusted and exploratory,
without confirmatory labels.
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Configuration Task Base PB

Dominant failure pattern

Mechanism

P14R — Qwen2.5-14B-Instruct/ret 17 56% 88% modify called before prerequisite prerequisite-read correction
read
P14T — Qwen2.5-7B-Instruct/air 2 62% 12% complaint template injects cross-domain action-

send_certificate

template conflict

Table 16: Illustrative TAU2-Bench cases. Percentages are task-level Pass! estimates over the task’s 8 trials. These
examples are chosen to expose the mechanisms behind a positive and a negative configuration, not as additional

statistical evidence.

Condition Amean P@1 ATrue P@3 (Clys)
Tongyi-DeepResearch-30B-A3B 32K +0.67 +4 [—6,+14]
Qwen3-32B 32K +4.00 —4 [-18,+10]
Tongyi-DeepResearch-30B-A3B 128K —2.67 —2[—10,+6]
Qwen3-32B 128K +1.33 +4 [—8,+16]

Table 17: Exploratory portability profile of the trans-
ferred XBench playbook on the XBench-DeepSearch
held-out evaluation slice (%). APass@1 is the three-
run mean; the R1 values used in Figure 6 are a separate
first-rollout endpoint. True Pass@3 is question-keyed
across the three runs. All four True Pass@3 paired in-
tervals cross zero.

Comp. ASearch ATool AOverlong Read.
Tongyi-DeepResearch-30B-A3B 32K —3% —6% 3—1% cost-neutral
Qwen3-32B 32K +15% +12% 3—1% mild+

Tongyi-DeepResearch-30B-A3B 128K +17% +9% 24—29% worse
Qwen3-32B 128K +167% +136% 8—25% severe

Table 18: Descriptive XBench cost shifts under the
transferred playbook using Avg Search Calls, Avg Tool
Calls, and Over-30-Tool-Call Rate. The first two are
means per trajectory; the tail metric counts trajectories
with more than 30 tool invocations, not assistant turns.

Arm Pass@1 True Pass@3 Avg. total tools
Baseline 453 66 10.41
Transferred PBV1 46.7 70 24.67
Target-derived 46.0 66 36.15

Table 19: Exploratory Qwen3-32B 128K comparison
(accuracy in %). Paired accuracy intervals versus base-
line cross zero. About 24% of target-derived trajecto-
ries reach a token or call budget.

Condition Dev APass@1 Dev ATC Label — Held-out readout

Tongyi-DeepRescarch-30B-A3B 32K +4.0 —4.0 Deploy Pass@11, cost bounded

Qwen3-32B 32K +10.0 +3.4 Deploy Pass@It, mild cost tradeoff
Tongyi-DeepRescarch-30B-A3B 128K ~149 ~5.0 Reject  RI1J; cost/True P@3 unresolved
Qwen3-32B 128K +6.0 +13.5 Guarded RI1, but cost inflation

Table 20: Retrospective XBench development-slice la-
bels. The probe endpoint is first-rollout Pass@1 plus
absolute tool-call change; agreement with the qualita-
tive readout is not prospective validation or indepen-
dent ground truth.

128K trajectory property Base PBV1 A (Clys)

Any identical query 173 393 +422.0[+12,432]
>3 identical searches 8.0 24.0 +16.0 [+8,424.7]
Submit within 10 tools ~ 78.0  30.0 —48.0[—58,—38]

Table 21: Qwen3-32B 128K behavioral audit over 150
paired trajectories (%). Intervals use question-cluster
bootstrap resampling. Corresponding 32K changes are
smaller and cross zero.

Threshold 32KBL 32K+PB 128KBL 128K +PB
>30 assistant turns 3% 1% 12% 26%
>20 tool calls 6% 11% 10% 42%
>40 tool calls 1% 0% 7% 19%

Table 22: Qwen3-32B search inflation under runtime
shift. The first row is an assistant-turn threshold; the re-
maining rows are tool-call thresholds. The transferred
XBench playbook remains well-behaved under 32K,
but under 128K it produces a much heavier tail and re-
peated tool use.

Condition Turns Tool Behavior
calls

32K baseline 26 25 repeated search, then
submits a wrong an-
swer

32K + playbook 4 3 finds the key entities
quickly and submits
immediately

128K baseline 22 7 a few searches, then
gives a bounded best-
effort answer

128K + playbook 100 100 keeps issuing near-

duplicate search vari-
ants without stopping

Table 23: Representative Qwen3-32B runtime-shift
case: Olympic sisters age-gap question. The 128K
playbook condition fails by persistent re-querying
rather than by immediate factual confusion.
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