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Abstract

Translating sequential programming priors into
the parallel temporal logic of hardware de-
sign remains a crucial bottleneck for large lan-
guage models (LLMs). To investigate this,
we introduce an operational error taxonomy
grounded in the Register-Transfer Level (RTL)
coding pipeline. Our taxonomy categorizes
failures into extraction/syntax (L.1), compila-
tion/elaboration (L2), and testbench-observed
functional (L3) stages under a fixed evalua-
tor. Evaluations reveal an empirical ceiling
on the VerilogEval benchmark, as frontier mod-
els plateau at a 90.8% initial pass rate. Fur-
thermore, we expose a striking surface conver-
gence gap: optimization readily eliminates syn-
tax errors but concurrently exacerbates deeper
functional failures. Our findings demonstrate
that alignment techniques merely teach models
to compile. While test-time scaling can patch
solvable errors, RTL coding capacity ! remains
bounded by pretraining knowledge. Address-
ing challenges in the current LLM-based hard-
ware generation pipeline requires more studies
in model reasoning rather than alignment inter-
ventions.

1 Introduction

Large language models (LLMs) have achieved sub-
stantial gains on multiple domains, including math-
ematics (Shao et al., 2024), general reasoning (Guo
et al., 2025; Wei et al., 2022), and code genera-
tion (Le et al., 2022; Chen et al., 2021). However,
challenging domains such as hardware design re-
quire specialized knowledge and precise temporal
reasoning.

In the domain of hardware design, engineers use
hardware description languages (HDLs) (Thomas
and Moorby, 2002) such as Verilog to define cir-
cuits at the Register-Transfer Level (RTL), an ab-
straction that models the flow of digital signals be-
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Figure 1: Error taxonomy for the RTL coding task. Each
rollout is classified by successive stages of hardware
design: parsing (L1), compilation/synthesis (L2), and
testbench simulation (L3). L3 rollouts are L3S@ (K, T')
when a Pass is observed for the same problem among
the first & samples at temperature 7', and L3U@ (K, T')
otherwise. Examples are shown in Table 2.
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tween hardware registers and the logical operations
performed on those signals. One key challenge
for LLMs learning RTL coding is that, unlike C
or Python where statements execute sequentially,
RTL code describes parallel signal flows: all logi-
cal operations on each signal path may happen in-
dependently and simultaneously. This parallelism
is difficult to trace from a sequential-execution per-
spective and prone to race conditions (Cummings,
2000). Another challenge is that RTL code is far
less represented on the internet compared to C or
Python, making it difficult to collect high-quality,
comprehensive training data.

In light of these challenges, the two key
questions we investigate are: where do LLM-
generated RTL outputs fail in a fixed evalua-
tion pipeline, and how do the observed failure
stages change after supervised fine-tuning (SFT)
or reinforcement learning (RL)? To solve these
questions, a growing body of work (Liu et al.,
2024b,c; Zhao et al., 2025; Deng et al., 2025,
2026; Zhu et al., 2025) has finetuned LLMs for
better RTL-coding capabilities. Together with prior
RTL-specialized approaches, we evaluate propri-
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etary frontier models and open-source models on
VerilogEval-Human benchmark (Liu et al., 2023) to
understand how different model families perform
on these challenging tasks. Table 1 summarizes the
error breakdown across all evaluated models, and
we find that common error types and fault patterns
recur across results from very different models.

To understand when language models fail
on RTL coding, we perform a detailed analy-
sis and use a four-level operational taxonomy:
L1 extraction/syntax, L2 compilation/elaboration,
and L3 testbench-observed functional discrepan-
cies split into L3S@(K,T) and L3U@(K,T).
L3U@(K,T) denotes no observed Pass for the
same problem among K samples at temperature
T, not intrinsic unsolvability. The illustration and
definition of the taxonomy can be found in Figure 1
and Section 3. With the proposed taxonomy, we
identify where the fixed evaluator stops for each
generated output, as illustrated in Table 2. We
also use paired before/after comparisons to distin-
guish newly exposed functional failures from true
regressions after training (Figure 2, Figure 3, and
Table 5). Further discussion of learning dynamics
and failure-stage behavior across proprietary and
open-source models appears in Section 3.3.

To further observe how failure stages change
through reinforcement learning, we conduct
GRPO (Shao et al., 2024) training on two open-
source K2 checkpoints (Cheng et al., 2025;
MBZUAI-IFM, 2025) and analyze the generated
rollouts throughout training (Section B). Since the
K2 models we study are pretrained and instruction-
tuned using exclusively non-RTL data, our GRPO
fine-tuning on RTL tasks constitutes a cross-
domain generalization process—testing whether
RL can transfer coding competencies acquired
from general-purpose programming to RTL coding
in hardware design tasks.

Based on these analyses, we conclude:

1. SFT and RL reduce L1+L2 errors while both
Pass and the number of outputs reaching 1.3
increase; a larger L3 share can therefore reflect
failures newly exposed after earlier stages are
cleared (Section 3.3).

2. L3U@10 (T = 0.2) errors persist (4—17%)
across all training paradigms; even the best fron-
tier model plateaus at 90.8% pass with a 4.2%
L3U@10 rate (Table 1 and Section 3.3).

3. The L3S@10/L3U@10 split is actionable:
L3S @10 errors are recoverable via best-of-N

Table 1: Operational failure-stage breakdown (%) on
VerilogEval-Human v1 (156 problems, 10 rollouts each,
T = 0.2). L1+L2+L3S@10+L3U@10+Pass=100%.
L3U@10 denotes L3 rollouts from problems with no
observed Pass in these 10 samples. All evaluation is
conducted in a single-turn chat session without tool
calling, compilation feedback or iterative refinement.

Model L1 L2 L3S@10 L3U@10 Pass@1
Proprietary
Claude Opus 4.6 24 03 22 4.2 90.8
GPT-5.3 Codex 27 0.6 2.7 5.0 89.0
Gemini 3.1 Pro 84 05 1.2 3.6 86.3
GPT-5.4 1.2 06 6.6 10.0 81.7
GPT-5.2 00 7.6 4.6 11.0 76.9
Claude Sonnet 4.6 11.3 03 5.6 6.7 76.2
GPT-OSS-120B 122 33 8.8 6.6 69.0
GPT-5.1 6.1 4.0 7.0 15.0 67.9
Gemini 3 Pro 29.3 0.1 2.0 4.2 64.4
RTL-special.
CodeV-R1-Distill-7B 2.5 2.7 11.8 16.7 66.3
CodeV-R1-Qwen-7B 1.1 2.1 11.5 15.6 69.7
ScaleRTL-32B 1.5 15 12.0 10.0 75.0
Open-source
Qwen2.5-Coder-7B 574 6.5 4.4 19.7 11.9
Qwen2.5-Coder-32B  56.5 4.6 2.6 20.9 15.4
DS-R1-Distill-32B 247 11.0 53 10.0 49.0
K2-Think-SFT 154 69 4.0 9.1 64.5
K2-Think 123 6.5 5.7 8.3 67.1
RL-finetuned
K2-Think-SFT (E1) 7.4 42 6.4 10.2 71.8
K2-Think (E2) 7.8 25 7.1 9.6 73.1

sampling, while L3U@10 errors are not re-
solved by additional sampling within the evalu-
ated budget. RTL-specialized models have the
highest L3S rates (11-12%), benefiting most
from inference-time scaling (Section 3.3, Sec-
tion C.9).

4. Most L3U@10 errors are model-specific, not
intrinsically unsolvable: the union of all 17 eval-
uated models solves 150/156 problems (96.2%),
yet no single model exceeds 148—the gap re-
veals complementary knowledge across model
families, suggesting that model diversity can
help reduce functional failures (Section 3.3).

2 Related Work

RTL Code Generation with LLMs. LLM-based
RTL code generation has grown rapidly, spanning
benchmarks (Liu et al., 2023; Lu et al., 2024),
domain-adapted models (Liu et al., 2024c; Deng
et al., 2025; Liu et al., 2024a,b; Zhao et al., 2025),
and RL-based training (Zhu et al., 2025). Verilo-
gEval (Liu et al., 2023) provides the standard eval-
uation framework for Verilog generation, while
RTLLM (Lu et al., 2024) extends this to more
complex designs. RTLCoder (Liu et al., 2024c),
CodeV (Zhao et al., 2025), ScaleRTL (Deng et al.,
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Table 2: Illustrative Verilog outputs for the operational failure stages. The Problem Spec row shows the task
description and module header provided to the LLM; the remaining rows show the generated body and its correction.

The L3 split is shown for K = 10,7 = 0.2. Errors are highlighted in red; fixes in green.

L1 (Extract/Syntax)

L2 (Compile/Elab.)

L3S@10,0.2

L3U@10,0.2

2-to-1 multiplexer.

Positive-edge D flip-flop.

BCD counter (counts

4-bit LFSR with polyno-

Problem module mux2( module dff( 0-9, then wraps to 0). mial 2t +23+1.
Spec input a,b,sel, input clk, d, module bcd( module 1fsr4(
output reg out); output q); input clk, rst, input clk, rst,
output reg [3:0] cnt); output reg [3:0] q);
always @(x) begin /* no reg decl. x/ always @(posedge clk) always @(posedge clk)
out =sel ? b : a always @(posedge clk) if (rst) cnt<=0; if (rst) g<=4’b1;
LLM /* no end */ q <= d; else if else
Output endmodule endmodule (cnt >= 10) cnt<=0; g<={q[2:0],
else cnt<=cnt+1; ql313;
endmodule endmodule
always @(*) begin reg q; always @(posedge clk) always @(posedge clk)
out = sel ? b : a; always @(posedge clk) if (rst) cnt<=0; if (rst) g<=4’b1;
Corrected end q <= d; else if else
endmodule endmodule (cnt == 9) cnt<=0; g<={q[2:01],
else cnt<=cnt+1; ql31%ql213;
endmodule endmodule

2025), and CraftRTL (Liu et al., 2024b) construct
high-quality training corpora for domain adapta-
tion. ACE-RTL (Deng et al., 2026) augments RTL
models with agentic iterative refinement. CodeV-
R1 (Zhu et al., 2025) applies adaptive DAPO (Yu
et al., 2025) as RLVR (Reinforcement Learning
with Verifiable Rewards) to RTL tasks, reporting
significant pass-rate improvements.

Error Analysis of Code LLMs. Systematic er-
ror analysis of code LLMs is relatively sparse.
Yasunaga and Liang (2021) study unsupervised
program repair, and Huang et al. (2024) show
LLMs cannot self-correct reasoning. InferFix (Jin
et al., 2023) analyses LLM-assisted program repair.
Zhang et al. (2026) manually categorise 306 faulty
Verilog designs from five LLMs by root cause, pro-
viding a complementary perspective through man-
ual inspection. Our work differs in providing 4-
level error taxonomy that is applicable to generic
RTL coding task without manual inspection or mod-
ification.

3 Fault Analysis Framework

We introduce a four-level operational fault analy-
sis grounded in the concrete evaluation pipeline:
L1 extraction/syntax, L2 compilation/elaboration,
and L3 testbench-observed functional failure split
into L3S@(K,T) and L3U@(K,T) (Figure 1).
The reported labels are specific to the response ex-
tractor, Icarus Verilog toolchain, warning policy,
and executable testbenches documented below.

3.1 Preliminaries and Notation

Let S denote a source code string produced by an
LLM in response to an RTL design specification.
Let GG be the formal grammar of the target hard-
ware description language (IEEE 1364 for Verilog,
IEEE 1800 for SystemVerilog), and let L(G) de-
note the language generated by G—the set of all
syntactically valid strings. When S € L(G), the
parser constructs an abstract syntax tree AST(.S).

As conceptual background, HDL toolchains
may enforce a set of static semantic constraints
C = {c1,...,¢m}, where each ¢; : AST —
{True, False} is a predicate evaluated on the ab-
stract syntax tree during elaboration, linting, or
synthesis. We say that S satisfies C when Vc €
C, ¢(AST(S)) = True, and that S violates C
when 3¢ € C : ¢(AST(S)) = False.

Finally, let Mg denote the structural hardware
model synthesised from S, let ® denote the formal
design specification (expressed as testbench asser-
tions), and let |= denote the satisfaction relation:
Mg = @ iff Mg satisfies every assertion in ®.

Verilog-Specific Constraint Examples. For Ver-
ilog/SystemVerilog, commonly discussed con-
straints and coding policies include the following.
They motivate possible failure modes but are not
separate checks in our evaluator:

* cype (Procedural Type): nets (wire) cannot be
targets in procedural blocks; registers (reg) can-
not be targets of continuous assignments.
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* Csync (Synchronous Assignment): non-blocking
assignments (<=) for sequential logic in clocked
always blocks; blocking (=) for combinational
logic (Cummings, 2000).

* Ceens (Combinational Sensitivity): combina-
tional always blocks must be sensitive to all sig-
nals read within the block.

* Clatch  (Combinational Completeness): all
branches of conditional statements in combina-
tional blocks must assign every output, to avoid
unintentional latch inference.

* Cdrive (Multiple Driver): each net may have at
most one continuous driver; each register may be
assigned in at most one always block.

* cport (Instantiation Port): module instantiations
must match port declarations in name, direction,
and width.

* Coynth (Synthesizability): code must avoid un-
synthesisable constructs (e.g., # delays, dynamic
memory) for synthesis targets.

3.2 Formal Error Taxonomy

The notation above gives conceptual motivation.
The equations in this subsection describe the in-
tended pipeline stages; the reported empirical la-
bels follow the concrete evaluator policy in Table 4,
rather than an independent parser, linter, synthesis
tool, or checker for every constraint listed above.

Definition 1 (Syntactic Discrepancy, Ey1).
EL] — S ¢ L(G) (1)

Syntactic discrepancies Ey | include keyword hal-
lucinations, missing module boundaries, and mal-
formed expressions. These errors are detected by
the lexer/parser stage. The source string is rejected
by the HDL parser, and no AST can be constructed.

Definition 2 (Semantic Discrepancy, Ey ).

Ei, — (SEL(G))
A (3ceC : ¢(AST(S)) = False)
2)

Such issues can motivate a conceptual L2 cate-
gory, but our evaluator does not identify them in-
dividually. Operationally, L2 means that the con-
figured Icarus invocation emits non-syntax stan-
dard error or reaches its compile timeout, as speci-
fied in Table 4. Legal-but-discouraged constructs—
including blocking assignments in clocked blocks,

inferred latches, incomplete sensitivity lists, and
width issues—have no special taxonomy rule. They
receive L2 only when the configured Icarus invo-
cation emits a non-syntax diagnostic to standard
error; otherwise evaluation continues to simulation.
Consequently, L2 is tool- and policy-dependent.

Definition 3 (Functional Discrepancy, Fj 3).

Fi3 — (SGL(G))
A (VeeC, c(AST(S)) = True) (3)
A\ (Ms Fé(l))

The source string parses and satisfies all static con-
straints, but the synthesised model fails to meet
the design specification. Detected during simula-
tion/verification. The final decision depends on
the benchmark testbench. Pass means satisfying
the checks exercised by that executable oracle, not
proof of correctness for every possible input trace,
timing condition, synthesis target, or industrial ver-
ification environment. Incomplete coverage can ad-
mit false positives, while timeouts or tool-specific
behavior can reject otherwise useful designs.

We further decompose functional discrepancies
by whether a successful rollout is observed un-
der a specified sampling configuration. To define
solvability we introduce rollout-set notation. Let
RZ-K’T = {r1,...,rx} be the first K rollouts sam-
pled for problem ¢ at temperature 7', and let pass(r)
indicate whether rollout r passes the available test-
bench.

Definition 3a (Solvable Functional, Fj 3g).

EL3S (T) = EL3 (T)

“)

A (37 erRFT . pass(r'))
The model can solve the problem (proven by at
least one passing rollout), but this particular rollout
fails at temperature 7.

Definition 3b (No Observed Success,
Ersve (k1))
ENE(r) = Eus(r)

A (VY T'GRl-K’T : —pass(r’))
)

No Pass is observed among the K rollouts at tem-
perature 7'. This is a finite-sampling observation,
not evidence of intrinsic unsolvability but an em-
pirical knowledge gap.
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Mutual Exclusivity and Exhaustiveness. The
two sub-levels partition Ey 3 at a fixed (K,T') ac-
cording to whether any rollout in RlK o passes:

ENS Vv BN <= Eus (6)

Combined with L1 and L2, the full taxonomy
yields four mutually exclusive error outcomes (plus
Pass) for every rollout.

We abbreviate the categories as L1, L2,
L3S@(K,T), and L3U@ (K, T), and use L3 for
the union of the last two. At any fixed (K,T), we
use the same denominator (the total population of
rollouts) for each error type and Pass. Therefore:

L1+ L2+ L3S 4+ L3U + Pass = 100%.

For results reported in Table 1, the total pop-
ulation of rollouts is 1560 (156 problems x 10
rollouts each). For Table 1, K = 10, T = 0.2,
and the rollout-level denominator is 1,560. Please
note that the boundary between L3S@ (K, T") and
L3U@(K,T) is empirically bounded by the sam-
pling budget K and T, so L3U@ (K, T) is strictly
framed as an empirical threshold rather than a math-
ematical absolute.

3.3 Fault Analysis Across Model Families

To understand how current language models per-
form on RTL coding tasks and where they system-
atically fail, we evaluate nine proprietary frontier
models, five open-source models, and three RTL-
specialized models on VerilogEval-Human with 10
rollouts per problem (temperature 0.2). All evalu-
ations are single-turn: each rollout is an indepen-
dent generation without compilation feedback or
iterative refinement. Table 1 presents the rollout-
level breakdown at K = 10,7 = 0.2 for all eval-
uvated models. The RL fine-tuning experiments
in Section B complement this analysis by study-
ing whether models can generalize prior knowl-
edge from other domains to RTL. We organise the
findings into within-type and before-after compar-
isons. Additional discussion about RTL problem-
type analysis can be found in Section C.

(1) Within proprietary: distinct failure pro-
files. Frontier models span a 26.4 pp range in
pass@1 accuracy (64.4-90.8%) with strikingly dif-
ferent bottlenecks. Models such as Gemini 3 Pro
(L1=29.3%, L3U@10=4.2%) lose many rollouts
before functional testing begins. In contrast, mod-
els such as GPT-5.4 (L1=1.2%, L3U@10=10.0%)

CodeV-R1-Distill (7B) ScaleRTL (32B)

L1 2 1 14 L1 8 8 26
E L2 2 4 E L2 2 2 14
7] 7]
e 11 8 14 e 7 6 &
=t &
) )
R 135 8 R 135 6
Pass 1 2 1 13 Pass 1
L1 L2 1 L3S Pass L1 L2 1 L3S Pass
After SFT After SFT

Figure 2: Problem-level transition matrices (before vs.
after SFT). Each of the 156 VerilogEval problems is
assigned a majority-vote category over its 10 rollouts at
K =10,T = 0.2. Cell (¢, j) counts problems moving
from category 7 to j. At 7B, SFT acts as a “syntax
rescue” (67/97 L1—Pass). At 32B, SFT completely
eliminates L1 and L2 while preserving 73/74 existing
Pass. Only 4 and 1 relapses (Pass—L1/L2/L3U/L3S) at
7B and 32B respectively.

produce more outputs that reach the testbench and
fail there. GPT-5.2 is a unique outlier: L1=0.0%
(perfect syntax) but L2=7.6%—the only frontier
model with significant semantic errors—suggesting
it masters HDL grammar but misuses constructs
such as blocking vs. non-blocking assignments.

(2) Within RTL-specialized: high observed
L3S@10 rates. All three RTL-specialized mod-
els have low L1+L2 (<5.2%) and high L3S@10
rates (11.5-12.0% vs. 1.2-8.8% for frontier).
Within these finite samples, the same checkpoint
therefore produces both passing and failing simula-
tions for some problems, creating an opportunity
for best-of- N selection. ScaleRTL-32B has a lower
observed L3U @10 rate than CodeV-R1-Distill-7B
(10.0% vs. 16.7%), confirming that the 32B base
model contributes better latent functional knowl-
edge that SFT can surface.

(3) Before-after: SFT moves errors forward.
Comparing each base model to its RTL-specialized
derivative reveals a consistent error pipeline pro-
gression: SFT converts compilation failures into
either Pass or L3 functional failures. From
the base model (Qwen2.5-Coder-7B) to RTL-
specialized model (CodeV-R1-Distill-7B), SFT
drops compilation errors (L1+L2) by 58.7 pp,
raises Pass by 54.4 pp, but total L3 increases
by 4.4 pp. At 32B scale, DS-R1-Distill-32B
(L1+L2=35.7%, Pass=49.0%) becomes ScaleRTL-
32B (L1+L2=3.0%, Pass=75.0%)—SFT drops
compilation errors by 32.7 pp, raises Pass by
26.0 pp, but total L3 increases by 6.7 pp
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(15.3%—22.0%).

To track how individual problems move between
error levels, we assign each of the 156 problems
a majority-vote category over its 10 rollouts (with
lower error level as tie breaker). The resulting
problem-level transition matrices are shown in Fig-
ure 2. At the 7B scale, SFT acts primarily as a
syntax rescue: 67 of the 97 L1 problems jump di-
rectly to Pass, while another 27 advance to L3 (13
L3S@10, 14 L3U@10), leaving only two problems
at L1. At 32B, SFT achieves complete elimination
of both L1 and L2 (42—0 and 18—0), while 73 of
74 already-passing problems remain stable. At this
finite sampling configuration, 11 of 28 L3U@10
majority-category problems at 7B and 7 of 16 at
32B retain that majority category after SFT. The
aggregate shift shows an error-pipeline progres-
sion: fewer outputs stop at L.1/L2, while both Pass
and the number reaching functional simulation in-
crease.

(4) Before-after: paired RL transition analy-
sis. To further explore whether RL fine-tuning
can really teach LLMs to solve RTL-coding tasks,
we chose the two K2 models for the experiment:
(E1) K2-Think-SFT (MBZUAI-IFM, 2025): ap-
plies GRPO directly after general supervised fine-
tuning. (E2) K2-Think (Cheng et al., 2025): addi-
tionally has general-domain RL pretraining before
RTL-specific GRPO. Table 8 summarizes detailed
training configurations. Further discussion about
RL fine-tuning can be found in Section B and C.2.

Table 1 shows that both comparisons reduce
L1+L2 while improving Pass and increasing the
number of rollouts that reach L3. A higher L3 share
is therefore not, by itself, evidence of functional re-
gression. The paired decomposition in Table 5 dis-
tinguishes newly exposed functional failures from
true regressions.

Table 7 reports the rollout-level changes with
paired confidence intervals. EIl improves the
rollout-level Pass rate by 5.13 percentage points
and has zero true regressions; E2 improves Pass
by 5.71 points and has one true regression. Un-
der the evaluated checkpoints, reward, data, and
budget, RTL-specific GRPO primarily strengthens
competencies already present in the base model;
these experiments do not establish that RL cannot
acquire new hardware knowledge.

We also evaluate the problem-level transition
before and after RL fine-tuning and report the re-
sults in Figure 3. Both transitions show decreasing

K2-Think-SFT (E1) K2-Think (E2)

L1 3] 1 21 L1 14 3] 1 8
2| 1 1 7 L2 2 2 8 8
-l -l
& &
o o
:Q: 1 1 2 8 § 9 2
2 2
L3S b) L3S 1 3 8
Pass| 8 & 13 6 Pass

L1 L2 1
After RL

L3S Pass L1 L2 1
After RL

L3S Pass

Figure 3: Problem-level transition matrices (before vs.
after RL). Each of the 156 VerilogEval problems is
assigned a majority-vote category over its 10 rollouts.
Cell (4, j) counts problems moving from error type i
to 7. K2-Think (with general RL pretraining) shows
near-perfect stability (107/107 Pass—Pass), while K2-
Think-SFT exhibits significant bidirectional movement.

numbers of L1+L2 problems and more L3 prob-
lems with widely different transition profiles. More
detailed discussion can be found in Section B.3

(5) Complementary knowledge: most L.3U er-
rors are model-specific. Across the submitted
K = 10,7 = 0.2 samples, the union of all 17
evaluated checkpoints contains a Pass for 150 of
the 156 VerilogEval-Human problems (96.2%),
whereas the best single checkpoint contains a Pass
for 148. This finite cross-model complementarity
motivates future study of ensembles or routing. The
remaining 6 problems with no observed Pass from
any of the 17 evaluated models (marked with t in
Table 11 and Table 12) span Sequential_Logic and
Mux_Select types, and involve complex multi-step
temporal reasoning or non-standard specifications
that no current approach masters.

3.4 Sampling-Budget and Temperature
Sensitivity

To better understand how inference budget and tem-
perature affect the L3U@ (K, T), we conduct exten-
sive parameter sweep and show the result in Table 6.
We observe that rollout-level L3U falls by 0.8-5.0
percentage points from K = 10 to K = 50; the
change from K = 32 to K = 50 ranges from —1.7
to +0.1 points.

As K increases, successful rollouts can reclas-
sify a problem’s functional failures from L3U to
L3S, while additional failed rollouts also change
the L1/L.2/L.3 mixture among problems that still
have no Pass. Consequently, L3U need not de-
crease monotonically.
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Model Pass@1 Pass@10
K2-Think 16.4[12.2,21.0] 27.1[21.8,32.4]
K2-Think (E2) 16.4[12.2,21.0] 31.7[26.0,37.4]
ScaleRTL 9.2[5.7,13.0] 21.8[16.8,26.7]

Table 3: End-to-end Pass@1 and Pass@10 (%) with
95% problem-bootstrap confidence intervals on the 262-
problem first-draft slice of CVDP v1.0.2 at 7' = 0.2.

3.5 Cross-Benchmark Evaluation on CVDP

We additionally evaluate K2-Think (Cheng et al.,
2025), K2-Think (E2), and ScaleRTL (Deng et al.,
2025) on a fixed 262-problem first-draft slice of
CVDP v1.0.2 (Pinckney et al., 2025) at K =
10,7 = 0.2. The slice contains non-agentic,
no-commercial-tool tasks in categories cid0@2,
c1d@e3, cideo4, and cid@16; 40 cid@@7 optimiza-
tion tasks are excluded. K2-Think (E2) reaches
31.7% Pass@10, compared with 27.1% for K2-
Think and 21.8% for ScaleRTL.

4 Conclusion

We propose an operational four-level failure-stage
taxonomy (L1 syntactic, L2 compile/elaboration,
L3S functional failure with an observed success,
and L3U@ (K, T') functional failure without an
observed success under sampling budget K and
temperature 7') for RTL coding. We evaluate
nine proprietary frontier models, five open-source
models, three RTL-specialized models, and two
GRPO-finetuned K2-Think models on 156 Verilo-
gEval problems in single-turn generation, and add
Pass@K results on a 262-problem CVDP v1.0.2
slice.

Across the evaluated checkpoints, reward, data,
and training budget, SFT and RL reduce lower-
stage failures while more sampled outputs reach
functional testing. Both SFT and RL propagate
errors forward rather than eliminating them: SFT
teaches models to compile, revealing latent knowl-
edge gaps at the functional testing stage, while RL
amplifies existing competencies without creating
fundamentally new hardware understanding.

Future directions include same-base multi-seed
controls, broader RTL benchmarks and toolchains,
and RTL-specific training on temporal reasoning
patterns. Agentic approaches (Deng et al., 2026)
are also promising for problems without an ob-
served pass in our finite single-turn samples.

Limitations

Our analysis of language model failures and gen-
eralizations in RTL coding is subject to several
methodological limitations. First, L3S and L3U
are finite-sample labels. L3U@ (K, T') means that
a functional failure was observed but no passing
rollout was observed among K samples at tem-
perature 7'; it does not imply intrinsic unsolvabil-
ity or an irreducible knowledge gap. Our exten-
sion varies K through 50 and 7' through 1.0, but
does not evaluate K = 100. Second, the taxon-
omy is evaluator- and toolchain-specific. L1/L2
labels depend on the submitted extraction policy
and Icarus Verilog 12.0 commands reported in Ta-
ble 4; compiler standard error, including warnings,
is handled by the submitted rule shown there. Pass
means passing the available executable testbench
oracle, not proof of correctness for all inputs or
environments. Incomplete test coverage can there-
fore admit incorrect implementations or miss rel-
evant behavior. Third, all evaluations are strictly
single-turn without iterative compilation feedback.
While this isolates single-turn generation, it does
not reflect multi-turn, agentic workflows that can
automatically address many L.1 and L2 failures.
Fourth, our GRPO experiments use two named K2-
Think checkpoint pairs and one training seed per
experiment. Immutable manifests do not estab-
lish controlled checkpoint ancestry, and we did not
complete same-base SFT/general-RL controls or
multiple GRPO seeds. The reported transition pat-
terns are therefore checkpoint-specific observations
rather than general causal conclusions about RL.
Fifth, our L1/L.2/L3 classification for training-data
rollouts relies on reward-signal heuristics and struc-
tural pattern matching rather than the full validation
evaluator, which may introduce noise into accumu-
lated training-rate tracking. Finally, VerilogEval-
Human contains 156 module-level tasks. The addi-
tional CVDP v1.0.2 evaluation uses a 262-problem
executable subset and reports Pass@K only be-
cause stage-level artifacts were not retained. These
benchmarks do not represent all industrial RTL
workflows; in particular, RTL-BenchLLS was not
evaluated. Our conclusions should not be general-
ized beyond the evaluated tasks, models, sampling
settings, reward, and training budget.
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A Appendix

B When Language Models Fail to Learn
RTL Coding

A second key question motivating this work is:
how does RTL-specific RL fine-tuning change the
observed failure stages of a language model?
We study this question using K2-Think check-
points (Cheng et al., 2025). Because the available
checkpoint records do not establish a controlled
same-base comparison, our experiments character-
ize these checkpoints and training runs rather than
isolating a general causal effect of RL.

We apply the fault analysis framework defined
in Section 3 to study how this RL fine-tuning
affects error distributions. We train two GRPO
configurations on K2-Think models and track
L1/L2/L.3S/L3U/Pass rates across training and vali-
dation. L3U is always indexed by the sampling con-
figuration (K, T'), as defined in Section 3. A com-
plementary problem-type discussion is provided

in Section C to further explore training and vali-
dation performance for different hardware design
categories.

GRPO Training. GRPO (Shao et al., 2024) sam-
ples K'=32 rollouts per prompt, computes rewards,
and updates the policy toward higher-reward re-
sponses relative to a group baseline. The reward
function combines a format component (rgy,=0.1,
verifying valid output structure) and a testbench
component (ry=1.0, checking functional correct-
ness via simulation). Each training step uses
8 prompts sampled from the training dataset dis-
joint from the validation set, yielding 256 rollouts
per step. The training dataset consists of problem
specifications and Verilog code snippets used by
ScaleRTL (Deng et al., 2025).

Two Experiments. E1 (K2-Think-SFT) applies
GRPO directly after general supervised fine-tuning.
E2 (K2-Think) additionally has general-domain RL
pretraining before RTL-specific GRPO. Both use
the same reward scheme (0.1f + 1.0t) and produce
explicit chain-of-thought via <think> blocks. Ta-
ble 8 summarizes detailed training configurations.
Complementary discussion about the training data
distribution can be found in Section C.2

Validation. We evaluate on 156 VerilogEval-
Human v1 problems (Liu et al., 2023) with 10
rollouts per problem (temperature 0.2), both be-
fore and after GRPO. This yields 1,560 validation
rollouts per experiment per phase.

Scale. We load all available training steps: 494
(E1) + 516 (E2) = 1,010 steps, totaling 258,560
rollouts. Training dynamics are visualised via ac-
cumulated rates: at step ¢, each rate equals the
cumulative count from step O to ¢ divided by total
rollouts over the same range.

B.1 Error Distribution Shifts

Validation: Before vs. After RL. We compare
validation error rates before and after GRPO for
both experiments, decomposed into all four error
levels as shown in Figure 4. The key pattern is
that L1 (syntax) and L2 (compile/elaboration)
errors consistently drop, while both L3S (ob-
served success) and L3U@ (10, 0.2) (no observed
success) failures consistently rise. For K2-Think-
SFT (E1), L1 drops 8.0 pp (15.4%—7.4%) and L2
drops 2.7 pp (6.9%—4.2%) while the combined L3
rate rises 3.5 pp (13.1%—16.6%), yielding a net
pass-rate improvement of 7.3 pp (64.5%—71.8%).
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Stage

Tool and exact policy

Label boundary

Extraction

Compile and elaborate

Apply the submitted source-specific response ex-
traction; prefer the final <answer> block when
present and select its final complete module ...
endmodule; otherwise select the final complete
module in the response.

Icarus Verilog 12.0. Combine candidate and test-
bench, then run iverilog -Wall -Winfloop
-Wno-timescale -g2012 -s tb -o test.vvp
combined. sv.

No extracted candidate — L1.

Standard error containing syntax error — L1;
any other nonempty compiler standard error or
compile timeout — L2.

Simulate Run vvp -n test.vvp. Timeout, nonzero mismatch count, or no rec-
ognized mismatch report — L3; recognized
Mismatches: @ ... — Pass.

‘Warnings Apply the submitted evaluator’s standard-error A warning emitted to compiler standard error

rule; no separate parser, linter, or synthesis stage
assigns a label.

therefore produces L2.

Table 4: Exact evaluator policy used for the submitted labels and the sampling-budget extension. The stage labels
are specific to this toolchain and policy.

Descriptive checkpoint pair Newly solved True regression Persistently solved Persistent L3 Newly exposed L3 Lower-stage improvement Other

0 129 15 3 0 3
1 124 19 1 2 2

K2-Think-SFT (E1) 6
K2-Think (E2) 7

Table 5: Paired transitions over the same 156 VerilogEval-Human problem IDs using K = 10,7 = 0.2. “Newly
exposed L.3” means that the pre checkpoint stops at L1/L.2 while the post checkpoint reaches simulation but still

fails. A true regression has an observed pre-checkpoint Pass@ 10 but no observed post-checkpoint Pass @ 10.

K2-Think-SFT K2-Think

=1 Before RL

=1 Before RL
BB After RL

Rate

L1 L2 L3S L3U Pass L1 L2 L3S L3U Pass

Figure 4: Validation error rates before vs. after RL
(grouped bars) on VerilogEval-Human V1 Benchmark.
RL reduces L1(Syntactic) and L2(Semantic) errors but
increases both L3S(Solvable) and L3U(Unsolvable)
cases, indicating that newly compilable code shifts into
functional failures.

K2-Think (E2) shows a similar pattern: L1 drops
4.5 pp and L2 drops 4.0 pp while L3 rises 2.7 pp,
with pass rate improving 6.0 pp (67.1%—73.1%)
at step 516. Within L3, the increase is driven pri-
marily by L3S (Solvable): for K2-Think-SFT, L3S
rises 2.4 pp (4.0%—6.4%) while L3U rises 1.1 pp
(9.1%—10.2%); K2-Think shows a similar split
(L3S +1.4 pp, L3U +1.3 pp). This indicates that
newly compilable rollouts often reach the func-
tional test stage and fail there. At the problem
level, Pass @ 10 for K2-Think-SFT increases from
78.2% to 84.0% in Table 10, meaning that addi-
tional problems have at least one observed passing
rollout after training.

K2-Think-SFT
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=
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m=m L1 (Syntactic)
W 12 (Semantic)
me 13S (Solvable)
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N Pass
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Figure 5: Accumulated training error rates (stacked
area). LI1+L2+L3S+L3U+Pass=100% at each step.
Solvability is determined per-prompt from whether any
rollout in the batch passes (Pass@K>0). L1 and L2
shrink rapidly; the L3 band—split into L3S and L3U—
dominates the persistent error.

The L1+L2 reduction provides an important
pipeline explanation for the L3 increase. Before
RL, many rollouts fail at L1 or L2 and never reach
the testbench. After RL, more rollouts compile and
therefore become eligible to expose a functional
failure at L3. Consequently, an increase in L3 does
not by itself imply that training regressed on previ-
ously solved problems; the paired transition anal-
ysis below separates newly exposed failures from
true regressions.

B.2 Training Dynamics.

Accumulated training error rates, decomposed into
L1, L2, L3S, L3U, and Pass, show a similar pro-
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Model

T L3U@l0 L3U@20 L3U@32 L3U@50

K2-Think-SFT (open-source) 0.2
K2-Think-SFT (open-source) 0.5
K2-Think-SFT (open-source) 1.0
K2-Think (open-source) 0.2
K2-Think (open-source) 0.5
K2-Think (open-source) 1.0
ScaleRTL-32B 0.2
ScaleRTL-32B 0.5
ScaleRTL-32B 1.0
K2-Think-SFT (RTL-GRPO E1) 0.2
K2-Think-SFT (RTL-GRPO E1) 0.5
K2-Think-SFT (RTL-GRPO E1) 1.0
K2-Think (RTL-GRPO E2) 0.2
K2-Think (RTL-GRPO E2) 0.5
K2-Think (RTL-GRPO E2) 1.0
Claude Opus 4.6 0.2

8.9 8.8 7.6 6.2
9.9 83 7.4 7.5
9.6 8.8 7.7 6.9
10.5 83 7.5 5.8
9.5 8.8 8.0 7.4
8.8 7.9 7.8 7.1
10.0 9.1 9.0 7.4
9.2 8.2 7.9 7.5
10.3 8.2 7.0 6.7
9.6 8.4 8.1 8.2
14.0 12.5 9.9 8.9
11.0 8.7 8.1 7.7
10.9 10.6 9.3 8.0
10.4 9.9 9.9 8.6
9.5 8.8 8.7 8.7
42 3.8 33 33

Table 6: Rollout-level L3U@ (K, T') rates (%) for nested sampling prefixes. L3U@ (K, T') denotes L3 rollouts
belonging to problems with no observed Pass in the first K samples at temperature 7'; the denominator is 156 K.
Values are sampling outcomes, not intrinsic problem properties.

Pair

APass

ALl AL3

K2-Think-SFT (E1)
K2-Think (E2)

+5.13 [2.18, 8.27]
+5.71 [3.40, 8.21]

-7.18 [-9.74, -4.81]
-3.53 [-5.64, -1.60]

+4.49 [1.79, 7.31]
+1.79 [-0.32, 4.04]

Table 7: Sample-level percentage-point changes with 95% paired problem-bootstrap confidence intervals.

Table 8: Two GRPO experiments on K2-Think models.
Both use format + testbench reward (0.1f + 1.0t).

El E2
Model K2-Think-SFT  K2-Think
Reward 0.1f+1.0t 0.1f+1.0t
Steps 494 516
Prompts / step 8 8
Rollouts / prompt 32 32
Global batch size 256 256
Micro batch size 1 1
Max sequence length 16384 16384
Generation temp. 1.0 1.0
Learning rate le-6 le-6
KL penalty 0.001 0.001

gression in Figure 5. Both experiments follow the
same arc: accumulated L1+L2 drops steeply in
early training—from ~60% to ~46% by step 100
for K2-Think-SFT (E1)—and continues declining
throughout the run. K2-Think-SFT converges to
~28% accumulated L1+L2, ~21% L3 (dominated
by L3S at ~18%, with L3U ~3%), and ~51%
accumulated pass by step 493. K2-Think (E2)
reaches similar final rates (~27% L1+L2, ~22%
L3, ~51% pass by step 515). The L3 band grows
slowly from ~17% to ~21-22% over training, con-
sistent with more rollouts progressing beyond L1
and L2. These batch-level L3U values use K = 32
and should not be interpreted as intrinsic problem
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properties.

Because accumulated rates average over the full
trajectory, including the poor early steps, the ac-
cumulated pass rate (~51%) substantially under-
estimates the final model’s capability. The final
model’s validation pass (71.8% for E1, 73.1% for
E2) reflects the actual quality of the converged pol-
icy rather than the trajectory average.

B.3 Problem-Level Transitions.

To distinguish newly exposed functional failures
from regressions, Tables 5 and 7 jointly resample
matched problem IDs before and after training. E1
has 6 newly solved problems and no true regres-
sions; E2 has 7 newly solved problems and one
true regression. The increases in L3 are therefore
driven partly by lower-stage improvement: rollouts
that previously stopped at L1 or L2 now compile,
reach simulation, and expose functional failures.
These observations are specific to the two named
checkpoint pairs and one training seed per experi-
ment. We did not complete same-base, multi-seed
GRPO controls, and immutable checkpoint man-
ifests do not verify ancestry strongly enough to
support broader causal claims about RL.



C Empirical Perspectives

C.1 RTL Problem Type Classification

We classify each VerilogEval problem into one of
nine hardware design categories based on keyword
matching on the problem specification:

1. FSM (32): state machines, Mealy/Moore ma-
chines, state encoding

2. Counter_Timer (13): up/down counters, BCD,
timers, thermostats

3. Sequential_Logic (23): flip-flops, latches, edge
detectors, clock dividers, UART/SPI protocols

4. Shift_Rotate (11): LFSRs, barrel shifters, rota-
tors, SIPO/PISO

5. Arithmetic (8): adders, multipliers, ALU, CRC,
parity, popcount

6. Encoder_Decoder (3): priority encoders, 7-
segment decoders, scancode mapping

7. Mux_Select (10): multiplexers, demultiplexers,
crossbar switches

8. Combinational_Logic (40): Karnaugh maps,
truth tables, gates, waveform-based circuits,
comparators

9. Wire_Vector (15): wire connections, vector
manipulation, bit reversal, sign extension, con-
stants

Problems that do not match any category
are labelled Other (1 of 156). Among the
156 VerilogEval-Human problems, Combina-
tional_Logic (40) and FSM (32) are the most popu-
lated categories.

C.2 Exposure-Performance Mismatch

Figure 6 shows, for each experiment, the training
exposure fraction alongside training and validation
pass rates per problem type. No positive correlation
between exposure and performance is visible:

* FSM: high training exposure (~25%) but low
validation pass (58-61%).

* Combinational_Logic: moderate exposure
(~15%), high pass (88-91%).

* Arithmetic: 14-16% exposure, 97-99% pass.

* Wire_Vector: low exposure (~5%), high pass
(89-91%).

K2-Think-SFT K2-Think

1.0

&

Figure 6: Training exposure vs. performance by prob-
lem type defined in Section C.1. Per-experiment bar
chart showing training exposure fraction (gray), training
pass rate (light), and validation pass rate (dark). High
exposure does not predict high validation performance.
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Wire_Vector receives far less training exposure
than FSM yet achieves much higher pass rates.
Within these two runs, training exposure alone
therefore does not explain held-out performance.
Because the comparison is observational and lim-
ited to one seed per experiment, it does not estab-
lish whether RL can acquire new hardware knowl-
edge in other settings.

C.3 Per-Type Pass Rate Analysis

Table 9 presents per-type pass rates across all
model families. (1) Persistent difficulty on FSM
and Sequential_Logic. Even the best model
(Claude Opus 4.6, 90.8% overall) achieves only
71.7% on Sequential_Logic problems; weaker
models drop below 50%. FSM pass rates span
50.6%-95.6% across frontier models, making these
among the more difficult categories in our eval-
uation. (2) Higher observed success on Arith-
metic, Wire/Vector, and Encoder/Decoder. Most
frontier models achieve 85-100% pass on these
categories, indicating that basic computation and
data-path tasks are well within current LLM capa-
bilities. (3) Consistent per-type difficulty across
families. Across the evaluated model families, the
per-type ranking is relatively stable: FSM and Se-
quential_Logic tend to be harder, while Arithmetic
and Wire_Vector tend to be easier. The gap be-
tween open-source and frontier models is largest
on FSM and Sequential_Logic, and smallest on
Arithmetic and Wire_Vector. This is an empiri-
cal pattern on the evaluated tasks, not evidence of
intrinsic difficulty for every problem in a category.

C.4 Observed Pass@k Changes

Table 10 shows simultaneous improvements in
pass@1, pass@5, and pass @10 for both evaluated
checkpoint pairs. K2-Think-SFT (E1) improves
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Table 9: Per-type pass rates (%) on VerilogEval-Human (156 problems). Problem counts per type: FSM (32), C/T
(13), Seq (23), Sh/R (11), Arith (8), E/D (3), Mux (10), Comb (40), W/V (15). Further details on problem types can

be found in §C.1.

Type Model FSM C/T Seq Sh/R Arith E/D Mux Comb W/V
Claude Opus 4.6 95.6 92.3 71.7 95.5 100.0 100.0 79.0 93.8 98.0
GPT-5.3 Codex 90.3 99.2 68.7 98.2 97.5 100.0 80.0 91.8 93.3
Gemini 3.1 Pro 90.9 96.2 69.6 89.1 98.8 100.0 78.0 81.5 99.3
GPT-5.4 68.1 97.7 66.1 99.1 98.8 86.7 80.0 83.0 94.0
Proprietary GPT-5.2 58.8 88.5 65.7 80.0 92.5 100.0 72.0 82.8 93.3
Claude Sonnet 4.6 77.2 90.0 57.0 82.7 87.5 53.3 52.0 86.8 71.3
GPT-0OSS-120B 57.8 80.0 57.0 70.9 63.8 83.3 72.0 83.2 65.3
GPT-5.1 50.6 80.0 54.8 72.7 93.8 66.7 77.0 69.2 85.3
Gemini 3 Pro 80.6 762  42.6 60.9 86.2 90.0 58.0 64.2 41.3
CodeV-R1-Distill-7B 472 71.5 52.6 64.5 100.0 66.7 67.0 75.0 82.0
RTL-special. CodeV-R1-Qwen-7B 48.1 73.1 57.4 78.2 100.0 63.3 70.0 78.2 88.0
ScaleRTL-32B 59.7 80.0 52.2 74.5 100.0 76.7 67.0 89.2 90.7
Qwen2.5-Coder-7B 3.1 3.1 13.9 0.9 36.2 26.7 14.0 20.0 3.3
Qwen2.5-Coder-32B 7.2 20.8 18.7 10.9 36.2 50.0 7.0 13.8 13.3
Open-source DS-R1-Distill-32B 22.2 57.7 35.7 39.1 78.8 83.3 52.0 67.2 56.0
K2-Think-SFT 44.1 60.0 43.9 47.3 93.8 86.7 59.0 84.2 84.7
K2-Think 46.9 64.6 46.1 44.5 96.2 93.3 58.0 88.0 88.7
RIL-finctuned K2-Think-SFT 60.6 68.5 46.5 60.9 98.8 96.7 60.0 87.8 89.3
K2-Think 58.4 77.7 47.0 60.0 97.5 100.0 62.0 90.5 90.7
Table 10: Pass@k Comparison Before and After RL 0.35 K2 ThinkSFT
e 0.30 K2-Think
Before RL After RL i 0.25
Model p@l p@5 p@l0 p@l p@5 p@lo igjg
K2-Think-SFT  0.645 0.761 0782 0.718 0.819 0.840 2 10
K2-Think 0671 0793 0.827 0731 0824 0.853 € oos j
0.00
very hard hard medium easy

pass@1 from 0.645 to 0.718 (+0.073), and K2-
Think (E2) from 0.671 to 0.731 (+0.060), with
simultaneous gains at pass@5 and pass@10.

C.5 RL Improvements by Observed Initial
Difficulty

We stratify the 156 validation problems by their pre-
RL pass rate into four difficulty bins: very hard
(pass rate € [0,0.2)), hard ([0.2,0.5)), medium
([0.5,0.8)), and easy (]0.8, 1.0]). Figure 7 shows
the mean change in pass rate (after RL minus before
RL) computed on validation results for each bin.

Very hard problems see the largest mean im-
provement, while easy problems see minimal
change. The very hard bin is dominated by FSM
and Sequential_Logic types, whereas the easy bin
contains mostly Arithmetic and Wire_Vector. How-
ever, a core set of problems remains at 0% pass
across the evaluated samples (both experiments X
both phases). This finite observation does not estab-
lish a hard ceiling under larger sampling budgets,
other temperatures, or other training runs.

Difficulty Bin (by pre-RL pass rate)

Figure 7: RL improvement stratified by observed pre-RL
pass rate (validation). The largest gains are on initially
hard problems; 10 problems have no pass in these finite
samples.

C.6 Problems with No Observed Pass

Table 11 (Appendix) characterises problems that re-
main at 0% pass across the sampled rollouts of both
K2 experiments. These span FSM, Mux_Select,
Shift_Rotate, and Combinational_Logic types. No-
table entries include 1fsr32 (a 32-bit linear feed-
back shift register), rule110 (a cellular automaton
classified as FSM), and ece241_2013_qg4 (a water
reservoir FSM). These problems involve multi-step
temporal behaviour or non-standard specifications,
which are plausible sources of difficulty. Several
evaluated frontier models also have lower pass rates
on many of these problems (Table 9); however, the
finite results do not establish inherent or universal
difficulty.
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Figure 8: Exploration vs. exploitation: solution diversity
over training (moving-average smoothed). Diversity is
defined as the ratio of unique structural fingerprints to
total rollouts per prompt. Both K2 models maintain
stable diversity (~0.34-0.37).

C.7 Exploration vs. Exploitation Dynamics

We define rollout diversity to measure how struc-
turally varied the generated solutions are within
each prompt’s rollout batch. For each prompt at a
given training step, we extract a structural finger-
print: after stripping comments and whitespace, we
extract the ordered sequence of control-flow key-
words (always, assign, if, case, for, etc.) and
join them as a string. Rollout diversity is the ratio
of unique fingerprints to total rollouts for a prompt,
averaged across all prompts in a step.

Figure 8 tracks this metric over training
(smoothed with moving average, window 15). Both
K2 models maintain relatively stable structural-
fingerprint diversity (~0.34-0.37) throughout train-
ing, with neither a strong increase nor decrease
under this heuristic.

C.8 Training-Time Reward Consistency

Reward variance analysis on the final training step
reveals that both K2 experiments have predomi-
nantly mixed-outcome prompts. Neither exper-
iment has any all-fail prompts at its final step,
showing that the sampled batches contain positive
training-time reward. Both experiments have <1%
never-rewarded prompts, indicating that the for-
mat+testbench reward provides a frequent signal
on the training prompts; this does not by itself es-
tablish held-out generalisation.

C.9 Observed-Success Analysis

The L3S/L3U split records whether at least one of
the K = 10, T' = 0.2 rollouts passes. It separates
problems with an observed success from those with-
out one under that sampling configuration; it does
not identify problems that the model fundamentally
cannot solve.

Observed Pass@10 coverage across model fam-
ilies. Frontier models achieve the highest ob-
served coverage: Claude Opus 4.6 reaches 93.6%
(146/156 problems with at least one pass), leaving
10 problems without an observed pass among the
10 samples. GPT-5.4 and GPT-5.1 reach 89.7%
and 89.1% respectively. Among RTL-specialized
models, ScaleRTL-32B achieves 89.1%, compara-
ble to GPT-5.1. Open-source models span a wide
range: K2-Think reaches 78.2% pre-RL and 84.0%
post-RL, while Qwen2.5-Coder-7B is as low as
28.8%.

Inference-time compute scaling. L3S means
that the sampled set already contains both a func-
tional failure and an observed success, so selecting
or verifying additional candidates can help in that
finite setting. L3U@ (K, T') is sampling-dependent:
increasing K or changing 7' can expose a passing
rollout, but can also expose an L3 failure after ear-
lier samples stopped at L1 or L2. Consequently,
L3U need not decrease monotonically. Section 3.4
reports the measured X = 10-50 and temperature
trends.

RL effect on solvability. GRPO training in-
creases observed Pass@10 coverage for K2-Think-
SFT from 78.2% to 84.0% (+5.8 pp), correspond-
ing to roughly nine additional problems with at
least one passing rollout in the post-training sample.
The paired transition analysis in Section B.3 distin-
guishes these newly observed successes from true
regressions. The remaining L3U@ (10, 0.2) cases
are concentrated in FSM and Sequential_Logic, but
their causes and persistence under other sampling
or training settings require further study.
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Table 11: Problems with no observed Pass in the evaluated pre/post samples for either K2 experiment at K =
10,7 = 0.2 (part 1). A dagger marks problems with no observed Pass in the finite X' = 10,7 = 0.2 samples from
any of the 17 non-GRPO checkpoints. These observations do not imply intrinsic unsolvability.

Index  Task ID Type Prompt

4 2013_qg2bfsm FSM Consider a finite state machine that is used to control some type of motor. The FSM has inputs x and y, which come from
the motor, and produces outputs f and g, which control the motor. There is also a clock input called clk and a reset input
(synchronous, active low) called resetn. The FSM has to work as follows. As long as the reset input is asserted, the FSM
stays in a beginning state, called state A. When the reset signal is de-asserted, then after the next clock edge the FSM has
to set the output f to 1 for one clock cycle. Then, the FSM has to monitor the x input. When x has produced the values
1, 0, 1 in three successive clock cycles, then g should be set to 1 on the following clock cycle. While maintaining g = 1
the FSM has to monitor the y input. If y has the value 1 within at most two clock cycles, then the FSM should maintain g
=1 permanently (that is, until reset). But if y does not become 1 within two clock cycles, then the FSM should set g =0
permanently (until reset). Here is the module template for you to complete: “‘ module top_module ( input clk, input resetn,
input x, input y, output f, output g ); / Your code here endmodule “*

7 2014_q3fsm FSM Consider a finite state machine with inputs s and w. Assume that the FSM begins in a reset state called A, as depicted below.
The FSM remains in state A as long as s = 0, and it moves to state B when s = 1. Once in state B the FSM examines the
value of the input w in the next three clock cycles. If w = 1 in exactly two of these clock cycles, then the FSM has to set an
output z to 1 in the following clock cycle. Otherwise z has to be 0. The FSM continues checking w for the next three clock
cycles, and so on. Use as few states as possible. Note that the s input is used only in state A, so you need to consider just the
w input. Assume reset is active high synchronous. Here is the module template for you to complete: “‘ module top_module
(input clk, input reset, input s, input w, output reg z ); // Your code here endmodule ***

22(1) bugs_mux2 Mux_Select Find the bug and fix this 8-bit wide 2-to-1 mux. // module top_module ( // input sel, // input [7:0] a, // input [7:0] b, //
output out ); // assign out = (Sel & a) | (sel & b); // endmodule Here is the module template for you to complete: “‘ module
top_module ( input sel, input [7:0] a, input [7:0] b, output reg [7:0] out ); // Your code here endmodule “*

24 circuit10 Sequential_Logic This is a sequential circuit. The circuit consists of combinational logic and one bit of memory (i.e., one flip-flop). The
output of the flip-flop has been made observable through the output state. / Read the simulation waveforms to determine
what the circuit does, then implement it. // time clk ab state q //Ons O I x x x //5ns 1 1 xx x// 10ns 000 x x // 15ns 1 00 0
0//20ns00000//25ns10000//30ns00000//35ns10000//40ns00000//45ns10101//50ns001017//
55ns11001/60ns01001//65ns11100//70ns01100//75ns10011//80ns00011//85ns111007//90ns0
1100/95ns11111//100ns01111//105ns11111//110ns01111//115ns11010//120ns010107//125ns 1
0110//130ns00110//135ns10011//140ns00011//145ns10000//150ns00000//155ns 10000 //160ns
00000//165ns10000//170ns00000//175ns 10000//180ns00000//185ns 10000 // 190ns 000 0 0 Here is
the module template for you to complete: “‘ module top_module ( input clk, input a, input b, output q, output state ); // Your
code here endmodule “*

44(1) dff8 Sequential_Logic Create 8 D flip-flops. All DFFs should be triggered by the positive edge of clk. Here is the module template for you to
complete: ““ module top_module( input clk, input [7:0] d, output reg [7:0] q); / Your code here endmodule “*

50 ece241_2013_gq2  Combinational_Logic A single-output digital system with four inputs (a,b,c,d) generates a logic-1 when 2, 7, or 15 appears on the inputs, and a
logic-0 when 0, 1,4, 5, 6,9, 10, 13, or 14 appears. The input conditions for the numbers 3, 8, 11, and 12 never occur in this
system. For example, 7 corresponds to a,b,c,d being set to 0,1,1,1, respectively. Determine the output out_sop in minimum

sum-of-products form, and the output out_pos in minimum product-of-sums form. Here is the module template for you to
complete: “‘ module top_module ( input a, input b, input c, input d, output out_sop, output out_pos ); // Your code here
endmodule “*

51 ece241_2013_g4  FSM A large reservior of water serves several users. In order to keep the level of water succificently high, three sensors are placed
vertically at 5-inch intervals. When the water level is above the highest sensor s[3], the input flow rate should be zero. When
the level is below the lowest sensor s[1], the flow rate should be at maximum (both Nominal flow valve and Supplemental
flow valve opened). The flow rate when the level is between the upper and lower sensors is determined by two factors: the
water level and the level previous to the last sensor change. Each water level has a nominal flow rate associated with it as
show in the table below. If the sensor change indicates that the previous level was lower than the current level, the flow rate
should be increased by opening the Supplemental flow valve (controlled by dfr). // Water Level | Sensors Asserted | Nominal
Flow Rate Inputs to be Asserted / Above s[3] I s[1], s[2], s[3] | None // Between s[3] and s[2] | s[1], s[2] | fr] // Between
s[2] and s[1] I s[1] | fr1, fr2 // Below s[1] | None | fr1, fr2, fr3 // Also include an active-high synchronous reset that resets the
state machine to a state equivalent to if the water level had been low for a long time (no sensors asserted, and all four outputs
asserted). Here is the module template for you to complete: “* module top_module ( input clk, input reset, input [3:1] s,
output reg fr3, output reg {2, output reg frl, output reg dfr ); // Your code here endmodule “*

55(t)  ece241_2014_q3  Mux_Select For the following Karnaugh map, give the circuit implementation using one 4-to-1 multiplexer and as many 2-to-1
multiplexers as required, but using as few as possible. You are not allowed to use any other logic gate and you must use _a_
and _b_ as the multiplexer selector inputs, as shown on the 4-to-1 multiplexer below. // ab // ¢d 0001 11 10//0010101
0111/01111010101/11111011111/10111010111//Consider a block diagram with inputs "¢’ and ’d” going
into a module called "top_module". This "top_module" has four outputs, mux_in[3:0], that connect to a four input mux.
The mux takes as input {a,b} and ab = 00 is connected to mux_in[0], ab=01 is connected to mux_in[1], and so in. You
are implementing in Verilog just the portion labelled "top_module", such that the entire circuit (including the 4-to-1 mux)
implements the K-map. Here is the module template for you to complete: “* module top_module ( input ¢, input d, output
[3:0] mux_in ); // Your code here endmodule “*

56(1) ece241_2014_g4  Sequential_Logic Given the finite state machine circuit described below, assume that the D flip-flops are initially reset to zero before the
machine begins. // Build this circuit in Verilog. // Input x goes to three different two-input gates: a XOR, an AND, and a OR
gate. Each of the three gates is connected to the input of a D flip-flop and then the flip-flop outputs all go to a three-input
XNOR, whose output is Z. The second input of the XOR is its corresponding flip-flop’s output, the second input of the AND
is its corresponding flip-flop’s complemented output, and finally the second input of the OR is its corresponding flip-flop’s
complementary output. Here is the module template for you to complete: “‘ module top_module ( input clk, input x, output
z); // Your code here endmodule “*

61 edgedetect2 Mux_Select For each bit in an 8-bit vector, detect when the input signal changes from one clock cycle to the next (detect any edge). The
output bit should be set the cycle after a 0 to 1 transition occurs. Here is the module template for you to complete: “* module
top_module( input clk, input [7:0] in, output reg [7:0] anyedge); // Your code here endmodule “**
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Table 12: Problems with no observed Pass in the evaluated pre/post samples for either K2 experiment at K =
10,7 = 0.2 (part 2). A dagger marks problems with no observed Pass in the finite ' = 10, 7" = 0.2 samples from
any of the 17 non-GRPO checkpoints. These observations do not imply intrinsic unsolvability.

Index Task ID Type Prompt

82 gshare Combinational_Logic ~ Build a gshare branch predictor with 7-bit pc and 7-bit global history, hashed (using xor) into a 7-bit index. This index
accesses a 128-entry table of two-bit saturating counters. The branch predictor should contain a 7-bit global branch history
register. The branch predictor has two sets of interfaces: One for doing predictions and one for doing training. The prediction
interface is used in the processor’s Fetch stage to ask the branch predictor for branch direction predictions for the instructions
being fetched. Once these branches proceed down the pipeline and are executed, the true outcomes of the branches become
known. The branch predictor is then trained using the actual branch direction outcomes. // When a branch prediction is
requested (predict_valid = 1) for a given pc, the branch predictor produces the predicted branch direction and state of the
branch history register used to make the prediction. The branch history register is then updated (at the next positive clock
edge) for the predicted branch. // When training for a branch is requested (train_valid = 1), the branch predictor is told the pc
and branch history register value for the branch that is being trained, as well as the actual branch outcome and whether the
branch was a misprediction (needing a pipeline flush). Update the pattern history table (PHT) to train the branch predictor
to predict this branch more accurately next time. In addition, if the branch being trained is mispredicted, also recover the
branch history register to the state immediately after the mispredicting branch completes execution. // If training for a
misprediction and a prediction (for a different, younger instruction) occurs in the same cycle, both operations will want to
modify the branch history register. When this happens, training takes precedence, because the branch being predicted will
be discarded anyway. If training and prediction of the same PHT entry happen at the same time, the prediction sees the PHT
state before training because training only modifies the PHT at the next positive clock edge. The following timing diagram
shows the timing when training and predicting PHT entry O at the same time. The training request at cycle 4 changes the
PHT entry state in cycle 5, but the prediction request in cycle 4 outputs the PHT state at cycle 4, without considering the
effect of the training request in cycle 4. Reset is asynchronous active-high. Here is the module template for you to complete:
““ module top_module( input clk, input areset, input predict_valid, input [6:0] predict_pc, output predict_taken, output [6:0]
predict_history, input train_valid, input train_taken, input train_mispredicted, input [6:0] train_history, input [6:0] train_pc );
/I Your code here endmodule “*

92 lemmings4 FSM The game Lemmings involves critters with fairly simple brains. So simple that we are going to model it using a finite state
machine. In the Lemmings’ 2D world, Lemmings can be in one of two states: walking left (walk_left is 1) or walking
right (walk_right is 1). It will switch directions if it hits an obstacle. In particular, if a Lemming is bumped on the left
(by receiving a 1 on bump_left), it will walk right. If it’s bumped on the right (by receiving a 1 on bump_right), it will
walk left. If it’s bumped on both sides at the same time, it will still switch directions. // In addition to walking left and
right and changing direction when bumped, when ground=0, the Lemming will fall and say ""aaah!"". When the ground
reappears (ground=1), the Lemming will resume walking in the same direction as before the fall. Being bumped while
falling does not affect the walking direction, and being bumped in the same cycle as ground disappears (but not yet falling),
or when the ground reappears while still falling, also does not affect the walking direction. // In addition to walking and
falling, Lemmings can sometimes be told to do useful things, like dig (it starts digging when dig=1). A Lemming can dig
if it is currently walking on ground (ground=1 and not falling), and will continue digging until it reaches the other side
(ground=0). At that point, since there is no ground, it will fall (aaah!), then continue walking in its original direction once it
hits ground again. As with falling, being bumped while digging has no effect, and being told to dig when falling or when
there is no ground is ignored. (In other words, a walking Lemming can fall, dig, or switch directions. If more than one of
these conditions are satisfied, fall has higher precedence than dig, which has higher precedence than switching directions.) //
Although Lemmings can walk, fall, and dig, Lemmings aren’t invulnerable. If a Lemming falls for too long then hits the
ground, it can splatter. In particular, if a Lemming falls for more than 20 clock cycles then hits the ground, it will splatter
and cease walking, falling, or digging (all 4 outputs become 0), forever (Or until the FSM gets reset). There is no upper
limit on how far a Lemming can fall before hitting the ground. Lemmings only splatter when hitting the ground; they do
not splatter in mid-air. // Implement a Moore state machine that models this behaviour. areset is positive edge triggered
asynchronous reseting the Lemming machine to walk left. Here is the module template for you to complete: “* module
top_module ( input clk, input areset, input bump_left, input bump_right, input ground, input dig, output walk_left, output
walk_right, output aaah, output digging ); / Your code here endmodule “

94 IfsrS Shift_Rotate A linear feedback shift register is a shift register usually with a few XOR gates to produce the next state of the shift register.
A Galois LFSR is one particular arrangement where bit positions with a "tap" are XORed with the output bit to produce its
next value, while bit positions without a tap shift. If the taps positions are carefully chosen, the LFSR can be made to be
"maximum-length". A maximum-length LESR of n bits cycles through 2*#n-1 states before repeating (the all-zero state is
never reached). Build a 5-bit maximal-length Galois LFSR with taps at bit positions 5 and 3. The active-high synchronous
reset should reset the LFSR output to 1. Here is the module template for you to complete: *“‘ module top_module( input clk,
input reset, output reg [4:0] q); // Your code here endmodule “*

99(t) m2014_qg4d Sequential_Logic Implement in Verilog the following circuit: A D flip-flop takes as input the output of a two-input XOR. The flip-flop is
positive edge triggered by clk, but there is no reset. The XOR takes as input "in’ along with the output ’out’ of the flip-flop.
Here is the module template for you to complete: “* module top_module ( input clk, input in, output logic out ); // Your code
here endmodule *“*

111(f)  mt2015_muxdff  Sequential_Logic Consider this Verilog module "full_module": // module full_module ( // input [2:0] r, // input L, // input clk, // output reg
[2:0] q ); // always @(posedge clk) begin // if (L) begin // q <=r; // end else begin // q <= {q[1] §[2], q[01, q[21}; // end //
end // endmodule // You want to create a hierarchical Verilog design where a flipflop and 2-1 multiplexer are in a submodule,
and that submodule is instantiated three times in this code. Create the submodule called "top_module". Here is the module
template for you to complete: “* module top_module( input clk, input L, input q_in, input r_in, output reg Q); // Your code
here endmodule “**
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