
EMNLP 2026 Industry Track, pages 70–78
October 24-29, 2026 ©2026 Association for Computational Linguistics

Debate-to-Skill: Capability-Bound Process Supervision
for Industrial Query-to-Agent Annotation

Shiyu Zhang1, Leisheng Cheng1, Huifu Li1*

1Baidu, Inc.
zhsy12345689@gmail.com, chengleisheng@baidu.com, lihuifufu@163.com

Abstract

Industrial query-to-agent matching fails when
topical relevance is mistaken for executable ca-
pability, especially on long-tail and boundary-
sensitive requests. We formulate annotation
as capability-bound process supervision and
instantiate it with Debate-to-Skill, which uses
reusable decision principles, structured delib-
eration, verifier-based verdict extraction, and
disagreement-driven refinement. On an indus-
trial Query2Agent benchmark, we compare
Debate-to-Skill with direct-label supervision,
reasoning-SFT, and structural ablations. The re-
sults test whether gains come from supervising
the capability-critical decision process itself,
especially on grey-zone cases where semantic
relatedness and executable capability diverge.

1 Introduction

Large-scale search and agent platforms increas-
ingly rely on query-to-agent matching to connect
user requests with executable AI services. In in-
dustrial search and agent-serving surfaces, this de-
cision directly affects card exposure, downstream
engagement, and later policy learning. Recent ad-
vances in instruction following, tool use, and rea-
soning make agent serving increasingly practical
(Wei et al., 2022a; Yao et al., 2023b; Schick et al.,
2023; Asai et al., 2024), but they do not remove the
annotation bottleneck: production traffic is mas-
sive, long-tail, and boundary-sensitive, while high-
quality expert labels remain scarce.

The main difficulty is that query-to-agent super-
vision is usually formulated as semantic relevance
prediction, even though the costly production er-
rors come from a different source. A candidate
agent can look topically related yet still be invalid
because it lacks the required tools, authority, real-
time access, or service boundary to complete the
task. Weak supervision and pseudo-labeling can
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amplify label volume (Burns et al., 2023; Shin et al.,
2025; Cui et al., 2025), and structured reasoning
can make decisions more inspectable (Wei et al.,
2022b; Wang et al., 2023; Du et al., 2024; Light-
man et al., 2024), but neither directly fixes this
mismatch if the supervision target itself remains a
final relevance label. We therefore argue that query-
to-agent matching is not fundamentally a relevance
problem. It is a capability verification problem
under asymmetric risk.

We address this by formulating industrial an-
notation as capability-bound process supervision.
Instead of asking the model to emit a one-shot la-
bel, we supervise whether a query-agent pair passes
a capability-critical decision process grounded in
reusable principles, explicit support-vs.-failure ev-
idence decomposition, structured verdict extrac-
tion, and disagreement-driven refinement. We
instantiate this formulation with Debate-to-Skill
and evaluate it against direct-label supervision,
reasoning-SFT, and structural ablations on indus-
trial Query2Agent benchmarks. The resulting
experiments are designed to test a single claim:
the main gains should come from supervising the
capability-bound decision process itself, especially
on grey-zone cases where semantic relatedness and
executable capability diverge.

Our contributions are:

• We diagnose industrial query-to-agent annota-
tion as a supervision-object problem: the domi-
nant final-label formulation collapses semantic
relatedness and executable capability, leading
to systematic errors on grey-zone and boundary-
sensitive cases.

• We propose capability-bound process supervi-
sion as the correct target for this setting, and in-
stantiate it with Debate-to-Skill, where reusable
capability principles, evidence factorization,
verifier extraction, and disagreement abstrac-
tion make the decision process observable and
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Figure 1: Industrial Query2Agent workflow: online serving routes user requests to candidate agents, while the
offline loop converts traffic and review signals into Debate-to-Skill supervision for routing-policy updates.

trainable.

• We instantiate this process-supervision tar-
get through reasoning-SFT and verifier-based
GRPO, showing that capability-bound traces
provide a stronger learnable object than direct
labels or generic reasoning.

2 Problem Setting

Each training example is a query-agent pair x =
(q, a), where q is a user request from industrial traf-
fic and a is a candidate agent profile. The raw anno-
tation space in our pipeline is ternary: yraw = 2 if
the agent can satisfy the request, yraw = 1 if the pair
is semantically related but capability-insufficient
or risky, and yraw = 0 if it is not relevant. For train-
ing and standard evaluation, we collapse this into a
binary target y ∈ {0, 1} by treating only yraw = 2
as positive. Unless otherwise stated, binary metrics
are computed after this deployment collapse, while
grey-zone diagnostics use the raw ternary verdict
before collapse. This formulation mirrors the busi-
ness objective: the central failure is not missing
topical relatedness, but over-accepting grey-zone
pairs whose apparent relevance does not survive
capability-bound inspection. Our method is there-
fore designed to supervise the decision process that
maps business-side capability risk into a learnable
annotation target.

Grey-zone example. Consider the anonymized
query “My flight is delayed, help me rebook” and
a candidate “Travel Assistant” whose profile ad-

vertises travel consultation but exposes no tick-
eting, order-modification, inventory, or booking
APIs. The pair is topically related, but it is
not an executable match: rebooking requires ac-
cess to the user’s order and a transaction API.
Debate-to-Skill retrieves principles about capa-
bility boundaries, real-time requirements, and
consulting-versus-execution, supports semantic rel-
evance, and then vetoes the pair on capability
grounds. Gold labels are never included in evalua-
tion or inference prompts.

3 Method

3.1 Method Overview

Debate-to-Skill supervises whether a query–agent
pair remains valid after capability-bound inspec-
tion. As shown in Figure 2, it retrieves reusable de-
cision principles, separates semantic support from
capability objections, uses judge guidance to refine
the trace, extracts a structured verdict, and stores
recurring high-priority disagreements for principle
refinement.

3.2 Principle-Grounded Deliberation

Each example is x = (q, a), and S =
{s1, . . . , s|S|} is a principle-level skill bank. Each
skill is

sj =
(︁
tj , pj , aj , gj

)︁
, (1)

where tj is a title, pj a capability principle, aj its
application condition, and gj its tags. Given x, the
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Figure 2: Debate-to-Skill workflow. A query–agent pair retrieves relevant decision skills, undergoes judge-guided
debate, and feeds high-priority failures into a disagreement buffer for skill refinement.

system produces

D(x) =
{︁
dsemt , dcritt , gt

}︁T
t=1

,

where dsemt is semantic support, dcritt is a capability
objection, and gt is judge guidance. The skill bank
maps instance ambiguity into a compact principle
space before deliberation.

Let ϕ(x) and ϕ(s) be capability-relevant repre-
sentations of an input and a skill. Our implementa-
tion uses lexical bag-of-tokens features. Retrieval
uses

sim(x, s) =
ϕ(x)⊤ϕ(s)

∥ϕ(x)∥2 ∥ϕ(s)∥2
, (2)

and the retrieved skill set is

Sx = TopKs∈S sim(x, s). (3)

We use k = 3 and fall back to seed skills when
all scores are zero. Lexical retrieval is chosen for
transparency, bounded latency, and auditability in
the industrial annotation setting. For comparisons
that retain dynamic skills, the same lexical retriever
is used, so differences do not come from switching
retrieval families. The w/o Dynamic Skills ablation

intentionally replaces sample-conditioned retrieval
and update with fixed seed skills to measure the
contribution of dynamic skill grounding; dense or
learned skill retrieval is left to future work. Re-
trieved skills are injected into a fixed debate scaf-
fold:

(︁
dsemt , dcritt

)︁
= fθ(x,Sx, ht−1, gt−1) ,

t = 1, . . . , T,
(4)

where ht−1 is prior dialogue history. This factor-
izes semantic relevance and executable capability
before labeling.

The skill bank is adaptive. Let Bt be the dis-
agreement buffer of capability-sensitive conflicts.
Skill updating is

St+1 = U(St,Bt) , (5)

where U promotes recurring high-priority conflicts
into new or refined principles rather than storing
raw traces.

3.3 Process-Supervised Learning
The structured trace is the learning target. We use
reasoning-SFT on full traces and an RL-style view
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that verifies the final verdict. The verifier extracts

ỹ = Extract(gθ(x,Sx,D(x))) (6)

and assigns the reward

Rver(x) = Rcls(x)

+ λsecRsec(x)

+ λskillRskill(x),

(7)

where

Rcls(x) = 1[ỹ = y] , (8)

Rsec(x) = 1[D(x) contains all required sections] ,
(9)

Rskill(x) = 1[selected skill ids are valid and retrieved] .
(10)

In the current codebase, Rcls = 1.0 and the other
terms contribute 0.1 each. The verifier is intention-
ally scoped to capability consistency rather than
free-form entailment: it checks verdict correctness,
required sections, and valid retrieved skill ids. Log-
ical faithfulness of arbitrary natural-language rea-
soning is instead encouraged through reasoning-
SFT on full support-vs.-veto traces and summa-
rized with the process-fidelity audit in Table 4.
GRPO with KL regularization optimizes

LRL(θ) = − E

[︄
min

(︄
rt(θ)Ât,

clip(rt(θ), 1− ϵ, 1 + ϵ) Ât

)︄]︄

+ βKL(πθ ∥πref) ,
(11)

where rt(θ) is the policy ratio, Ât is induced
by verifier reward, and πref is the reference pol-
icy. Reasoning-SFT uses the complete trace z =
(z1, . . . , zT ):

LSFT(θ) = −
T∑︂

t=1

log pθ(zt | z<t, x). (12)

Together, Eqs. (11) and (12) make process supervi-
sion trainable.

3.4 Risk-Aware Verdicts and Adaptation
We extract the prediction from the judge section:

ŷ = gθ(x,Sx,D(x)) , (13)

where gθ aggregates the trace. Thus ŷ is a
risk-sensitive verdict conditioned on the input
and retrieved capability principles, enabling well-
structured cases to enter synthetic supervision and
unstable cases to be rechecked.

The disagreement buffer links one-step deliber-
ation to principle evolution by prioritizing cases
where semantic evidence, capability evidence, and
judge outcome conflict:

p(x) =
⃓⃓
ysem − ycrit

⃓⃓

+ α1
[︂
yhuman ̸= yjudge

]︂

+ β 1[x triggers skill update] ,

(14)

with α = 1.0 and β = 0.5. The yhuman term is
available only in offline human-audited annotation
batches and is never used in evaluation or online
inference prompts.

The update operator acts only on recurring, in-
formative conflicts:

G(c) = 1
[︂
freq(c) ≥ τf ∧ p̄(c) ≥ τp

]︂
= 1,

(15)
where c is a conflict pattern. Once the gate passes,
the principle space is expanded or refined:

St+1 =

{︄
St ∪ {snew(c)}, if ¬cov(c,St),

Refine(St, c) , otherwise.
(16)

Here, cov(c,St) indicates that an existing principle
already covers conflict pattern c. Thus the system
learns safer verdicts while refining the capability
principles used by future verdicts. The update pro-
cedure remains conservative and rule-driven: ex-
amples with p(x) ≥ τ enter a conflict buffer, and
when a pattern appears at least τf = 3 times and its
mean priority exceeds τp, the corresponding princi-
ple is updated by revising its text, when-to-apply
condition, or tags. For example, repeated over-
acceptance of consulting-only agents for execution
requests refines a boundary principle stating that
topical match is insufficient when the agent lacks
the required tools, authority, or transaction APIs.

4 Experiments

4.1 Experiment Setup
Synthetic-labeling pipeline overview. Our ex-
periments follow the offline annotation loop in Fig-
ure 1. Starting from industrial Query2Agent traffic,
we construct synthetic supervision with direct la-
bels, reasoning traces, or Debate-to-Skill process
traces, and then train downstream routing mod-
els. All models use Qwen2.5-14B-Instruct as the
backbone. The teacher is the offline D2S pipeline,
and the student is a Qwen2.5-14B-Instruct routing
model trained with SFT and GRPO. SFT uses the
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binary target induced from the ternary annotation
scheme, where raw-label-2 maps to positive and
raw-label-1/0 map to negative; ternary labels are
retained for trace construction and grey-zone analy-
sis. GRPO samples 8 rollouts per example and uses
normalized advantages Âi = (Ri−R̄)/σR. The re-
ward uses classification correctness with weight 1.0
and section-validity and skill-grounding rewards
with λsec = λskill = 0.1.

Data construction and splits. The training set
contains 170K anonymized search-engine query–
agent pairs collected from 2025Q4 production traf-
fic, with raw-label ratio {2, 1, 0} = 5:2:3. We use
a separate randomly sampled 3,000-example vali-
dation set. Main Test, Domain, and Longtail each
contain 1,000 human-labeled pairs, for 3,000 test
examples in total; the grey-zone slice contains 312
raw-label-1 examples. Validation and test data use
an 80/20 temporal composition, with 80% from
2025Q4 and 20% from 2026Q1. Splits are sep-
arated before training and evaluation: after nor-
malization, the same query appears in only one of
train, validation, or test. Exact query–agent du-
plicates are removed, and near-duplicate queries
are clustered and deduplicated. Agent profiles are
not globally deduplicated because one deployed
agent can validly serve many queries. Candidate
agents come from production serving logs: for each
logged query, we take the top-k online exposed can-
didates for annotation.

Annotation protocol. Internal domain annota-
tors used a ternary label scheme: 2 denotes an
executable match, 1 denotes a semantically related
but capability-insufficient or risky pair, and 0 de-
notes an irrelevant pair. The two-annotator protocol
applies to the human-labeled evaluation sets and
manually audited subsets: each item in these sets
was labeled by two annotators, disagreements were
adjudicated, and raw agreement was 86.4%. The
170k training labels are produced by the offline
teacher pipeline rather than exhaustively double-
annotated by humans.

Evaluation dataset and metrics. All methods
are evaluated on the same fixed test protocol. Main
Test is a random sample from online industrial
Query2Agent traffic and serves as the primary
production-style benchmark. Q2A focuses on ev-
eryday life-service scenarios, Domain covers pro-
fessional traffic including business, industrial, doc-
ument, emotional, and law categories, and Longtail

isolates sparse and boundary-sensitive intents that
are weakly represented in head traffic. We report
Accuracy, Binary F1, Macro F1, and Grey-zone F1.
Binary F1 collapses raw-label-1 and raw-label-0
into the negative class. Grey-zone F1 is a diagnos-
tic one-vs-rest F1 computed from the raw ternary
verdict before this collapse, treating raw-label-1 as
the positive class.

4.2 Offline Evaluation
Our offline evaluation tests whether capability-
bound supervision is a better learning target than
direct-label supervision and generic reasoning. We
define three structural ablations before Table 1. The
comparison chain is intentionally explicit: SFT La-
bel → SFT Reasoning → w/o Debate → Debate-
to-Skill. w/o Debate removes the support-vs.-veto
scaffold and makes a one-pass prediction, while
keeping the same SFT+GRPO training loop. This
is our closest RL-without-full-D2S control and
tests whether the central support-vs.-veto process,
rather than the shared GRPO loop alone, explains
the gain. w/o Dynamic Skills keeps the debate scaf-
fold but uses the same fixed three seed skills for
all examples, removing sample-conditioned skill
retrieval and update. w/o Judge removes final judge
aggregation and uses the last debate round as the
verdict, isolating the contribution of veto-aware ag-
gregation. Table 1 reports the main comparison on
MAIN TEST together with the grey-zone slice, so
the same table serves both as the primary result ta-
ble and as the core structural ablation of the process
object.

Table 2 makes the diagnosis more explicit by
isolating the two most important errors: over-
accepting grey-zone pairs and missing true pos-
itives. Together, Tables 1 and 2 test whether the
gain really comes from better capability-bound de-
cisions rather than from generic output length or
uniform conservatism.

Table 3 tests robustness across professional-
domain and long-tail traffic. Table 4 complements
the label-based metrics with process-level evidence.
Structured Validity measures whether the output
contains all required sections and a parseable final
verdict; Skill Grounding Rate measures whether
the selected skills are valid and belong to the re-
trieved candidate set; Capability Conflict Reso-
lution measures, on a manually audited subset,
whether the final verdict follows capability-critical
evidence when semantic support and capability ev-
idence disagree. The higher structured validity of
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Table 1: Offline evaluation results on an industrial Query2Agent benchmark.

Model Main Test Grey-zone

ACC Binary F1 Macro F1 F1 Support

SFT Label 81.3 77.9 74.6 45.8 312
SFT Reasoning 87.1 84.8 81.2 53.4 312
Debate-to-Skill 91.6 89.7 87.4 64.9 312
w/o Debate 88.6 86.1 82.9 56.7 312
w/o Dynamic Skills 89.4 87.3 84.4 59.8 312
w/o Judge 86.9 84.5 80.8 49.6 312

Table 2: Grey-zone pathology analysis on an industrial
Query2Agent benchmark. Grey-zone Over-Accept Rate is the
fraction of raw-label-1 pairs predicted as positive, and Posi-
tive Miss Rate is the fraction of raw-label-2 pairs predicted as
non-match.

Model Grey-zone Over-Accept Rate ↓ Positive Miss Rate ↓
SFT Label 33.7 9.8
SFT Reasoning 26.4 8.1
Debate-to-Skill 16.9 7.4
w/o Debate 23.5 7.9
w/o Dynamic Skills 21.2 7.6
w/o Judge 29.8 8.7

Table 3: Offline evaluation across professional-
domain and long-tail evaluation slices.

Model Domain Longtail

ACC F1 ACC F1

SFT Label 73.4 74.9 61.0 68.3
SFT Reasoning 74.0 75.5 66.2 73.8
Debate-to-Skill 77.4 79.9 72.2 78.6

Table 4: Process-fidelity audit.

Model Structured Validity ↑ Skill Grounding Rate ↑ Capability Conflict Resolution ↑
Debate-to-Skill 88.1 92.7 88.3
w/o Debate 81.6 91.2 72.4
w/o Dynamic Skills 97.5 62.8 79.1
w/o Judge 69.3 93.1 58.6

Table 5: Online A/B test (p < 0.05). Values are relative changes over the deployed SFT Label baseline.

Model ∆ Card Impression Rate ↑ ∆ Card CTR ↑ ∆ Redirect CTR ↑
Baseline 0 0 0
Ours +15.79% +7.63% +6.12%

w/o Dynamic Skills reflects more template-fixed
outputs after removing skill updates, but its lower
grounding and conflict resolution show weaker
capability-sensitive reasoning. Its purpose is to
show that the full method does not only output
better labels, but also produces more valid, more
grounded, and more capability-consistent decision
traces.

4.3 Online Evaluation
We deploy Debate-to-Skill as an offline annota-
tion layer. The treatment policy uses Debate-to-
Skill synthetic supervision, while the baseline is
the previous-quarter SFT Label policy; online serv-
ing exposes only the trained routing model, so the
debate cost is one-time offline generation rather
than online serving latency. The online A/B test
ran for four weeks with 10% treatment traffic, with
bucket assignment fixed before serving and the
anonymized traffic bucket as the experimental unit.
Significance was assessed using the platform’s stan-
dard bucket-level A/B testing procedure, and the

reported gains in card impression rate, card CTR,
and downstream redirect CTR are significant at
p < 0.05. Due to internal reporting constraints,
absolute traffic volumes, absolute business rates,
and interval estimates are not disclosed; Table 5
reports relative lifts over the deployed baseline. We
also monitored launch guardrails, including serv-
ing stability and downstream redirect quality, and
observed no launch-blocking degradation.

We report relative lift in card impression rate,
card CTR, and downstream redirect CTR. Table 5
reports an online A/B test on industrial card-serving
traffic.

5 Related Work

Weak supervision and verifier-guided reason-
ing. Prior work touches our setting through weak
supervision, reasoning verification, retrieval and
routing, agent memory, and skill-augmented RL.
Weak-supervision methods extract signals from im-
perfect teachers, noisy labels, and supervision di-
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versity (Burns et al., 2023; Cui et al., 2025; Shin
et al., 2025; Goel et al., 2025). We use these works
as motivation for strengthening the supervision ob-
ject, but our setup keeps the same Qwen2.5-14B-
Instruct backbone throughout; the novelty lies in
the supervision object, not in a size-gap formu-
lation. Reasoning work improves difficult deci-
sions through chain-of-thought prompting, self-
consistency, decomposition, and self-generated ra-
tionales (Wei et al., 2022b; Kojima et al., 2022;
Wang et al., 2023; Zhou et al., 2023; Zelikman et al.,
2022). Tool use, search, self-refinement, debate,
step-level verification, and consistency-style hallu-
cination checks make these traces more operational
and checkable (Yao et al., 2023b; Schick et al.,
2023; Yao et al., 2023a; Madaan et al., 2023; Du
et al., 2024; Lightman et al., 2024). However, these
lines of work still optimize different objects. Weak
supervision mainly improves label quality, reason-
ing methods mainly improve the explicitness or
checkability of a decision trace, and retrieval, rout-
ing, and skill-augmented RL mainly improve selec-
tion or execution efficiency. None of them is built
around the industrial failure mode that matters here:
a query can look topically relevant while still being
non-executable because the candidate agent lacks
the required tools, authority, real-time access, or
service boundary. In Query-to-Agent matching, the
core target is therefore not relevance, trace length,
or skill reuse, but capability-consistent executabil-
ity. Debate-to-Skill also draws on black-box output
checking (Manakul et al., 2023), but changes the
supervised object: the trace is a capability-bound
target optimized by SFT and verifier-based RL, not
only an inference scaffold.

Retrieval, routing, and agent memory. Re-
trieval and routing work studies LLM rerank-
ing, query rewriting, active retrieval, and tool-
augmented benchmarks (Sun et al., 2023; Ma et al.,
2023; Jiang et al., 2023; Li et al., 2023). Structured
RAG further interleaves retrieval with graph struc-
ture or speculative generation (Jin et al., 2026).
Agent memory and self-adaptation work reuses
prior workflows, memories, or generated experi-
ence for future tasks (Wang et al., 2025; Xu et al.,
2025; Zweiger et al., 2025). These methods mainly
improve query–document relevance, tool execu-
tion, or future task reuse. Our disagreement buffer
instead stores reusable decision principles for re-
curring query–agent capability failures.

Skill-augmented reinforcement learning. Re-
cent skill+RL work builds skill libraries, retrieves
them for new tasks, co-evolves them with the pol-
icy, or internalizes them into the agent (Xia et al.,
2026; Tu et al., 2026; Lu et al., 2026; Zhu et al.,
2026; Lin et al., 2026). Toolspace RL similarly
learns context acquisition and tool execution under
sparse rewards (Gupta et al., 2026). These meth-
ods optimize interactive task success. We instead
optimize capability-bound annotation: skills are de-
cision principles, and rewards measure verdict cor-
rectness, trace validity, and skill grounding. This
distinction is tested by our dynamic-skill ablation
and GRPO training view.

6 Conclusion

We introduced Debate-to-Skill, a process-
supervised annotation framework for industrial
query-to-agent matching. The central claim
is that query-to-agent supervision should be
capability-bound: the critical distinction is not
topical relatedness, but whether a candidate agent
remains executable after explicit capability-bound
inspection. Debate-to-Skill instantiates this claim
through reusable decision principles, structured
deliberation traces, verifier-based optimization,
and disagreement-driven refinement, showing that
industrial annotation improves when the learned
object matches capability-qualified executability.

7 Limitations

Our implementation has three main limitations.
First, several modules are deliberately conservative
for industrial auditability: skill retrieval is lexical
rather than embedding-based, disagreement-driven
updates remain rule-based, and risk-aware routing
does not yet use calibrated abstention thresholds.
These choices make the system easier to inspect
but may underuse semantic retrieval, learned mem-
ory update, and calibrated uncertainty. Second, the
verifier checks verdict correctness, section valid-
ity, and skill legality, but it does not fully verify
the faithfulness of natural-language capability evi-
dence. We currently encourage logical faithfulness
through reasoning-SFT on support-vs.-veto traces
and audit it with process-level metrics; learning a
dedicated entailment verifier for the debate trace is
future work. Third, the evaluation remains tied to
an industrial Query2Agent setting. The full results
require running the released training and scoring
jobs end to end, and existing public benchmarks
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such as ToolBench and API-Bank do not contain
our key raw-label-1 category: semantically plausi-
ble but capability-invalid pairs. Building a public
grey-zone benchmark from open agent registries is
therefore an important next step.
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