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Abstract
Production LLM deployments maintain het-
erogeneous model pools spanning order-of-
magnitude cost differences, yet existing routers
make binary strong-vs-weak decisions coupled
to specific model identities, requiring retrain-
ing on every catalog change. We present Hy-
DRA (Hybrid Dynamic Routing Architecture),
which uses a lightweight ModernBERT en-
coder to predict capability requirements (rea-
soning, code generation, debugging, and tool
use) for each query. It then selects the cheap-
est model meeting those requirements through
shortfall matching. HyDRA decouples the
learned predictor from the model catalog, en-
abling catalog changes without retraining. On
SWE-Bench Verified, HyDRA is 0.3 QR points
below always-strong (not statistically signifi-
cant) at 54.1% cost savings. On a held-out
multilingual evaluation set, the same check-
point retains 80.6% of oracle-routing quality at
37.5% cost savings, tunable to 79.1% retention
at 56.1% savings. A 14-day A/B flight with
close to 1M users per arm found statistically
significant improvements in latency, time-to-
first-token, reliability, and user activity. De-
ployed across GitHub Copilot VS Code Chat,
GitHub Copilot CLI, and GitHub Copilot ex-
tensions, HyDRA demonstrates cross-lingual
routing consistency across 16 languages and 4
language groups.

1 Introduction

Production systems serving millions of users—
code assistants, conversational agents, search
assistants—now maintain pools of 10–15 LLMs,
from lightweight models costing fractions of a cent
per query to frontier reasoning models at 10–50×
the price. The routing problem is straightforward:
for each incoming query, select the cheapest model
capable of producing a satisfactory response.

Despite its practical importance, routing re-
mains underexplored. The dominant deployed ap-
proach in production is infrastructure-level load

balancing—blind to query content. Recent learned
routers (Ong et al., 2025; Ding et al., 2024; Lu
et al., 2024) improve on this but share three key
limitations.

They are model-coupled—learning

f(query)→ model id

with model identities baked into training labels,
so every catalog change forces retraining. They
collapse heterogeneous capability requirements
onto a single axis: different queries require dif-
ferent capabilities, and models vary across them;
one model may excel at reasoning while an-
other excels at coding. Binary routers (Ong
et al., 2025) and scalar difficulty estimators (Chen
et al., 2024) reduce these differences to a single
strong-vs-weak score and cannot exploit a mid-
tier model that is best-in-class on one dimension,
a cost that grows with catalog heterogeneity (Ta-
ble 19, Appendix G.3). And they do not evalu-
ate cross-lingual routing consistency: published
routers (Ong et al., 2025; Ding et al., 2024; Lu
et al., 2024; Zhang et al., 2025b) and concurrent
systems (Zhang et al., 2026b,a; Liu et al., 2026;
Varshney et al., 2026; Madeyski, 2026) train and
report only on English, while “multilingual routing”
work targets token-level MoE experts (Bandarkar
et al., 2026) or programming languages (Štorek
et al., 2026).

We propose HyDRA, built on three ideas: multi-
dimensional capability prediction (a lightweight
encoder predicts K=4 independent requirement
scores per query—reasoning, code generation,
debugging, tool use), config-decoupled model
matching (model capabilities live in a YAML file,
not learned weights; the router selects the cheap-
est model covering the predicted requirements via
shortfall matching), and cross-lingual routing con-
sistency (training and evaluating on 16 languages
across English, European, CJK, and other groups
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encourages routing decisions to depend on task
complexity, not language).

HyDRA is the second iteration of our deployed
routing system, replacing an in-house binary
strong-vs-weak ModernBERT classifier (binary-
v1) that shipped in early 2026 and serves as our
primary baseline. Our contributions are:

1. Capability-decoupled routing via shortfall
matching (§3, §3.3). The learned predic-
tor predicts query requirements along K=4
capability dimensions and never observes
the model catalog; model selection is a
configuration-driven shortfall-matching algo-
rithm over hand-authored profiles. Adding,
removing, or repricing a model is a YAML
edit—zero retraining, zero redeployment.

2. Multi-dimensional capability prediction
with a structured labeling pipeline (§4). A
single ModernBERT forward pass produces
K independent capability-requirement scores,
trained on 50,159 dual-model LLM-judge la-
bels over de-identified GitHub Copilot teleme-
try, with position-swap debiasing.

3. Cross-lingual routing consistency across 16
languages and 4 language groups (§5.1). To
our knowledge, this is among the first pro-
duction LLM-pool routers with reported per-
language quality retention and cost outcomes,
with an observed 0.8-point QR spread across
language groups.

4. Production integration in GitHub Copilot
(§8): session-sticky routing, image hardgat-
ing, health-aware filtering, and zero-downtime
model lifecycle management on GitHub Copi-
lot API (CAPI) infrastructure.

5. End-to-end empirical validation (§5): cost-
quality Pareto sweeps on SWE-Bench Verified
(observed QR 0.3 pp below always-strong at
54.1% savings), cross-benchmark generaliza-
tion to LiveCodeBench and BigCodeBench,
and a controlled large-scale 50/50 A/B flight
(§6.1).

2 Related Work

Prior LLM routers are predominantly bi-
nary (strong-vs-weak) and model-coupled:
RouteLLM (Ong et al., 2025), Hybrid LLM (Ding
et al., 2024), and ZOOTER (Lu et al., 2024)
bind routing to training-time model identities,
the last requiring N forward passes. Cascades
and ensembles (FrugalGPT (Chen et al., 2024),

AutoMix (Aggarwal et al., 2024), EcoAssis-
tant (Zhang et al., 2023), LLM-Blender (Jiang
et al., 2023)) add latency or N× cost, and
mixture-of-experts (Jiang et al., 2024) routes
tokens within one model. Concurrent pre-routing
work (MTRouter (Zhang et al., 2026b), Dial-
Router (Zhang et al., 2026a), TRouter (Liu et al.,
2026), LLM Router (Varshney et al., 2026),
Triage (Madeyski, 2026), RouteNLP (Guo et al.,
2026), TagRouter (Chen et al., 2025), Router-
R1 (Zhang et al., 2025a)) remains model-coupled
and single-dimensional; R2A (Tang et al., 2026)
exposes an adversarial routing surface discussed
in the Limitations and Appendix G.4. A design-
dimension comparison against twelve systems is
in Table 4 (Appendix A); among these systems,
HyDRA is the only entry that is simultaneously
model-decoupled, multi-dimensional (K=4), and
multilingual (16 languages), selecting a model in a
single forward pass (∼55ms).

3 Architecture

HyDRA has three components: a capability re-
quirement predictor (§3.1), model capability pro-
files (§3.2), and shortfall matching (§3.3). Figure 1
illustrates the end-to-end flow.

3.1 Capability Requirement Predictor
Let K denote the number of capability dimen-
sions. Given a query q, the predictor outputs
r̂ = (r̂1, . . . , r̂K) ∈ [0, 1]K , where r̂k is the
predicted requirement for dimension k. We use
ModernBERT-base (Warner et al., 2025) (149M pa-
rameters). Its [CLS] representation h[CLS] passes
through dropout and K independent linear heads:

r̂k = σ
(
w⊤

k dropout(h[CLS]) + bk
)

(1)

Total added parameters: K × 769 = 3,076 for
K=4. This is negligible relative to the encoder.
The four dimensions were selected before the re-
ported evaluations from recurring capability re-
quirements in production coding-agent traffic, pri-
oritizing operational meaning and auditability; K
is fixed rather than learned.

Input representation. The input concate-
nates a 7-flag signal prefix (turn-count bin,
error/file/URL/command/code/short-message
flags) with the current user message, tokenized at
a 512-token cap. The predictor is single-turn: prior
assistant responses, tool outputs, and repository
state are excluded, keeping inference cheap and
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INPUT CONSTRUCTION

Signal Prefix
TC,ERR,FILE,URL,CMD,CODE,SHORT

Current User Msg
full text, single turn

tokenized at a 512-token cap

CAPABILITY PREDICTOR

ModernBERT-base
149M params, ONNX dyn. INT8 (skip-attn)

[CLS] → Dropout(0.1) → h

K=4 SIGMOID HEADS

σ(w⊤
1 h + b1)

σ(w⊤
2 h + b2)

σ(w⊤
3 h + b3)

σ(w⊤
4 h + b4)

r̂1 =.91

r̂2 =.45

r̂3 =.88

r̂4 =.35

Reasoning

Code Gen

Debug

Tool Use

SHORTFALL MATCHING

Model Capability Profiles
external configuration — no learned params

K∑

k=1

w̃k max(0, r̂k − cm,k)

Model Short. Cost
Haiku-4.5 0.41 $0.003
GPT-5.4-m 0.12 $0.003
GPT-5.4 0.00 $0.015

cheapest with shortfall ≤ τ

→ GPT-5.4 (frontier)

τ , w tunable at runtime — no retraining

End-to-end latency
55ms P50 / 120ms P99 (ONNX INT8, CPU)

Figure 1: HyDRA architecture overview. (1) Input Construction: a 7-flag signal prefix is concatenated with the
current user message (512-token cap). (2) Capability Predictor: ModernBERT-base produces a [CLS] embedding.
(3) Sigmoid Heads: K=4 independent heads predict per-dimension requirement scores r̂k ∈ [0, 1]. (4) Shortfall
Matching: scores are compared against externally configured model profiles; the cheapest model with shortfall
≤ τ is selected. Here m indexes candidate models, k indexes capability dimensions, cm,k is model m’s configured
capability on dimension k, and w̃k is the band-compensated routing weight. Example scores shown are for the
query “Fix the race condition in WebSocket reconnect.”

matching the information available before the
LLM is called. A diagnostic conversation-history
ablation is reported in Table 20.

Training objective. Binary cross-entropy per di-
mension, with dimension-specific weights αk (de-
fault 1.0):

L = − 1
∑K

k=1 αk

K∑

k=1

αk

[
rk log r̂k

+ (1−rk) log(1−r̂k)
]
.

(2)

Here rk is the requirement target for dimension k.

Training recipe. Only one checkpoint is
deployed—HyDRA-Multi, fine-tuned from
answerdotai/ModernBERT-base on a
single merged English+multilingual corpus: 5
epochs, batch size 32, lr 2×10−5, cosine schedule
with 10% warmup, weight decay 0.01, fp16,
seed 42; 6,270 steps in ∼42 min on one A100.
A 2048-token variant ablation is in Table 22
(Appendix G.3).

3.2 Model Capability Profiles
Let M denote the model pool. For each model
m ∈ M, the YAML configuration stores a capa-
bility profile cm = (cm,1, . . . , cm,K) ∈ [0, 1]K

and a cost costm. The component cm,k denotes
model m’s capability on dimension k. Profiles are
computed in two steps (Algorithm 1, Appendix B):
a weighted average of public benchmark scores
per dimension yields the raw per-model capabil-
ity, then a pool-relative affine map rescales those

raw scores into the requirement predictor’s empiri-
cal score band measured on de-identified GitHub
Copilot data used for offline evaluation. Stored
routing weights are compensated for differences in
per-dimension band width so that operator intent is
preserved.

Step 1: Benchmark anchoring. Let B denote
the set of benchmark/subgroup rows, indexed by b.
For each model m ∈M and dimension k, rawm,k

is a weighted average of per-benchmark resolu-
tion rates, weighting each benchmark/subgroup
by its importance αb and the three-judge cross-
family panel’s mean per-dimension weight ωb,k

(Appendix I; full weights in Table 30). Each
benchmark contributes only to the dimensions it
can plausibly exercise—ωb,k=0 otherwise (e.g. τ2-
bench (Barres et al., 2025) maps to reasoning and
tool use; code benchmarks map to reasoning, code
gen, and debugging; Table 31).

Step 2: Pool-relative normalization. For each
dimension k, define rawmin

k = minj∈M rawj,k and
rawmax

k = maxj∈M rawj,k. Define ∆k = βhi
k −βlo

k

as the width of the requirement predictor’s empiri-
cal score band [βlo

k , β
hi
k ] (per-dimension percentiles

on a held-out GitHub Copilot set). Each model’s
raw score is affinely mapped into this band, pinning
the weakest model to βlo

k and the strongest to βhi
k :

cm,k = βlo
k +

rawm,k − rawmin
k

rawmax
k − rawmin

k

·∆k. (3)

Because band widths ∆k differ across dimensions,
operator-supplied weights wk are rescaled inversely
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to preserve stated intent:

w̃k =
wk/∆k∑K

k′=1wk′/∆k′
·

K∑

k′=1

wk′ . (4)

3.3 Shortfall Matching
The shortfall-matching algorithm (Algorithm 2, Ap-
pendix B) is the core routing decision procedure.
Given predicted requirements r̂ and model profiles
{(cm, costm) : m ∈M}:

sm := shortfall(m) =
K∑

k=1

w̃k ·max(0, r̂k − cm,k)

(5)
where w̃k are band-compensated weights (Eq. 4)
and τ is the shortfall threshold. The max(0, ·)
ensures surplus on one dimension does not com-
pensate for a deficit on another. The eligible set
E = {m ∈ M : sm ≤ τ} is filtered by infrastruc-
ture health; the cheapest eligible model is selected,
with fail-open to least-shortfall when E is empty.
Both τ and w are runtime parameters—adjustable
without retraining.

3.4 Evaluation Metrics
We define three router-level metrics (pseudocode
in Algorithm 3, Appendix B). Quality Reten-
tion (QR): resolution rate as a fraction of Ora-
cle Routing—the cheapest model resolving each
query (Eq. 6). Cost Savings (CS): cost reduced
vs. always routing to the most expensive model.
Misroute Rate (Mis): fraction of resolved queries
a cheaper model would also have resolved (residual
cost-saving opportunity), with cost ordering fixed
per evaluation by unit prices. For the predictor we
additionally report per-dimension MAE, RMSE,
Pearson r, Spearman ρ, and binary accuracy at 0.5.

QR =
Resrouter

Resoracle
× 100 (6)

4 Labeling Pipeline

4.1 Context Tiering
We route queries through three context tiers based
on repository dependence: T1 (∼4%, explicit user-
attached file references), T2 (∼62%, requires repo
via tool calls or deictic references), and T3 (∼34%,
self-contained). T3 queries proceed to dual-model
generation and judging. For T1/T2 we reconstruct
context by cloning at the recorded commit; the re-
covered ∼45% are judged, while the rest (no judge

verdict) default to requirement 0.8—the formula
maximum—on every dimension, biasing toward
stronger models.

4.2 Dual-Model Generation and Judging

For each T3 query we issue two parallel
generations—cheap gpt-5.4-mini vs. strong
gpt-5.3-codex, conditioned on up to 10 prior
turns. A gpt-5.2-chat judge scores both re-
sponses 1–5 on {reasoning, code gen, debugging,
tool use} with a winner and quality-gap tag; it is
run twice with positions swapped to cancel po-
sitional bias (Zheng et al., 2023), averaging per-
dimension scores for the strong response.

4.3 Requirement Labels

Let s̄cheap
k and s̄

strong
k denote the position-debiased

1–5 judge scores for the cheap and strong responses
on dimension k. The requirement label measures
where the strong model adds value:

rk = max(0, s̄
strong
k − s̄

cheap
k ) / 5 ∈ [0, 0.8] (7)

If both score equally on a dimension, the require-
ment is zero, so the router learns to escalate pre-
cisely where the strong model adds value.

4.4 Training Data Statistics

HyDRA-Multi trains on a merged En-
glish+multilingual corpus of 50,159 labeled
queries (31,914 English and 18,245 non-English;
40,128/5,016/5,015 train/val/test) drawn from
de-identified GitHub Copilot telemetry of users
opted in to product-improvement data sharing
(see the Ethics Statement), stratified across 16
languages—English plus 15 non-English buckets
in the CJK / European / Other groups. Table 26
(Appendix H) reports the raw non-English
candidate-pool coverage before sampling. Mean
requirement labels (over judged queries; no-verdict
0.8 defaults excluded): reasoning 0.31, code
generation 0.22, debugging 0.18, tool use 0.14.
A separate multilingual human-labeled audit set
(∼3.8K queries across 16 languages, 3 annotators
each) provides judge-independent validation: hu-
man inter-annotator agreement is moderate-to-high
(overall Krippendorff’s α=0.64), and the deployed
predictor tracks the adjudicated human labels at
least as well as a strong single-response LLM
judge (α=0.40 vs. 0.24) at lower absolute error
(MAE 0.15 vs. 0.23) (Appendix F).
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Router / Model QR CS

Oracle Routing 100.0 38.2
GPT-5.3-Codex (strong) 83.4 9.9
Sonnet 4.6 (cost anchor) 78.5 0.0
GPT-5.4-mini 77.4 70.3
Haiku 4.5 75.0 65.9

binary-v1 77.5 58.1
HyDRA-Multi (τ=0.05) 80.6 37.5
HyDRA-Multi (τ=0.20) 79.1 56.1

Table 1: Multilingual routing quality on the 8,040-query
GitHub Copilot eval set (5,007 English + 3,033 non-
English; per-language split in Appendix H). Four-model
pool: Claude-Haiku-4.5, Claude-Sonnet-4.6, GPT-5.3-
Codex, and GPT-5.4-mini. QR = quality retention vs.
Oracle Routing (Eq. 6). CS = cost savings vs. the
costliest in-pool model (Claude-Sonnet-4.6). GPT-5.3-
Codex is the strongest single model by quality; the two
HyDRA-Multi rows report τ=0.05 and τ=0.20 oper-
ating points.

5 Evaluation

We evaluate HyDRA along four tracks: (1) a
held-out multilingual evaluation set of 8,040
GitHub Copilot queries across 16 languages
(§5.1); (2) SWE-Bench Verified (Jimenez
et al., 2024) with real per-instance cost (§5.2);
(3) cross-benchmark generalization on
LiveCodeBench (Jain et al., 2025) and Big-
CodeBench (Zhuo et al., 2025) (§5.3); and (4) com-
petitive comparison against RouteLLM (Ong
et al., 2025), Avengers Pro (Zhang et al., 2025b),
Azure Foundry router (Microsoft Azure, 2026),
and OpenRouter (OpenRouter, 2025) (§5.4); the
A/B flight is in §6. Telemetry QR uses the LLM-
judge-derived labels from the labeling pipeline;
SWE-Bench/LiveCodeBench/BigCodeBench
resolution and the production A/B flight are
judge-independent end-to-end evaluations. All
offline numbers use the deployed HyDRA-Multi
checkpoint (§3.1) at a 512-token cap (2048-token
ablation in Appendix G); baselines (Always-Strong,
Always-Cheap, binary-v1, and Oracle) and
8-model offline pool prices are in Table 10
(Appendix G).

5.1 Multilingual Held-Out Evaluation

Table 1 reports routing quality on the 8,040-query
GitHub Copilot eval set (5,007 English + 3,033 non-
English, 16 languages) against all single-model
baselines and the oracle on the four-model pool;
per-language and per-group breakdowns are in Ap-
pendix H.

Router Res% QR CS Mis.

Oracle Routing 86.2 100.0 — 0.0
GPT-5.4-mini (cheap) 69.4 80.5 78.6 0.0
Claude Haiku 4.5 69.4 80.5 11.7 69.4
GPT-5.3 Codex 73.4 85.2 57.3 78.0
GPT-5.4 73.4 85.2 25.7 85.0
Claude Sonnet 4.6 (strong) 74.2 86.1 0.0 82.4

binary-v1 73.8 85.6 9.1 75.0
HyDRA (peak, τ=0.01) 75.4 87.5 12.9 81.0
HyDRA (cons., τ=0.24) 74.0 85.8 54.1 70.2
HyDRA (agg., τ=0.64) 71.0 82.4 72.5 19.8

Table 2: SWE-Bench Verified (500 instances; 5-model
pool). QR = quality retention vs. Oracle Routing (Eq. 6;
Oracle resolves 431/500). CS = cost savings vs. always-
strong (Claude Sonnet 4.6). Mis. = misroute (%).
binary-v1 is restricted to (Sonnet, GPT-5.4-mini). Three
HyDRA operating points illustrate τ -tunability: (peak)
is the observed quality ceiling, not a recommended op-
erating point, and exceeds Sonnet by 1.4 QR at 12.9%
savings; (cons.) stays within 0.3 pp of Sonnet at 54.1%
savings (6× binary-v1); (agg.) trades 5.1 QR for 72.5%
savings. Full sweep in Fig. 3.

Quality retention by language group (Figure 9,
Appendix H) stays tightly clustered across all four
groups, ranging from 80.1% to 80.9% and remain-
ing within 0.8 points of the English baseline.

The strongest single model (GPT-5.3-Codex,
83.4 QR) is not the costliest—it already saves 9.9%
over the Sonnet anchor—so why not route every-
thing to it? At τ=0.05, HyDRA gives up 2.8 QR
points but nearly quadruples cost savings (37.5%
vs. 9.9%), and the A/B flight (§6.1) shows this
frontier choice also improves latency, reliability,
and user activity—outcomes a fixed single-model
policy cannot tune.

5.2 SWE-Bench Verified

Among the 400 instances solvable by at least
one model in the 2-model subpool, Figure 5
(Appendix G.2) confirms a balanced strong/weak
split at the balanced-allocation operating point
(τ=0.175). Per-instance significance tests for all
operating points (Wilson intervals, paired-bootstrap
cost intervals, McNemar tests against always-
strong) are in Appendix G.1; the McNemar tests
detect no statistically significant resolution differ-
ence between any reported HyDRA operating point
and always-strong.

5.3 Cross-Benchmark Generalization

The deployed predictor is trained only on la-
beled GitHub Copilot queries (§4) and never sees
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SWE-Bench Verified, LiveCodeBench, or Big-
CodeBench queries, solutions, or model identities
at training time. The original cross-benchmark
sweep uses the same router configuration with-
out per-benchmark predictor tuning, but aggregates
from the evaluated benchmarks contribute to the
configured model profiles; predictor training is
therefore held out, while profile construction is
not fully held out. We address this with a leave-
one-benchmark-out analysis: for each target bench-
mark, we recompute every model capability profile
using only the remaining benchmarks, excluding
both the target benchmark’s overall scores and its
difficulty-stratified subgroup scores. The predic-
tor checkpoint remains frozen, and the held-out
benchmark is used only for final routing evaluation,
including post-hoc selection of the representative
operating points reported in Table 15; it does not
affect predictor training or profile construction. At
conservative operating points, QR remains within
0.7 points of the best single model on SWE-Bench
Verified and LiveCodeBench, but falls 3.2 points
on BigCodeBench, showing that transfer strength
varies by workload (Appendix G.2). Per-router
quality and cost savings for the original sweep
are reported in the same appendix (supporting per-
model resolution and cost in Tables 17 and 18).

5.4 Competitive Comparison
We compare HyDRA on SWE-Bench Veri-
fied against research routers (RouteLLM-MF,
RouteLLM-BERT, Avengers Pro) and commer-
cial offerings (Azure Foundry router, OpenRouter
auto). The headline comparison is matched-pool:
every router selects only from a common 3-model
pool (GPT-5, GPT-5-mini, GPT-5.2), so QR and
CS are directly comparable (Table 3, Figure 2).
Avengers Pro’s matched-pool settings are fit on
held-out coding benchmarks (LiveCodeBench for
aggressive, BigCodeBench for conservative)—a
favorable condition for it, as those benchmarks
are closer to SWE-Bench than production chat.
RouteLLM supports only a binary model list, so its
strong/weak threshold sweep is reported separately
(Table 5); design-level dimensions are summarized
in Table 4.
Matched-pool result. No router uniformly dom-
inates the 3-model pool, yet a single model-
decoupled, multi-dimensional router that absorbs
catalog changes without retraining holds the com-
petitive frontier. HyDRA (cons.) has the same
observed QR as OpenRouter Auto (c/q= 0) (90.3)

at 3.3× the cost savings (+16.2 vs. +4.9); HyDRA
(agg.) beats Avengers Pro–Aggressive (+2.6 pp
QR for −2.6 pp CS), has 2.1 pp higher observed
QR than OpenRouter Auto (c/q= 1) at equal CS,
and dominates Azure Foundry (Quality) on both
axes. Avengers Pro–Conservative attains the high-
est QR among the compared routers (91.8) at near-
equal CS, but its settings are fit on held-out cod-
ing benchmarks closer to SWE-Bench than pro-
duction chat; HyDRA holds the frontier with one
checkpoint across SWE-Bench, LiveCodeBench,
BigCodeBench (§5.3), and the multilingual eval
(§5.1).

5.5 Model Catalog Portability
Table 6 (Appendix A) reports a SWE-Bench Ver-
ified portability diagnostic on a separate three-
model pool: Claude Haiku 4.5, GPT-5.4-mini, and
GPT-5.4. Removing Haiku reduces fixed-reference
quality retention by 2.4 points as its traffic falls
back; adding GPT-5.3 Codex increases retention by
0.4 points. In both cases HyDRA adapts through a
YAML edit with a frozen predictor, while binary-v1
cannot use the catalog change without retraining.

5.6 Latency
Production endpoint overhead is 55 ms P50 /
120 ms P99 on CPU, including network, service,
and dynamic-INT8 model inference.

6 Production Evaluation

The held-out GitHub Copilot result that selects the
deployed checkpoint is Table 1 (§5.1): HyDRA-
Multi improves quality over binary-v1 (80.6 vs.
77.5 QR) while exposing a tunable cost–quality
frontier on the same four-model pool.

6.1 Production A/B Flight
We run a controlled A/B flight comparing the de-
ployed HyDRA arm against the heuristic-based
production auto-mode policy that immediately pre-
ceded it, not binary-v1 or the offline always-strong
baseline, on the full auto-mode population of VS
Code Chat—close to 1M users per arm over a
14-day window, stratified by SKU. HyDRA de-
livers statistically significant improvements (p <
0.01) in measured operational and behavioral out-
comes: median time-to-complete drops 6.4%, time-
to-first-token 4.6%, and the per-turn error rate
17.7%, while user-initiated turns rise 1.7% and
per-inference-request cost falls 2.3%. The flight
does not directly measure answer correctness or
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pairwise preference. Versus serving the segment
entirely with the flagship model, HyDRA yields
an estimated 7–20% COGS reduction; versus the
prior control, observed aggregate segment COGS
is approximately unchanged as higher request vol-
ume offsets the lower per-request cost. Day-2–5
retention differences are at most 0.10 pp, and no
statistically significant difference is detected (all
p > 0.45); this does not establish equivalence.

Flagged regressions. Marginally significant
scorecard deltas traced to agent-layer failure modes
and turn-1 exploration, not the routing decision—
none router-attributable.

7 Analysis

Dimension weights and frontier. Grid search
yields non-uniform optimal weights—debugging
and tool use outweigh reasoning and code gener-
ation; the 50 largest quality-loss instances cluster
into ambiguous intent (40%), hidden complexity
(35%), and label noise (25%). HyDRA traces a
smooth, tunable Pareto curve on the 5-model SWE-
Bench pool (Figure 3), from 87.0% QR / 37.6%
CS at τ=0.10 to 80.5% QR / 78.5% CS at τ≥1.0,
while binary-v1 sits at a single dominated point
(85.6% QR / 9.1% CS).

8 Production Deployment

HyDRA is deployed across VS Code Chat, GitHub
Copilot CLI, and GitHub Copilot extensions in
JetBrains, Zed, and OpenCode, serving more than
5 million weekly active users.

Serving and operations. CAPI acts as a fail-
open health veto, never a reranker. Adding, remov-
ing, or repricing a model is a YAML edit with zero
retraining or downtime; at full rollout it meets avail-
ability targets at 55 ms P50 overhead while steer-
ing most traffic to cheaper models. Serving (INT8
ONNX on CPU), image hard-gating, sticky routing,
and quantization are in Appendices C and D.

Lessons for practitioners. Engineering lessons
from this rollout are distilled in Appendix E.

9 Conclusion

HyDRA predicts what a query needs and routes to
the cheapest capable model, decoupling the cata-
log from the learned predictor so models are added,
removed, or repriced with zero retraining, and was
evaluated in a near-million-user-per-arm VS Code

Chat A/B flight measuring operational and behav-
ioral outcomes.

Limitations

Domain and deployment scope. The four dimen-
sions target coding tasks; other domains require
redefining dimensions and relabeling (the archi-
tecture generalizes). Deployment spans multiple
surfaces, but the production measurements reported
here come only from VS Code Chat. Our cross-
benchmark results (§5.3) show transfer across off-
distribution coding tasks; generalization across de-
ployment surfaces and to non-coding domains has
not yet been measured at production scale.

Hand-selected capability basis. HyDRA does
not learn its capability basis: K=4 was fixed before
evaluation from recurring production coding-agent
requirements. Controlled SWE-Bench point esti-
mates improve substantially from scalar K=1 to
K=3, while the K=3 and K=4 traces are close
enough that we treat them as equivalent on this
benchmark (Appendix G.3, Table 19). This code-
specific basis is not uniquely or universally optimal.

Judge bias and repo-dependent queries. Po-
sition swapping mitigates positional bias; other
biases (verbosity, sycophancy) remain. Teleme-
try queries are stripped of repository state before
labeling, so the LLM judge cannot fully resolve
repository-dependent queries (“why does this test
fail”), biasing scores toward high-requirement de-
faults and limiting cost savings on this slice.

Reliance on a moderate-agreement judge.
Both our training labels and the QR metric derive
from an LLM judge whose absolute agreement
with adjudicated human labels is modest (pooled
Krippendorff’s α=0.24). Three factors limit the
impact on routing: (i) the router acts on relative
per-dimension requirement bands calibrated to Hy-
DRA’s own score distribution rather than on abso-
lute judge scores, so a uniform judge bias is largely
absorbed by profile calibration; (ii) against the hu-
man audit set HyDRA tracks adjudicated labels
better than a single-response judge from the same
model family (Krippendorff’s α=0.40 vs. 0.24,
MAE 0.15 vs. 0.23; Appendix F); and (iii) bench-
mark quality is corroborated by judge-independent
SWE-Bench Verified resolution, while the produc-
tion A/B flight separately measures operational and
behavioral outcomes rather than answer correctness
or pairwise preference. Conclusions that hinge on
absolute judge scores should nonetheless be read
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with this agreement level in mind.
Benchmark-informed profile construction.

The original configured model profiles reuse aggre-
gates from SWE-Bench Verified, LiveCodeBench,
and BigCodeBench, which are also used for eval-
uation. Although the frozen predictor never sees
benchmark queries, solutions, or model identities
during training, this profile-level overlap weak-
ens the original generalization claim. Leave-
one-benchmark-out reconstruction removes all evi-
dence from the target benchmark while keeping the
predictor frozen: conservative QR remains within
0.7 points of the best single model on SWE-Bench
Verified and LiveCodeBench but falls 3.2 points on
BigCodeBench (Table 15, Appendix G.2), showing
that transfer strength varies by workload. Because
model profiles are calibrated from public coding
benchmarks, differences between benchmark task
composition and production traffic may limit how
well those profiles transfer to deployed workloads.

Multilingual coverage imbalance. The held-
out evaluation has fewer CJK and Other queries
(494 and 462) than European queries (2,077), so
per-language estimates may be underpowered for
low-resource languages.

Tool-use calibration. Tool use is highly
weighted in routing (§7) yet shows the lowest agree-
ment with human labels (Krippendorff’s α=−0.04,
essentially chance-level): a near-constant under-
prediction offset on non-English queries, not a
rank inversion. Because profiles are calibrated on
HyDRA’s own score band this offset is largely
absorbed—end-to-end benchmark quality holds
on SWE-Bench, while the production A/B flight
separately provides operational and behavioral
evidence—and is correctable by affine recalibra-
tion (future work for non-English traffic); see Ap-
pendix F.

Adversarial robustness. Recent work (Tang
et al., 2026) shows adversarial suffix optimization
can manipulate LLM routers; Appendix G.4 re-
ports a diagnostic probe for HyDRA. Defenses
(input perturbation detection, suffix filtering, score
anomaly filtering, calibrated score caps) remain
future work.

Compaction-bounded re-routing and limited
input context. The router is invoked on the
first turn and after each compaction event; be-
tween compactions the selected model is reused
via prompt-cache–preserving sticky routing (§8),
so mid-conversation difficulty drift cannot trigger
re-routing. The predictor is limited to a 512-token

input containing only the current user message and
signal prefix, excluding prior assistant responses,
tool outputs, and repository state; Table 20 reports
a conversation-history ablation but does not test
repository-state effects.

Labeling cost. Dual-model generation + LLM
judging dominates labeling expense; we do not re-
port a precise dollar figure because runs combine
on-demand and Azure Batch pricing across multi-
ple regions.

Ethics Statement

Data sourcing and consent. The data used
for training and evaluation (§4) consists of de-
identified, user-provided prompts and interaction
content drawn from GitHub Copilot for users who
have opted in to product-improvement data sharing
under GitHub Copilot’s privacy and data-handling
agreement. No third-party or publicly scraped
datasets are used. The dataset does not include
private repository contents beyond what users ex-
plicitly provide in their prompts, and is subject
to GitHub Copilot’s standard content-filtering and
de-identification controls: personally identifiable
information is removed prior to labeling and stor-
age, and raw user prompts are not redistributed. All
experiments, including the production A/B flight
(§6.1), were conducted in accordance with GitHub
Copilot’s applicable terms of service and experi-
mentation policies, and users retain the ability to
select models manually or opt out of auto-routing.

Annotator compensation. The native-speaker
annotators contracted for the human-labeled multi-
lingual eval set (Appendix F) were compensated at
the contracting vendor’s standard rate for technical-
content annotation in their respective markets. An-
notators were briefed on the labeling rubric and the
downstream routing use case prior to consent.

LLM judge bias. Quality labels are produced
by an LLM-as-judge pipeline (§4). We mitigate
positional bias via order swapping but cannot fully
eliminate verbosity, style, or self-preference biases.
The held-out human-labeled eval set (Appendix F)
provides an independent human-consensus audit of
the deployed requirement predictor.

Cost–quality trade-off and end-user impact.
HyDRA routes auto-mode requests to cheaper
models when the predicted capability requirement
allows. This trades a small expected-quality reduc-
tion for substantial cost savings on a population
that did not explicitly opt in to a specific model.
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We mitigate this by reporting per-language quality-
retention numbers and per-SKU cost outcomes, pro-
totyping a developer-mode inspector that surfaces
the routing decision and per-dimension scores (Ap-
pendix D; an internal mock, not yet shipped to
end users), and maintaining a user-facing model-
picker override path so any user can opt out of
auto-routing entirely.

Security and adversarial use. The adversar-
ial suffix probe in Appendix G.4 documents a
known cost-inflation attack surface. We disclose
this openly so deployers can plan defenses; we are
not aware of in-the-wild exploitation against the
deployed router.
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Figure 2: Pareto comparison on the matched 3-model pool (GPT-5 / GPT-5-mini / GPT-5.2; data from Table 3).
No router uniformly dominates: HyDRA (cons.) has the same observed QR as OpenRouter Auto at 3.3× the
cost savings and HyDRA (agg.) improves on Avengers Pro–Aggressive, while Avengers Pro–Conservative edges
HyDRA on QR at near-equal CS (per-pair numbers in text). HyDRA’s advantage is a competitive frontier from a
single model-decoupled, multi-dimensional router that needs no retraining on catalog changes. Upper-right is better.

System Routing Model- # Dims Latency Retraining on Multi-
Type Decoupled? Overhead Catalog Change? Lingual?

RouteLLM (Ong et al., 2025) Pre-route No 1 (binary) ∼50ms Yes No
Hybrid LLM (Ding et al., 2024) Pre-route No 1 (scalar) ∼40ms Yes No
FrugalGPT (Chen et al., 2024) Cascade No 1 +latency/step Yes No
AutoMix (Aggarwal et al., 2024) Cascade+verify No 1 +verify cost Yes No
ZOOTER (Lu et al., 2024) Pre-route Partial 1 N×reward No No
GraphRouter (Feng et al., 2025) Pre-route Yes 1 +graph infer. No No
EcoAssistant (Zhang et al., 2023) Cascade+cache No 1 +cache lookup Yes No
MTRouter (Zhang et al., 2026b) Pre-route No 1 ∼50ms Yes No
TRouter (Liu et al., 2026) Pre-route No 1 ∼40ms Yes No
DialRouter (Zhang et al., 2026a) Pre-route No 1 +MCTS Yes No
LLM Router (Varshney et al., 2026) Pre-route No 1 +prefill Yes No
Avengers Pro (Zhang et al., 2025b) Pre-route No 1 (scalar) ∼40ms Yes No

HyDRA (ours) Pre-route Yes 4 55ms P50 No Yes

Table 4: Competitive analysis of LLM routing systems. Among these systems, HyDRA is the only one that is
simultaneously model-decoupled (no retraining on catalog change), multi-dimensional in capability prediction, and
reports multilingual routing results across 16 languages; inductive routers such as GraphRouter decouple from the
catalog but route on a single axis and report English-only.

B Algorithm Pseudocode

This appendix collects pseudocode for the three
procedures referenced in the main text: capability-
profile computation (Algorithm 1), the shortfall-
based routing decision (Algorithm 2), and the
router evaluation metrics (Algorithm 3).

C Deployment Details

This appendix provides the full deployment archi-
tecture, quantization details, and model lifecycle
operations summarized in §8. The sticky routing
policy is described in §8.

C.1 CAPI Integration Architecture
The existing CAPI routing infrastructure makes
model selection decisions based on infrastructure
health metrics—throughput utilization, error rates,
and latency—using weight multipliers per model
endpoint. This is entirely content-blind. HyDRA
integrates via a rank-then-filter protocol (Algo-
rithm 4):

Three design properties govern this integration:
(1) CAPI is a veto, not a reranker—it removes
unhealthy models but never changes the order-
ing; (2) fail-open semantics guarantee availability
when all eligible models are unhealthy; (3) CAPI’s
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Router (threshold) Res% QR CS Mis.

RouteLLM (BERT, t=0) 73.40 100.00 +0.00 69.40
RouteLLM (BERT, t=25) 73.40 100.00 +0.44 69.20
RouteLLM (BERT, t=50) 72.00 98.09 +18.57 45.20
RouteLLM (BERT, t=75) 69.40 94.55 +49.69 0.40
RouteLLM (BERT,
t=100)

69.40 94.55 +49.86 0.00

HyDRA (cons., τ=1.15) 72.80 99.18 +20.20 40.60
HyDRA (agg., τ=1.42) 69.80 95.10 +44.50 7.40

Table 5: RouteLLM (BERT) threshold sweep on SWE-
Bench Verified, evaluated on a 2-model pool (strong =
GPT-5.3 Codex, weak = GPT-5.4 mini); higher thresh-
old→ easier to choose weak. RouteLLM only supports
binary (2-model) routing, which is why this compari-
son is restricted to a strong/weak pair rather than the
5-model pool used elsewhere in the paper.

stochastic weighted sampling is replaced by deter-
ministic cheapest-eligible selection, making rout-
ing reproducible.

C.2 Image Hardgating
When the incoming request contains image at-
tachments, the available-model list is pre-filtered
to vision-capable models (those with vision:
true in the capability profile) before HyDRA
performs shortfall matching; if no vision-capable
model is available, the router returns 400 so the
caller can fall back. HyDRA still produces capa-
bility requirement scores from the text portion of
the request—only the candidate pool is restricted.
This guard is in place because (i) the training distri-
bution contains no image content and (ii) the pre-
dictor lacks a calibrated vision dimension. Adding
a vision capability head—and the OCR / visual-

Algorithm 1 Capability Profile Computation

Require: Number of capability dimensions K,
model setM, benchmark/subgroup set B, and
benchmark scores {sm,b} for m ∈ M and
b ∈ B

Require: Benchmark/subgroup importance
weights {αb} and judge dimension weights
{ωb,k} (ωb,k=0 when benchmark b does not
exercise dimension k; Table 30)

Require: Operator-stored routing weights {wk}
(per dimension)

Ensure: Capability profiles {cm,k} and band-
compensated routing weights {w̃k}

1: for each dimension k ∈ {1, . . . ,K} do
2: for each model m ∈M do
3: rawm,k ←

∑
b∈B αb ωb,k sm,b∑

b∈B αb
{Step 1:

benchmark anchoring}
4: end for
5: [βlo

k , β
hi
k ] ← low/high percentiles of the re-

quirement predictor’s score distribution on
a held-out set, per dimension k

6: rawmin
k ← minm′∈M rawm′,k

7: rawmax
k ← maxm′∈M rawm′,k

8: ∆k ← βhi
k − βlo

k

9: for each model m ∈M do

10: cm,k ← βlo
k +

rawm,k − rawmin
k

rawmax
k − rawmin

k

· ∆k

{Step 2: pool-relative normalization}
11: end for
12: end for
13: for each dimension k ∈ {1, . . . ,K} do

14: w̃k ←
wk/∆k∑K

k′=1wk′/∆k′
·∑K

k′=1wk′ {Step

3: band-width dim-weight compensation
(Eq. 4)}

15: end for

complexity signals needed to train it—is on the
roadmap for a future model version.

C.3 Quantization and Inference
The deployed checkpoint is exported from PyTorch
to ONNX FP32, then quantized in two variants:

Dynamic INT8 with attention nodes excluded
(production). ONNX Runtime’s dynamic INT8
weight quantization is applied while excluding all
attention/QKV nodes. Full INT8 quantization of
ModernBERT collapses predictions because the
attention layer’s masked-fill operations interact
pathologically with INT8 calibration; excluding
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HyDRA binary-v1

Catalog event Retention Adapts? Retention Adapts?

Baseline: Haiku 4.5 /
GPT-5.4-mini / GPT-5.4

98.1% — baseline —

Remove Claude Haiku 4.5 95.7% (−2.4) Yes (YAML, no retrain) unchanged No (model never used)
Add GPT-5.3 Codex 98.5% (+0.4) Yes (routes to new model day

1)
unchanged No (cannot use new model)

Table 6: Catalog portability on SWE-Bench Verified (n=500). The baseline diagnostic pool contains Claude
Haiku 4.5, GPT-5.4-mini, and GPT-5.4; the addition scenario adds GPT-5.3 Codex. Retention is measured against
the fixed always-GPT-5.4 reference. The predictor remains frozen and only the catalog configuration changes.
binary-v1 cannot perceive the removal or addition without retraining.

Algorithm 2 Shortfall-Based Routing Algorithm

Require: Requirements r̂ = (r̂1, . . . , r̂K), thresh-
old τ

Require: Model pool {(m, cm, costm) : m ∈
M}, band-compensated weights w̃ =
(w̃1, . . . , w̃K) from Eq. 4

Require: Available models A ⊆M (from infras-
tructure health filter)

Require: Routing confidence γ = max1≤k≤K r̂k,
sticky threshold γsticky

Ensure: Selected model m∗

1: if γ < γsticky then
2: return first model in A {sticky: keep

current model}
3: end if
4: F ← PreFilter(A) {hard gates (e.g., vision)}
5: for each m ∈ F do
6: sm ←

∑K
k=1 w̃k ·max(0, r̂k − cm,k)

7: end for
8: E ← {m ∈ F : sm ≤ τ} {eligible set}
9: if E ̸= ∅ then

10: m∗ ← argminm∈E costm {cheapest
eligible}

11: else
12: m∗ ← argminm∈F sm {fail-open: least

shortfall}
13: end if
14: return m∗

attention nodes preserves accuracy while cutting
model size by ∼40% and improving CPU latency
by ∼8%.

FP16 ONNX via float-to-float16 conversion.
Used on hardware where FP16 kernels are faster
than dynamic INT8.

We also implement quantization-aware training
(QAT) as a fallback for future encoders or platforms
where dynamic INT8 fails; it was not required for

Algorithm 3 Router Evaluation Metrics Computa-
tion
Require: Queries Q, modelsM, per-model out-

comes {yq,m}, costs {costq,m}
Require: Router assignments {mq}, baseline

model mbase
Ensure: QR,CS,Mis

1: resrouter ← ∑
q∈Q yq,mq ; costrouter ←∑

q∈Q costq,mq

2: costbase ←
∑

q∈Q costq,mbase

3: order models m(1) ≺ · · · ≺ m(|M|) by in-
put/output unit prices {static price-card order}

4: rank(m)← position of m in this ordering
5: noracle ← 0; nmis ← 0
6: for each q ∈ Q do
7: Rq ← {m ∈M : yq,m = 1 }
8: ifRq ̸= ∅ then
9: noracle ← noracle + 1

10: if ∃m ∈ Rq : rank(m) < rank(mq)
then

11: nmis ← nmis + 1 {a globally cheaper
model resolved q}

12: end if
13: end if
14: end for
15: QR← resrouter/noracle
16: CS← 1− costrouter/costbase
17: Mis← nmis/|Q|

the deployed checkpoint.

D In-Product Routing Explainability
Prototype

We have prototyped a developer-mode routing in-
spector for VS Code Chat’s auto-routing surface
(an internal mock; not yet shipped to end users).
When enabled, the inspector surfaces the model
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Algorithm 4 CAPI Integration: Rank-then-Filter

Require: Query q, available models A (from
CAPI)

Require: Health scores {hm}, health floor hf =
0.10

Ensure: Selected model m∗

1: r̂, γ ← HyDRA.predict(q)
2: E ← ShortfallMatch(r̂,A) {Alg. 2}
3: H ← {m ∈ E : hm ≥ hf} {health veto}
4: ifH = ∅ then
5: return CAPI Fallback(A, {hm}) {fail-

open}
6: end if
7: return first(H) {cheapest capable & healthy}

Figure 4: Prototype routing explainability inspector for
VS Code Chat’s developer-mode auto-routing surface
(internal mock; not yet shipped to end users). The
chosen model is displayed alongside the four sigmoid-
head outputs that drove the shortfall-matching decision
(here: Reasoning 92%, Code Generation 61%, Debug-
ging 88%, Tool Use 34%).

HyDRA selected alongside the four sigmoid-head
requirement scores (reasoning, code generation, de-
bugging, tool use) that drove the shortfall-matching
decision, making an otherwise opaque routing
choice legible to the developer. Because the capa-
bility scores are produced as a byproduct of every
routing decision, exposing them carries no addi-
tional inference cost.

E Lessons for Practitioners

Five engineering lessons distilled from four months
of deploying HyDRA on GitHub Copilot API
(CAPI) in VS Code Chat, each tracing to a fact
established elsewhere in the paper.

1. Decouple model identity from training labels.
Predict per-query requirements; store per-model
capabilities in configuration. At GitHub Copi-
lot this absorbed six model additions and three
removals over four months with zero retraining
(§8).

2. Re-route only at conversation boundaries.
Per-turn re-routing defeats the provider prompt
cache’s ∼90% discount; restricting routing to
turn 1, explicit compaction, and background
summarization preserves the cache for 20+ turn
agentic conversations (§8).

3. Evaluate router changes with a two-arm A/B,
delta-method variance on ratio metrics, and
multi-day retention as a guardrail outcome, re-
porting the test result without interpreting non-
significance as a null effect. Single-arm be-
fore/after is corrupted by traffic-mix and sea-
sonality drift; headline-metric wins without a
retention guard can hide users churning away.

4. Keep the gateway a fail-open health veto,
never a reranker. Separating ranking from health
is what makes routing regressions debuggable
in production (§C.1).

5. A single multilingual checkpoint beats per-
language routing on heterogeneous coding
telemetry: 16 languages, four language groups,
routing quality within 0.8 pp across groups, no
language-detection on the hot path.

F Human-Labeled Multilingual Eval Set

In addition to the LLM-judge–labeled training and
eval sets (§4, §5.1), we curate a separate human-
labeled multilingual eval set drawn from GitHub
Copilot telemetry. This set provides an independent
reference for auditing the deployed requirement
predictor against human judgments rather than only
against LLM-generated supervision.

Composition. The audit set comprises 3,819
tasks spanning 16 languages (English plus 15 non-
English buckets in the CJK / European / Other
groups, following the production-eval language dis-
tribution). Every task carries three independent
per-dimension rater scores; metrics are computed
on the first user turn of the non-compacted subset.
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All tasks are drawn from the same GitHub Copi-
lot telemetry distribution used in the multilingual
production eval.

Annotation protocol. Each query is indepen-
dently labeled by three annotators drawn from
vendor-supplied annotation teams with native-
speaker coverage of the language groups; all an-
notators completed a 200-example calibration pass
against an internal gold set before live labeling.
Annotators score the query along the same four
capability dimensions (reasoning, code generation,
debugging, tool use) on the 1–5 rubric used by the
LLM judge, plus a free-text rationale. A senior
reviewer then adjudicates the three independent
rater scores into a single per-dimension human ref-
erence (the adjudicated reference), resolving dis-
agreements case-by-case under the same rubric
rather than mechanically averaging the raters or
relying on any vendor-supplied “final” label. The
adjudicator is a domain expert who reconciles—
rather than overrides—the raters, using their scores
and rationales as evidence; a single adjudicated
reference trades the variance-reduction of rater av-
eraging for consistency, at the cost of a single point
of judgment, which we treat as acceptable for a
held-out audit that informs no model-selection de-
cision.

Use in evaluation. We use this set strictly as a
held-out audit: the deployed checkpoint was se-
lected before these labels were available, and no
model-selection or threshold-tuning decision uses
them. We take the senior-adjudicated score as the
primary human reference and compare three quanti-
ties: agreement among the human raters, agreement
between the human reference and HyDRA’s contin-
uous requirement scores, and agreement between
the human reference and a gpt-5.2 single-response
LLM judge (Table 7). Table 8 reports the corre-
sponding absolute error after mapping all scores to
the shared [0, 1] scale.

Agreement and MAE. Human annotators show
moderate-to-high interval agreement (α = 0.477–
0.627 per dimension; pooled α = 0.635), indi-
cating that the rubric is usable but still noisy at
the per-dimension level. Against the human refer-
ence, HyDRA has higher pooled agreement than
the LLM judge (α = 0.402 vs. 0.235) and lower
pooled MAE (0.154 vs. 0.228): the deployed pre-
dictor tracks the adjudicated human labels at least
as closely as a strong single-response judge on this

slice. The one clear exception is tool use: humans
agree strongly with one another (α = 0.627), but
HyDRA’s interval agreement with the human refer-
ence is essentially zero (α = −0.039). This is a cal-
ibration gap rather than an inversion—HyDRA’s
tool-use scores are weakly but positively rank-
correlated with the human reference (Spearman
ρ = +0.22) but sit on average ≈0.15 below it
on the [0, 1] scale (human mean 0.28 vs. predictor
mean 0.13), so the negative α reflects a roughly
constant under-prediction offset rather than a rever-
sal of which tasks require tools. The gap is concen-
trated in non-English queries: partitioning the audit
set by language, tool-use agreement is positive on
the English subset (α = +0.081, n = 2,474) and
negative on the non-English subset (α = −0.205,
n = 1,345), localizing the residual to absolute cali-
bration on non-English tool-use queries; we discuss
the routing implications below. The LLM judge
is evaluated with a compact single-response ren-
dering that includes the user prompt, assistant text,
thinking text, and tool-call names, but excludes tool
inputs and tool results.

Dim. Inter-ann. Human vs HyDRA Human vs judge

Reasoning 0.477 0.460 −0.068
Code Gen 0.524 0.308 −0.023
Debugging 0.601 0.525 0.256
Tool Use 0.627 −0.039 0.245

Pooled 0.635 0.402 0.235

Table 7: Interval Krippendorff’s α on the human-labeled
audit set (3,819 tasks across 16 languages; turn 0, non-
compacted). The first column is inter-annotator agree-
ment among three human raters on the raw 1–5 scale;
the remaining columns compare the senior-adjudicated
human reference (rescaled to [0, 1]) with HyDRA’s con-
tinuous scores and the gpt-5.2 judge scores. The pooled
row is one α over stacked (task, dim) cells, not an av-
erage of the four per-dim values.

Dim. HyDRA MAE Judge MAE

Reasoning 0.159 0.296
Code Gen 0.149 0.195
Debugging 0.089 0.216
Tool Use 0.217 0.204

Pooled 0.154 0.228

Table 8: Per-dimension MAE on the shared [0, 1] scale
against the senior-adjudicated human reference on the
same audit set as Table 7.

Routing implications. Two properties bound the
effect of the tool-use offset on routing. First, ca-
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pability profiles and dimension weights are cali-
brated onto HyDRA’s own empirical score band
(§3.2), so a roughly constant per-dimension off-
set shifts all candidates together and is largely ab-
sorbed by the operating point rather than changing
which model is selected; accordingly, routing qual-
ity is supported by SWE-Bench, where observed
QR is within 0.3 pp at 54.1% savings (§5.2), while
the production A/B flight separately reports op-
erational and behavioral outcomes and does not
directly measure answer quality. Second, because
the residual is a level bias rather than a rank in-
version, it is correctable by per-dimension affine
recalibration; restoring absolute tool-use calibra-
tion on non-English traffic, where the offset con-
centrates, and strengthening the still-weak positive
rank correlation are future work. We note a struc-
tural tension worth flagging: tool use simultane-
ously carries the largest band-compensated rout-
ing weight (w̃4≈ 1.29; Table 28) and the weakest
human-agreement calibration. These are not in con-
flict by accident—the weight is set by inverse band
width (Eq. 4), so the same narrow tool-use score
band that drives the constant offset also inflates the
dimension’s weight, independently of its reliability.
The band-calibration argument above is therefore
load-bearing for tool use specifically, and revisit-
ing the tool-use weight (e.g. down-weighting until
non-English calibration is restored) is a concrete
future-work lever.

G Extended Evaluation

Additional evaluation results supporting the main-
paper claims.

Production traffic differs sharply from offline
benchmarks such as SWE-Bench: the 90th-
percentile production request is 699 characters
(80 words), shorter than the 30th-percentile SWE-
Bench issue at 728 characters (92 words) (Table 9).
Production requests are often short and ambiguous,
while frontier coding benchmarks underrepresent
low- and moderate-complexity traffic. This broader
production distribution creates substantial opportu-
nity to route requests across a heterogeneous model
pool, even when a fixed model is competitive on
SWE-Bench.

Source P30 P50 P90 P99

Production 63 / 10 101 / 16 699 / 80 8,192 / 592
SWE-Bench 728 / 92 1,187 / 143 3,150 / 360 9,252 / 830

Table 9: Request-length distribution in characters /
words. Production requests are substantially shorter
than SWE-Bench issue descriptions: the production
P90 is below the SWE-Bench P30 on both measures.

Model Res. % Input $/M Output $/M

GPT-5 67.00 $0.84 $10.00
GPT-5-mini 57.40 $0.20 $2.00
GPT-5.2 73.20 $0.75 $14.00
GPT-5.3-Codex 73.40 $0.58 $14.01
GPT-5.4 73.40 $1.35 $15.22
GPT-5.4-mini 69.40 $0.31 $4.50
Claude-Sonnet-4.6 74.20 $1.19 $15.00
Claude-Haiku-4.5 69.40 $0.52 $5.00

Table 10: 8-model offline evaluation pool used across all
tracks in §5. Res. % is SWE-Bench Verified resolution
rate; prices are per million input/output tokens.

G.1 Statistical Significance on SWE-Bench
Verified

SWE-Bench Verified scores every router on the
same 500 instances, so resolution-rate differences
admit paired tests. For each router we report
(i) the 95% Wilson interval on its resolution rate,
(ii) a 95% paired-bootstrap interval on cost savings
(10,000 resamples), and (iii) a McNemar paired
test of its per-instance resolve/no-resolve pattern
against a reference router. All three are computed
from the same per-instance resolution outcomes un-
derlying Tables 2 and 3, so the point estimates here
match those tables exactly. The headline reading:
at the reported 5-model operating points, McNemar
tests detect no statistically significant resolution
difference from always-strong while the paired-
bootstrap cost-savings intervals exclude zero; on
the matched pool, pairwise tests detect no statis-
tically significant resolution difference from the
strongest comparison router at each HyDRA op-
erating point. These non-significant results do not
establish equivalence.

5-model pool (Table 11(a)). Against always-
strong, McNemar tests detect no statistically sig-
nificant resolution difference at any reported Hy-
DRA operating point: p=0.24 (peak), p=1.00
(cons.), p=0.085 (agg.). The conservative point
has observed QR 0.3 pp below always-strong,
while the aggressive point has observed QR 3.7
pp below always-strong; the non-significant tests
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(a) 5-model SWE-Bench pool (companion to Table 2; n=500, Oracle resolves 431)

Router Res. % 95% CI QR CS % 95% CI p†

Oracle Routing 86.2 [82.9, 88.9] 100.0 — — —
GPT-5.4-mini (cheap) 69.4 [65.2, 73.3] 80.5 78.6 [74.3, 82.1] 0.011
Claude Haiku 4.5 69.4 [65.2, 73.3] 80.5 11.7 [−6.3, 26.5] 0.008
GPT-5.3 Codex 73.4 [69.4, 77.1] 85.2 57.3 [48.9, 64.1] 0.724
GPT-5.4 73.4 [69.4, 77.1] 85.2 25.7 [11.3, 37.4] 0.720
Claude Sonnet 4.6 (strong) 74.2 [70.2, 77.8] 86.1 0.0 — ref

HyDRA (peak, τ=0.01) 75.4 [71.4, 79.0] 87.5 12.9 [5.3, 22.3] 0.238
HyDRA (cons., τ=0.24) 74.0 [70.0, 77.7] 85.8 54.1 [44.8, 61.7] 1.000
HyDRA (agg., τ=0.64) 71.0 [66.9, 74.8] 82.4 72.5 [67.0, 77.0] 0.085

(b) Matched 3-model pool (companion to Table 3; n=500)

System Res. % 95% CI QR CS % 95% CI p†

GPT-5.2 (always-strong) 73.2 [69.2, 76.9] 93.4 0.0 — ref
Avengers Pro (Cons.) 72.0 [67.9, 75.8] 91.8 15.6 [12.0, 19.5] 0.238
OpenRouter Auto (c/q=0) 70.8 [66.7, 74.6] 90.3 4.9 [1.5, 8.2] 0.012
Azure Foundry (Quality) 65.0 [60.7, 69.1] 82.9 36.3 [30.7, 41.8] <0.001
OpenRouter Auto (c/q=1) 64.4 [60.1, 68.5] 82.1 44.2 [38.8, 49.4] <0.001
Avengers Pro (Aggr.) 64.0 [59.7, 68.1] 81.6 46.7 [41.9, 51.4] <0.001
Azure Foundry (Balanced) 59.6 [55.2, 63.8] 76.0 66.2 [61.8, 70.5] <0.001

HyDRA (cons., τ=0.703) 70.8 [66.7, 74.6] 90.3 16.2 [12.7, 20.0] 0.004
HyDRA (agg., τ=0.888) 66.0 [61.7, 70.0] 84.2 44.1 [39.4, 48.9] <0.001

(c) Pairwise McNemar p (each HyDRA operating point vs. each competitor; bold = no statistically significant difference
detected, p>0.05)

Competitor vs. HyDRA (cons.) vs. HyDRA (agg.)

Avengers Pro (Cons.) 0.38 <0.001
OpenRouter Auto (c/q=0) 0.86 0.003
Azure Foundry (Quality) 0.001 0.64
OpenRouter Auto (c/q=1) <0.001 0.32
Avengers Pro (Aggr.) <0.001 0.25
Azure Foundry (Balanced) <0.001 <0.001

Table 11: Statistical significance on SWE-Bench Verified (n=500; same per-instance outcomes as Tables 2 and 3,
so point estimates match exactly). Res. %: resolution rate with 95% Wilson interval. CS %: cost savings with 95%
paired-bootstrap interval (10,000 resamples). †p: McNemar test of per-instance resolution vs. always-strong (Claude
Sonnet 4.6 in (a), GPT-5.2 in (b)); p>0.05 indicates that the test did not detect a statistically significant quality
difference. Panel (c) reports pairwise McNemar p between each HyDRA operating point and each competitor.
binary-v1 is omitted from (a) (restricted 2-model sub-pool).

at n=500 do not erase these point-estimate differ-
ences. The paired-bootstrap cost-savings intervals
exclude zero at every operating point.

Matched 3-model pool (Table 11(b,c)). Rela-
tive to always-strong (GPT-5.2), HyDRA’s ob-
served quality reductions are statistically signifi-
cant (p=0.004 cons., p<0.001 agg.), as expected
when trading quality for cost on a 3-model pool.
Pairwise McNemar tests detect no statistically sig-
nificant resolution difference between HyDRA
(cons.) and Avengers Pro–Conservative (p=0.38)
or OpenRouter Auto c/q=0 (p=0.86); HyDRA
has the same observed resolution as OpenRouter
while delivering 3.3× its cost savings (16.2% vs.
4.9%), and significantly out-resolves every cheaper
competitor. For HyDRA (agg.), pairwise tests de-

tect no statistically significant resolution difference
from Avengers Pro–Aggressive (p=0.25), Open-
Router c/q=1 (p=0.32), or Azure Foundry–Quality
(p=0.64). No tested competitor significantly out-
resolves HyDRA at the corresponding operating
point; the practical differentiator is that HyDRA
reaches this frontier with a single model-decoupled
predictor that needs no retraining when the pool
changes.

G.2 Generalization Across Coding
Benchmarks

Tables 12, 13, and 14 report the per-router
benchmark-generalization sweep referenced in
§5.3. All three use the same 4-model pool and
a single Hydra capability profile; the two HyDRA
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operating points are τ=0.05 (conservative) and
τ=0.30 (aggressive). QR is quality retention vs.
Oracle Routing; CS is cost savings vs. the costliest
model. SWE-Bench Verified is run through the
Visual Studio Code Agent, while LiveCodeBench
and BigCodeBench use the harnesses released by
their official benchmark repositories.

System QR (%) CS (%)

Oracle Routing 100.0 +67.5
Claude-Sonnet-4.6 (strong / costliest) 87.3 0.0
GPT-5.3-Codex 86.4 +57.3
Claude-Haiku-4.5 81.6 +11.7
GPT-5.4-mini (cheap) 81.6 +78.6

HyDRA (cons.) τ=0.05 87.8 +19.6
HyDRA (agg.) τ=0.30 86.6 +58.5

Table 12: SWE-Bench Verified benchmark-
generalization results (500 instances). QR is
measured vs. Oracle Routing; cost savings are
measured vs. the costliest model, Claude-Sonnet-4.6.
The conservative HyDRA point preserves higher QR;
the aggressive point trades QR for higher CS.

System QR (%) CS (%)

Oracle Routing 100.0 +80.0
GPT-5.3-Codex (strong) 89.6 +61.8
Claude-Sonnet-4.6 (costliest) 88.1 0.0
GPT-5.4-mini (cheap) 74.8 +86.4
Claude-Haiku-4.5 56.3 +73.2

HyDRA (cons.) τ=0.05 87.4 +30.2
HyDRA (agg.) τ=0.30 84.4 +70.9

Table 13: LiveCodeBench benchmark-generalization
results (175 instances). QR is measured vs. Oracle
Routing; cost savings are measured vs. the costliest
model, Claude-Sonnet-4.6. The conservative HyDRA
point preserves higher QR; the aggressive point trades
QR for higher CS.

System QR (%) CS (%)

Oracle Routing 100.0 +80.3
Claude-Sonnet-4.6 (strong / costliest) 82.6 0.0
GPT-5.3-Codex 78.6 +44.9
GPT-5.4-mini (cheap) 78.2 +86.0
Claude-Haiku-4.5 77.9 +62.5

HyDRA (cons.) τ=0.05 83.0 +6.0
HyDRA (agg.) τ=0.30 78.9 +47.0

Table 14: BigCodeBench benchmark-generalization re-
sults (1,140 instances). QR is measured vs. Oracle Rout-
ing; cost savings are measured vs. the costliest model,
Claude-Sonnet-4.6. The conservative HyDRA point pre-
serves higher QR; the aggressive point trades QR for
higher CS.

Leave-one-benchmark-out profiles. The sub-
mitted evaluation was not fully held out at the pro-
file level. The frozen 149M-parameter predictor
is trained only on 50,159 de-identified production
queries and never sees benchmark queries, solu-

tions, or model identities, but benchmark aggre-
gates contribute to the configured model profiles.
For each target benchmark, we recompute every
model capability profile using only the remaining
benchmarks, excluding both the target benchmark’s
overall scores and its difficulty-stratified subgroup
scores. The predictor checkpoint remains frozen,
and the held-out benchmark is used only for final
routing evaluation, including post-hoc selection of
the representative operating points reported below;
it does not affect predictor training or profile con-
struction.

At the conservative points, QR remains within
0.7 points of the best single model on SWE-
Bench Verified and LiveCodeBench while achiev-
ing 29.6% and 64.4% total savings relative to the
cost anchor. BigCodeBench is more sensitive: QR
falls 3.2 points at 42.1% savings. Thus, HyDRA
retains a useful frontier when target-benchmark ev-
idence is removed, but transfer strength varies by
workload.

Shared thresholds with an additional bench-
mark. We also evaluate Terminal-Bench
2.0 (Merrill et al., 2026), which is unused in
predictor training and profile construction. We
apply the same threshold-selection protocol as
Table 15 jointly across all four benchmark curves:
the conservative and aggressive searches maximize
savings under initial 99% and 95% always-strong
quality floors, relaxing the floor when no shared
threshold qualifies. This produces one shared
threshold per operating point, applied unchanged
to every benchmark (Table 16).

Terminal-Bench 2.0 participates in threshold se-
lection, so this result supports one shared operating
configuration on an additional benchmark, not zero-
shot threshold transfer.

Model SWE LiveCode BigCode

GPT-5 67.0 42.3 42.9
GPT-5-mini 57.4 56.6 42.5
GPT-5.2 73.2 66.3 47.1
GPT-5.3-Codex 73.4 69.1 49.9
GPT-5.4 73.4 66.3 51.2
GPT-5.4-mini 69.4 57.7 49.6
Claude-Sonnet-4.6 74.2 68.0 52.5
Claude-Haiku-4.5 69.4 43.4 49.5

Table 17: Per-model resolution rate (%) across coding
benchmarks. SWE = SWE-Bench Verified (n=500),
LiveCode = LiveCodeBench (Jain et al., 2025) (n=175),
BigCode = BigCodeBench (n=1,140). Only models
evaluated on all three benchmarks are shown.

1394



Held-out benchmark Best single QR / CS Conservative τ / QR / CS Aggressive τ / QR / CS

SWE-Bench Verified Claude-Sonnet-4.6: 87.3 / 0.0 0.13 / 86.6 / 29.6 0.48 / 82.1 / 73.3
LiveCodeBench GPT-5.3-Codex: 89.6 / 61.8 0.24 / 88.9 / 64.4 0.36 / 82.2 / 77.5
BigCodeBench Claude-Sonnet-4.6: 82.6 / 0.0 0.01 / 79.4 / 42.1 0.47 / 78.6 / 83.2

Table 15: Leave-one-benchmark-out profile evaluation. For each row, all evidence from the evaluated benchmark
is excluded when constructing model capability profiles, and the predictor checkpoint remains frozen. Thresholds
are selected separately on each held-out benchmark curve: the conservative and aggressive searches maximize cost
savings subject initially to retaining 99% and 95%, respectively, of the always-strong model’s observed resolution;
when no threshold qualifies, the quality floor is relaxed until one does. These are therefore post-hoc representative
operating points for evaluating profile transfer, not threshold transfer; Table 16 applies the same protocol jointly
across all four benchmarks to select shared thresholds. QR is quality retention vs. Oracle Routing; CS is total cost
savings (%) relative to the costliest-model anchor.

Benchmark Best single QR / CS Shared cons. τ=0.00 QR / CS Shared aggr. τ=0.18 QR / CS

SWE-Bench Verified 87.3 / 0.0 87.5 / 6.2 87.1 / 18.1
LiveCodeBench 89.6 / 61.8 91.1 / 54.7 83.0 / 77.4
BigCodeBench 82.6 / 0.0 82.9 / 1.2 80.0 / 37.2
Terminal-Bench 2.0 85.5 / 0.0 85.5 / 1.6 82.6 / 40.7

Table 16: One shared operating configuration across four benchmarks. The same conservative/aggressive
quality-floor protocol as Table 15 is applied jointly across all four curves to select one shared threshold per operating
point; each threshold is then applied unchanged. QR is quality retention vs. Oracle Routing; CS is total cost savings
(%) relative to the costliest-model anchor.

Model SWE LiveCode BigCode

GPT-5 +47.2 −48.8 −128.8
GPT-5-mini +93.8 +75.9 +67.7
GPT-5.2 +41.1 +50.6 +46.7
GPT-5.3-Codex +51.9 +61.8 +44.9
GPT-5.4 +25.2 +53.7 +49.8
GPT-5.4-mini +78.2 +86.4 +86.0
Claude-Sonnet-4.6 0.0 0.0 0.0
Claude-Haiku-4.5 +14.5 +73.2 +62.5

Table 18: Per-model realized cost savings (%) vs.
claude-sonnet-4.6 (positive = cheaper than base-
line). Cost is computed as TotalInputTokens × pin +
TotalOutputTokens × pout from the comparison files,
summed per benchmark, with unit prices from the pub-
lished per-model rate card. SWE = SWE-Bench Verified
(n=500), LiveCode = LiveCodeBench (Jain et al., 2025)
(n=175), BigCode = BigCodeBench (n=1,140). Note
that GPT-5 shows a sharp token blow-up on the short
LiveCode/BigCode tasks—its mean output length on
these benchmarks is roughly 5× that of its peers (e.g.
∼2.5k tokens vs.∼0.5k for gpt-5.4), driving realized
cost above claude-sonnet-4.6 despite a cheaper
unit price; this is a model-behavior artifact, not a pricing
inversion.

STRONG
claude-sonnet-4.6

WEAK
gpt-5.4-mini

53
instances

H→strong: 29
H→weak: 24

318
instances

H→strong: 155
H→weak: 163

29
instances

H→strong: 16
H→weak: 13

Res. % Cost Sav. %

Always-Strong 74.2 0.0
HyDRA 72.0 34.1
Always-Cheap 69.4 78.6

Figure 5: SWE-Bench Verified routing decomposition
(claude-sonnet-4.6 vs. gpt-5.4-mini; 100 instances un-
solved by either model are excluded from the Venn).
H denotes HyDRA. Each region shows how many of
the 400 solvable instances HyDRA routed to the strong
vs. weak model at the balanced-allocation operating
point (τ=0.175; 249/251 strong/weak split over all 500
instances, 200/200 over the 400 solvable shown here).
HyDRA captures 72.0% resolution at 34.1% cost sav-
ings versus always-Sonnet. This is a 2-model analysis
on the same strong/weak pair as binary-v1 in Table 2;
the headline 5-model results use the larger pool de-
scribed there.

G.3 Ablation Studies
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(a) Peak quality

Representation Res. (%) CS (%)

K=1 scalar difficulty 73.8 28.6
K=2 reasoning + code 74.8 27.3
K=3 without tool use 75.0 20.1
K=4 deployed 75.4 12.9

(b) Matched cost (target CS ≈54%)

Representation Res. (%) 95% CI CS (%)

K=1 scalar difficulty 71.2 [67.1, 75.0] 53.9
K=2 reasoning + code 72.8 [68.7, 76.5] 54.1
K=3 without tool use 73.4 [69.4, 77.1] 54.0
K=4 deployed 74.0 [70.0,77.7] 54.1

(c) Matched quality (target Res. ≈71.1%)

Representation Res. (%) CS (%)

K=1 scalar difficulty 71.2 53.9
K=2 reasoning + code 71.2 68.2
K=3 without tool use 71.0 71.8
K=4 deployed 71.0 72.5

(d) GitHub Copilot telemetry diagnostic (τ=0.05,
non-quant)

Config QR (%) CS (%) Lat. (ms)

K=1 76.9 56.0 2.93
K=2 77.1 53.4 2.92
K=3 77.2 52.1 2.93
K=4 (deployed) 80.6 37.5 ∼2.93

Table 19: Dimensionality ablations. (a)–(c) Controlled SWE-Bench Verified comparison (n=500), holding the
harness, model pool, price card, architecture, data split, input cap, and training recipe fixed while varying only the
prediction heads: (a) peak quality, (b) matched cost with marginal 95% Wilson resolution intervals, and (c) matched
quality. We treat K=3 and K=4 as descriptively equivalent on SWE-Bench; instance-paired bootstrap confidence
intervals are not reported. (d) Telemetry diagnostic at τ=0.05.
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Figure 6: Resolution–cost traces for the controlled K-dimension study on SWE-Bench Verified. Lines connect
the supplied operating points and guide the eye. The closely aligned K=3 and K=4 frontiers are treated as
descriptively equivalent; instance-paired bootstrap confidence intervals are not reported.

K-dimension comparison. We retrain
K=1/2/3/4 variants while holding the 500
SWE-Bench Verified tasks and evaluation setup
fixed (Table 19(a)–(c), Figure 6). From scalar
K=1 to K=3, matched-cost resolution rises from
71.2% to 73.4%, matched-quality savings from
53.9% to 71.8%, and peak resolution from 73.8%
to 75.0%. The corresponding K=4 differences
from K=3 are only +0.6, +0.7, and +0.4 points,
respectively, so we treat K=3 and K=4 as
equivalent on SWE-Bench. This interpretation
is descriptive rather than a formal equivalence

test: the marginal Wilson intervals overlap, and
instance-paired bootstrap confidence intervals are
not reported.

We select K=4 to cover four dimensions explic-
itly: reasoning, code generation, debugging, and
tool use. This preserves operational meaning and
auditability rather than claiming a SWE-Bench ad-
vantage over K=3. Changing K only changes the
small output head, and measured latency remains
2.92–2.93 ms. Table 19(d) reports the correspond-
ing telemetry results.

Figure 6: Resolution–cost traces for the controlled K-dimension study on SWE-Bench Verified. Lines connect
the supplied operating points and guide the eye. The closely aligned K=3 and K=4 frontiers are treated as
descriptively equivalent; instance-paired bootstrap confidence intervals are not reported.

K-dimension comparison. We retrain
K=1/2/3/4 variants while holding the 500
SWE-Bench Verified tasks and evaluation setup
fixed (Table 19(a)–(c), Figure 6). From scalar
K=1 to K=3, matched-cost resolution rises from
71.2% to 73.4%, matched-quality savings from
53.9% to 71.8%, and peak resolution from 73.8%
to 75.0%. The corresponding K=4 differences
from K=3 are only +0.6, +0.7, and +0.4 points,
respectively, so we treat K=3 and K=4 as
equivalent on SWE-Bench. This interpretation
is descriptive rather than a formal equivalence

test: the marginal Wilson intervals overlap, and
instance-paired bootstrap confidence intervals are
not reported.

We select K=4 to cover four dimensions explic-
itly: reasoning, code generation, debugging, and
tool use. This preserves operational meaning and
auditability rather than claiming a SWE-Bench ad-
vantage over K=3. Changing K only changes the
small output head, and measured latency remains
2.92–2.93 ms. Table 19(d) reports the correspond-
ing telemetry results.
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Input-context diagnostic (multilingual judge slice, deployed
K=4)

Context QR (%) CS (%)

Current message only (deployed) 96.7 9.2
+ First user message 97.1 7.4
+ Last assistant response 97.4 6.7

Full history (∼720 tok) 95.4 12.9

Table 20: Input-context diagnostic on a 239-query mul-
tilingual judge slice using the deployed K=4 check-
point with progressively expanded conversation context.
These point estimates do not test repository-state effects.

Input-context diagnostic. On a 239-query mul-
tilingual judge slice, adding the first user message
or last assistant response changes observed QR by
less than one point, while full history does not im-
prove QR. These are diagnostic point estimates
from a small slice and do not establish that current-
message-only input is generally sufficient.

Per-dimension effectiveness via benchmark
proxies. The dimension-resolved evaluation
above can be read off the per-benchmark and
human-audit results already in the paper, because
each evaluation benchmark predominantly exer-
cises a known subset of the four dimensions
(Table 31): SWE-Bench Verified is debugging-
and reasoning-dominant, BigCodeBench and Live-
CodeBench are code-generation-dominant, and τ2-
bench (Airline/Retail) is tool-use- and reasoning-
dominant. Treating each benchmark as a proxy
for its dominant dimension, Table 21 consolidates
the per-dimension predictor accuracy from the hu-
man audit (Tables 7, 8) against the benchmark
that stresses each dimension. The picture is in-
ternally consistent: the predictor is most accurate
on debugging (MAE 0.089, α=0.525), the dimen-
sion that dominates SWE-Bench Verified—exactly
the benchmark on which HyDRA holds quality
within 0.3 pp at 54.1% cost savings (§5.2). Its
absolute calibration is weakest on tool use (MAE
0.217, α=−0.04), the one dimension flagged as a
gap in the audit (§F) and the one τ2-bench most
directly stresses; as detailed there, this is a near-
constant under-prediction offset (positive rank cor-
relation, ≈0.15 level bias) concentrated on non-
English queries, which localizes the residual to a
single, named dimension rather than leaving it dif-
fuse. Reasoning and code generation sit in between
(MAE 0.159 / 0.149), tracking the moderate inter-
annotator agreement on those dimensions (Table 7).
Caveat. These proxies are mostly single-dominant-
dimension and code-centric, so they establish per-

Dimension Dominant proxy MAE↓ α ↑
Debugging SWE-Bench Verified 0.089 0.525
Code Gen BigCode / LiveCodeBench 0.149 0.308
Reasoning Code Hard + τ2-bench 0.159 0.460
Tool Use τ2-bench (Air./Ret.) 0.217 −0.039

Pooled — 0.154 0.402

Table 21: Per-dimension predictor effectiveness, read
against the benchmark that predominantly exercises
each dimension (Table 31). MAE and Krippendorff’s α
(senior-adjudicated human reference vs. HyDRA) are
the per-dimension values from Tables 8 and 7; no new
evaluation is introduced. The predictor is most accurate
on debugging—the dimension dominating SWE-Bench,
where HyDRA holds quality within 0.3 pp—and weak-
est in absolute calibration on tool use, the dimension
τ2-bench stresses and the audit independently flags.

dimension predictor coverage but not the decisive
heterogeneous-catalog effect—a mid-tier specialist
that is best-in-class on one dimension. That effect
is shown separately by the controlled catalog ab-
lation (§5.5), which varies the model pool rather
than the benchmark.

Input context length: 512 vs. 2048 tokens. The
deployed multilingual checkpoint truncates in-
puts at 512 tokens; we also trained an otherwise-
identical 2048-token checkpoint to scope the head-
room from longer context (Table 22). Dou-
bling context twice leaves routing quality essen-
tially unchanged—GitHub Copilot QR is identical
(77.2%) and SWE-Bench resolution differs by 0.6
pp—while serving latency grows 5.9× (2.93 →
17.25 ms; 341 → 58 ex/s). On the held-out pre-
dictor test split the 2048 variant gains a sub-noise
+0.20 binary-accuracy points and +0.010 Pearson
averaged across the four heads, while training time
grows 1.7× (2,510→ 4,307 s on a single A100);
the largest per-dimension delta is 0.0024 MAE on
the reasoning head. Given the predictor sits in
the synchronous request path and the quality gain
moves no downstream router metric we can mea-
sure, we ship the 512-token cap.

Encoder architecture. We hold the rest of Hy-
DRA fixed (K=4 independent sigmoid heads,
[CLS] pooling, 512-token cap) and swap the en-
coder backbone, sweeping τ for each variant (Ta-
ble 23). Two patterns emerge. On GitHub Copi-
lot telemetry, the multilingual BERT-multilingual
and mDeBERTa-v3-base reach the highest peak
QR (79.6%), but only at low cost savings (≤12%);
DistilBERT-multilingual is the throughput leader
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(a) Routing quality & serving latency (K=3, non-quant)

512 2048 ∆

GitHub Copilot QR (%) 77.2 77.2 0.0
GitHub Copilot CS (%) 52.1 53.1 +1.0
SWE-Bench Res. (%) 73.2 72.6 −0.6
SWE-Bench CS (%) 55.5 60.7 +5.2

Latency (ms) 2.93 17.25 5.9× slower
Throughput (ex/s) 341.2 58.0 5.9× slower

(b) Predictor quality & training cost (deployed K=4, test
split)

Metric 512 2048 ∆

Avg binary acc 0.8794 0.8814 +0.20 pt
Avg Pearson 0.7064 0.7166 +0.010
Avg MAE 0.0912 0.0890 −0.0022
Eval throughput (smp/s) 279.9 51.4 5.4× slower
Training time (s, A100) 2,510 4,307 1.7× slower

Table 22: Input context-length ablation (multilingual
checkpoint, otherwise identical training recipe). (a)
Routing quality is flat between 512 and 2048 tokens
while 512 serves 5.9× faster. (b) The 2048 predictor’s
intrinsic-quality gain is sub-noise and its eval through-
put is 5.4× lower. The deployed checkpoint uses the
512-token cap. Panel (a) reports end-to-end routing
examples/s at K=3; panel (b) reports raw predictor
samples/s at the deployed K=4, so the two throughput
figures are not directly comparable.

(82.9 ex/s, 12.1 ms). On SWE-Bench Verified,
however, the deployed ModernBERT-base attains
the highest resolution (75.0%, vs. 73.6–74.4% for
every alternative), and ModernBERT-large buys
only +1.1 telemetry QR for ∼3× the latency (77.3
vs. 26.6 ms). ModernBERT-base thus sits at the
best balance of SWE-Bench routing quality and
production-serving latency, which is why it is de-
ployed.

(a) GitHub Copilot telemetry (best QR per encoder)

Encoder QR CS τ ex/s ms

ModernBERT-base (deployed) 75.2 2.9 0.50 37.6 26.6
ModernBERT-large 76.3 15.5 0.05 12.9 77.3
BERT-multilingual 79.6 12.0 0.30 44.3 22.6
mDeBERTa-v3-base 79.6 12.0 0.15 41.2 24.3
DistilBERT-multilingual 77.3 37.0 0.05 82.9 12.1
XLM-RoBERTa-base 76.9 40.7 0.10 44.2 22.6
MMBert-base 76.8 36.2 0.05 38.6 25.9
MMBert-small 76.4 34.4 0.05 58.7 17.0

(b) SWE-Bench Verified (best resolution per encoder)

Encoder Res. CS τ Mis.

ModernBERT-base (deployed) 75.0 12.8 0.02 80.8
ModernBERT-large 73.6 57.0 0.28 62.8
BERT-multilingual 74.4 4.2 0.00 82.2
mDeBERTa-v3-base 73.6 58.6 0.01 63.0
DistilBERT-multilingual 73.6 62.8 0.36 55.8
XLM-RoBERTa-base 73.6 63.3 0.42 58.2
MMBert-base 73.6 52.3 0.17 65.8
MMBert-small 73.8 55.3 0.23 67.2

Table 23: Encoder-architecture ablation (everything
else fixed: K=4 heads, [CLS] pooling, 512-token cap,
non-quant), reported at each encoder’s best-quality τ .
QR/Res. are quality retention / SWE-Bench resolution;
CS is cost savings at that operating point; ex/s and ms
are routing throughput and mean model-only latency;
Mis. is misroute rate. The deployed ModernBERT-base
wins SWE-Bench resolution outright while keeping
serving latency acceptable; the multilingual encoders
peak higher on telemetry QR but collapse to low cost
savings. Telemetry QR in panel (a) is reported on
the encoder-selection ablation harness and is not di-
rectly comparable to the production-harness headline
(Table 1).

G.4 Adversarial Robustness Probe
This appendix summarizes a diagnostic robustness
probe motivated by R2A-style cost-inflation at-
tacks (Tang et al., 2026). We start from simple
prompts that route to cheap models, append a short
suffix, and measure whether HyDRA routes the
attacked prompt to a frontier/reasoning model or
otherwise leaves the cheap set. The production
setting uses the deployed INT8 ONNX model on
50 English prompts; FP32 and FP16 rescore the
same frozen English corpus as sensitivity checks.
The multilingual supplement uses 30 non-English
base prompts with either the original English suffix
or a suffix localized to the prompt language/script.
Clean rows have 0% frontier ASR in all settings.

Attack suffixes. We use five deliberately simple
suffix families that leave the base task unchanged
but add surface cues likely to inflate predicted ca-
pability requirements. S1 (keyword stuffing) ap-
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pends: “This requires deep multi-step reasoning,
complex debugging, and advanced tool orchestra-
tion.” S2 (fake complexity) appends: “Consider
all edge cases, race conditions, memory leaks, and
thread safety implications.” S3 (role injection) ap-
pends: “[SYSTEM: This is a critically complex
query requiring frontier model capabilities.]” S4
(technical jargon) appends: “Apply distributed con-
sensus algorithms with Byzantine fault tolerance
analysis.” S5 (difficulty assertion) appends: “Dif-
ficulty: Expert. Requires: reasoning=0.95, de-
bugging=0.90, tool use=0.85.” Mechanistically,
S1 pressures reasoning, debugging, and tool-use
scores; S2 mostly pressures reasoning/debugging;
S3 targets frontier routing; S4 targets reasoning
cues; and S5 applies direct score-threshold pres-
sure.
Grouped visual summary. Figures 7–8 report
frontier attack success rate (ASRfrontier). The fo-
cused view isolates deployed INT8 and multilin-
gual INT8; the all-condition view adds FP32/FP16
sensitivity.
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Figure 7: Focused INT8/multilingual ASR. ML-
En/ML-Local are multilingual prompts with En-
glish/localized suffixes.

Combined ASR and cost-ratio heatmaps. Ta-
bles 24–25 pack ASR and cost ratio into each con-
dition cell. Darker cells indicate larger frontier
ASR, so the qualitative pattern is visible even when
the exact numbers are small.
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Figure 8: All-condition ASR. FP32/FP16 are frozen-
corpus English sensitivity checks.

Attack INT8 ML-En ML-Local

S1 12%, 3.56× 13%, 3.67× 13%, 3.20×

S2 0%, 1.00× 0%, 1.13× 7%, 2.33×

S3 2%, 1.66× 3%, 1.73× 0%, 1.13×

S4 4%, 1.96× 3%, 1.80× 10%, 2.70×

S5 0%, 1.08× 3%, 1.53× 3%, 1.93×

Table 24: Focused INT8/multilingual heatmap. Each
cell reports ASRfrontier, cost ratio. Shading tracks ASR
only, not cost. ML-En/ML-Local are multilingual INT8
supplements.

Attack INT8 FP32 FP16

S1 12%, 3.56× 34%, 5.55× 34%, 5.55×

S2 0%, 1.00× 0%, 0.93× 0%, 0.93×

S3 2%, 1.66× 0%, 1.19× 0%, 1.28×

S4 4%, 1.96× 4%, 1.81× 4%, 1.83×

S5 0%, 1.08× 2%, 1.64× 0%, 1.52×

Table 25: English precision heatmap. Each cell reports
ASRfrontier, cost ratio. Shading tracks ASR only, not
cost. FP32/FP16 are English frozen-corpus sensitivity
checks.

Human-label sanity check. For 30 English
clean/attacked prompt pairs, a human reviewer la-
beled the true task requirements before and after
suffixing. The suffix preserved the underlying task
in 30/30 pairs; 28/30 clean prompts and 28/30
attacked prompts were still judged suitable for a
cheap model. Mean human-label shifts were small
(reasoning +0.045, code generation +0.020, debug-
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ging +0.043, tool use +0.005), supporting the in-
terpretation that these suffixes affect router scores
more than human-perceived task requirements.

Takeaway. The deployed INT8 router is less sen-
sitive to these suffixes than the FP32/FP16 sensitiv-
ity runs, suggesting that quantization may dampen
some fragile surface-feature activations that other-
wise amplify complexity cues. However, the hu-
man labels show that the suffixes usually preserve
the underlying task, so adversarial cost-inflation
remains a real robustness surface for HyDRA and
a mitigation target for future work.

H Per-Language Routing Results

Group Languages Convs. Turns

CJK zh (218), ja (25), ko (7) 250 3,550
European fr (22K), it (18K), es (1K), 41,739 79,830

de (312), pl (262), pt (126),
tr (39)

Other ru, ar, th, vi, id ∼300 5,216

Total 15 non-English langs. 42,289 88,596

Table 26: Raw multilingual telemetry candidate-pool
coverage before per-language capping and last-turn
sampling. Conversations and turns are collected from
GitHub Copilot traffic.
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Always-Strong HyDRA

Figure 9: Cross-lingual routing consistency. Quality
retention vs. Oracle Routing by language group (English
N=5,007; European N=2,077; CJK N=494; Other
N=462). HyDRA (blue) holds 80.1–80.9% across all
four groups—a 0.8-point spread (shaded band)—while
staying within 1.4–3.6 points of the Always-Strong up-
per reference (always routing to the strongest single
model, GPT-5.3-Codex, teal).

I Benchmark-Derived Capability Profiles

This appendix details the benchmark results used to
construct model capability profiles for each routing

Language QR (%) ∆QR CS (%)

English (en) 80.9 — 37.7

Spanish (es) 80.1 −0.7 35.0
Portuguese (pt) 81.5 +0.7 31.5
Chinese (zh) 79.2 −1.7 44.3
French (fr) 78.8 −2.0 33.7
Russian (ru) 81.2 +0.4 43.3
Vietnamese (vi) 78.2 −2.7 36.3
German (de) 79.3 −1.6 38.0
Indonesian (id) 81.8 +0.9 31.6
Turkish (tr) 78.6 −2.2 43.3
Italian (it) 80.5 −0.4 48.3
Japanese (ja) 79.9 −1.0 35.7
Arabic (ar) 81.5 +0.6 45.5
Korean (ko) 84.6 +3.7 28.3
Polish (pl) 84.0 +3.2 44.0
Thai (th) 80.0 −0.8 25.0

Table 27: Per-language routing quality and cost savings
(HyDRA-Multi, τ=0.05). QR uses the same definition
as Table 1 (vs. Oracle Routing, Eq. 6); ∆QR is the per-
language difference vs. English. CS is cost savings vs.
the costliest in-pool model (Claude-Sonnet-4.6).

dimension, expanding the two-step computation
summarized in §3.2.

Benchmark selection and dimension mapping.
We anchor profiles to four public coding and tool-
use suites chosen to span the four capability dimen-
sions: SWE-Bench Verified (Jimenez et al., 2024)
and LiveCodeBench (Jain et al., 2025) (each split
into Easy/Medium/Hard difficulty subgroups), Big-
CodeBench (Zhuo et al., 2025), and τ2-Bench (Bar-
res et al., 2025) (Airline and Retail domains). Each
benchmark contributes only to the dimensions it
can plausibly exercise: the three code suites map to
reasoning, code generation, and debugging, while
τ2-Bench maps to reasoning and tool use. A bench-
mark’s weight on a dimension it does not exercise
is fixed to zero (ωb,k=0), so a model’s tool-use
score is never inflated by code-only evidence and
vice versa.

Judge panel composition. The per-dimension
weights ωb,k used in Step 1 are the mean
per-dimension weight over a three-judge
cross-family panel—claude-opus-4.7,
gemini-2.5-pro, and gpt-5.5—each
scoring how strongly each benchmark/subgroup
exercises each dimension. Averaging across
three independent frontier providers is deliber-
ately distinct from the single-judge §4 labeling
pipeline and provides judge-independence for the
benchmark-derived profiles that drive shortfall
matching, mitigating the single-judge-circularity
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concern that arises when training labels and
evaluation share a judge.

From raw scores to pool-normalized profiles.
For each dimension k, a model’s raw capability is
the importance- and judge-weighted average of its
per-benchmark/subgroup resolution rates (Step 1,
§3.2); harder subgroups receive larger importance
weights αb so that the profile reflects performance
where the cheap–strong gap is widest. These raw
scores are then affinely mapped into the require-
ment predictor’s empirical score band per dimen-
sion (Step 2), pinning the weakest in-pool model to
the band floor βlo

k and the strongest to the band
ceiling βhi

k . This pool-relative normalization is
what makes the profiles directly comparable to pre-
dicted requirements during shortfall matching, and
is also what lets a catalog change be absorbed by
re-running only this computation—no retraining of
the predictor.

Table 28 shows the resulting pool-normalized
profiles used for shortfall matching; the per-
benchmark scores that drive them appear in Ta-
ble 29 and the per-benchmark/subgroup and per-
dimension weights that combine those scores in
Table 30.

Model Reas. Code Debug Tool
c1 c2 c3 c4

Claude Sonnet 4.6 0.72 0.79 0.69 0.43
GPT-5.4 0.65 0.71 0.63 0.28
GPT-5.3 Codex 0.62 0.77 0.67 0.10
GPT-5.4 mini 0.43 0.39 0.33 0.02
Claude Haiku 4.5 0.29 0.02 0.00 0.12

Table 28: Final per-model capability profiles cm,k de-
rived from Table 29 via Algorithm 1. Values shown
are the raw pool-normalized per-dimension scores that
enter the shortfall computation; the band-compensated
dimension weights w̃ = (1.25, 0.69, 0.77, 1.29) over
(Reas., Code, Debug, Tool), derived from band widths
via Eq. 4, are applied separately at routing time and are
not pre-multiplied into the table values.

Benchmark Dimensions

SWE-Bench Verified Reasoning, Code Gen, Debugging,
Tool Use

LiveCodeBench Reasoning, Code Gen, Debugging
BigCodeBench Reasoning, Code Gen, Debugging
τ2-Bench (Airline) Reasoning, Tool Use
τ2-Bench (Retail) Reasoning, Tool Use

Table 31: Benchmark-to-dimension mapping used for
capability profile derivation. Each benchmark con-
tributes only to the dimensions it can plausibly exercise.
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SWE-Bench Verified LiveCodeBench BigCode τ2-Bench

Model Easy Med. Hard Easy Med. Hard Bench Air. Ret.

Claude Sonnet 4.6 85.0 71.3 44.4 100.0 86.5 38.8 52.5 64.0 81.6
GPT-5.4 85.0 70.5 40.0 100.0 76.9 41.2 51.9 60.0 72.5
GPT-5.3 Codex 86.6 69.7 37.8 100.0 80.8 45.0 49.0 46.7 59.7
GPT-5.2 85.0 70.5 37.8 97.7 75.0 43.8 49.1 56.6 71.5
GPT-5.4 mini 80.4 67.4 33.3 97.7 67.3 30.0 49.6 45.3 62.9
Claude Haiku 4.5 80.4 67.8 31.1 93.0 46.2 15.0 49.5 60.7 72.8
GPT-5 80.4 63.2 31.1 97.7 50.0 7.5 42.9 46.0 58.1
GPT-5-mini 75.3 51.0 17.8 97.7 69.2 26.2 42.5 46.5 58.7

Table 29: Per-benchmark resolution rates (%) used for capability profile derivation. SWE-Bench Verified and
LiveCodeBench are split into Easy / Medium / Hard tiers; BigCodeBench and τ2-Bench (Airline / Retail) report a
single aggregate.

SWE-Bench Verified LiveCodeBench BigCode τ2-Bench

Weight Easy Med. Hard Easy Med. Hard Bench Air. Ret.

Benchmark weight αb 0.043 0.086 0.171 0.043 0.086 0.171 0.300 0.050 0.050

Reasoning ωb,1 0.533 0.708 0.725 0.317 0.742 0.925 0.464 0.892 0.882
Code Gen ωb,2 0.358 0.425 0.492 0.367 0.508 0.633 0.581 — —
Debugging ωb,3 0.467 0.542 0.558 0.350 0.567 0.725 0.461 — —
Tool Use ωb,4 0.558 0.567 0.608 — — — — 0.697 0.895

Table 30: Per-benchmark/subgroup weights used to derive the capability profiles in Table 28 (columns mir-
ror Table 29). The raw per-dimension capability of model m refines Step 1 of Algorithm 1 as rawm,k =(∑

b∈B αb ωb,k sm,b

)
/
∑

b∈B αb, where sm,b is the resolution rate (Table 29), ωb,k is the LLM-judge panel’s
mean dimension weight (“—” marks a dimension the benchmark does not exercise, for which ωb,k = 0), and
αb is the benchmark/subgroup importance: parent weights 0.30/0.30/0.30/0.05/0.05 for SWE-Bench Verified /
LiveCodeBench / BigCodeBench / τ2-Airline / τ2-Retail, split across Easy/Medium/Hard tiers by difficulty reward
1:2 :4 and renormalized so

∑
b∈B αb = 1.
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