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Abstract

Fine-tuning of Large Language Models (LLMs)
using Low-Rank Adaptation (LoRA) on an
end-user’s data offers personalized experiences
while keeping data private, but faces severe
memory constraints on consumer hardware.
Peak memory during fine-tuning often exceeds
device limits, especially for models with bil-
lions of parameters and long-context training
data. This paper introduces a suite of com-
plementary techniques to reduce memory foot-
print: (1) base model quantization with on-the-
fly dequantization, (2) memory-efficient check-
pointing combining selective activation caching
and disk offloading, (3) softmax approximation
using semantically relevant token subsets, and
(4) logits masking. Only softmax approxima-
tion alters the training objective and we discuss
the resulting quality trade-off both analytically
and empirically. Experiments on Llama-3.2
3B and Qwen-2.5 3B demonstrate up to 26 x
and 28 reduction in peak memory, enabling
fine-tuning on resource-constrained devices.

1 Introduction

Large Language Models (LLMs) have advanced
rapidly, with increasingly powerful architectures
emerging at an accelerating pace (Grattafiori et al.,
2024; Jiang et al., 2023; Team et al., 2023). While
training these foundation models remains compu-
tationally expensive, there is growing interest in
on-device personalization for smartphones, [oT sys-
tems, and embedded platforms (Liu et al., 2024),
i.e. on the “edge”. This trend is driven by privacy
concerns, latency requirements, and the need for
context-aware user experiences (Slamanig et al.,
2025; Peng et al., 2024).

Personalizing LLMs typically relies on
parameter-efficient fine-tuning methods such as
Low-Rank Adaptation (LoRA) (Hu et al., 2022),

*Qualcomm AI Research is an initiative of Qualcomm
Technologies, Inc.

which update a small subset of parameters while
freezing the base model. LoRA reduces compute
and memory, however, even models in the 3B—8B
range impose substantial memory demands during
fine-tuning, making deployment on edge devices
difficult.

The bottleneck stems from the backward pass,
which requires storing forward-pass activations.
Longer context windows exacerbate this issue.
Without addressing this memory barrier, on-device
adaptation, along with its benefits of privacy, low
latency, and offline operation, remains impractical.

Contributions Related work is reviewed in Ap-
pendix Aj; here, we introduce techniques to reduce
the peak memory footprint of LoRA fine-tuning of
LLMs in resource-constrained environments. Our
approach proposes base model quantization, check-
pointing, logits masking, and softmax approxima-
tion. Table 1 shows how these complementary
techniques can achieve substantial memory sav-
ings. For example, Llama-3.2 3B with LoRA and
a 2048-token context can be reduced from 26.20
GB to as little as 1.02 GB. Even very long-context
examples become feasible, requiring just 6.95 GB
for 16384 tokens. Our contributions will unlock
new use-cases for personalized experiences while
maintaining data privacy.

2 Methodology

2.1 Setup

We use Llama-3.2 3B (Grattafiori et al., 2024) as
the representative 3B decoder model in the main
text and report the Qwen-2.5 3B (Qwen et al.,
2025) measurements in Appendix E.2; the two
models exhibit the same qualitative memory bot-
tlenecks and reductions. Unless otherwise stated,
all peak-memory results measure a single forward—
backward pass with batch size 1, FP32 compute,
and LoRA adapters of rank 16 on the query and
value projections. Profiling is done on an NVIDIA

1466

EMNLP 2026 Industry Track, pages 1466—1500
October 24-29, 2026 ©2026 Association for Computational Linguistics



Table 1: Peak memory required for one forward and
backward pass (batch size 1, FP32 compute) for Llama-
3.2 3B measured on a NVIDIA A100 GPU across vary-
ing context lengths. Please see Section 2.1 for details.

‘ Measured Peak Memory [GB]

Method
| 1024 2048 4096 8192 16384
FP32 Baseline 27.60 2997 4796 OOM OOM
+ LoRA (r = 16) 19.10 26.20 4041 68.83 OOM
+ Quantization 8.80 14.68 27.48 53.07 OOM
+ Checkpointing 2.37 3.33 6.29 12.21 24.05
+ SM Approx. 1.30 2.43 541 11.58 23.79

+ Logits Masking | 0.70 1.02 159 3.24 6.95

A100 GPU with 80GB of VRAM. These off-target
measurements are intended to isolate peak-memory
behavior across methods; Section 2.7 reports de-
ployment measurements on mobile hardware. Ad-
ditional notation, algorithm, dataset, profiling, and
hyperparameter details are in Appendices B-D.2.

2.2 Base Model Quantization

Quantization is a key technique for compressing
large language models and enabling deployment
in resource-constrained environments, particularly
in LoRA-based fine-tuning where base weights re-
main frozen and can be aggressively compressed.
We adopt a standard post-training mixed-precision
quantization strategy, compressing most linear lay-
ers (W) to INT4 while retaining higher precision
for quantization-sensitive components such as the
output head (INT8) and input embeddings (INT16).
This reduces the model footprint from 5.98 GB
to 2.59 GB for Llama-3.2 3B, significantly easing
storage and bandwidth constraints. However, mat-
mul with compressed weights and FP32 activations
(which we assume throughout training) either re-
quires specialized kernels or weight dequantization.
To avoid memory inflation, we propose on-the-
fly dequantization, where quantized weights are
stored off-chip and re-materialized as W32 only
when needed during forward and backward passes,
then immediately discarded (Appendix C, Alg. 1).
This eliminates the need to retain full-precision
weights across passes, reducing peak memory by
approximately the size of the base model.

Profiling Despite this substantial reduction in pa-
rameter memory, profiling results (Table 2) show
that peak memory during training remains dom-
inated by activations, which scale with context
length and quickly lead to OOM beyond 8K tokens.
Thus, while quantization effectively minimizes pa-

Table 2: Peak memory usage during one forward and
backward pass for FP32 and quantized Llama-3.2 3B
with FP32 LoRA across varying context lengths. The
model is provided in BF16 on Hugging Face, necessitat-
ing upcasting to FP32.

| size | Measured Peak Memory [GB]
| GBI | 512 1024 2048 4096 8192 12288

598 | 1555 19.10 2620 4041 68.83 OOM
BF16 + FP32 (Alg. 1) 598 | 11.29 1436 2095 35.16 63.58 OOM
INT4 + FP32 (Alg. DT | 2.59 | 6.08 8.80 1468 2748 53.07 OOM

tRefer to the main text for exact quantization settings

Matmul Precision

BF16 + FP32 (naive)

rameter storage and memory bandwidth, activation
memory remains the primary bottleneck for long-
context fine-tuning. Unless specified otherwise, all
subsequent discussions use these quantized models.

2.3 Checkpointing

To enable memory-efficient on-device fine-tuning,
we propose a checkpointing strategy that jointly
performs selective activation rematerialization and
off-chip tensor offloading. We model the net-
work as an ordered sequence of compute nodes
L = (v1,...,v), where node boundaries define
which activations are cached versus recomputed
during backpropagation. Unlike traditional check-
pointing (Chen et al., 2016) (Appendix E.4), which
focuses solely on recomputation, our approach
(Alg. 2) also dynamically loads and evicts weights
and activations from off-chip storage, reducing
peak on-chip memory. Specifically, we cache (off-
chip) only selected boundary activations while re-
materializing intermediate activations within each
node, and load weights on demand, discarding
them immediately after use. We instantiate this
scheme using a canonical transformer decomposi-
tion into K = n + 2 nodes (embedding layer, n
decoder layers, and output layer), with node place-
ment guided by the memory budget and empirical
peak-memory profiling. To minimize recomputa-
tion overhead, we greedily maximize the final node
v, which does not require rematerialization; in
practice, this node contains the LM head!, which
we observe to be the dominant memory bottleneck
due to large vocabulary-dependent activations.

Profiling Table 3 reports the evolution of Llama-
3.2 3B peak memory across nodes for varying con-
text lengths. While checkpointing introduces addi-
tional compute (recomputing uncached activations),

'We include logit, softmax, and loss calculations in the
LM head
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Table 3: Peak memory evolution during a checkpointed
forward and backward pass (Alg. 2) across context
lengths for Llama-3.2 3B. For each context length, we
underline the first stage at which the final peak memory
is reached. Across all context lengths, the logits and loss
computation (Stage II) consistently emerges as the
peak memory bottleneck. For clarity, Appendix E.5 con-
tains the complete Llama version, while Appendix E.2
reports the corresponding Qwen-2.5 3B table.

‘ ‘ Measured Peak Mem. [GB]
Node

Stage

\ | 512 2048 8192 16384
embeddings | 0.01 0.05 0.19 0.38
. decoder[0] | 0.23 0.38 1.01 1.95
decodér[27] 023 0.38 . 1.01 1.95
II Im head ‘ 2.11 333 1221 24.05
decoder[27] | 2.11 3.33 1221 24.05

III :
decoder[0] | 2.11 3.33 1221 24.05

it significantly reduces memory: for example, at
8K tokens, Llama-3.2 3B peak memory drops from
53.07 GB (quantized only) to 12.21 GB, and en-
ables execution at longer contexts (12K16K tokens)
that otherwise cause OOM. Nevertheless, profiling
shows that activation memory, particularly in the
output layer, remains the primary bottleneck, mo-
tivating further optimization for long-context fine-
tuning. Unless stated otherwise, all subsequent
discussions use this checkpointing configuration.

2.4 Softmax Approximation

Traditional Softmax During on-device fine-
tuning and after computing the last-layer hidden
representations h.7 from the input sequence 1.7,
we wish to compute the next-token probabilities of
the target sequence y;.r for loss calculation. As
illustrated in Fig 1a, the traditional approach would
use all V' word embeddings to compute logits z;,
from which we compute Vt:

eZtlyi] |
The denominator term in the softmax sums over all
the logits in the vocabulary, which can be as large
as 128k (Llama-3) or 256k (Gemma-2) for modern
LLMs. Intuitively, maximizing p; can be under-
stood as maximizing the score of the correct token
¥+ while minimizing the score of all remaining to-
kens. Geometrically, this corresponds to pushing

the token representation h; closer to w, and away
from all other word embeddings.

Intuition for Softmax Approximation Pre-
trained models have already learned to understand
the context and relationships between tokens. Tok-
enizers are designed to handle a wide range of text,
including common words, symbols, and rare terms.
For pretrained models, next-token probability vec-
tors end up being very sparse. Furthermore, in
specific fine-tuning use-cases, not all tokens in the
vocabulary matter as many of them can be seman-
tically irrelevant to the specific context. Instead,
we wish to distinguish between tokens close to the
decision boundary.

Reducing the Vocabulary Size Leveraging this
intuition, we propose to reduce the size of the “ef-
fective” vocabulary used during softmax compu-
tation, illustrated in Fig 1b: assume we have an
“oracle” that determines a good subset of entries
J C [V], then we can afford to load a reduced
embedding matrix based on J into memory, from
which we compute a logits vector and probabilities
that are reduced in length from V' to | 7|. Doing so
allows us to:

* reduce off-chip <= on-chip I/O, since we
load | 7| <V rows,

* reduce the peak on-chip memory required due
to loading a smaller word embedding matrix,

* reduce the peak on-chip memory required due
to smaller logits sizes, which are used for soft-
max computation, loss calculation, and in both
forward and backward passes,

* reduce compute of the LM head.

Choosing the Reduced Vocabulary Set The
goal is to choose the smallest possible subset J C
[V'] such that the model converges to a desired qual-
ity. It is well understood in the language modeling
literature (Mikolov et al., 2013a) that word embed-
ding vectors capture the underlying tokens seman-
tics geometrically. That is, tokens that are seman-
tically similar will often have “closer” embedding
vector representations. We leverage the fact that
the embedding matrix W is frozen for LoRA fine-
tuning and pre-compute Z(y;, k): the top-k closest
tokens to the target token y; in the sequence. Here
W denotes the output embeddings, so the neigh-
borhood is computed in exactly the space in which
the softmax is taken. We first pre-compute the the

1468



load embedding matrix:

AT W = [wy..wy]

off-chip storage

compute logits Vt € [T]
z. = WTh,

compute next-token probabilities vt € [T]

- ezelyel

(a) Traditional Full Softmax

« choose an input-

compute reduced logits

compute approximate next-token

A/ =)  dependent set: - vt € [T] - probabilities \[‘/t]E [T]
J = {iy, ...,l‘m} c V] 2 = W]Tht b = ettt
off-chip storage * load a reduced £ Y g el

embedding matrix:
Wy = [wy, |... [wy, |

(b) Reduced Vocabulary Softmax Approximation

Figure 1: Illustration of the traditional (a) and proposed (b) softmax computation.

embeddings’ (or tokens’) cosine similarity matrix
C = W'W where W is the column-normalized
embeddings matrix. We then sort C[i, :], i.e. row
1 of C, in descending order, and collect the corre-
sponding sorted indices a; = [a; 1, - ,a; ] such
that C[i,a;1] > -+ > Cli, a;v].

Finally, we aggregate these a; in matrix format
A = [a;, -+ ,ay], to be used as a lookup table
during fine-tuning. Specifically, for a certain k, we
only need to store the first k£ indices within A in
INT32. For Llama-3.2 3B, this implies 128256 x
k x 4 = 0.489k MB of additional off-chip storage.
Later, we show that £ = 500 offers a good trade-
off in approximation quality for the XSum dataset
(Narayan et al., 2018). At this setting, the off-chip
storage overhead is approximately 245 MB. Note
that A is use-case agnostic, and can be re-used
across all fine-tuning applications.

While the intuition behind token similarity and
approximation of the softmax applies on a per-
token position basis, we nonetheless must consider
that during fine-tuning, the LLM processes an en-
tire sequence of tokens in one-shot, and thus fetch-
ing a different set of word embeddings based on
Z(yq, k) for each token position is impractical. Dur-
ing fine-tuning, we construct J for a sequence by
taking the union of all? target tokens’ top-k indices:

J = UtT=1I(yta k) = U?:layt[: k} 2

Note that, by construction, the first token a; 1 will
always be 7, which guarantees for £ > 1 that J
contains the target tokens ¥1.7.

Fine-tuning with Softmax Approximation To
assess the efficacy of our proposed softmax ap-
proximation strategy, we fine-tune Llama-3.2 3B

*In practice, we only include trainable tokens

on the XSum dataset (Narayan et al., 2018), pre-
pared under constraints for on-device adaptation
(see Appendix D.1.1 for details). The same ex-
periments with SQuAD (Rajpurkar et al., 2016)
and with Qwen-2.5 3B can be found in Appen-
dices E.1 and E.2; additional datasets, model con-
figs, and quantitative results are in Appendices J
and H. Specifically, we compare three methods: (1)
full softmax over the entire vocabulary, (2) top-k
softmax using semantically similar tokens, and
(3) rand-£ softmax with randomly sampled neg-
atives. These experiments evaluate both memory
efficiency and convergence behavior. All models
are fine-tuned using LoRA adaptation with identi-
cal hyperparameters ensuring fair comparison. Ta-
ble 9 summarizes the hyperparameters.

Figure 2 shows validation loss and effective vo-
cabulary size | J| across training steps. Top-k soft-
max achieves convergence comparable to full soft-
max while using a fraction of the vocabulary. In
contrast, rand-k converges to worse solutions, un-
derscoring the importance of semantic token se-
lection (Appendix I). The effective vocabulary for
top-k stays far smaller than the full set throughout
training, yielding substantial memory savings (Ta-
ble 4). The Qwen-2.5 3B curves in Appendix E.2
exhibit the same pattern.

Profiling Table 4 illustrates the combined effect
of quantization, checkpointing, and softmax ap-
proximation across different approximation levels.
When applied on top of checkpointing, softmax ap-
proximation delivers substantial reductions in peak
memory. For example, at 8K tokens, Llama-3.2
3B drops from 12.21 GB (checkpointing only) to
6.26 GB with Top-100 approximation—a 1.9x re-
duction. At shorter contexts (e.g., 512 tokens), the
output layer ceases to be the bottleneck entirely
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Figure 2: Validation loss vs. training steps and effec-
tive vocabulary size | 7| for Llama-3.2 3B fine-tuned on
XSum using different softmax methods. Top-k main-
tains convergence quality comparable to full softmax
while using a fraction of the vocabulary.

Table 4: Peak memory vs. context length under check-
pointing & softmax approx. levels for Llama-3.2 3B.
Colors indicate memory bottleneck: decoder & output.

Context | Measured Peak Memory [GB]
Length | puiisM  Top-100 Top-500 Top-1000

512 2.11 0.37 0.51 0.79
1024 2.37 0.54 0.88 1.30
2048 3.33 0.86 1.77 243
4096 6.29 2.31 4.20 5.41
8192 12.21 6.26 9.86 11.58

12288 18.13 10.83 15.80 17.74
16384 24.05 15.64 21.72 23.79

under Top-100 approximation, shifting the peak
memory to the decoder layers.

Even at extreme sequence lengths (12K tokens),
where memory pressure is highest, Top-100 ap-
proximation reduces Llama-3.2 3B from 18.13 GB
to 10.83 GB, enabling configurations that would
otherwise be infeasible on commodity hardware.
The Qwen-2.5 3B results in Appendix E.2 show the
same trend, confirming that softmax approximation,
combined with checkpointing and quantization, is
effective beyond the Llama setting.

When the Approximation Holds Because J
contains every target token by construction, the tar-
get logit enters the loss exactly and only the sum
over negatives is truncated. The per-position loss er-
ror is then given exactly by A; = — log M}, where
My, = ) ;c.7 peli] is the mass that J retains under
the true distribution p,. Captured mass expresses

Table 5: Selecting k: peak memory and end-task quality
for Llama-3.2 3B as a function of the softmax approxi-
mation level. Memory is measured with the full pipeline
(INT4 quantization + checkpointing + top-k softmax) at
two representative context lengths; quality is final task
performance after fine-tuning (BF16), evaluated with
the full softmax. Full-SM column = no approximation.

| Full SM Top-1000 Top-500 Top-100

Peak mem. 2048 tok. [GB] 333 243 1.77 0.86
Peak mem. 8192 tok. [GB] 12.21 11.58 9.86 6.26
XSum ROUGE-1 (1) 0.389 0.381 0.377 0.352
SQuAD F1 (1) 0.852 0.848 0.839 0.809
GSMSK Acc. (1) 0.638 0.629 0.636 0.641
MATH NM (1) 0.392 0.399 0.397 0.371

the approximation error in closed form, and it de-
pends only on the frozen model. The failure mode
is therefore narrower than “the next-token distribu-
tion is flat”: since My > p;[y:], a confident posi-
tion is faithful whatever else 7 contains, so what
also matters is how far the competing mass sits
from the target in output-embedding space. Strati-
fying XSum positions for Qwen-2.5 3B along both
axes, mass capture degrades in the cell that is at
once flat and dispersed, 16.4% of scored positions,
where the median M}, is 0.79 at £ = 1000. The
gradient at the LM-head input holds up better even
there, at a median cosine of 0.99 against the exact
gradient. Appendix I gives the full analysis and its
limits.

Selecting £ Table 5 places the memory gains of
Table 4 next to the end-task quality of Appendix H
at matching approximation levels, so that the end-
to-end decision reduces to choosing k. Quality
degrades slowly and not monotonically down to
k = 500. On the reasoning benchmarks (GSMS8K,
MATH) k£ = 500 differs from the full-softmax
result by at most 0.002 and on MATH is slightly
higher, with no consistent direction across k; on the
generation benchmarks (XSum, SQuAD) the loss
at k = 500 is at most 0.013 ROUGE-1 or F1. The
memory benefit is monotone and arrives sooner:
at 2048 tokens Top-100 removes 74% of the peak
memory of the full softmax, and at 8192 tokens,
where the LM head remains the bottleneck, it still
gives 1.9x.

Two bounds therefore fix the operating point,
and both are measurable before training. The mem-
ory ceiling is the largest k£ whose peak memory fits
the device budget, read from Table 5. The fidelity
floor is the smallest £ at which captured mass and
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gradient cosine clear the envelope of Appendix I,
which needs one inference pass over a sample of
the user’s own data and no training. At 2048 to-
kens a 12 GB budget leaves both bounds slack and
every k in the table qualifies. The binding case is
8192 tokens: the ceiling rules out the full softmax
at 12.21 GB and leaves no practical headroom at
Top-1000, while the floor asks for £ > 200 if the
flat-and-dispersed positions are to hold a median
gradient cosine of 0.95. That leaves k between 200
and 500, and the £ = 200 configuration of Table 7
sits at the bottom of the window, where the peak
measures 1.22 GB at 2048 tokens and 7.90 GB at
8192. The ceiling here is measured on Llama-3.2
3B and the floor on Qwen-2.5 3B, so the window
illustrates the procedure rather than a single cali-
brated result.

Memory profiling of softmax approximation is
token-dependent. Table 4 was obtained by profil-
ing appropriately concatenated examples from the
XSum dataset and setting all tokens to be train-
able. These values therefore represent an upper-
bound, while in practice, memory reduction de-
pends on how many trainable tokens are present in
the sequence. As visualized in Fig. 2, where tokens
are masked correctly (Table 10), | 7| is fluctuating
slightly across data-points.

2.5 Logits Masking

Instruction Fine-tuning Instruction fine-tuning
trains LL.Ms with annotated examples of desired
behaviors and responses. Each sample (Box 1) con-
sists of non-trainable tokens (system prompt and
relevant context) and trainable tokens (response)3.

From Loss Masking to Logits Masking In in-
struction fine-tuning, it is standard practice (Huerta-
Enochian and Ko, 2024) to “mask” non-trainable to-
kens during loss computation, as these correspond
to tokens we do not want the model to generate at
test time. Formally, if z1.7 and y;.7 are the input
and target sequences, let 7 C [T'] denote the set
of trainable tokens. The masked causal language
modeling loss is:

T
loss = — Y lyerlogpy =—» logp:  (3)
t=1 teT
where p; is the probability of predicting token y;.
Loss masking still computes logits and softmax
probabilities for all tokens, including non-trainable

3For illustration, we use the term “token” loosely to also
refer to a “word”.

Table 6: Impact of logits masking on peak memory
vs. context length at different percentages of trainable
tokens; results include checkpointing and top-1000 soft-
max approximation. Colors indicate the memory bottle-
neck: decoder and output. Full version in Appendix E.5.

Context ‘

Measured Peak Memory [GB]

Length | 100, 20% 30% ... 80% 90% 100%
512037 037 047 ... 071 076 079
1024 | 054 060 070 ... 116 123 130
2048 | 0.86 086 1.02 ... 191 216 243
4096 | 1.55 155 159 ... 424 484 541
8192 | 301 301 324 .. 916 1038 11.58
12288 | 447 447 508 1416 1594 17.74
16384 | 593 593 695 19.04 2140 23.79

ones. We propose logits masking: skip computing
logits for non-trainable tokens entirely. This yields
identical losses and gradients while reducing peak
memory during the LM head computation. Effec-
tively, it shortens the context length processed by
the LM head in both, forward and backward pass.

Limitations Logits masking has two limitations.
First, it applies only to fine-tuning settings that
contain non-trainable tokens, and memory savings
depend on the proportion of trainable tokens; if
most tokens are trainable, savings are negligible.
Second, its data dependency complicates batching
for the LM head - assuming that other constraints
allow micro-batches of size larger than one. This
can be circumvented by processing the LM head in
a loop over batch elements.

Profiling When combined with quantization,
checkpointing, and top-1000 softmax approxima-
tion, logits masking delivers significant memory
savings without impacting performance for tasks
where most tokens are fixed. Table 6 summarizes
peak memory across varying percentages of train-
able tokens. As the proportion of trainable tokens
decreases, peak memory consistently drops, until
the bottleneck shifts from the output layer to the
decoder layers. For example, in Llama-3.2 3B, as-
suming 30% trainable tokens reduces peak memory
by approximately 1.7x-3.5x compared to the full-
token case, while maintaining task accuracy. At
extreme sequence lengths (16K tokens), memory
drops from 23.79 GB (100% trainable) to 6.95 GB
at 30% trainable tokens, enabling configurations
that would otherwise be infeasible.

These gains are dataset- and task-dependent. For
instance, on XSum, we observe an average of only
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Table 7: Latency and peak memory on a top-tier smart-
phone from 2025 with 12 GB RAM under different com-
binations of checkpointing (Ckpt), softmax approxima-
tion (Top-k), and logits masking (Mask). Latency and
memory are reported relative to the 32-token unopti-
mized baseline. The two “All Methods” rows demon-
strate the combined effect at short and long contexts.

Configuration Ckpt Top-k Mask Latency Memory
Baseline (32 Tokens) X x (full) X 100.00%  100.00%
+Logits Masking x x (full) v 98.77%  100.00%
+Softmax Approx X v’ (k=200) X 93.89%  42.80%
+Logits & SM Approx X v (k=200) v 93.61%  42.80%
+Checkpointing v x (full) X 118.42%  65.68%
+Ckpt+Masking v x (full) v 120.15%  65.68%
+Ckpt+Softmax vV (k=200) X 116.15% 7.38%
All Methods (32 Tokens) vV (k=200) v 115.10% 7.38%
All Methods (2048 Tokens) v v (k=200) v 802.49%  19.37%

5% trainable tokens per sample (see Table 10 in
Appendix D.1.1), suggesting that logits masking
can unlock substantial memory savings in realistic
fine-tuning scenarios. In Appendix E.3, we present
results of logits masking without SM approxima-
tion, demonstrating that the two techniques are
complementary. Their combination leads to greater
savings than either method alone.

2.6 Overall Impact

Combining all four techniques yields dramatic
memory savings. At 4K tokens, the FP32 LoRA
baseline for Llama-3.2 3B requires 40.41 GB (Ta-
ble 2), while our optimized configuration with
INT4 quantization, checkpointing, Top-1000 soft-
max approximation, and logits masking (30% train-
able tokens) reduces peak memory to just 1.59 GB,
a reduction of over 25x. For 16K tokens, FP32
baselines are completely infeasible (projected to
exceed 80 GB)*. In contrast, our optimized pipeline
enables fine-tuning at this long context length with
only 6.95 GB, which is in the range of available
memory of edge-devices such as phones and lap-
tops. Appendices E.2 and G report analogous
Qwen-2.5 3B and 70B reductions.

2.7 On-Device Measurements

Thus far, all reported results were measured off-
target on an NVIDIA A100 GPU using CUDA. To
demonstrate the practicality of our techniques, we
deploy the optimized pipeline on a top-tier smart-
phone from 2025. The relevant platform character-
istics are as follows: its 12 GB of RAM is unified
memory shared between CPU, GPU, and an inte-
grated NPU on the SoC, and the off-chip tier used

“The A100 GPU has 80GB of VRAM.

for our disk offloading is UFS-class on-package
flash rather than a discrete drive, so offload band-
width is representative of current flagship mobile
storage. All runs stayed within the device’s ther-
mal envelope and we observed no throttling across
repeated measurements. Table 7 reports relative
latency and peak memory for a single forward
and backward pass under different combinations
of our techniques. With all techniques combined
and k£ = 200, peak memory drops to 7.38% of the
unoptimized baseline at 32 tokens, and to 19.37 %
at 2048 tokens, confirming that the memory reduc-
tions observed on the A100 transfer to commodity
mobile hardware. The latency cost is dominated by
checkpointing and grows with context length. The
802.49% at 2048 tokens is measured against the
32-token baseline, so it also carries a 64X increase
in tokens processed; Appendix F separates the re-
computation and storage-I/O components and finds
the transfers to dominate. We did not instrument
energy consumption: our optimizations target the
memory ceiling that makes on-device fine-tuning
infeasible in the first place, and a proper energy
study would require power-rail instrumentation be-
yond the scope of this work. We regard it as a
natural next step.

3 Discussion

This work combines a set of orthogonal tech-
niques (quantization, memory-efficient checkpoint-
ing, softmax approximation, and logits masking)
that collectively enable LoRA-based fine-tuning
of LLMs on resource-constrained devices. While
some of these methods are individually known,
and we claim no novelty for quantization, check-
pointing, or storage offloading in isolation, their
co-design into a single pipeline whose stages are
chosen against a measured memory bottleneck
is, to our knowledge, new for on-device learning.
Combined, they bring long-context personalization
within the memory budget of commodity mobile
hardware. The profiling that drives the design is
the part we expect to be most reusable: it identifies
which component holds the peak at a given context
length, and therefore which technique to reach for
first.

Limitations

A limitation of our evaluation is that the softmax
approximation is validated only for text-only fine-
tuning tasks. While quantization, checkpointing,
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and logits masking are not inherently tied to the
data modality, our reduced-vocabulary softmax
relies on token-level semantic similarity in the
language-model embedding space, and its effec-
tiveness may not directly generalize to multimodal,
speech, retrieval-augmented, or other non-standard
output spaces. The benefits of logits masking are
also task-dependent: they are largest when only a
small fraction of the sequence contains trainable
target tokens, as in instruction fine-tuning, and di-
minish when most tokens contribute to the loss.
Relatedly, our evaluation of the approximation cov-
ers the summarization, extractive question answer-
ing, and mathematical reasoning domains of XSum,
SQuAD, MATH, and GSMS8K; we do not evaluate
code or multilingual fine-tuning, where the geom-
etry of the output-embedding neighborhoods, and
hence the amount of probability mass captured by
J, may differ. We note that this failure mode is
detectable before training rather than only in hind-
sight: the probability mass captured by the reduced
vocabulary is a per-position quantity that can be
measured on a sample of the target data in a sin-
gle inference pass, so a domain whose predictive
distributions are too dispersed for a given k£ can
be identified during the same calibration step that
selects k. The same check applies when a user’s
data drifts away from the domains evaluated here.
Finally, the on-device profiling results depend on
a specific mobile deployment stack and hardware
configuration, so they should be interpreted as evi-
dence of feasibility rather than a fully reproducible
benchmark across edge devices.
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A Background and Related Work
A.1 On-device LLM Fine-tuning

Deploying and fine-tuning LLMs on resource-
constrained devices has attracted significant at-
tention. MobiLLM (Li et al., 2025) introduces
a server-assisted side-tuning approach that enables
LLM fine-tuning directly on mobile devices. Com-
putationally intensive operations are offloaded to
a server, while sensitive data remains on-device.
This hybrid approach highlights the growing in-
terest in personalization on edge devices despite
resource limitations while sacrificing some privacy
and latency due to its hybrid approach. PocketLLM
(Peng et al., 2024) leverages MeZO (Malladi et al.,
2023), a zeroth-order optimization method, to en-
able memory-efficient on-device fine-tuning of
LLMs. It demonstrates practical performance
on real mobile devices, however ZO gradients
cannot replace backpropagation in all use-cases
yet. MobileLLM (Liu et al., 2024) designs sub-
billion-parameter models optimized for on-device
deployment, using architectural techniques such as
deep-and-thin structures, embedding sharing, and
grouped-query attention. While hardware-aware
architectures hold great promises, they do not gain
enough pre-training attention compared to general-
purpose LLMs to fine-tune on. NNTrainer (Moon
et al., 2022) is a framework that enables on-device
training through fine-grained execution-order anal-
ysis and proactive tensor swapping, achieving up to
20 x memory reduction. It demonstrates these tech-
niques on small-scale Transformer and Tacotron2
models, the latter being roughly 1020 M parame-
ters in size.” The on-demand materialization prop-
erties of NNTrainer relate closely to our offloading
strategy, however their approach does not integrate
easily with the PyTorch ecosystem, making it im-
practicable for developer-friendly deployment.

A.2 Parameter-Efficient Fine-Tuning

Parameter-Efficient Fine-Tuning (PEFT) methods
adapt large pre-trained models with minimal com-
putational and memory overhead. Low-Rank Adap-
tation (LoRA) (Hu et al., 2022) is among the
most effective PEFT techniques. LoRA represents
weight updates as low-rank decompositions, reduc-
ing trainable parameters significantly. Instead of
updating full weight matrices, LoRA introduces

>The evaluated Tacotron2 and Transformer models use ~6
GB of memory at batch size 128, showing their smaller order
of scale.
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pairs of rank decomposition matrices while keep-
ing original weights frozen. For example, applied
to a 175B parameter model, LoRA reduces train-
able parameters by 10,000 x with minimal quality
loss (Hu et al., 2022).

Despite LoRA’s efficiency, memory consump-
tion during fine-tuning remains challenging on
edge devices due to activation storage, optimizer
states, and intermediate computations—especially
with long context lengths. To address these lim-
itations, several extensions have been proposed.
QLoRA (Dettmers et al., 2023) combines LoRA
with 4-bit quantization of the base model weights,
dramatically reducing memory footprint while
maintaining accuracy. It introduces double quanti-
zation and paged optimizers to minimize memory
overhead from optimizer states and activations, en-
abling fine-tuning of 65B-parameter models on a
single GPU. Our setting differs in what dominates
the peak. QLoRA reduces parameter memory,
whereas our profiling puts the peak in activations
and the LM head (Table 4), which 4-bit weights
leave untouched. We quantize to INT4 rather than
NF4, since NF4 needs kernels our target NPU does
not provide and we keep training and inference at
the precision we ship. QLoRA’s two remaining
components are orthogonal to ours rather than com-
peting with them: double quantization compresses
the quantization constants and composes with our
pipeline directly, while paged optimizers page op-
timizer state to CPU RAM, which an edge device
does not have, and LoRA optimizer state is small
in any case. HyC-LoRA (Wang et al., 2025) intro-
duces a hybrid compression strategy that combines
low-rank adaptation with structured pruning and
quantization. By jointly optimizing rank and spar-
sity, HyC-LoRA achieves further memory savings
without sacrificing convergence speed or model
quality. LoRA-FA (Zhang et al., 2023) focuses on
reducing activation memory during backpropaga-
tion. It employs forward activation approximation
techniques to avoid storing full activations, instead
reconstructing them on-the-fly during gradient com-
putation. This approach significantly lowers peak
memory usage, making LoRA more practical for
edge devices with strict memory constraints.

Our proposed techniques are orthogonal to these
LoRA extensions and can unlock further memory
efficiencies.

A.3 Memory Optimization Techniques

Several techniques address high memory require-
ments in training deep neural networks. Gradi-
ent checkpointing (Chen et al., 2016) trades com-
putation for memory by storing fewer activations
and recomputing during backpropagation, reduc-
ing memory by up to 10x at approximately 33%
extra computation. In Sec. E.4, we show that of-
floading significantly reduces the peak memory of
gradient checkpointing, at the cost of extra I/O.
Zero-Offload (Ren et al., 2021) offloads optimizer
states, gradients, and parameters to CPU memory,
enabling large-scale training on limited GPUs; how-
ever, this requires sufficient CPU memory, which
edge devices lack. We offload to storage instead,
and on a schedule chosen so that the node hold-
ing the LM head is never rematerialized (Alg. 2),
which removes the dominant activation peak rather
than relocating it to a tier the device does not have.
MONEeT (Shah et al., 2020) optimizes memory al-
location via operator fusion, rematerialization, and
memory planning to reduce peak usage. Adacc
(Chen et al., 2025) propose an adaptive memory
optimization framework that combines layer-wise
tensor compression with activation checkpointing
and a mixed-integer scheduling policy to reduce
GPU memory footprint during large-scale language
model training. Their approach primarily targets
large server-side training pipelines rather than on-
device fine-tuning.

Our work differs by proposing complementary
techniques tailored for on-device LoRA fine-tuning,
including base model quantization, strategic check-
pointing with memory offloading, logits masking,
and softmax approximation. These methods are
framework-agnostic and easily integrated into li-
braries like PyTorch.

A.4 Efficient Softmax

The computational and memory cost of softmax has
motivated numerous approximations. Hierarchical
softmax organizes vocabulary into a tree, reduc-
ing complexity from O(V') to O(log V') (Morin
and Bengio, 2005; Mikolov et al., 2013a). We
don’t rely on any explicit hierarchy or clustering,
instead using the learned token similarity of the pre-
trained LLM directly. Negative sampling considers
only sampled negatives, reducing gradient com-
putation (Mikolov et al., 2013b), which we show
to be sub-par to our similarity based selection for
LLM fine-tuning. Adaptive softmax exploits Zip-
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fian distribution by clustering words, minimizing
expected computation (Grave et al., 2017) but re-
quiring training new parameters. Hardware-aware
approximations replace expensive operations with
low-cost alternatives, achieving up to 13x area
and 2x energy savings (Geng et al., 2018). LUT-
based approximations enable 8-bit quantized soft-
max with less than 1% accuracy loss for attention-
heavy architectures (Vasyltsov and Chang, 2021).
Hardware-aware softmax modifications are orthog-
onal to our work, but promising for attention-heavy
transformer models beyond the loss computation.

B Setup and Notation

Notation. Scalars are denoted by lowercase letters
(e.g., s, b, ). Vectors are denoted by bold lower-
case letters (e.g., X, y). Matrices are denoted by
bold uppercase letters (e.g., W, A, B). Sets are
denoted by calligraphic letters (e.g., J, V, L£). We
use standard indexing notation: for a matrix W,
Wi, :] refers to the i-th row, and W1:, j] refers to
the j-th column. For a vector a, a[: k] denotes the
first k& entries of a.

Node Representation. We model a neu-
ral network as set of compute nodes £ =
{v1, v, ..., v}, where, for simplicity, we assume
each node v; has one input tensor and one output
tensor (though our techniques generalize to nodes
with multiple inputs and outputs). We assume the
last node v, computes the loss value used for back-
propagation.

Compute Architecture. We assume a general-
purpose processor P equipped with on-chip mem-
ory M (e.g., RAM or cache), and access to off-chip
storage D (e.g., SSD or higher order cache) for
reading and writing tensors. This design reflects
typical edge devices where main memory is limited
but disk storage is available. The processor sup-
ports a set of atomic operations for managing nodes
and tensors during computation, summarized in Ta-
ble 8. Note that throughout we assume availability
of FP32 matmul kernels only and consequently
FP32 activations - although our methods general-
ize to arbitrary activation precision, changing the
absolute peak memory measurement values corre-
spondingly without changing conclusions.

Table 8: Atomic operations by the processor (P)

Operation Params Description

load_node v Load node v from D to M

load_tensors  {z;} Load tensors {z; } from D to
M

save_tensors  {z;} Save tensors {z; } from M to
D

free_tensors  {z;} Remove tensors {z;} from
M

free_node v Remove node v from M

mark_grad T Mark tensor z for gradient
computation

fwd v, T Forward pass with autodiff
enabled

fwd_no_grad v, T Forward pass without autod-
iff

grad T Get gradient of tensor x

backward x,g Run backward pass starting

from z using output gradi-
ent g if provided

C Algorithms

Algorithm 1: On-the-fly Dequantization

Input: Quantized weight matrix W,
quantization parameters s, b, input
vectorx // All in M

// Forward pass

1 Wyp3o <= s- W, +b// Dequantize

// Compute base activations

2 Yoase < Wipza - X
3 free_tensors(Wyy3»)
// Complete forward, compute dy
4 Wiy30 < s5- W, +b// Rematerialize
5 dx Wf;32 -dy
s free_tensors(Wyy3»)
// Complete backward
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Algorithm 2: Memory-Efficient Check-
pointing for LoRA Fine-tuning
Input: Nodes £ = (v1,...,vk), inputs X
Output: Loss [, gradients {gi}fz_ol
// Stage I: Forward pass with
caching (load from D to M as
needed)
load_tensors(xp)
fori< 1 to k—1do
load_node(v;)
x; < fwd_no_grad(v;, x;—1)
save_tensors(x;_1)
free_tensors(x;_1)
free_node(v;)

N N R W N =

// Stage II: Compute loss and start
backprop
8 load_node(vg)
9 load_tensors(xx_1)
10 mark_grad(xg_1)
1 |« fwd(vg, xx_1)
12 backward(l)
13 g1 < grad(xy_1)
14 free_tensors(xy_1)
15 free_node(vg)
// Stage III: Backward pass with

rematerialization
16 fori < k—1 to 1do
17 load_node(v;)
18 load_tensors(x;_1)
19 mark_grad(x;_1)

20 x; < fwd(vs, x;-1)

2 backward(x;, g;)

22 gi—1 < grad(xi_l)

23 free_tensors(x;_1,X;)
24 free_node(v;)

25 returni, {g; ;:01

D Experimental Setup

We conduct all training and profiling experiment
on a single NVIDIA A100 GPU with 80GB of
VRAM.

D.1 Dataset Preparation

For all datasets, we utilize their publicly avail-
able implementations from HuggingFace. For each
model, we format every data point using its cor-
responding tokenizer’s chat template with a maxi-
mum block size of 2048.

Box 1: An Instruction Fine-tuning Example

from XSum ( ) )

System: You are a writing assistant that
helps with summarizing text. You write
summaries based on a user-provided text
or article.

Article: Officers searched properties in the
Waterfront Park and Colonsay View areas of
the city on Wednesday. Detectives said three
firearms, ammunition and a five-figure sum
of money were recovered. A 26-year-old
man who was arrested and charged appeared
at Edinburgh Sheriff Court on Thursday.
Summary: A man has appeared in court
after firearms, ammunition and cash were

seized by police in Edinburgh.
- J

Table 9: Hyperparameters for LoRA fine-tuning on
XSum

Hyperparameter Value
LoRA layers q, Vv
LoRA rank (r) 16
LoRA alpha (a) 16
Learning rate Se-4
Batch size 8
Weight decay 0.01
Optimizer AdamW
Training steps 500

Max sequence length 2048

D.1.1 XSum Dataset

The XSum (Narayan et al., 2018) dataset was pre-
pared with a system prompt that instructs the model
to act as a writing assistant focused on summariza-
tion, as shown in Box 1.

Table 10 presents key statistics about the XSum
dataset used in our experiments. The low percent-
age of trainable tokens (only 5.12%) highlights
the potential memory savings that can be achieved
through our logits masking technique, as described
in Sec. 2.5.

Table 10: Statistics of the XSum dataset used in our
experiments

Statistic (per sample) Value [tokens]
Avg. sequence length (w/o padding) 531.47
Avg. # of trainable tokens 27.22
Avg. % of trainable tokens 5.12%
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Template 1: XSum Template 2: SQuAD

You are a writing assistant that helps
with summarizing text. You write
summaries based on a user-provided
text or article.

Article: <$article>

Summary: <$summary>

N J

Table 11: Statistics of the SQuAD dataset used in our
experiments

Value [tokens]

Avg. sequence length (w/o padding) 238.76
Avg. # of trainable tokens 541
Avg. % of trainable tokens 2.40%

Statistic (per sample)

We used 50,000 training samples and 1,000 val-
idation samples from the original dataset. To en-
sure that each sample would fit within the 2048
token context window, we had to remove a num-
ber of indices from the dataset. Specifically, we
excluded approximately 1,000 samples with longer
documents that would exceed our context length
constraints when combined with the system prompt
and tokenization overhead.

D.1.2 SQuAD Dataset

The SQuAD (Rajpurkar et al., 2016) dataset in-
cludes only training and validation splits. Follow-
ing the approach used for XSum, we used 50,000
training samples and 1,000 validation samples from
the original dataset. The chat template used for
training is shown in Template 2.

Table 11 presents key statistics about the SQuAD
dataset used in our experiments. Similar to XSum,
the low percentage of trainable tokens (only 2.4%)
highlights the potential memory savings that can
be achieved through our logits masking technique.

D.2 Profiling

For all profiling measurements, we feed the LLMs
pre-tokenized samples from the XSum dataset. To

You are a question answering as-
sistant. You will be given a user-
provided context (paragraph or sen-
tence), followed by a question. Your
job will be to answer the question
based on the paragraph or sentence.

Title: <$title>
Context: <$context>
Question: <$question>

Answer: <$answer>

\- J

achieve a target context length, we concatenate
examples until the desired length is reached, then
chunk the sequence accordingly. We remove the
-100 masks from the labels so that all tokens are
trainable (an overestimate), except for the logits-
masking experiments where we sweep by masking
the first X% of tokens. We use a batch size of 1.
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Table 12: Peak memory usage during one forward and
backward pass for FP32 and quantized Qwen-2.5 3B
with FP32 LoRA across varying context lengths.

‘ Size ‘ Measured Peak Memory [GB]
[ GBI} 512 1024 2048 4096 8192 12288

6.32 | 17.16 21.68 30.51 4838 OOM OOM
BF16 + FP32 matmul (Alg. 1) 6.32 | 12.13 16.08 2489 4276 OOM OOM
INT4 + FP32 matmul (Alg. Df | 234 | 7.63 1121 1946 36.03 69.17 OOM

Precision

BF16 + FP32 matmul (naive)

Table 14: Peak memory vs. context length under check-
pointing and softmax approximation levels for Qwen-
2.5 3B. Colors indicate the memory bottleneck: decoder
& output.

Context ‘ Measured Peak Memory [GB]
Length | £yjisM  Top-100 Top-500 Top-1000

TAIl layers except for LoRA (FP32), LayerNorm (FP32), LM head (INT8) and embeddings (INT16) layers.

Table 13: Peak memory evolution during a checkpointed
forward and backward pass across context lengths for
Qwen-2.5 3B.

‘ | Measured Peak Mem. [GB]

Stage Node
\ | 512 2048 8192 16384
embeddings | 0.01 0.03 0.13 0.25
decoder[0] | 0.24 040 1.21 2.35
I .
decoder[35] | 0.24 040 1.21 2.35
11 Im head | 176 3.79 14.27 28.24
decoder[35] | 1.76  3.79 14.27 28.24
II1 : :
decoder[0] | 1.76 3.79 1427 28.24

E Additional Experiments

E.1 Fine-tuning with SQuAD

In Figure 3, we show the impact of softmax approx-
imation on training convergence for the SQuAD
dataset (Rajpurkar et al., 2016). Note that in com-
parison to Figure 2 for the XSum dataset, the same
choice of k for top-k selection leads to a much
smaller effective vocabulary size due to the inher-
ently larger number of (trainable) tokens per data-
point.

E.2 Qwen Results

This section reports the Qwen-2.5 3B counterparts
to the Llama-centered results in the main paper.
Across convergence, quantization, checkpointing,
softmax approximation, logits masking, and of-
floading, Qwen-2.5 3B follows the same qualitative
pattern: checkpointing exposes the output layer as
the dominant memory bottleneck, while softmax
approximation and logits masking reduce that bot-
tleneck substantially.

512 1.76 0.36 0.51 0.77
1024 2.06 0.51 0.88 1.26
2048 3.79 0.93 2.30 3.03
4096 7.29 2.59 542 6.58
8192 14.27 7.01 12.28 13.79

12288 21.26 12.28 19.28 20.94
16384 28.24 17.72 26.17 27.98

E.3 Logits Masking w/o Softmax
Approximation

In Sec. 2.5, we reported results for logits mask-
ing when combined with quantization, checkpoint-
ing, and the top-1000 softmax approximation. To
demonstrate that logits masking and softmax ap-
proximation are complementary, Table 17 presents
results for logits masking with quantization and
checkpointing only. Logits masking alone can
significantly reduce peak memory for small per-
centages of trainable tokens, and combining logits
masking with softmax approximation yields even
greater savings.

E.4 Comparison with Gradient
Checkpointing

Table 18 compares peak memory usage with and
without memory offloading across different context
lengths. The baseline (w/o offloading) corresponds
to gradient checkpointing as implemented in Py-
Torch (Chen et al., 2016). Our offloading approach
achieves substantial memory savings, especially for
long contexts. For example, at 16K tokens, Llama-
3.2 3B reduces peak memory from 30.81 GB to
24.05 GB. At shorter lengths, the gains are also pro-
nounced: for 512 tokens, Llama-3.2 3B decreases
from 3.77 GB to 2.11 GB. These results show that
offloading complements checkpointing by further
alleviating memory pressure; Appendix E.2 reports
the corresponding Qwen-2.5 3B measurements.
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Figure 3: Validation loss vs. training steps (top) and effective vocabulary size |7 | (bottom) for Llama-3.2 3B (left)

and Qwen-2.5 3B (right) fine-tuned on SQuAD using different softmax methods. Top-k maintains convergence
quality comparable to full softmax while using a fraction of the vocabulary.

Table 15: Impact of logits masking on peak memory vs. context length for Qwen-2.5 3B under different percentages
of trainable tokens; we report results for checkpointing and top-1000 softmax approximation. Colors indicate the
memory bottleneck: decoder and output.

‘ Measured Peak Memory [GB]
\10% 20% 30% 40% 50% 60% T70% 80% 90% 100%

5121 036 038 048 052 057 062 066 070 075 0.77
1024 | 051 054 066 078 08 098 1.05 1.13 120 1.26
2048 | 0.84 0.84 101 126 142 173 206 240 271 3.03
4096 | 1.59 158 171 237 305 375 449 519 5091 6.58
8192 | 3.07 3.07 390 539 682 822 9.60 1098 1241 13.79

12288 | 4.55 455 6.15 829 1044 1256 14.67 16.76 18.85 20.94
16384 | 6.03 6.03 834 11.15 14.01 16.83 19.62 2241 2519 2798

Context Length

2.4+
g 2.2
6 2.0
é 1.8 — full_sm
. . E --=- topl0
Table 16: Peak memory usage during one checkpointed Z 161 = tzzmo
forward and backward pass for Qwen-2.5 3B with and 141, ‘ ] i ‘ " - top200
without offloading across varying context lengths. S 105 o Eggiggo
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a 1044 Aornd o o amratite Ay rand3k
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Figure 4: Validation loss vs. training steps and effec-
tive vocabulary size | 7| for Qwen-2.5 3B fine-tuned on
XSum using different softmax methods.
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Table 17: Impact of logits masking on peak memory vs. context length under different percentages of trainable
tokens; we report results for checkpointing (full softmax). Colors indicate the memory bottleneck: decoder and
output.

‘ Measured Peak Memory [GB]
‘10% 20% 30% 40% S50% 60% T0% 80% 90% 100%

Model ‘ Context Length

512 | 1.88 191 194 196 199 201 2.04 206 209 211

/A 1024 | 192 197 202 207 212 217 222 227 233 238
3 2048 | 1.98 2.08 218 229 239 249 259 277 3.06 336
"g; 4096 | 2.10 231 251 279 338 397 457 516 575 634
5 8192 | 338 338 402 520 639 757 876 994 11.12 1231
= 12288 | 484 484 584 7.62 939 11.17 1294 1472 1649 1827
16384 | 629 6.29 7.66 10.03 1240 14.77 17.13 1950 21.87 24.24

5121 1.50 153 156 159  1.62 1.65 1.68 1.71 1.74 1.77

QA 1024 | 1.53 159 165 171 177 183 189 195 2.01 2.07
n 2048 | 1.60 1.72 1.84 196 208 241 276 3.11 346 3.81
2 4096 | 1.88 197 243 313 383 452 522 592 6.62 732
2 8192 | 336 336 455 595 735 874 10.14 1154 1294 14.33
o 12288 | 484 4.84 6.68 878 10.88 1297 15.07 17.16 19.26 21.35
16384 | 632 632 881 11.60 1440 17.19 1998 22.78 25.57 28.37

Table 18: Peak memory usage during one checkpointed
forward and backward pass for Llama-3.2 3B with and
without offloading across varying context lengths.

| Measured Peak Memory [GB]

Offloading

‘ 512 1024 2048 4096 8192 12288 16384
w/o 377 420 551 9.1 1635 2357 3081
w/ 211 237 333 629 1221 1813 24.05
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E.5 Full Versions of Tables 3 and 6

Tables 19 and 20 present the full versions of Ta-
bles 3 and 6, respectively.
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Table 19: Peak memory evolution during a checkpointed forward and backward pass (Alg. 2) across context lengths
for Llama-3.2 3B. For each context length, we underline the first stage at which the final peak memory is reached.

Across all context lengths, the logits and loss computation (Stage II) consistently emerges as the peak memory
bottleneck.

‘ ‘ ‘ Measured Peak Memory [GB]
Model , Stage Node
| | | 512 1024 2048 4096 8192 12288 16384

embeddings | 0.01 0.02 0.05 0.09 0.19 0.28 0.38
decoder[0] | 0.23 028 038 057 1.01 1.48 1.95

decoder[27] | 023 028 038 057 101 148 195
II | 1Imhead |211 237 333 629 1221 1813 24.05
decoder[27] | 2.11 237 333 629 1221 1813 24.05

Llama-3.2 3B

III

decoder[0] | 2.11 237 333 6.29 1221 1813 24.05

Table 20: Impact of logits masking on peak memory vs. context length under different percentages of trainable
tokens; we report results for checkpointing and top-1000 softmax approximation. Colors indicate the memory
bottleneck: decoder and output.

Measured Peak Memory [GB]
‘10% 20% 30% 40% 50% 60% 70% 80% 90% 100%

512 |1 037 037 047 051 056 061 064 071 076 0.79
1024 | 0.54 0.60 0.70 0.83 091 1.02  1.09 1.16 1.23 1.30
2048 | 0.86 0.86 1.02 1.21 1.39 159 172 191 216 243
4096 | 1.55 1.55 1.59 192 243 3.04 3.63 424 484 541
8192 | 3.01 3.01 324 444 562 681 798 9.16 1038 11.58

12288 | 4.47 4.47 5.08 6.89 877 1059 1237 14.16 1594 17.74
16384 | 593 593 695 942 11.82 1426 16.65 19.04 2140 23.79

Context Length
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F Where the Latency Goes

The relative latencies of Table 7 invite a question
the table alone cannot answer: the “All Methods”
row at 2048 tokens costs 802.49% of the baseline,
and it is not obvious how much of that is the price
of our techniques. Two clarifications and one de-
composition are in order.

First, the baseline of Table 7 is a 32-token pass,
so the 802.49% figure compares a 2048-token op-
timized pass against a 64x shorter unoptimized
one and conflates the extra work with the overhead.
At matched context length the overhead is much
smaller: at 32 tokens all techniques together cost
115.10% of the baseline.

Second, of the individual techniques only check-
pointing carries a latency cost. At 32 tokens, log-
its masking measures 98.77% of the baseline and
the softmax approximation 93.89%; both are at
or below unity because the reduced LM-head ma-
trix multiplication saves more than the indexing
costs. Checkpointing alone accounts for 118.42%.
The latency question is therefore a question about
checkpointing, and specifically about its two com-
ponents: rematerializing activations, and moving
tensors to and from off-chip storage.

Table 21 separates the two on an A100, where
we can toggle offloading independently; values in
parentheses are measured with offloading disabled,
so the difference between the two is the cost of
the transfers. For Llama-3.2 3B at 2048 tokens, a
quantized pass without checkpointing takes 5.43 s,
checkpointing without offloading takes 7.20 s, and

the full pipeline takes 11.32s. Rematerialization
thus accounts for 1.77 s of the 5.89 s overhead and
storage 1/O for the remaining 4.12's, so roughly
70% of the cost is transfers rather than recomputa-
tion. The imbalance grows with context: at 8192
tokens the same decomposition gives 4.42 s of re-
computation against 22.96 s of I/O, about 84%. For
Qwen-2.5 3B at 2048 tokens the split is closer to
even, 2.93 s against 2.98 s.

That the dominant term is I/O rather than recom-
putation matters, because I/O is the more tractable
of the two. Our benchmarking implementation
loads compute node v 1 only after node vy, has fin-
ished, so every transfer stalls compute; prefetching
the next node during the current one is a standard
remedy we have not implemented. For Llama-3.2
3B holding one additional quantized decoder layer
in memory costs approximately 53 MB at any in-
stant, which can be scheduled so that it does not
raise the peak. Recomputation, by contrast, is a
fixed consequence of not storing the activations.

Two caveats. These A100 numbers are indicative
rather than transferable: the storage tier there is
a host filesystem, not the UFS-class on-package
flash of the device, and the compute-to-bandwidth
ratio differs. And the on-device 802.49% itself
cannot be decomposed this way, since we did not
run a matched device configuration with offloading
disabled.
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Table 21: Measured latency (in seconds) during one forward and backward pass for Llama-3.2 3B and Qwen-2.5 3B
models under different methods across varying context lengths. Values in parentheses show latency with disabled
memory off-loading.

| | Measured Latency [s]

Model Method
‘ ‘ 512 1024 2048 4096 8192 12288 16384
FP32 Baseline 0.94 1.31 1.95 3.39 6.92 OOM OOM
+ Quantization 4.50 4.54 5.43 6.76 11.11 OOM OOM
Llama-3.2 3B | + Checkpointing 6.88 (5.54) 9.28(6.32) 12.24(7.30)  22.77(9.90) 39.45(15.73) 57.36(23.64) 76.11 (31.18)

+ SM Approx. (top-1000) | 6.52 (6.14)  7.43(6.90) 11.45(7.91) 21.76(9.91) 38.30(16.27) 56.62(23.50) 74.75 (30.79)
+ Logits Masking (30 %) | 7.40 (5.98)  7.64 (6.09) 11.32(7.20) 21.55(9.38) 38.49(15.53) 55.16(22.36) 75.05(29.81)

FP32 Baseline 0.89 1.19 1.92 3.28 0OM 0OM 0OM
+ Quantization 578 5.84 7.05 8.23 12.57 OOM 0OM
Qwen-2.53B | + Checkpointing 7.88(8.21)  9.54 (8.55) 13.02(9.63) 22.01(11.84) 38.34(17.56) 50.82(24.15) 73.37 (32.75)

+SM Approx. (top-1000) | 7.48 (7.91)  9.84 (8.43) 13.23(9.38) 21.87(11.72) 36.06 (17.40) 52.23(23.59) 70.87 (32.17)
+ Logits Masking (30 %) | 7.79 (8.37) 10.27 (8.87) 12.96(9.98) 22.37(12.12) 35.78 (17.56) 52.59(23.95) 70.20 (31.07)
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G Additional Benchmarking on
Llama-3.3-70B

To evaluate the scalability of our techniques, we ad-
ditionally profile Llama-3.3-70B. Tables 22 and 23
report peak memory under softmax approximation
and logits masking, respectively. The same trends
as for the 3B-class models hold: the LM-head bot-
tleneck dominates at full softmax, and softmax ap-
proximation plus logits masking shifts the bottle-
neck back to the decoder layers.

Table 22: Peak memory vs. context length under check-
pointing and softmax approximation levels for Llama-
3.3-70B. Colors indicate the memory bottleneck: de-
coder, & output.

Context Length ‘ Measured Peak Memory [GB]
‘ Full SM  Top-100 Top-500 Top-1000
32 4.93 1.72 1.71 1.71
64 4.94 1.75 1.74 1.74
128 4.98 1.81 1.81 1.81
512 5.19 2.17 2.17 2.17
1024 5.46 2.65 2.65 2.96
2048 6.01 3.62 3.62 4.36
4096 7.12 5.56 5.56 6.09
8192 12.98 9.60 10.51 12.21
12288 18.98 14.11 16.57 18.43
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Table 23: Impact of logits masking on peak memory vs. context length under different percentages of trainable
tokens for Llama-3.3-70B; we report results for checkpointing and top-1000 softmax approximation. Colors indicate
the memory bottleneck: decoder, and output.

Context Length ‘ Measured Peak Memory [GB]
‘ 10% 20% 30% 40% 50% 60% 70% 80% 90% 100%

32| L71 1.71 1.71 1.71 1.71 1.71 1.71 1.71 1.71 1.71
64 1.74  1.74  1.75 .74  1.74 174  1.74 1.5 1.75 1.74
128 1.81 1.81 1.81 1.81 1.81 1.81 1.81 1.81 1.81 1.81
512 217 217 217 217 217 217 217 217 217 217
1024 | 265 2.65 265 265 265 265 265 274 288 299
2048 | 3.62 3.62 3.62 362 362 3.62 381 407 423 442
4096 | 556 556 556 556 556 556 556 562 595 621
8192 | 9.60 960 9.60 960 9.60 960 9.60 1001 11.25 12.46
12288 | 14.11 14.11 14.11 14.11 14.11 1411 14.11 15.17 1698 18.80
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H Quantitative Fine-tuning Results

We report fine-tuning convergence and task-
specific quality metrics across six model configura-
tions (Llama-3.2-3B in BF16 and our quantize/d-
equantize INT4 variant “QDQ”; Qwen-2.5-3B in
BF16 and QDQ; Qwen3-4B-Instruct; and Llama-
3.3-70B in BF16) and four datasets (GSMS8K,
MATH, XSum, SQuAD). Evaluation losses are
always computed using the full softmax cross-
entropy, regardless of the loss used for training.
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H.1 GSMSK Results

Model CE TopK-1000 TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 ~ 0.4883 0.4887 0.4895 0.4920 0.4988 0.5204
Llama-3.2-3B-QDQ 0.4929 0.4935 0.4949 0.4971 0.5038 0.5179
Llama-3.3-70B-BF16  0.4772 0.4775 0.4775 0.4776 0.4777 0.4777
Qwen2.5-3B-BF16 0.4332 0.4332 0.4335 0.4363 0.4387 0.4459
Qwen2.5-3B-QDQ 0.4238 0.4255 0.4283 0.4313 0.4341 0.4562
Qwen3-4B-Instruct 0.3899 0.3901 0.3908 0.3948 0.4019 0.4183

Table 24: Final evaluation loss for GSM8K experiments. Evaluation loss is always computed using the full
Softmax CE.

Model CE TopK-1000 TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 ~ 0.3982 0.3936 0.3901 0.3820 0.3699 0.3485
Llama-3.2-3B-QDQ 0.4382 0.4336 0.4294 0.4213 0.4082 0.3876
Llama-3.3-70B-BF16  0.2678 0.2677 0.2677 0.2678 0.2677 0.2677
Qwen2.5-3B-BF16 0.2870 0.2832 0.2798 0.2710 0.2618 0.2473
Qwen2.5-3B-QDQ 0.3248 0.3225 0.3193 0.3069 0.2954 0.2789
Qwen3-4B-Instruct 0.3417 0.3375 0.3343 0.3235 0.3108 0.2926

Table 25: Average training loss over last 10% of training for GSM8K experiments. Different TopK choices
influence loss-scaling.

Model Base CE TopK-1000 TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 0.7058 0.6376 0.6293 0.6361 0.6376 0.6414 0.6641
Llama-3.2-3B-QDQ 0.7096  0.6123 0.6206 0.6277 0.6255 0.6156 0.6346
Llama-3.3-70B-BF16  0.8772  0.8825 0.8855 0.8848 0.8825 0.8870 0.8923
Qwen2.5-3B-BF16 0.7642  0.6687 0.6801 0.6687 0.6384 0.6353 0.6406
Qwen2.5-3B-QDQ 0.4867 0.6262 0.6171 0.5845 0.6065 0.5861 0.5815
Qwen3-4B-Instruct 0.8787  0.8029 0.8059 0.8036 0.7945 0.7892 0.7953

Table 26: Accuracy for GSM8K experiments.

Model CE TopK-1000 TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 128256 14406 8341 4667 2751 1545
Llama-3.2-3B-QDQ 128256 13026 7467 4041 2332 1322
Llama-3.3-70B-BF16 128256 - - - - -
Qwen2.5-3B-BF16 151936 16553 9442 4359 2398 1282
Qwen2.5-3B-QDQ 151936 15537 8740 3920 2211 1205
Qwen3-4B-Instruct 151936 15021 8647 4045 2232 1205

Table 27: Average effective vocabulary size for GSM8K experiments. For CE, this equals the model vocabulary
size.
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H.2 MATH Results

Model CE TopK-1000 TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 ~ 0.6204 0.6223 0.6261 0.6374 0.6561 0.6204
Llama-3.2-3B-QDQ 0.6447 0.6476 0.6528 - 0.6813 0.6457
Llama-3.3-70B-BF16 - 0.5515 0.5513 - 0.5515 0.5514
Qwen2.5-3B-BF16 0.5624 0.5629 0.5640 0.5692 0.5795 0.5953
Qwen2.5-3B-QDQ 0.6042 0.6018 0.6041 0.6153 0.6264 0.6490
Qwen3-4B-Instruct 0.5446 0.5451 0.5464 0.5525 0.5632 0.5843

Table 28: Final evaluation loss for MATH experiments. Evaluation loss is always computed using the full Softmax
CE.

Model CE TopK-1000 TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 0.5595 0.5537 0.5481 0.5363 0.5211 0.5595
Llama-3.2-3B-QDQ 0.5387 0.5336 0.5289 - 0.5021 0.5391
Llama-3.3-70B-BF16 - 0.5111 0.5110 0.5112 0.5110 0.5110
Qwen2.5-3B-BF16 0.5624 0.5575 0.5517 0.5386 0.5215 0.5001
Qwen2.5-3B-QDQ 0.5731 0.5620 0.5539 0.5434 0.5272 0.5013
Qwen3-4B-Instruct 0.5506 0.5461 0.5416 0.5276 0.5095 0.4848

Table 29: Average training loss over last 10% of training for MATH experiments. Different TopK choices
influence loss-scaling.

Model Base CE TopK-1000  TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 0.6185 0.3922 0.3987 0.3972 0.3890 0.3707 0.3924
Llama-3.2-3B-QDQ 0.5856  0.2991 0.3086 0.3123 - 0.2809 0.3081
Llama-3.3-70B-BF16  0.8105 - 0.6650 0.6649 0.6603 0.6586 0.6644
Qwen2.5-3B-BF16 0.6444  0.3654 0.3714 0.3776 0.3728 0.3715 0.3584
Qwen2.5-3B-QDQ 0.2686  0.3187 0.3173 0.3110 0.3011 0.3026 0.2928
Qwen3-4B-Instruct 0.8876  0.5155 0.5153 0.5211 0.5280 0.5302 0.5102

Table 30: Normalized Match for MATH experiments.

Model CE TopK-1000  TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 128256 14697 9078 5292 3248 -
Llama-3.2-3B-QDQ 128256 14697 9078 - 3248 -
Llama-3.3-70B-BF16 - - - - - -
Qwen2.5-3B-BF16 151936 33854 20331 9750 5514 3101
Qwen2.5-3B-QDQ 151936 41713 25622 12671 7205 4079
Qwen3-4B-Instruct 151936 20144 12344 5941 3344 1842

Table 31: Average effective vocabulary size for MATH experiments. For CE, this equals the model vocabulary
size.

1491



H.3 XSum Results

Model CE TopK-1000 TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 1.4141 1.4506 1.4885 1.5505 1.6354 1.7493
Llama-3.2-3B-QDQ 1.4636 1.4989 1.5349 1.5827 1.6717 1.7929
Llama-3.3-70B-BF16  1.0113 1.0191 1.0248 1.0479 1.0816 1.1254
Qwen2.5-3B-BF16 1.3648 1.3863 1.4054 1.4582 1.5313 1.6378
Qwen2.5-3B-QDQ 1.4584 1.4857 1.5165 1.6322 1.7134 1.8120
Qwen3-4B-Instruct 1.4275 1.4547 1.4786 1.5423 1.6284 1.7440

Table 32: Final evaluation loss for XSum experiments. Evaluation loss is always computed using the full Softmax
CE.

Model CE TopK-1000 TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 1.3857 1.2845 1.2251 1.1326 1.0457 0.9397
Llama-3.2-3B-QDQ 1.4349 1.3306 1.2701 1.1712 1.0841 0.9761
Llama-3.3-70B-BF16  1.0048 0.9408 0.9074 0.8470 0.7897 0.7208
Qwen2.5-3B-BF16 1.3313 1.2050 1.1500 1.0511 0.9634 0.8691
Qwen2.5-3B-QDQ 1.6624 1.2840 1.2240 1.3733 1.0326 0.9235
Qwen3-4B-Instruct 1.4095 1.2886 1.2284 1.1187 1.0148 0.9110

Table 33: Average training loss over last 10% of training for XSum experiments. Different TopK choices influence
loss-scaling.

Model Base CE TopK-1000 TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 0.2748 0.3885 0.3811 0.3768 0.3655 0.3518 0.3338
Llama-3.2-3B-QDQ 0.2678  0.3824 0.3724 0.3666 0.3599 0.3458 0.3265
Llama-3.3-70B-BF16  0.2985 0.4672 0.4657 0.4650 0.4599 0.4528 0.4433
Qwen2.5-3B-BF16 0.2478  0.3716 0.3651 0.3598 0.3493 0.3309 0.3082
Qwen2.5-3B-QDQ 0.2433  0.3783 0.3711 0.3634 0.3529 0.3360 0.3201
Qwen3-4B-Instruct 0.2485  0.3830 0.3798 0.3770 0.3679 0.3543 0.3369

Table 34: ROUGE-1 F-measure for XSum experiments.

Model CE TopK-1000 TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 128256 10538 5687 3355 2077 1206
Llama-3.2-3B-QDQ 128256 10538 5687 3355 2077 1206
Llama-3.3-70B-BF16 128256 13193 7330 3570 1999 1110
Qwen2.5-3B-BF16 151936 14762 8591 3854 2050 1072
Qwen2.5-3B-QDQ 151936 13901 7902 3612 1930 1010
Qwen3-4B-Instruct 151936 10675 6438 3103 1725 916

Table 35: Average effective vocabulary size for XSum experiments. For CE, this equals the model vocabulary
size.
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H.4 SQuAD Results

Model CE TopK-1000 TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 ~ 0.1888 0.2004 0.2140 0.2535 0.2814 0.3019
Llama-3.2-3B-QDQ 0.1992 0.2072 0.2222 0.2598 0.3019 0.3220
Llama-3.3-70B-BF16  0.1643 0.1815 0.1934 0.2120 0.2230 0.2398
Qwen2.5-3B-BF16 0.1698 0.1952 0.1893 0.2054 0.2192 0.2368
Qwen2.5-3B-QDQ 0.1955 0.2236 0.2179 0.2876 0.2748 0.2856
Qwen3-4B-Instruct 0.1660 0.1741 0.1761 0.1805 0.1877 0.1950

Table 36: Final evaluation loss for SQUAD experiments. Evaluation loss is always computed using the full
Softmax CE.

Model CE TopK-1000 TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 0.1667 0.1454 0.1392 0.1284 0.1188 0.1111
Llama-3.2-3B-QDQ 0.1860 0.1606 0.1507 0.1400 0.1277 0.1213
Llama-3.3-70B-BF16  0.1555 0.1290 0.1218 0.1140 0.1087 0.1000
Qwen2.5-3B-BF16 0.1602 0.1305 0.1236 0.1170 0.1097 0.1025
Qwen2.5-3B-QDQ 0.2235 0.1636 0.1516 0.1425 0.1544 0.1480
Qwen3-4B-Instruct 0.1517 0.1285 0.1252 0.1161 0.1109 0.1081

Table 37: Average training loss over last 10% of training for SQUAD experiments. Different TopK choices
influence loss-scaling.

Model Base CE TopK-1000 TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 ~ 0.2772  0.8520 0.8478 0.8392 0.8205 0.8090 0.7912
Llama-3.2-3B-QDQ 0.2888  0.8439 0.8279 0.8098 0.8099 0.7875 0.7766
Llama-3.3-70B-BF16  0.3077 0.8733 0.8637 0.8590 0.8520 0.8482 0.8435
Qwen2.5-3B-BF16 0.2526  0.8445 0.8243 0.8279 0.8159 0.8038 0.7899
Qwen2.5-3B-QDQ 0.2605 0.8204 0.7898 0.8079 0.7611 0.7534 0.7704
Qwen3-4B-Instruct 0.2948  0.8561 0.8485 0.8477 0.8433 0.8373 0.8303

Table 38: F1 Score for SQuAD experiments.

Model CE TopK-1000  TopK-500 TopK-200 TopK-100 TopK-50
Llama-3.2-3B-BF16 128256 3584 1861 1001 566 297
Llama-3.2-3B-QDQ 128256 3584 1861 1001 566 297
Llama-3.3-70B-BF16 128256 4843 2601 1108 594 305
Qwen2.5-3B-BF16 151936 4758 2500 1063 554 278
Qwen2.5-3B-QDQ 151936 5713 3071 1255 676 338
Qwen3-4B-Instruct 151936 4638 2462 1051 562 287

Table 39: Average effective vocabulary size for SQuAD experiments. For CE, this equals the model vocabulary
size.
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I Static Fidelity of the Softmax
Approximation

The reduced-vocabulary softmax is the only one of
our four techniques that alters the training objec-
tive, so it is the only one whose fidelity requires
argument. Three notions of fidelity are easily con-
flated here: the error in the loss value, the error in
the training signal propagated into the backbone,
and the resulting end-task quality. Appendix H
measures the last, by sweeping k and training to
convergence. The first two are properties of the
frozen model and can be established before any
training takes place, which is what we do here.

I.1 The Loss-Error Identity

Recall from Section 2.4 that 7 is the union of
the top-k neighborhoods of every target token in
the sequence, and that a; 1 = i guarantees y; €
J for all £. The reduced softmax therefore never
truncates the numerator: the target logit enters the
loss exactly, and only the normalizer is affected.
Writing My(t) = > ;c.7 pi[i] for the mass that
J retains under the true distribution p;, the per-
position loss error is

Ay = Ly — Ly = —log My(t), 4)

since £; = —z[y:] + log) ;e 7 ezl and £, =
—zZ¢yt] + logzyzl %, Captured mass thus ex-
presses the approximation error exactly and in
closed form, and computing it takes two log-sum-
exp reductions over the frozen model and no back-
ward pass.

Equation (4) does not make the approximation
gradient-exact. Renormalizing over J inflates the
target probability to pe[y:] = pe[ye]/Mr > pe[yil.
so the reduced objective understates the pull toward
the target whenever mass is lost. The gradient that
trains everything beneath the LM head is the one
with respect to its input, Vi, £ = > .(pi — yi) Wi,
with the approximate counterpart summing over
¢ € J using p. We therefore report both its di-
rection, cos(Vp, £, Vi, £), and its relative error
in norm, tht‘é - VhtﬁH /|| Vn,£L||. The second
matters because a reduced normalizer shrinks the
denominator systematically and can bias gradient
magnitude even where direction is preserved; co-
sine alone would not reveal this.

1.2 Dispersion, Not Entropy Alone

A flat next-token distribution is the obvious candi-
date for the hard case, but Eq. (4) shows flatness

alone to be too coarse a criterion. Since y; € J
always, My > pi[y:], so a position at which the
model is confident is faithfully approximated no
matter what else 7 contains. High entropy is nec-
essary but not sufficient. The error also depends on
how far the competing mass sits from the target in
output-embedding space, which we summarize as

Dy=1-)p;cos(wi, wy,), (5)
£yt

where p renormalizes the non-target probabilities.
Like M}, D, depends only on p; and the frozen
output embeddings, and unlike M}, it does not de-
pend on k. A flat distribution whose alternatives
are clustered near the target is approximated well,
because those alternatives are what an embedding-
space neighborhood retrieves; only positions that
are flat and dispersed lose appreciable mass. This
is also why the effective vocabulary needed for a
given fidelity differs across datasets.

I.3 Study Design

We stratify along both axes and measure fidelity
per stratum. The analysis is static: a frozen Qwen-
2.5 3B base model with bf16 weights and fp32
fidelity arithmetic, no LoRA adapters, no quan-
tization, and no training, scored over 750 doc-
uments of the XSum test split under the same
preparation as Appendix D.1.1, yielding 19,807
scored target positions. For each position we
compute the full V-way distribution py, its en-
tropy H(p;) and dispersion D,, and then, for
each k£ € {50, 100, 200, 500, 1000}, the quantities
above. Positions are binned into tertiles of H and
of D. The tertile boundaries are computed once
over all pooled positions and then held fixed across
every k and every arm, so that a given stratum al-
ways denotes the same set of positions; they fall at
0.749 and 1.875 nats for entropy and at 0.772 and
0.930 for dispersion. All aggregates are medians,
since these distributions are heavily skewed.

We compare four constructions of the candi-
date set. Union is what fine-tuning actually uses,
J = UZ(yt, k); local restricts the set to the neigh-
borhood of the single scored target, isolating what
the sharing across positions contributes. Each is
paired with a semantic arm, using cosine neighbors
of the output embeddings, and a random arm draw-
ing uniformly from the vocabulary. Random sets
are matched to the realized size of the correspond-
ing semantic set and always contain the target, so

1494



that any difference reflects which tokens are chosen
rather than how many.

1.4 Stratified Fidelity

Figures 57 report the three metrics against &, per
entropy tertile and per arm, and Table 40 gives the
aggregate medians. Semantic selection dominates
size-matched random selection at every k£ and in
every stratum, by the widest margin where the ap-
proximation is under stress: in the high-entropy
tertile at £ = 1000 the union-semantic arm retains
a median M}, of 0.875 against 0.528 for union-
random. The union construction likewise domi-
nates the position-local one on every metric, which
we return to below. Direction degrades more slowly
than mass throughout: aggregate median cosine
reaches 0.990 at k£ = 200, where median captured
mass is 0.951.

The magnitude panel is where the approxima-
tion is least flattering, and we report it rather than
rely on cosine alone. The aggregate relative gra-
dient error falls from 0.329 at £k = 50 to 0.051
at kK = 1000, and in the high-entropy tertile it is
still 0.104 at £ = 1000. The metric is not mono-
tone in entropy: at k£ = 1000 it reads 0.033 in the
low-entropy tertile against 0.027 in the mid tertile,
and the low-entropy, mid-dispersion cell reaches
0.69 at k = 50 while retaining 0.994 of the mass.
This reflects how the ratio is normalized. At a
confident position p; ~ y;, so the exact gradient
> (pi — yi)w; is itself close to zero; the absolute
error there is small, but it is divided by a vanishing
denominator. The relative measure is uninforma-
tive in the regime that Eq. (4) already certifies as
safe, and the residual worth attending to is the one
in the high-entropy tertile.

The reduced softmax therefore preserves the di-
rection of the update into the backbone better than
its scale, and the meaningful part of the scale error
sits on flat, dispersed positions. We expect this
to matter less than the corresponding directional
error would: an error in per-position magnitude re-
weights positions within a batch rather than rotating
the update, and Adam’s second-moment normaliza-
tion partly absorbs a systematic scale factor. We do
not quantify that here, and the claim we rest on is
the directional one.

LI.5 The Entropy-Dispersion Plane

Figures 8 and 9 place captured mass and gradient
cosine at £k = 1000 on the 3 x 3 grid, which sep-
arates the two axes cleanly. Mass capture stays at

Table 40: Aggregate median fidelity over all 19,807
scored positions, by candidate-set construction. Mass
M., gradient cosine, and relative gradient error in norm.

Metric k=50 100 200 500 1000

My, 0.900 0.927 0951 0.974 0.985
cosine  0.960 0.979 0.990 0.997 0.999
rel. err 0329 0.241 0.164 0.089 0.051

M, 0.728 0.788 0.837 0.888 0.912
cosine  0.699 0.776 0.838 0.906 0.936
rel. err  0.839 0.735 0.632 0.492 0.408

M, 0.442 0.448 0458 0.490 0.528
cosine  0.680 0.697 0.713 0.742 0.769
rel. err  1.000 0.998 0.994 0974 0.926

My, 0.436 0436 0437 0.438 0.441
cosine  0.544 0.599 0.631 0.663 0.679
rel. err  1.000 1.000 1.000 1.000 1.000

Arm

Union, semantic

Local, semantic

Union, random

Local, random

0.997 or above along the whole low-entropy row re-
gardless of dispersion, so confidence alone suffices
to immunize a position. Within the high-entropy
row it falls monotonically with dispersion, from
0.978 at low dispersion to 0.788 at high. The flat-
and-dispersed corner is the failure mode, and it
holds 3,245 positions, 16.4% of the total.

The direction of the update survives in that
corner: its median gradient cosine is 0.991 at
k = 1000, and no cell of the grid falls below 0.99
at that setting. The corner nonetheless demands the
largest k£ of anywhere in the plane. Reaching a me-
dian cosine of 0.95 there requires k£ = 200, against
k = 100 for the high-entropy tertile as a whole and
k = 50 for the aggregate. Captured mass in that
corner never reaches 0.9 within our sweep, peaking
at 0.788.

1.6 Why the Union Helps

Sharing one candidate set across a sequence was
introduced in Section 2.4 as a computational ne-
cessity, since fetching a different embedding sub-
matrix per position is impractical. The stratified
view shows it also supplies fidelity that a per-
position top-k cannot. In the high-entropy tertile
at kK = 1000 the union arm retains a median M, of
0.875 where the position-local arm retains 0.478,
and its gradient cosine is 0.995 against 0.875.

The approximation does not, however, rely on
J carrying any contextual information. Context
enters through the hidden state, not through 7: the
logit of candidate 7 is (h;, w;) with h; fully con-
textualized, so J determines only which tokens
compete in the denominator while context decides
how mass is distributed among them. For a polyse-
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bels give the tertile cut points. Mass is near-exact along
the low-entropy row irrespective of dispersion; degrada-
tion concentrates in the flat-and-dispersed corner. The
star marks the worked example of Appendix 1.7, which
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Figure 9: Median gradient cosine at £k = 1000 over
the same plane. No cell falls below 0.99, including the
corner where captured mass has dropped to 0.79.

mous target, J need only contain the tokens it is
confusable with at the logit level, which is what em-
bedding neighbors are. The union then widens that
pool using the other target positions of the same
sequence, and, as the next subsection shows, the
tokens it borrows need not be semantically related
to the target at all.

1.7 A Worked Example

Consider predicting the name in “Tom and ___ go
for dinner together”, taking “Alice” as the target;
this is the kind of position where a static, context-
blind neighborhood is expected to fail. It has en-
tropy 1.72 nats and dispersion 0.964, placing it in
the mid-entropy, high-dispersion cell of Figures 8
and 9.

Scored with a position-local candidate set at
k = 1000, the approximation is poor: | 7| = 1,001
captures only M} = 0.193 of the true distribution,
with a gradient cosine of 0.758. Built as fine-tuning
builds it, unioning the neighborhoods of all seven
target positions of the sentence, | 7| = 5,661 cap-
tures My, = 0.972 and restores the gradient cosine
to 0.9999.

The recovered mass does not come from where
the setup suggests. The dominant competitor at this
position is not another name but the pronoun “his”
at p = 0.561, and it is contributed by the neighbor-
hoods of the function-word targets “and” and “for”.
The neighborhood of “Alice” itself supplies the fe-
male names (p = 0.106 for “Lily”, then “Lisa”,
“Sara”, “Sarah”), which the local set already had;
the male names arrive with “Tom”, which is itself
a scored target since the first token of a target span
is predicted from the prompt. The union therefore
helps not by enlarging a semantic neighborhood of
the target, but because the tokens that compete at
one position are often retrieved by the neighbor-
hoods of other positions, whatever their relation to
the target. Two caveats: this sentence is an illustra-
tion of the mechanism rather than an in-distribution
measurement, and under the document-prefixed
prompt that XSum fine-tuning actually presents,
the distribution at the name slot changes substan-
tially.

I.8 Selecting k£ and Scope

The study supplies a fidelity floor for choosing k.
For a target of median cosine 0.95, the smallest ad-
equate k is 50 in aggregate, 100 if the high-entropy
tertile must also clear it, and 200 if the flat-and-
dispersed corner must. Every quantity involved is
inference-only: M}, is two log-sum-exp reductions
streamable over vocabulary tiles, and D; needs
only p; and the frozen embeddings, so a deploy-
ment can calibrate on a sample of the user’s own
data before training begins. The complementary
upper bound is the device memory budget, since
| 7| grows quickly with k through the union: its
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mean realized size is 1,059 at k¥ = 50 and 14,610
at £ = 1000, roughly 10 to 20 times k.

Three limits bound what this analysis establishes.
It is static, so it bounds the per-position error of
the approximation rather than converged task qual-
ity; the link from one to the other is empirical and
is what the per-k sweeps in Appendix H provide,
where top-k tracks full cross-entropy while rand-k
at equal k£ converges worse. It covers one model
and one dataset, chosen because XSum is the flat-
test task we study and therefore the adversarial
case for this concern; the entropy profile and hence
the required £ are task-dependent. And it inherits
the domain scope stated in our Limitations: the
dispersion statistic makes a mismatched domain
detectable in advance, but detecting one is not the
same as certifying the domains we never evaluated.

J Additional Dataset and Model
Configurations

We complement the XSum and SQuAD dataset
descriptions in Appendix D.1 with details for the
additional datasets used in our cross-dataset evalu-
ation, as well as the model-specific configurations.

J.1 GSMSK Dataset

The GSM8K dataset (Cobbe et al., 2021) consists
of grade school math word problems requiring
multi-step reasoning. We train models in chain-of-
thought mode, where the model learns to generate
both the reasoning process and the final numerical
answer.

J.1.1 Dataset Configuration

We utilize the full GSM8K dataset from Hug-
gingFace (openai/gsm8k), which includes approx-
imately 7,500 training examples and 1,300 test ex-
amples. Each sample is formatted using a system
prompt that instructs the model to solve mathemati-
cal problems step-by-step, as shown in Template 3.

J.1.2 Training Approach

In chain-of-thought mode, the model is trained
on the complete reasoning trace followed by
the final answer in the standard GSM8K format
({reasoning}\n#### {answer}). The system
and user prompt tokens are masked (label = -100),
while the full assistant response including both rea-
soning and answer is used for loss computation.
This approach encourages the model to learn the
intermediate reasoning steps rather than just mem-
orizing answer patterns.

Template 3: GSMSK

You are a helpful math assistant.
Solve the following problem step by
step.

<$question>

<$reasoning>
#H#H#H# <$answer>

- J

J.1.3 Evaluation

We evaluate model performance using accuracy,
where we extract the numerical answer following
the #### marker and compare it to the ground truth.
The extraction handles various formats including
numbers with commas and different answer phras-
ings.

J.2 MATH Dataset

The MATH dataset (Hendrycks et al., 2021) con-
tains challenging competition mathematics prob-
lems spanning algebra, geometry, number theory,
and other advanced topics. Problems require so-
phisticated mathematical reasoning and answers
are provided in LaTeX format within \boxed{} de-
limiters.

J.2.1 Dataset Configuration

We load the MATH dataset from HuggingFace
(gwedsacf/competition_math). Since the orig-
inal dataset contains only a single split, we create
train and test splits using train_test_split with
a fixed random seed (42) for reproducibility, allo-
cating 5,000 examples for the test set and using the
remainder for training. The chat template is shown
in Template 4.

J.2.2 Training Approach

Similar to GSMS8K, we train in chain-of-thought
mode where models learn to generate the complete
solution including intermediate steps. The solution
text naturally includes the final answer in \boxed{}
format. We mask the problem tokens and train
only on the solution tokens, allowing the model to
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Template 4: MATH

You are a helpful math assistant.
Solve the following problem step by
step and provide your final answer.

<$problem>

<$solution>
\boxed{<$answer>}

- J

learn both the reasoning process and proper LaTeX
formatting for mathematical expressions.

J.2.3 Evaluation

We evaluate using normalized match accuracy,
which accounts for mathematical equivalence
rather than exact string matching. Our evaluation
pipeline extracts answers from \boxed{} expres-
sions, normalizes them (removing whitespace, ar-
ticles, and standardizing LaTeX commands), and
uses SymPy for symbolic comparison when pos-
sible. This approach correctly identifies math-
ematically equivalent answers such as .5 and
\frac{13}{2}, or x+1 and 1+x.

J.3 Model-Specific Configurations

We experiment with six model configurations span-
ning different architectures, sizes, and precision
formats:

J.3.1 Model Variants

* Llama-3.2-3B-Instruct: A 3-billion param-
eter model with vocabulary size 128,256.
We experiment with both the standard FP32
version and a quantized QDQ (Quantize-
Dequantize) variant. Despite the “BF16” nam-
ing in our experiment labels, the 3B models
are trained in FP32 precision. We use “BF16”
version hosted on vLLM for task-specific met-
rics involving text generation.

* Llama-3.3-70B-Instruct: A 70-billion pa-
rameter model with vocabulary size 128,256,
trained in BF16 precision. Due to mem-

ory constraints, we use gradient check-
pointing and automatic device mapping
(device_map="auto") to distribute the model
across available GPUs.

* Qwen2.5-3B-Instruct: A 3-billion parameter
model with vocabulary size 151,936. Similar
to Llama-3.2-3B, we experiment with both
FP32 and QDQ variants. We use “BF16” ver-
sion hosted on VLLM for task-specific metrics
involving text generation.

* Qwen3-4B-Instruct-2507 (Team, 2025): A 4-
billion parameter model with vocabulary size
151,936, trained in BF16 precision.

J.3.2 Training Configuration

All models are fine-tuned using LoRA (Low-Rank
Adaptation) with model-specific hyperparameters.
Key configuration choices include:

* Batch sizes: The 70B model uses a per-device
batch size of 1 with gradient accumulation
steps of 4 across two GPUs, resulting in an
effective batch size of 8, while smaller models
use gradient accumulation with batch sizes of
4-8 depending on memory constraints but an
effective batch size of 8 in all cases.

* Context length: All experiments use a max-
imum sequence length of 2048 tokens, with
right-side padding using the model’s pad to-
ken.

* Chat template formatting: Each model uses
its native tokenizer’s chat template to format
conversations. Llama models add an EOS to-
ken during tokenization, while Qwen models
do not.

* Label masking: For all datasets, we mask
system and user prompt tokens (setting la-
bels to -100) and train only on assistant re-
sponse tokens. This focused training objec-
tive helps models learn to generate appropri-
ate responses without being influenced by the
prompt structure.

* Top-k indices: For experiments using top-k
softmax, we pre-compute cosine similarity-
based token indices for each model to identify
the most relevant vocabulary subset for effi-
cient training.
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J.3.3 Other Hyperparameters

Training duration varies by dataset complexity and
size:

* GSMSK: 1,000 steps
* MATH: 2,813 steps
* XSum: 1,000 steps
* SQuAD: 500 steps

Learning rates were chosen heuristically rather
than through systematic optimization, and are spe-
cific to each model but independent of the dataset
and loss function. Across all experiments, we use a
fixed LoRA configuration: rank-16 adapters on the
Q and V projections with & = 16 and no dropout.
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