Querit-Reranker: Training Compact Multilingual Rerankers via Efficient
Label-Free Distribution Adaptation
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Abstract

A deployable multilingual reranker must not
only generalize across languages, domains,
and ranking tasks, but also remain efficient to
serve as a second-stage reranker in practical
systems. However, adapting it to new target
distributions typically requires extensive task-
specific relevance annotations. We present
Querit-Reranker, a family of multilingual
rerankers trained with a data-centric pipeline
for label-efficient adaptation. We instantiate
it as Querit-Reranker-A0.4B, initialized from
an in-house MoE backbone with 0.4B acti-
vated parameters, and Querit-Reranker-4B,
initialized from Qwen3-Embedding-4B. Our
pipeline first learns general relevance mod-
eling from large-scale ranking-oriented data,
then adapts to target distributions through
synthetic-query mining with teacher scores as
continuous soft labels. To consolidate com-
plementary task-adapted strengths, we further
merge checkpoints via spherical linear inter-
polation, obtaining a single deployable model
without runtime ensembling overhead. Us-
ing Qwen3-Embedding-0.6B as the first-stage
retriever, Querit-Reranker-A0.4B improves
average nDCG@10 from 54.11 to 59.28 on
BEIR and from 59.87 to 67.70 on MIR-
ACL. On MTEB Multilingual v2 Reranking,
it also shows competitive performance with
larger embedding-based models, while Querit-
Reranker-4B further achieves state-of-the-art
performance among all evaluated models. We
release both models on Hugging Face.!

1 Introduction

Modern information access systems, such as Al-

driven retrieval-augmented generation (RAG) ar-

chitectures (Gao et al., 2024), commonly rely on a
*Co-first authors.

Corresponding authors.
'Querit-Reranker-A0.4B and Querit-Reranker-4B.

retrieve-then-rerank pipeline to balance efficiency
and accuracy. An efficient first-stage retriever
identifies candidate documents, which are then
re-ranked by a more sophisticated second-stage
reranker for enhanced precision. Rerankers for
multilingual retrieval must balance fine-grained
relevance across languages, domains, and tasks
with the efficiency for second-stage deployment.

There are two challenges for multilingual
rerankers. One is the backbone-efficiency trade-
off. Strong multilingual backbones have become
the de facto standard for retrieval and reranking
models (Chen et al., 2024; Zhang et al., 2024,
2025). Yet their effectiveness often comes at the
cost of inference efficiency, and striking a practical
balance remains an open challenge. The other is
the adaptation-deployment gap. Task-specific fine-
tuning can yield complementary gains, but deploy-
ing multiple adapted models, or runtime ensembles
thereof, would linearly scale up latency and mem-
ory, making such strategies impractical for real-
world serving. This tension is further amplified in
multilingual scenarios, where per-task annotations
are costly and target distributions vary widely.

These motivate our central question: how can
we adapt multilingual backbones into accurate
and efficient rerankers with limited task-specific
human annotation? We address this question
with Querit-Reranker, a family of multilingual
cross-encoder rerankers trained through a data-
centric adaptation pipeline.” We instantiate the
pipeline in two settings: Querit-Reranker-A0.4B,
initialized from Querit-A0.4B, an in-house MoE
backbone with 0.4B activated parameters, and
Querit-Reranker-4B, initialized from Qwen3-

“This work was previously released as a preprint at
arXiv:2606.19037.
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Figure 1: Training pipeline of Querit-Reranker.

Embedding-4B3. Both models follow the standard
cross-encoder paradigm: each query-document
pair is jointly encoded and mapped to a scalar rel-
evance score, making the models directly compat-
ible with retrieve-then-rerank pipelines.

As illustrated in Figure 1, our training pipeline
consists of three stages. First, we train on large-
scale ranking-oriented data, including open-source
retrieval and reranking data as well as high-quality
de-identified private data, to learn broad multi-
lingual relevance modeling. Second, we per-
form targeted synthetic-query mining on represen-
tative MMTEB reranking corpora. Document-
conditioned synthetic queries are paired with
teacher scores as continuous soft relevance la-
bels, enabling label-efficient adaptation to target
ranking distributions without requiring additional
dense human relevance annotations for the target
corpora. Third, we merge selected checkpoints
with spherical linear interpolation (SLERP), con-
solidating complementary task-adapted strengths
into a single deployable reranker without runtime
ensembling overhead.

We evaluate Querit-Reranker across multiple
benchmarks: MMTEB reranking tasks from
MTEB-multilingual-v2 and MTEB-eng-v2 (Muen-
nighoff et al., 2022; Enevoldsen et al., 2025), BEIR
for general English retrieval (Thakur et al., 2021),
and MIRACL for multilingual retrieval (Zhang
et al., 2023). Using Qwen3-Embedding-0.6B as

*Qwen3-Embedding-4B

the shared first-stage retriever, Querit-Reranker-
A0.4B improves average nDCG@10 from 54.11
to 59.28 on BEIR and from 59.87 to 67.70 on
MIRACL. Querit-Reranker-4B further achieves
the highest average score among publicly available
models on the MTEB-multilingual-v2 reranking
leaderboard as of August 29, 2026.
Our contributions are summarized as follows:

* We introduce Querit-Reranker, a family of
multilingual cross-encoder rerankers, includ-
ing a compact MoE-based variant and a larger
dense-backbone variant, both designed for
standard retrieve-then-rerank deployment.

* We present an integrated, deployment-
oriented data-centric training pipeline for
label-efficient target adaptation: large-scale
ranking-oriented training builds general
relevance modeling, synthetic-query mining
with teacher scores adapts the model to
target ranking distributions, and SLERP-
based checkpoint merging consolidates
complementary strengths without runtime
ensembling.

* We evaluate Querit-Reranker across multi-
ple benchmarks, including MMTEB, BEIR,
and MIRACL, showing that Querit-Reranker-
A0.4B achieves strong parameter efficiency
and that Querit-Reranker-4B reaches state-of-
the-art performance among publicly available
multilingual reranking models.

2 Related Work

Neural ranking architectures. Neural ranking
models are commonly divided into representation-
based and interaction-based methods (Guo et al.,
2020). Representation-based methods encode
queries and documents separately, enabling ef-
ficient candidate scoring but limiting explicit
token-level interaction (Reimers and Gurevych,
2019; Karpukhin et al., 2020). Interaction-based
rerankers, especially cross-encoders, jointly en-
code query-document pairs and are therefore well
suited for second-stage reranking over a limited
candidate set (Nogueira and Cho, 2019; Nogueira
et al,, 2019; MacAvaney et al., 2019). Late-
interaction models such as ColBERT provide a
middle ground by preserving token-level match-
ing with lower retrieval-time cost (Khattab and Za-
haria, 2020). Querit-Reranker follows the cross-
encoder paradigm to retain fine-grained query-
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document interaction while targeting efficient
second-stage deployment.

Multilingual retrieval and reranking with
strong backbones. Recent multilingual embed-
ding models have shown that large pretrained
backbones, multilingual supervision, and syn-
thetic or distilled training signals can substantially
improve retrieval quality. Representative systems
include E5-Mistral, BGE-M3, Gemini Embedding,
Llama-Embed-Nemotron-8B, jina-embeddings-
v5, GTE, KaLM-Embedding-V2, and F2LLM-v2
(Wang et al., 2024; Chen et al., 2024; Lee et al.,
2025; Babakhin et al., 2025; Akram et al., 2026;
Li et al., 2023; Zhao et al., 2025; Zhang et al.,
2026). Multilingual rerankers such as mGTE,
Qwen3-Reranker, jina-reranker-v3, and RankL-
LaMA further demonstrate the importance of
reranking-oriented post-training for converting
strong backbones into effective relevance scorers
(Zhang et al., 2024, 2025; Wang et al., 2025; Ma
et al., 2023). Querit-Reranker builds on this line,
but focuses on label-efficient target adaptation for
deployable multilingual reranking.

Synthetic supervision and model merging.
When task-specific relevance labels are limited,
retrieval systems can construct additional super-
vision through generated queries and teacher-
provided scores. Prior work has explored LLM-
based synthetic query generation and teacher distil-
lation for retrieval training (Bonifacio et al., 2022;
Dai et al., 2022; Jeronymo et al., 2023; Hofstétter
et al., 2020). In parallel, parameter-space merging
methods combine multiple checkpoints without
increasing inference-time cost (Wortsman et al.,
2022; Ilharco et al., 2023; Yadav et al., 2023; God-
dard et al., 2024). Querit-Reranker organizes these
components into a staged recipe for multilingual
cross-encoder reranking: synthetic-query mining
with teacher scores adapts the model to target rank-
ing distributions, and SLERP-based merging con-
solidates complementary strengths into a single de-
ployable reranker.

3 Model Architecture

Querit-Reranker adopts a cross-encoder scoring
formulation for text reranking. Given a query ¢
and a candidate document d, the model encodes
the query-document pair in a single forward pass
and outputs a scalar relevance score for second-
stage ranking. This formulation can be instanti-

ated with different foundation backbones: Querit-
Reranker-A0.4B is initialized from Querit-A0.4B,
a self-developed MoE foundation model, while
Querit-Reranker-4B is initialized from Qwen3-
Embedding-4B. Unless otherwise specified, we de-
scribe the shared reranking formulation below in a
backbone-agnostic manner.

For each query-document pair, Querit-Reranker
formats the input as a relevance judgment prompt:

X = [Inst; ¢; ¢; ¢; [CLS]], (1

where Inst denotes the task instruction, q the query,
and ¢ and c the document title and content, respec-
tively. The final [CLS] token is used as the aggre-
gation position for relevance estimation. The back-
bone encodes the input as H = [hy,... h,] =
Backboney(X). Since the appended [CLS] token
occupies the last position, we use h,, as the rele-
vance representation and feed it into a lightweight
binary classification head:

p = softmax(Wh,, + b) = [po,p1]. (2)

Here, pg and p; denote low- and high-relevance
probabilities, and the final ranking score is com-
puted as their expectation over [—1, 1]:

s(g.d) = [-1,1]-p" = —po+p1. (3

A larger score indicates stronger relevance between
the query and the candidate document.

4 Model Training

We train Querit-Reranker with a unified three-stage
reranking recipe. Stage I builds broad multilin-
gual query-document relevance matching ability
from open-source retrieval and reranking datasets
together with real-world business-scenario data.
Stage II performs label-free adaptation toward tar-
get ranking distributions through synthetic-query
mining and unified teacher scoring, while Stage I11
consolidates complementary checkpoints from dif-
ferent data mixtures and training runs into a single
deployable reranker.

4.1 Training Objective

Given a query—document pair (g, d) with contin-
uous relevance label y, 4, Querit-Reranker out-
puts a scalar score s(q,d). We optimize a pair-
wise hinge loss over documents associated with the
same query. For each ordered pair (d;, d;) satisfy-
ingYq.d; > Yq,d;, the model is encouraged to assign
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Figure 2: Language distribution of Stage I training data.

a higher score to d;:

Lrank = |,Pl| Z

(i,j)EP e
max (0, m(y; —y;) — (si — s5)),
where P denotes the set of such document pairs,
si = s(q,d;), Y¥i = Yq.d;» and m > 0 is a margin
coefficient. The margin is scaled by the teacher-
score gap, enforcing larger score differences for
pairs with larger relevance gaps.

4.2 Stage I: Large-scale High-quality Data
Collection

The first stage constructs broad reranking super-
vision from open-source retrieval and reranking
datasets together with private high-quality search
data from real-world business scenarios, which is
de-identified before use and does not contain user-
identifiable information. The overall data composi-
tion and scale are summarized in Appendix B, Ta-
ble 6. For the open-source portion, the selected
datasets cover web search, multilingual retrieval,
question answering, duplicate question detection,
and news recommendation. Its language distri-
bution is shown in Figure 2, with English as the
largest portion and multiple non-English languages
providing multilingual supervision.

For each query, we use Llama-Embed-
Nemotron-8B* to retrieve and score the top-100
candidates from the corresponding corpus, treat-
ing embedding similarity as continuous relevance
labels. To preserve relevance diversity, we parti-
tion the teacher-score range into 16 equal-width
intervals and sample one candidate from each
non-empty interval, filling missing slots with
unused candidates closest to the interval centers.
The selected candidates are sorted by teacher
score for optimization with Eq. (4).

4.3 Stage II: Targeted Synthetic-data Mining

After Stage I, several MMTEB reranking tasks
still show clear improvement space compared with

“Llama-Embed-Nemotron-8B

leading leaderboard models. We therefore per-
form targeted synthetic-data mining to adapt the
reranker to target corpus distributions and query
styles. Specifically, we select four representative
multilingual reranking tasks: AlloprofReranking,
RuBQReranking, T2Reranking, and VoyageM-
MarcoReranking. These tasks cover French, Rus-
sian, Chinese, and Japanese across educational
question answering, factoid retrieval, noisy web-
style retrieval, and MS MARCO-style search.

For each corpus, we sample documents and
use the DeepSeek-R1 API to generate document-
conditioned retrieval queries with task-specific
prompts, detailed in Appendix A. We then reuse
the Stage I teacher-scoring and score-stratified sam-
pling pipeline to produce pseudo ranking supervi-
sion for the pairwise objective in Eq. (4).

This stage provides label-free, teacher-distilled
adaptation toward target ranking distributions
without using human relevance annotations or eval-
uation labels from the target tasks. Rather than
training isolated task-specific rerankers and merg-
ing them afterward, the unified teacher-scoring
pipeline converts task-specific synthetic queries
into a shared multi-task ranking objective, allow-
ing knowledge to be shared and transferred across
diverse multilingual corpus distributions before
checkpoint merging.

4.4 Stage II1: Model Merging

After the first two stages, we obtain multiple check-
points from different data mixtures and training
runs. To produce a single deployable reranker, we
merge selected checkpoints with spherical linear
interpolation (SLERP). Given two corresponding
parameter tensors 6, and 6, viewed as vectors,
SLERP computes:

sin((1 — ¢)Q) sin(#€2)
lerp(0q, Ob;t) = . a —Op,
slerp( bit) sin 2 sinQ ?
676, )
Q = arccos <a )
ICAICA

where t € [0, 1] is the interpolation coefficient. For
an ordered sequence of checkpoints {6;}X | with
weights {w;}X |, we initialize 0!) = 6; and se-
quentially compute

6 = slerp (9(i_1),0i;ti) )
w; (6)

ti= =y i=2,...,K.
Zj:l wj
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Figure 3: Performance—parameter trade-offs on MTEB-
multilingual-v2 reranking tasks.

The final merged model is #5), which requires
no additional training and introduces no inference-
time ensembling cost.

5 Experiments

5.1 Experimental Setup

Datasets. Our main  evaluation  covers
8 MMTEB reranking tasks from MTEB-
multilingual-v2 and MTEB-eng-v2: six mul-

tilingual tasks (AlloprofReranking, RuBQRerank-
ing, T2Reranking, VoyageMMarcoReranking,
WebLINXCandidatesReranking, and Wikipedi-
aRerankingMultilingual) and two English tasks
(AskUbuntuDupQuestions and MindSmallR-
eranking). We further evaluate general English
reranking on 13 BEIR tasks and multilingual
reranking on MIRACL across 18 languages.

Evaluation Procedure. For MMTEB, we follow
the official evaluation protocol and report each
task’s standard metric. For BEIR and MIRACL,
we use Qwen3-Embedding-0.6B° as a shared first-
stage retriever, rerank the same top-100 candidates
for controlled comparison, and report nDCG@10.
Best and second-best scores are marked in bold and
underlined, respectively.

5.2 Main Results

Table 1 reports the main results on the 8 rerank-
ing tasks from MMTEB. We group representative
models with available leaderboard results by pa-
rameter scale, focusing on models up to 8B.
Querit-Reranker-A0.4B shows strong parameter
efficiency among small-scale models. Despite its
compact active-parameter scale, it achieves an 8-
task average of 61.44, outperforming F2LLM-v2-
0.6B (60.77) and gte-Qwen2-1.5B-instruct (59.25),

>Qwen3-Embedding-0.6B

and reaches 65.84 on MTEB-multilingual-v2.
This suggests that the proposed training recipe can
equip compact Querit-based rerankers with com-
petitive multilingual reranking capability.

Scaling the same recipe to the 4B backbone fur-
ther improves performance. Querit-Reranker-4B
achieves the best average among the reported mod-
els on both MTEB-multilingual-v2 (71.08) and the
combined 8-task setting (65.61), surpassing larger
8B-scale systems, while also obtaining the high-
est WebLINXCandidatesReranking score of 30.81.
These results indicate that the proposed recipe
scales effectively from the compact Querit-based
reranker to the 4B backbone.

Figure 3 further visualizes the performance-
parameter trade-off on MTEB-multilingual-v2.
Beyond the up-to-8B models in Table 1, Querit-
Reranker-4B also outperforms larger 14B-27B sys-
tems, such as F2LLM-v2-14B and harrier-oss-v1-
27b, achieving a SOTA average score of 71.08
on the official MTEB-Multilingual-v2 Reranking
Tasks Leaderboard as of August 29, 2026. The full
leaderboard snapshots corresponding to Figure 3
and the complete results are provided in Table 7
and Table 8 in Appendix C.

5.3 Stage-wise and Merging Ablations

Merging strategy comparison. Our task-
adapted checkpoints share the same architecture
and initialization but capture complementary ca-
pabilities from different data mixtures. We select
the best-performing task-adapted checkpoint for
each of Allo, RuBQ, T2, Voyage, WebLINX,
and Wiki; checkpoint weights reported below
follow this order. We compare five training-free
strategies that produce a single model without
runtime ensembling. Linear interpolation merges
all parameters with weights 1:2:1:1:1:1. Scoring-
head replacement combines the general reranker
backbone with the WebLINX-oriented scoring
head, while top-layer interpolation linearly merges
their top four transformer layers and scoring heads
using @ = 0.2, retaining the lower layers of the
general reranker. TIES-Merging constructs task
vectors relative to the shared initialization, retains
the top-20Y% largest-magnitude updates, resolves
sign conflicts, and merges the aligned updates
with A = 1.0. SLERP sequentially merges the
six checkpoints with weights 1:3:1:1:1:1 using
Egs. (5)—(6). As shown in Table 2, SLERP
achieves the best corresponding averages of 65.84,
48.27, and 61.44 while adding no training or in-
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Table 1: Reranking performance on the MMTEB benchmark. Results are collected from the MTEB leaderboard®.

Model MTEB-multilingual-v2 MTEB-eng-v2 Avg.
Allo RuBQ T2 Voyage WebLINX Wiki Avg. Ask Mind Avg.
Small-Scale Models (< 4B)
F2LLM-v2-330M 7591 69.63 66.64 69.48 11.18 87.25 63.35 63.00 30.99 47.00 59.26
F2LLM-v2-0.6B 78.39 71.52 67.00 72.57 13.61 87.73 65.14 64.26 31.10 47.68 60.77
jina-embeddings-v5-omni-small 81.39 74.89 68.04 68.84 11.33 89.46 65.66 66.08 32.69 49.38 61.59
jina-embeddings-v5-text-small  81.39 74.89 68.04 68.84 11.33 89.46 65.66 66.08 32.69 49.38 61.59
jina-reranker-v3 82.34 79.01 70.28 73.52 8.80 93.08 67.84 66.00 - - -
gte-Qwen2-1.5B-instruct 73.49 73.88 67.43 65.22 8.16 87.31 62.58 64.55 33.94 49.25 59.25
F2LLM-v2-1.7B 80.11 75.33 66.96 75.94 15.62 89.08 67.17 65.98 32.49 49.24 62.69
Giga-Embeddings-A1.8B* 81.06 80.88 66.98 71.20 14.53 92.09 67.79 67.68 30.94 49.31 63.17
Giga-Embeddings-3B” 80.15 79.88 66.64 70.60 14.72 91.59 67.26 68.53 30.72 49.62 62.85
Querit-Reranker-A0.4B 79.39 75.37 68.98 68.59 11.63 91.05 65.84 64.02 32.52 48.27 61.44

Medium-Scale Models (4B—-8B)

Qwen3-Embedding-4B 85.13 72.28 67.27 65.61 11.30 88.89 65.08 68.81 32.71 50.76 61.50
F2LLM-v2-4B 82.25 7643 67.27 81.74 19.19 89.40 69.38 67.12 33.01 50.07 64.55
gte-Qwen2-7B-instruct 81.10 74.13 67.80 70.06 12.50 87.73 65.55 67.58 33.36 50.47 61.78
Qwen3-Embedding-8B 84.88 73.47 68.29 65.08 11.79 90.28 65.63 70.20 32.93 51.56 62.12
llama-embed-nemotron-8b 81.29 80.49 68.29 71.25 13.66 91.68 67.78 - - - -
Octen-Embedding-8B 85.40 76.88 67.14 68.00 17.41 91.00 67.64 - - - -
F2LLM-v2-8B 82.71 77.61 67.41 82.17 22.46 89.65 70.34 66.99 33.43 50.21 65.30
Querit-Reranker-4B 83.89 79.84 69.39 70.74 30.81 91.78 71.08 66.25 32.15 49.20 65.61

¢ Giga-Embeddings-instruct-10B-A1.8B-0826;

b Giga-Embeddings-instruct-3B-0826.

¢ MTEB Multilingual leaderboard snapshot accessed on August 29, 2026.

Table 2: Merging-method ablation for Querit-Reranker-
A0.4B.

Table 3: Stage-wise ablation of Querit-Reranker. For
Stage II, we report the strongest individual pre-merging
checkpoint according to the eight-task average.

Merging strategy Multi. Eng. Overall
Linear interpolation 6558  47.02 60.94 Model Stage Multi. Avg. Eng. Avg. Overall Avg.
Scoring-head replacement 65.12 46.19 60.38 Base 25.03 31.13 26.56
Top-4 layers + head 65.56 46.62 60.82 AO4B Stage I 61.16 44 .41 56.98
TIES 65.75 47.65 61.23 : Stage II 65.31 47.66 60.90
SLERP 65.84 48.27 61.44 Stage I11 65.84 48.27 61.44
. . Base 65.08 50.76 61.50
ference qverhead. These results motivated its use i Stage T 6778 4919 6313
for Querit-Reranker-4B and kept the deployment Stage II 69.20 48.66 64.07
pipeline consistent across model scales. Complete Stage I1I 71.08 49.20 65.61

task-level results are reported in Table 9.

Stage-wise ablation. Table 3 reports the aggre-
gate contribution of each training stage at both
model scales. For A0.4B, the overall average in-
creases from 26.56 to 56.98 after Stage I and fur-
ther improves to 60.90 and 61.44 after Stages Il and
III, respectively. Stage I accounts for most of the
improvement because the general-purpose back-
bone must first acquire broad query—document
relevance modeling through multilingual teacher
supervision. For 4B, whose initialization is al-
ready retrieval-oriented, the corresponding gains
are more evenly distributed across stages, with the

overall average increasing from 61.50 to 63.13,
64.07, and 65.61. The multilingual average im-
proves consistently across all stages for both model
scales. Although the English average of 4B does
not improve monotonically, the gains on the mul-
tilingual benchmark lead to consistent improve-
ments in its overall average. Complete task-level
results are reported in Table 10.

5.4 General English Reranking Performance
on BEIR

Table 4 reports general English reranking re-
sults on BEIR measured by nDCG@10. Querit-
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Table 4: Reranking performance on the BEIR benchmark measured by nDCG@10.

Models Avg. TC NFC NQ HQA FQA AA TCH DBP SD FVR CFV SF  QRA
First-stage Retriever
Qwen3-Embedding-0.6B  54.11 88.64 36.34 52.62 64.59 45.08 4790 28.73 39.06 2290 85.82 3523 69.67 86.86
Second-stage Reranker
Qwen3-Reranker-0.6B 48.09 80.15 36.40 35.71 73.28 3098 40.66 21.63 3342 17.58 79.62 23.67 72.05 80.00
bge-reranker-v2-m3 5642 84.74 3451 6840 77.56 4434 3384 35.10 47.05 1820 8943 3742 7386 89.19
jina-reranker-v3 61.71 87.06 3870 71.84 78.10 49.51 72.85 33.70 47.77 23.14 9320 3895 77.00 90.38
Qwen3-Reranker-4B 59.92 88.75 4135 63.18 76.55 50.71 5245 3580 5049 2546 8633 44.82 78.60 84.53
Qwen3-Reranker-8B 61.81 89.66 42.79 67.20 78.05 57.51 56.80 33.66 50.84 27.49 87.65 46.37 7824 8733
Querit-Reranker-A0.4B ~ 59.28 88.72 4141 66.56 7631 48.05 46.61 33.82 4785 22.84 93.70 37.29 78.87 88.63
Querit-Reranker-4B 62.29 89.82 4335 7421 79.59 56.16 5589 3142 52.80 23.64 9445 39.04 81.22 88.18

Table 5: Reranking performance on the MIRACL benchmark measured by nDCG@10.

Models Avg. AR BN EN ES FA FI. FR HI ID JA KO RU SW TE TH ZH DE YO

First-stage Retriever

Qwen3-Embedding-0.6B 59.87 68.81 66.20 50.64 51.93 53.33 68.92 52.81 51.28 51.71 62.99 60.36 58.90 46.80 77.21 73.63 58.03 51.58 72.59

Second-stage Reranker

59.59 65.80 66.88 50.33 49.68 53.96 68.43 49.87 52.99 49.94 62.80 62.72 59.36 51.45 74.94 74.52 55.93 50.95 72.11
67.64 75.51 77.36 57.81 56.45 60.35 77.39 59.64 58.80 56.37 71.88 66.01 68.06 61.11 85.88 81.74 62.39 57.55 83.19
66.83 75.23 75.91 57.80 55.83 59.14 76.61 57.93 56.61 56.26 71.84 67.27 67.35 59.72 84.15 81.85 64.23 56.64 78.51
Qwen3-Reranker-4B 67.47 74.99 76.82 58.78 54.33 62.22 78.87 57.96 61.64 53.78 70.73 67.25 68.90 63.83 83.50 78.85 61.86 59.94 80.21
Qwen3-Reranker-8B 68.97 77.33 78.99 58.25 55.93 62.87 77.26 57.87 63.92 55.14 72.52 69.13 69.78 68.08 83.34 82.49 63.86 60.39 84.36

Querit-Reranker-A0.4B 67.70 77.65 78.53 61.62 55.38 60.17 75.61 58.60 62.11 54.02 74.22 69.86 71.69 63.01 74.76 77.06 66.69 59.57 77.98
Querit-Reranker-4B 71.13 79.34 81.28 62.20 58.41 62.98 80.94 60.45 63.71 55.94 76.96 70.52 74.47 72.70 83.44 82.98 67.52 62.18 84.31

Qwen3-Reranker-0.6B
bge-reranker-v2-m3
jina-reranker-v3

Reranker-A0.4B achieves an average score of
59.28, improving the first-stage retriever by 5.17
points and clearly outperforming Qwen3-Reranker-
0.6B and bge-reranker-v2-m3. Despite its compact
active-parameter scale, it remains competitive with
larger rerankers and obtains second-best results on
FEVER and SciFact.

Querit-Reranker-4B further improves the aver-
age to 62.29, achieving the best overall perfor-
mance among all compared models. It outper-
forms strong baselines such as jina-reranker-v3 and
Qwen3-Reranker-4B, surpasses the larger Qwen3-
Reranker-8B by 0.48 points, and ranks first on 7
of 13 BEIR tasks. Overall, these results demon-
strate effective relevance refinement across diverse
English retrieval tasks and show that the train-
ing recipe scales from the compact Querit-based
reranker to the 4B backbone.

5.5 Multilingual Performance on MIRACL

Table 5 reports multilingual reranking perfor-
mance on MIRACL. Using Qwen3-Embedding-
0.6B as the shared first-stage retriever, Querit-
Reranker-A0.4B improves the average nDCG@ 10
from 59.87 to 67.70, while Querit-Reranker-4B
further raises it to 71.13. These gains show that
Querit-Reranker provides substantial second-stage
refinement for multilingual retrieval.

Querit-Reranker-4B achieves the best overall
performance among all compared rerankers, out-
performing Qwen3-Reranker-8B by 2.16 points
on average despite using a smaller 4B backbone.
Meanwhile, Querit-Reranker-A0.4B achieves the
second-best result on 6 of 18 languages and outper-
forms other 0.6B-scale rerankers. Overall, MIR-
ACL results confirm the effectiveness and scalabil-
ity of Querit-Reranker for multilingual reranking.

6 Conclusion

We presented Querit-Reranker, a family of
multilingual cross-encoder rerankers for standard
retrieve-then-rerank pipelines. Querit-Reranker
uses a staged reranking-oriented training recipe to
build broad multilingual relevance matching abil-
ity, perform label-free multi-task adaptation to-
ward target ranking distributions, and consolidate
complementary checkpoints with SLERP. Experi-
ments on MMTEB, BEIR, and MIRACL show that
this recipe is effective for both the compact Querit-
Reranker-A0.4B and the larger Querit-Reranker-
4B, providing a practical path toward efficient and
strong multilingual reranking.
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7 Ethical Considerations

Data and privacy. Our training data include
publicly available ranking datasets and de-
identified private search data from real-world
business scenarios. The private data were de-
identified before model development and handled
under the data-governance and access-control
procedures of the data provider; no direct personal
identifiers were intentionally used for training.
Public datasets, pretrained models, and teacher
models are used subject to their respective licenses
and terms of use.

Bias and downstream use. Teacher-provided
scores and LLM-generated queries may inherit bi-
ases from the underlying models and source cor-
pora, including uneven representation across lan-
guages, regions, and domains. Although the de-
ployed reranker does not directly generate text, it
can affect information exposure by promoting or
suppressing retrieved content and may amplify bi-
ases present in the candidate corpus or first-stage
retriever. Its relevance scores should not be inter-
preted as indicators of factuality, safety, or fairness.
We recommend task-specific evaluation and bias
auditing before deployment, particularly in high-
stakes or user-facing applications.

Model release and resource use. We release
the model weights for research purposes. Users
are responsible for complying with the licenses of
the models, datasets, and downstream content in-
volved in their applications. Although the compact
architecture and training-free checkpoint merg-
ing avoid runtime ensembling overhead, model
training and teacher inference incur computational
costs.

8 Limitations

Although Querit-Reranker demonstrates strong
multilingual reranking performance, it does not ex-
plicitly optimize a dedicated cross-lingual rerank-
ing or alignment objective. Its multilingual ca-
pability mainly comes from Stage I, which com-
bines open-source multilingual ranking data with
de-identified private search data from real-world
business scenarios, and Stage II, which further
performs task-targeted data mining on representa-
tive multilingual reranking corpora. However, our
training data do not include explicitly constructed
cross-lingual reranking pairs, and our training

objective does not incorporate explicit language-
alignment losses. As a result, the model may
still exhibit uneven behavior across low-resource
languages or cross-lingual retrieval scenarios. In
future work, constructing cross-lingual reranking
data and introducing explicit alignment-oriented
objectives may further improve the model’s mul-
tilingual understanding and robustness across lan-
guages.

In addition, due to resource constraints, our
high-quality synthetic-data mining stage only
covers four representative MTEB-multilingual-v2
reranking corpora: AlloprofReranking, RuBQR-
eranking, T2Reranking, and VoyageMMarcoR-
eranking. These datasets expose the model to
French, Russian, Chinese, and Japanese reranking
distributions, but they do not cover all languages
and reranking tasks in MMTEB. Therefore, the ef-
fect of extending synthetic-query mining to the full
set of MMTEB reranking tasks remains to be ex-
plored. Future work will investigate broader mul-
tilingual synthetic data construction and explicit
cross-lingual alignment to further improve robust-
ness across languages and retrieval settings.
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A Targeted Synthetic Data Construction

This appendix provides the detailed prompts used
for high-quality synthetic data mining.  We
construct synthetic queries for four representa-
tive MTEB-multilingual-v2 reranking tasks: Al-
loprofReranking, RuBQReranking, T2Reranking,
and VoyageMMarcoReranking. These tasks cover
French, Russian, Chinese, and Japanese, respec-
tively, and differ substantially in domain, docu-
ment style, and query intent. Therefore, we de-
sign task-specific prompts rather than using a sin-
gle generic query-generation template. For each
task, the generated queries are parsed with special
query boundary tokens and then used in the teacher-
scoring and score-stratified sampling pipeline de-
scribed in Section 4.

A.1 AlloprofReranking

AlloprofReranking is a French educational rerank-
ing task based on K12-style learning content. The
prompt is designed to generate informal and con-
versational French queries that resemble questions
students may ask in an online forum.

You are an information retrieval
< assistant for a French K12
— educational platform.

Your task is to generate exactly FIVE

— user search queries that K12 students
— might naturally ask on an online

— forum.

The query should be written in informal,
— conversational French, similar to

— real student questions.

The generated query should:

1. Be a natural and realistic question

— that a K12 student could plausibly

ask.

Reflect the main information needed

— from the given document, without

< copying or restating its text.

3. Use informal, everyday French rather
—

4.

Ny

than formal or academic language.
Be concise, between 10 and 100 words.

Output requirements:

- Output exactly FIVE queries.

- Wrap the query between the special
— tokens <|begin of query|> and

— <|end of query|>.

- Do not output anything outside these
— tokens.

Document:
{content}

A.2 RuBQReranking

RuBQReranking is a Russian factoid-style rerank-
ing task based on Wikipedia-like documents.
Since many documents focus on named entities,
the prompt encourages factual questions and asks
the generator to use alternative entity surface forms
when available, making the generated queries
closer to realistic retrieval behavior.

You are an information retrieval

— assistant generating search queries
— for a Russian Wikipedia-style factoid
— QA dataset.

You will be given:

- A Russian document in a Wikipedia-like
— style.

- The document typically focuses on a

< single main entity (person,

— organization, city, work, event).

Your task:

Generate exactly ONE natural Russian

— query that asks for ONE factual piece
— of information

that is directly answered in the document
— (typically within the first 1-3

— sentences).

CRITICAL REQUIREMENTS (must follow ALL

— when applicable):

) Identify the main named entity the

< document is about.

2) If there exists ANY plausible

< alternative surface form for that

— entity across writing systems or

< common usage
(Latin vs Cyrillic, phonetic
— transliteration, common colloquial
— form, mixed form),
then the query MUST use a surface form
— DIFFERENT from the one appearing
< in the document.

3) Do NOT use the exact entity surface

— form from the document when a

< reasonable alternative exists.

4) If no alternative exists, use the

< canonical Russian form.

-

Query constraints:

- Russian only.

- One entity, one fact, one question.

- Prefer: «Korpa...», «Kt0...», «B KakoMm
— rogy...», «fgpe...».

- 5-20 words.

- Do NOT copy or paraphrase any sentence
— from the document.

STRICT OUTPUT RULES (mandatory):
- OQutput EXACTLY ONE LINE.
- The line must be exactly in this
— format:
<|begin of query|> ... <|end of query|>
- Do NOT output any explanations,
— rationales, comments, HTML, markdown,
— or extra text.
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- Do NOT output multiple candidates.

Document:
{content}

A.3 T2Reranking

T2Reranking contains Chinese documents with di-
verse topics and noisy web-style formatting. The
prompt, therefore, emphasizes core answerable in-
formation, robustness to HTML and navigation

noise, and realistic short Chinese search queries.

ME—REEREDF, REARXXEERERER,

XA AR

- XHEAPX, FESHEFEEIR. FIEE

- HENEF,

- XAFROER, EAED + HETXRBEHHE
- XHEHPEREEARE HTML 7% (30 <br>,
- EEHEE TEERFRS,

- BEXHRERKESRS (NEER. SR,
- TBRERESE)

RIESE:
BETFXHEN “ROAIRIEER”
o ER=NEXAFAITREAERSIENTXES,

ERMEIAUIAE |

STERRESE—AK. BRNESER (fln:
BiE. Mg S8, EX. TR, FE. A¥.
REE) o

ERMRINESHERTH, BE. B OER,
e aFRIRE.

TEWR HTML 7%, ZEREES. SME 0
‘BT HEXREE BXIR %) 2%

MEXEHE SRR FES WBIE NS,
HEE. BE. BE. BEF) ,
EOE-ERBFEZENZHRT.

Ve S AN E S e S T
(AFREESR) o

BRI FRIZHESAMERIR (5130
HREXEHTHA” ) o

HIHER:

- BH=%ER,

- SREEUVTTEERE <|begin_of query|>
— # <|end_of_query|> Zdl,

- AERHEREIML AR,

I R T

Document:
{content}

A4 VoyageMMarcoReranking

VoyageMMarcoReranking is a Japanese MS

<table>. <h2>, <img> %) . SHRE. FI&.

You are an information retrieval
— assistant generating queries for a
— Japanese MS MARCO-style dataset.

Your task is to generate exactly FIVE

— user search queries that a typical

— user might naturally type into a

— search engine.

The queries should be written in natural
— Japanese and reflect realistic search
— behavior.

The generated queries should:

1. Ask about one specific and concrete
piece of information contained in the
document.

Reflect a single, clear information
need (e.g., definition, fact, number,
attribute, cause, person, etc.).

Be concise and focused, typically
short and direct rather than
open-ended.

Closely align with the key entity or
concept in the document (lexical
overlap is acceptable).

If the document contains an important
number (e.g., phone number, routing
number, price, temperature, quantity,
date), at least ONE query should
directly ask for that number.

TLL o™y

Output requirements:

- Output exactly FIVE queries.

- Each query must be wrapped between the
special tokens <|begin of query|> and
— <|end of query|>.

- Do not output anything outside these

— tokens.

- Do not add explanations or additional
— text.

—

Document:
{content}

B Training Data Statistics

Table 6 summarizes the data used in the two data-

mining stages.

Table 6: Statistics of training data used in each stage.

MARCO-style reranking task. The prompt asks
the generator to produce concise and realistic

Japanese search queries, with special attention to
concrete information needs such as definitions,

attributes, facts, and numerical values.

Stage Dataset Size

Stage 1 MSMARCO, MLDR, Open-

High-quality =~ Mr.TyDi, T2Ranking, source:

data collection CQADupStack, ~3.52M
MIND-small, Ruri, Private:
MIRACL, and private ~2.05M
high-quality data

Stage II Targeted synthetic data for ~ ~9.4M

Targeted AlloprofReranking,

synthetic data  VoyageMMarcoReranking,

mining T2Reranking, and

RuBQReranking
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from open-source retrieval datasets and private
high-quality search data collected from real-world
business scenarios. The open-source portion in-
cludes MS MARCO (Nguyen et al., 2016), MLDR
(Chen et al., 2024), Mr.TyDi (Zhang et al., 2021;
Clark et al., 2020), T2Ranking (Xie et al., 2023),
CQADupStack (Hoogeveen et al., 2015), MIND-
small (Wu et al., 2020), Ruri (Tsukagoshi and
Sasano, 2024), and MIRACL (Zhang et al., 2023).
For all open-source datasets, we use only their offi-
cial training splits and exclude validation and test
splits from training. Following standard industrial
data-curation practices, the private data were de-
identified before use, with personally identifiable
information such as names and phone numbers re-
moved. The resulting private dataset does not con-
tain direct user identifiers and covers diverse re-
trieval settings such as web search, multilingual re-
trieval, question answering, duplicate question de-
tection, and news recommendation.

Stage II further constructs targeted synthetic
data for four representative MTEB-multilingual-
v2 reranking tasks, namely AlloprofReranking,
VoyageMMarcoReranking, T2Reranking, and
RuBQReranking. This targeted stage is designed
to better match the corpus distributions and query
styles of the multilingual reranking benchmark.

C Detailed Results

This section provides task-level results supporting
the performance—parameter trade-off analysis in
Figure 3, the merging-method comparison in Ta-
ble 2, and the stage-wise ablation in Table 3.

Benchmark comparisons. Table 7 reports
the top-20 results from the six-task MTEB-
multilingual-v2 reranking leaderboard snapshot,
while Table 8 reports the top-20 complete results
in the eight-task MMTEB evaluation setting,
including only models with available scores on all
tasks.

As shown in Table 7, Querit-Reranker-4B
achieves the best average score on the MTEB-
multilingual-v2 reranking subset, reaching 71.08.
It also obtains the highest score on WebLINXCan-
didatesReranking, with a score of 30.81, showing
a clear advantage on this challenging web-oriented
reranking task. Querit-Reranker-A0.4B achieves
an average score of 65.84, outperforming sev-
eral substantially larger embedding baselines and
demonstrating strong parameter efficiency among
compact models.

On the combined 8-task MMTEB setting,
Querit-Reranker-4B achieves an overall average of
65.61, ranking first among all compared models.
Querit-Reranker-A0.4B obtains an overall average
of 61.44, remaining competitive with larger small-
scale models and validating the effectiveness of the
proposed training recipe under a compact active-
parameter setting.

Merging strategy comparison. Table 9 pro-
vides the task-level results corresponding to Ta-
ble 2. SLERP achieves the best score on seven
of the eight tasks and the best multilingual, En-
glish, and overall averages. TIES-Merging is the
strongest non-SLERP alternative, obtaining aver-
ages of 65.75, 47.65, and 61.23, but remains below
SLERP by 0.09, 0.62, and 0.21 points, respectively.
Scoring-head replacement performs best on We-
bLINX, suggesting that preserving its task-specific
head favors this narrow specialization, whereas
SLERP more effectively consolidates performance
across heterogeneous ranking distributions. These
results support the use of SLERP as a training-free
method for producing a single deployable reranker
without runtime ensembling.

Stage-wise ablation. Table 10 expands the ag-
gregate results in Table 3 with task-level scores.
For A0.4B, Stage I improves all eight tasks and
raises the overall average from 26.56 to 56.98, con-
firming that broad ranking-oriented supervision
accounts for most of the gain over the general-
purpose backbone. Stage Il improves seven of
the eight tasks, including a substantial WebLLINX
improvement from 12.50 to 26.58, and raises the
overall average to 60.90. Stage III further im-
proves seven tasks and reaches an overall aver-
age of 61.44, although checkpoint consolidation
reduces the WebLINX score from 26.58 to 11.63.
For 4B, the retrieval-oriented backbone provides
a substantially stronger starting point. The gains
are therefore distributed more evenly across the
three stages: Stage II mainly strengthens the tar-
geted multilingual distributions, particularly Voy-
age and WebLINX, while Stage III improves six
of the eight tasks and raises the multilingual and
overall averages from 69.20 and 64.07 to 71.08 and
65.61, respectively.
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Table 7: Top-20 reranking performance on the MTEB-multilingual-v2 benchmark based on the MTEB leaderboard
snapshot accessed on August 29, 2026. Results are measured using the official task metrics, and the average is
computed over all six reranking tasks. Best scores are in bold.

Model Size  Allo RuBQ T2 Voyage WebLINX Wiki Avg.
Querit/Querit-Reranker-4B 4B 8389 79.84 69.39 70.74 30.81 91.78 71.08
codefuse-ai/F2LLM-v2-14B 14B 8344 7830 67.22  83.66 19.99 90.30 70.48
codefuse-ai/F2LLM-v2-8B 8B 8271 77.61 6741 8217 2246 89.65 7034
codefuse-ai/F2LLM-v2-4B 4B 8225 7643 6727 81.74 19.19 89.40 69.38
jinaai/jina-reranker-v3 0.6B 8234 79.01 70.28  73.52 8.80 93.08 67.84
ai-sage/Giga-Embeddings-instruct-10B-A1.8B-0826 1.8B 81.06 80.88 66.98  71.20 14.53 92.09 67.79
nvidia/llama-embed-nemotron-8b 8B 8129 8049 6829 7125 13.66 91.68 67.78
Octen/Octen-Embedding-8B 8B 8540 76.88 67.14  68.00 1741 91.00 67.64
microsoft/harrier-oss-v1-27b 27B  83.18 77.72 66.65 67.24 18.85 90.43 67.35
tencent/KaLM-Embedding-Gemma3-12B-2511 12B 8154 77.27 66.25 71.36 16.80 90.42 67.27
ai-sage/Giga-Embeddings-instruct-3B-0826 3B 80.15 79.88 66.64 70.60 1472 91.59 67.26
codefuse-ai/F2LLM-v2-1.7B 1.7B 80.11 75.33 66.96  75.94 15.62 89.08 67.17
Bytedance/Seed1.6-embedding-1215 N/A 7996 7651 66.06 66.13 17.92 90.85 66.24
zeroentropy/zembed- 1 4B 8349 7476 68.83  66.23 12.25 89.66 65.87
Querit/Querit-Reranker-A0.4B 04B 7939 7537 6898  68.59 11.63 91.05 65.84
jinaai/jina-embeddings-v5-text-small 0.6B 8139 74.89 68.04 68.84 11.33 89.46 65.66
jinaai/jina-embeddings-v5-omni-small 2B 8139 7489 68.04 68.84 11.33 89.46 65.66
Qwen/Qwen3-Embedding-8B 8B 84.88 73.47 6829 65.08 11.79 90.28 65.63
google/gemini-embedding-001 N/A 8177 7384 6795 66.73 10.97 9224 65.58
Alibaba-NLP/gte-Qwen2-7B-instruct 7B 81.10 74.13 67.80  70.06 12.50 87.73 65.55

Table 8: Top-20 reranking performance on the MTEB-multilingual-v2 and MTEB-eng-v2 benchmarks based on
the MTEB leaderboard snapshot accessed on August 29, 2026. Only models with complete results on all eight tasks
are included. The final average is computed over all eight tasks. Best scores are in bold.

Model Size MMTEB MTEB-eng-v2 Ave.
Allo RuBQ T2 Voyage WebLINX Wiki Avg. Ask Mind Avg.
Querit/Querit-Reranker-4B 4B 83.89 79.84 69.39 70.74 30.81 91.78 71.08 66.25 32.15 49.20 65.61
codefuse-ai/F2LLM-v2-14B 14B 8344 7830 67.22  83.66 19.99 90.30 70.48 67.58 33.07 50.32 65.45
codefuse-ai/F2LLM-v2-8B 8B 8271 77.61 6741 8217 2246 89.65 70.34 66.99 3343 50.21 65.30
codefuse-ai/F2LLM-v2-4B 4B 8225 7643 6727 8174 19.19 89.40 69.38 67.12 33.01 50.07 64.55
ai-sage/Giga-Embeddings-instruct-10B-A1.8B-0826 1.8B 81.06 80.88 66.98 71.20 14.53 92.09 67.79 67.68 30.94 49.31 63.17
ai-sage/Giga-Embeddings-instruct-3B-0826 3B 80.15 79.88 66.64 70.60 1472 91.59 67.26 68.53 30.72 49.62 62.85
codefuse-ai/F2LLM-v2-1.7B 1.7B 80.11 7533 66.96 7594 15.62 89.08 67.17 65.98 32.49 49.24 62.69
Qwen/Qwen3-Embedding-8B 8B 84.88 7347 6829 65.08 11.79 9028 65.63 70.20 32.93 51.56 62.12
Alibaba-NLP/gte-Qwen2-7B-instruct 7B 81.10 74.13 67.80 70.06 12.50 87.73 65.55 67.58 33.36 50.47 61.78
jinaai/jina-embeddings-v5-text-small 0.6B 81.39 74.89 68.04 68.84 11.33 89.46 65.66 66.08 32.69 49.38 61.59
jinaai/jina-embeddings-v5-omni-small 2B 81.39 74.89 68.04 68.84 11.33 89.46 65.66 66.08 32.69 49.38 61.59
Qwen/Qwen3-Embedding-4B 4B 8513 7228 6727 65.61 11.30 88.89 65.08 68.81 32.71 50.76 61.50
Querit/Querit-Reranker-A0.4B 0.4B 79.39 75.37 6898  68.59 11.63 91.05 65.84 64.02 32.52 48.27 61.44
google/gemini-embedding-001 N/A 8177 73.84 6795 66.73 10.97 9224 65.58 64.24 32.95 48.60 61.34
jinaai/jina-embeddings-v5-text-nano 0.2B 79.67 73.68 67.63 67.02 10.95 88.83 64.63 65.73 32.72 49.22 60.78
jinaai/jina-embeddings-v5-omni-nano 1B 79.67 73.68 67.63 67.02 10.95 88.83 64.63 65.73 32.72 49.22 60.78
codefuse-ai/F2LLM-v2-0.6B 0.6B 7839 71.52 67.00 72.57 13.61 87.73 65.14 64.26 31.10 47.68 60.77
Salesforce/SFR-Embedding-Mistral 7B 79.32 7724 6697 62.06 9.38 90.17 64.19 67.58 32.72 50.15 60.68
Ling-Al-Research/Ling-Embed-Mistral 7B 79.82 76.84 66.89 61.24 11.28 90.13 64.37 66.82 32.06 49.44 60.64
nvidia/NV-Embed-v1 8B 7347 75.67 6569 66.30 14.69 89.94 64.29 67.50 30.82 49.16 60.51
Table 9: Comparison of training-free checkpoint merging strategies for Querit-Reranker-A0.4B.
. MTEB-multilingual-v2 MTEB-eng-v2
Merging strategy g g Avg.
Allo RuBQ T2 Voyage WebLINX Wiki Avg. Ask Mind Avg.
Linear interpolation 79.19 75.35 68.95 67.88 11.84 90.29 65.58 63.47 30.56 47.02 60.94
Scoring-head replacement 78.98 74.46 67.88 66.38 13.15 89.84 65.12 62.19 30.18 46.19 60.38
Top-4 layers + head 79.23 7529 68.93 67.67 11.96 90.25 65.56 62.46 30.77 46.62 60.82
TIES-Merging 79.25 75.30 68.95 68.10 12.20 90.70 65.75 63.50 31.80 47.65 61.23
SLERP 79.39 75.37 68.98 68.59 11.63 91.05 65.84 64.02 32.52 48.27 61.44
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Table 10: Stage-wise ablation of Querit-Reranker. For Stage II, we report the strongest individual pre-merging
checkpoint according to the eight-task average.

Model Stage MTEB-multilingual-v2 MTEB-eng-v2 Ave.
Allo RuBQ T2 Voyage WebLINX Wiki Avg. Ask Mind Avg.
Base 27.38 17.44 53.18 15.96 1.65 34.58 25.03 36.97 25.29 31.13 26.56
Querit-Reranker-A0.4B StageI 71.16 68.86 66.51 59.79 12.50 88.16 61.16 59.66 29.16 44.41 56.98
Stage Il 77.75 71.06 67.42 61.19 26.58 87.87 65.31 63.50 31.81 47.66 60.90
Stage III 79.39 75.37 68.98 68.59 11.63 91.05 65.84 64.02 32.52 48.27 61.44
Base 85.13 72.28 67.27 65.61 11.30 88.89 65.08 68.81 32.71 50.76 61.50
Querit-Reranker-4B StageI  82.93 79.06 69.14 70.01 13.98 91.54 67.78 65.57 32.78 49.19 63.13
Stage II 82.81 78.55 69.12 71.43 21.78 91.53 69.20 64.88 32.44 48.66 64.07
Stage III 83.89 79.84 69.39 70.74 30.81 91.78 71.08 66.25 32.15 49.20 65.61
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