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Abstract

Recent LLM benchmarks have tested models
on a range of phenomena, but are still focused
primarily on natural language understanding
for extraction of explicit information, such as
QA or summarization, with responses often tar-
geting information from individual sentences.
We are still lacking more challenging, and im-
portantly also multilingual, benchmarks focus-
ing on implicit information and pragmatic infer-
ences across larger documents in the context of
discourse tracking: integrating and aggregating
information across sentences, paragraphs and
multiple speaker utterances, such as tracking
which entities remain central throughout a text,
following coreferent expressions across para-
graphs, or recovering implicit associative and
causal links between utterances. To this end,
we present DiscoTrack, an LLM benchmark tar-
geting a range of tasks across 12 languages and
four levels of discourse understanding, with
per-subtask language coverage depending on
the availability of high-quality discourse anno-
tations: salience recognition, entity tracking,
discourse relations and bridging inference. Our
evaluation shows that these tasks remain chal-
lenging, even for state-of-the-art models.

1 Introduction

A growing number of benchmarks, such as GLUE
and CLUE (Wang et al., 2018; Xu et al., 2020),
have been developed to evaluate LLMs across a
wide range of phenomena, languages, and tasks.
However, most existing benchmarks focus on ex-
tracting explicit information, often from individual
sentences, and offer limited coverage of discourse-
level phenomena that require reasoning across mul-
tiple sentences or larger contexts. Some recent
efforts, such as Disco-Bench (Wang et al., 2023),
have begun to address discourse-level evaluation.
However, this benchmark is limited to only two

“Data and evaluation scripts available at https://github.
com/Lanni-ni/DiscoTrack

languages and still focuses on QA and translation,
rather than tracking discourse in terms of entities
mentioned or implicit relations between utterances.

While these benchmarks involve reasoning over
multiple sentences, they are not designed to iso-
late discourse-level capabilities such as implicit
entity tracking, bridging inference, or discourse
relation identification across full documents. This
gap in coverage motivates our work, DiscoTrack.
We present a multilingual benchmark designed to
evaluate large language models’ discourse tracking
capabilities: the ability to gather information that
is not explicitly stated from across long documents
to identify relations and group information based
on discourse structure.

The main contributions of this paper are:

* Releasing an openly available, multilingual
benchmark, covering 12 typologically diverse
languages: English, Chinese, Czech, French,
German, Italian, Polish, Portuguese, Russian,
Spanish, Thai and Turkish.

* Broadening the range of phenomena for LLM
benchmarking to include salience, entity track-
ing, discourse relations, and multiple aspects
of bridging anaphora.

* Presenting a thorough evaluation of several
LMs and corresponding human performance
specifically on tasks at the discourse level.

* Providing error analysis to expose specific
model strengths and weaknesses, with con-
fusion matrices, comparing zero and few-shot
settings, detailed separate scores on English
and lower-resource languages, as well as com-
parisons to human errors.

2 Related work

Besides work touching on very specific aspects of
discourse understanding, such as temporal reason-
ing (e.g. TGQA, Xiong et al. 2024; ChronoSense,
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Islakoglu and Kalo 2025; TimE Wei et al. 2026),
the most closely related effort to our work is Disco-
Bench (Wang et al., 2023) and BeDiscovER (Li
and Carenini, 2026), both of which specifically tar-
get some discourse phenomena. However, Disco-
Bench is limited to Chinese and English, and tar-
gets discourse rather indirectly: for discourse un-
derstanding, it only uses three monolingual Chi-
nese tasks: speaker identification, zero anaphora
reconstruction (which is much less relevant for
languages such as English) and classic reading
comprehension questions. For generation it uses
a mix of machine translation, text expansion and
language modeling (text filling/completion), all of
which benefit from discourse understanding, but do
not probe discourse processing capabilities directly.

BeDiscovER (Li and Carenini, 2026), developed
concurrently to our work, provides broader cov-
erage spanning discourse markers, temporal rea-
soning, discourse relation recognition, sentence
ordering, and dialogue parsing. However, it does
not address salience recognition, entity tracking,
or bridging inference—phenomena that require
tracking implicit information across entire docu-
ments, which are the focus of DiscoTrack. While
Disco-Bench, BeDiscovER and our work target
discourse-aware evaluation, the broader field of
LLM benchmarking has progressed from sentence-
level tasks like GLUE and SuperGLUE (Wang
etal., 2019, 2023) to general-purpose reasoning in
MMLU (Hendrycks et al., 2020), LM Evaluation
Harness (Gao et al., 2021), BIG-Bench (Kazemi
et al., 2025) and AGIEval (Zhong et al., 2023),
and open-ended generation in MT-bench (Bai et al.,
2024) and LiveBench (White et al., 2024). How-
ever, while many of these benchmarks involve
reasoning over multiple sentences, they are not
well suited to isolating discourse capabilities in
the sense of computational discourse processing
(Stede, 2012), i.e. with a focus on revealing implicit
structure, priorities and unexpressed relationships
that form the backbone of coherent texts.

3 DiscoTrack

DiscoTrack is a new benchmark, though we do not
claim that all underlying annotations were newly
created from scratch. The underlying discourse
annotations are drawn from existing or recently re-
leased resources (GUM-SAGE, CorefUD, DISRPT,
GUMBridge, Czech-PDT). Our contribution lies
in reformulating these heterogeneous resources—

Task Instances Dataset Languages
BRIDGDET 966 GUMBridge + PDT en, cs
BRIDGTYPE 719 GUMBridge + PDT en, cs
BRIDGANTE 695 GUMBridge + PDT en, cs
SALTOP 207 GUM-SAGE en

SALREL 500 GUM-SAGE en

RELCLF 6000 DISRPT all 12
RELEXP 4084 DISRPT en, cs, de, pt, it, tr, zh, th, pl
RELIMP 2581 DISRPT en, de, pt, ru, tr, zh, pl
ENTMAX 2449 CorefUD en, cs, fr, de, pl, ru, es, tr
ENTMORE 4000 CorefUD en, cs, fr, de, pl, ru, es, tr
ENTCOREF 3604 CorefUD en, cs, fr, de, pl, ru, es, tr

Table 1: Number of instances, source dataset, and lan-
guage coverage per task in DiscoTrack. While the
benchmark covers 12 languages overall, individual sub-
tasks differ in coverage depending on the availability of
suitable discourse-annotated resources. Per-language
instance counts are provided in Table 4.

which differ substantially in format, task struc-
ture, and label space—into a unified set of LLM-
facing QA-style subtasks, together with standard-
ized prompts, scoring rules, human performance
references, and error analysis under a shared evalu-
ation framework. In order to specifically evaluate
LLM discourse capabilities, DiscoTrack focuses
on tasks which target multi-sentential context, long
distance dependencies, and whole document un-
derstanding. Our benchmark covers a wide range
of languages (see Table 1), enabling cross-lingual
evaluation. We select tasks in four areas:

* Salience recognition - by focusing on the
distinction between more and less important
entities in a document, we force models to rel-
ativize or rank some or all entities mentioned
in the discourse simultaneously. For example
in Figure 1, Kim and Mary (in bold) are more
salient than Jamie (in gray).

 Entity tracking - as discourse develops, enti-
ties are referred back to, and models must dis-
tinguish between newly introduced concepts
and ones that tie back to the preceding dis-
course. For example, models should notice
that there is only one Mary, and she is men-
tioned 3 times in Figure 1.

* Discourse relations - the relationship be-
tween multiple propositions is often left unex-
pressed, and here we force models to identify,
interpret and complete information signaling
such relations. In Figure 1, these include tem-
poral precedence (first Kim pushed Mary, then
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bridging: entity-associative

went o with

[Suddenly, fell.] [Kim pushed ier!]

_

cause + ])I'CCCdCl]Ct‘

Figure 1: Sample discourse illustrating associative
bridging anaphora, implicit cause and precedence dis-
course relations, tracking the entity Mary, and relative
salience, where the less salient ‘Jamie’ is shown in gray.

she fell) and causality (Mary fell because of
Kim pushing).

* Bridging inference - we challenge models
to explicitly identify implicit relationships be-
tween mentioned concepts, including unex-
pressed part-whole, set-member and other as-
sociative links which make the nature of newly
introduced entities inferable in context. For
example, in Figure 1 we infer that the school
is the one Kim and Mary regularly go to.

Each area corresponds to a module in the bench-
mark and includes 2-3 sub-tasks, described below.

3.1 Salience recognition

Salience in language can refer to a range of con-
cepts (see Boswijk and Coler 2020), but for the
present purpose, we define salience as the relative
degree of prominence or importance that can be
assigned to concepts in a document, which can
be identified by a number of methods. In particu-
lar, our focus in this module of the benchmark is
on Salient Entity Extraction (SEE, Lin and Zeldes
2024).

SEE datasets have taken a range of approaches
for identifying the most relevant entities in context,
including human annotation (Dojchinovski et al.,
2016), extraction from click-stream data (Gamon
et al., 2013), using hyperlinks and categories in
Wikipedia data (Wu et al., 2020) and automatically
aligning entities extracted from documents using
Named Entity Recognition (NER) with the same
entities mentioned in summaries of those docu-
ments (Dunietz and Gillick, 2014). Unfortunately,
almost all work on SEE has been conducted on
English, meaning that in our benchmark this area
is currently restricted to the evaluation of English
language prompts only.

For our salience module, we employ a recently
developed dataset annotated with graded salience
scores, which range from 0-5 (Lin and Zeldes,
2025; Zeldes and Lin, 2026). The scores were com-
puted by obtaining five summaries for each docu-
ment in the freely available GUM corpus (Zeldes,
2017), which contains named and non-named en-
tity and coreference annotations, and then manually
aligning entities mentioned in the summaries to the
document annotations. Entities mentioned in all
five summaries receive the maximum score of 5,
while entities mentioned in no summary score 0,
using the reasoning that summaries will tend to
mention the most salient entities in each document.
The tasks in this module are:

Top salient (SALTOP) Given an entire document,
extract the top 3 most salient entities (all docu-
ments in the dataset have at least 3 salient entities).
The model must return a string representation cor-
responding to exactly three mentions of entities
scoring the maximum score in the document. Since
we have gold coreference annotations, we accept
any non-pronominal mention of any subset of 3 en-
tities corresponding to the top scores. For example,
if there are four entities with the score of 5, we ac-
cept any response with a single mention from three
of those mention clusters. If there are 2 mentions
with score 5 and 3 with score 4, we require exactly
the two entities scoring 5, and accept any one of
the remaining three entities that scored 4.

Relative salience (SALREL) Given a document
and two entity mentions, models must provide a
binary response indicating whether the first entity
is more salient than the second. We use the gold
standard salience scores to select pairs of entity
mentions. Specifically, we first filter out all men-
tions with a salience score of 0 in order to avoid
overly trivial contrasts between highly salient and
entirely non-salient entities. Instead, we focus on
more challenging comparisons by constructing bal-
anced pairs from entity mentions with scores rang-
ing from 1 to 5.

3.2 Entity tracking

Entity tracking corresponds broadly to the well-
studied task of coreference resolution (Pradhan
et al., 2014), in which spans of text that refer to the
same entity in the world (e.g. ‘Mary’ and ‘her’ in
Figure 1) are grouped into clusters. However, while
structured coreference resolution can rely on pair-
wise linking each mention to just one antecedent
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mt0-XL (zero) 0.0 6.7 10.0 6.7 40.0 222

13.8 16.7 0.0 0.0 20.0

mto-XL (few) 46 33 6 10.0 20.0 6.7

6.9 0.0 0.3 0.0 0.0 133 80

Qwen-1.5-7B (zero) 20.0 0.0 37.8

S25] 0.0 8 133 21.9 133

Qwen-1.5-7B (few) 46 10.0 43.3 6.7 46 0.0
Aya-Expanse 8B (zero) 46 233 6 10.0 0

Aya-Expanse 8B (few) 60.0 28.6 61.9 0.0 0.0 42.8

60

GPT-40 mini (zero) 0.0 26.7 60.0 20.0 0.0 433

- 40

GPT-40 mini (few) 26.7 6 36.7 60.0 42.2
GPT-5 (zero) 0.0 13.3 40.0 233
GPT-5 (few) 46 36.7 6 36.7

Human Score 80.0 0.0 ] 60.0

0.0 40.0 48.0 233 20

Figure 2: LLM and human performance (accuracy %).

to form clusters, LLMs reading a document holisti-
cally must implicitly track which expressions refer
to the same entities across the whole document in
order to make correct inferences about discourse
content. Rather than use structured coreference,
which is a fairly unnatural task for text-driven
LLMs, we employ a number of reasoning tasks
more similar to a question-answering paradigm,
which lend themselves to modeling with LLMs
while forcing models to attend to entire documents.

Coreference information is available in a wide
range of languages, and has recently been made
available in the multilingual CorefUD dataset
(Novik et al., 2025) in a uniform format, and we
rely on this dataset to extract the subtask data for
this module, covering 8 languages: English, Czech,
French, German, Polish, Russian, Spanish, and
Turkish. The tasks are:

Top mentioned entity recognition (ENTMAX)
In this task the objective is to extract the entity
mentioned the most times in the input document.
Note that this combines aspects of mention iden-
tification, coreference resolution, and aggregate
reasoning over the discourse. To design the task,
we use the coreference clusters in the gold standard
CorefUD data to count the mentions in each clus-
ter and identify the most mentioned cluster. If the
cluster consists entirely of pronouns (for example
repetitions of ‘I’ and ‘me’ in a long monologue),
we accept any form of mention from the cluster as
a correct answer. If the cluster contains any non-
pronominal mentions, we accept any member of
the set of those non-pronominal mentions which is
unambiguous across clusters and forms a complete
phrase. For example, if the most mentioned entity
in the document is former US President Barack
Obama, who is mentioned repeatedly as ‘U.S. Pres-

ident Barack Obama’, ‘President Obama’ or ‘he’,
we accept only ‘U.S. President Barack Obama’ and
‘President Obama’, but not ‘Obama’ (as such a
mention did not appear in the discourse) and not
‘he’ (as it is a pronoun). If multiple presidents are
mentioned as ‘the President’, we also do not accept
that response. Prompts in the experiments instruct
models to follow these guidelines, and our human
evaluation follows the same rules. We note that
this task combines entity tracking with aggregate
mention-counting ability. Low performance on
ENTMAX should therefore not be attributed solely
to failures in entity tracking, as it may also partially
reflect limitations in numerical aggregate reasoning.
ENTMORE and ENTCOREEF serve as complemen-
tary tasks that reduce or isolate different aspects of
the problem.

Adversarial coreference comparison
(ENTMORE) This task evaluates entity tracking
through pairwise comparison. Given a document
and two entity names, the model must determine
which entity is mentioned more frequently. We
construct balanced pairs by sampling entities
across different frequency bins (1-4, 5-8, 9-12,
13-16, 17-20 mentions) and different frequency
deltas (1-5), ensuring a range of difficulty levels.
For example, given the text in (1), the model must
decide whether ‘Kim’ or ‘the cat’ is mentioned
more often.

(1 Kim said she liked to take photos of herself
with her cat. The cat purred.

Answer: Kim (4 mentions vs. 2)

Adversarial coreference resolution (ENTCOREF)
In this task, two mentions are highlighted within
curly brackets — first the antecedent (‘mass strikes’
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BRIDGTYPE

‘BRIDGDET BRIDGANTE ‘ SALREL SALTOP‘

ENTMAX

ENTMORE ENTCOREF RELCLF RELEXP RELIMP

Model / Setting

‘ fine coarse ‘ ‘ All Eng Non All Eng Non All Eng Non| Al Eng Non All Eng Non All Eng Non
mt0-XL (zero) 45.49 6.85 1233 2.05 54.2 233 |22.47 2821 21.66 44.30 41.40 4471 38.18 384 38.15| 4.52 26 469 0 0 0 19.90 18.6 20.12
mt0-XL (few) 50.21 1.37  47.03 5.13 13.8 4.8 269 299 265 4558 37.00 46.80 42.87 49 4199|338 04 365 0.3 0 0.3 1729 12.6 18.08
Qwen-1.5-7B (zero) 48.28 30.14 47.95 0.51 52.8 35.1 13.49 2222 12.24 37.60 37.80 37.57 54.43 55.8 57.66| 6.48 10.6 6.11 7.09 1693 5.69 14.17 14.8 14.06
Qwen-1.5-7B (few) 52.15 1598 494 2.56 59.2 4122 |11.83 23.5 10.17 33.45 36.80 32.97 45.06 41.4 45.58| 5.28 10.4 4.82 18.07 18.32 18.03 683 15 547
Aya-Expanse 8B (zero) 50.21 29.68 47.03 8.21 522 38.65 |10.08 2521 7.91 31.13 49.00 28.57 5537 54.2 55.54| 3.38 54 32 0 0 0 13.16 82 1398
Aya-Expanse 8B (few) 62.23 29.69 47.03 1.03 49.6 3945 [12.09 29.91 9.54 29.13 4580 26.74 51.49 50 51.71(14.72 21.2 14.13 9.09 0 909 401 04 421
GPT-40 mini (zero) 57.30 3242 5434 18.97 52.6 39.61 |[38.73 31.62 39.74 64.63 63.60 64.77 69.70 76 68.80| 28 33.4 27.51 48.60 47.18 48.80 13.97 21 12.80
GPT-40 mini (few) 49.14 30.59 5297 42.05 67.0 432 |41.48 35.04 42.40 66.38 66.40 66.37 72.97 81.6 71.73|28.57 41.4 27.4 50.37 52.7 50 19.47 24.4 19.48
GPT-5 (zero) 53.65 21.92 46.56 38.46 54.2 56.2  |34.45 37.18 34.06 64.58 64.40 64.60 60.71 72 59.1 |48.02 45.8 48.02 39.59 46.98 38.66 11.74 21.2 10.16
GPT-5 (few) 54.29 31.51 589 38.97 67.8 59.26 |35.97 32.19 36.51 64.65 64.20 64.71 73.22 75.4 72.91|38.37 40.2 382 4294 47.18 4242 23.33 24.4 23.15

Table 2: Micro scores (per task). Bold numbers indicate the best (highest) value per task.

in example (2)) and then the anaphor (‘it’).

) We’ve seen {mass strikes all around the
world}, in countries that we wouldn’t ex-
pect {it}.

Are these mentions coreferent? Yes

The objective is to decide whether the two entities
refer to the same thing in the world or not. In order
to make the task more challenging than in previ-
ous benchmarks incorporating coreference, we pair
true positives with ‘confusing’ negative examples,
which we extract by running a recent multilingual
neural coreference resolution system, MSCAW-
coref (Liu et al., 2024), on our documents, which
is available as part of the Stanza NLP package (Qi
et al., 2020). We obtain negative pairs by select-
ing an anaphor predicted by the system for which
we know a gold standard mention exists, and then
select the highest probability incorrect antecedent
considered by the system, again verifying that its
mention exists in gold data. The filter for gold men-
tions ensures that no very easy cases are included
which can be ruled out based on incorrect mention
boundaries. A negative example is shown in (3).

3) {These themes) fall under two broad cat-
egories: {negotiation (i.e., emotional re-
sponses) and tactical negotiation (i.e., cog-
nitive, or reasoned responses).}

Are these mentions coreferent? No

Although the categories of ‘These themes’ are
closely related to the themes themselves, as shown
by the system’s confusion in resolving the refer-
ence, they are in fact distinct entities. Full docu-
ment context is provided for all examples.

3.3 Discourse relations

Multilingual identification of implicit and explicitly
marked discourse relations such as CAUSE or CON-
CESSION, and identification of connective words as-
sociated with such relations (e.g. because can mark

CAUSE as well as EXPLANATION) are crucial capa-
bilities for the purpose of discourse understanding
and explainable NLP (Liu et al., 2023; Saeed et al.,
2025). To test models’ ability to interpret discourse
relations and their markers in text correctly, we as-
semble multilingual data for three text-based tasks,
derived from the DISRPT shared task’s discourse
relation classification and connective detection mul-
tilingual datasets (Braud et al., 2024) which is avail-
able and searchable online (Zeldes, 2026), as well
as a number of additional datasets annotated ac-
cording to the Penn Discourse Treebank (PDTB)
framework (Prasad et al., 2018). The tasks are as
follows, covering up to 12 languages depending on
data availability:

Relation classification (RELCLF) The model is
presented with a document and two spans of text
from within it, each of which may be discontinu-
ous, and is tasked with selecting the correct relation
from an inventory of 17 possible labels (see Ap-
pendix A for the full list of labels). Valid solutions
correspond to a single label (the data excludes cases
with multiple labels), and we use accuracy as the
metric. An English example input (excluding the
prompt with whole document context and list of
possible labels) for the two argument spans (argl
and arg2) and output are given in (4).

4) Argl: With the development of artificial
twines the sisal boom ended,
Arg2: and Mérida slowed to a more sleepy
provincial capital
Discourse relation: causal

Because we can interpret the text to mean that ‘the
sisal boom ended and (as a result) Mérida slowed’,
the correct relation type is CAUSAL.!

Explicit connective detection (RELEXP) The
model is presented with a sentence which may or
may not include a connective such as ‘but’, ‘on the

"For more examples across languages, see the source data
at https://gucorpling.org/discoexplorer.
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other hand’ etc. The inventory of possible connec-
tives for each language is provided based on the
DISRPT shared task training data, and the model
must return the input sentence with any instances of
connectives surrounded by curly brackets if present,
as shown in example (5), or the string ‘no explicit
connective’ if no connective appears, as in (6).

&) a.  Ifyou prefer larger cupcakes, then add
a half a cup
b. Output: {If} you prefer larger cup-

cakes, {then} add a half a cup

6) a.  The single most costly thing we spend
on is rent and advertising, those two
together make up the bulk of what we
spend.

b.  Output: no explicit connective

Implicit connective prediction (RELIMP) In
this task, the model is presented with two con-
secutive sentences (again, argl and arg2) that are
connected by an implicit discourse relation, but for
which no explicit connective appears in the text.
The model is tasked with reconstructing the most
appropriate connective that a human would use
to connect the two sentences, making the relation
explicit, as in (7). Negative examples are also pro-
vided, for which no connective is appropriate, and
to which the correct response is ‘no implicit con-
nective’, as in (8) (examples derived from GUM,
Zeldes 2017).

7 Argl: The French then moved
Arg2: to capture Mexico City
Implicit connective: in order

(8) Argl: Let’s see what the shelf life is.
Arg2: That’s interesting.
Implicit connective: no implicit connective

3.4 Bridging inference

Bridging is an anaphoric phenomenon where the
referent or type of a newly introduced entity is infer-
able due to the understanding of a previous entity in
the discourse. For instance, in the example ‘I saw a
house. The door was red,” ‘the door’ is understood
to specifically be the door of the aforementioned
‘house,” due to a semantic part-whole relationship
between the bridging anaphor ‘the door’ and its
associative antecedent ‘a house.” However, there
are many ways that instances of bridging can man-
ifest in a discourse beyond part-whole relations,
including more general associative relationships.

Bridging resolution is a task where bridging
anaphora are automatically detected and resolved
back to their associative antecedents. Thus far,
bridging resolution has proven to be a difficult task,
with SoTA systems achieving F-scores of < 0.5
on reference resources (Kobayashi et al., 2023).
Still, for an LLM to have full understanding of a
discourse, an understanding of the implicit, associa-
tive relationships between bridging anaphora and
their antecedents is essential.

For our benchmark evaluation, we use bridging
annotations from the test set of the GUMBridge
corpus (Levine and Zeldes, 2025) for English, and
from the Czech-PDT dataset in CorefUD (Novak
et al., 2025) for Czech. Each annotation consists of
a bridging anaphor and its associative antecedent.
Each bridging pair in the test set is also catego-
rized with a subtype annotation from the bridging
subtype classification schema developed for GUM-
Bridge (see the Appendix A for the subtypes).

Bridging detection (BRIDGDET) The model is
presented with a document containing several noun
phrases and must decide whether a given noun
phrase is a bridging anaphor — i.e., a noun phrase
that refers to something associated with, but not
identical to, a previously mentioned entity.

In example (9), the antecedent is ‘February 1860’
and the anaphor is ‘the following month’, as the
time in question cannot be interpreted without first
interpreting the antecedent; therefore the correct
answer is yes.

9) a.  Norton ordered all interested parties
to assemble at Platt’s Music Hall
in San Francisco in February 1860.
In an imperial decree the following
month, Norton summoned the Army to
depose the elected officials

b. Detection: yes

Bridging type (BRIDGTYPE) Given a bridging
anaphor and its antecedent, the model must clas-
sify the type of semantic relationship between
them (e.g., entity-associative, set-member, part-
whole, etc.). This task evaluates whether the model
can recognize fine-grained associative link seman-
tics. For this task, the input text highlights the
antecedent using curly braces { } and the anaphor
using double dollar signs $$. We evaluate both fine-
grained types and their corresponding coarse cate-
gories. (see Appendix A for the full list of labels).
In example (9) above, the category is comparison-
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time, since the identity of ‘the following month’ can
only be inferred by comparison to another time.

Bridging antecedent (BRIDGANTE) Given a
marked bridging anaphor in a document, the model
must identify its most likely antecedent among the
previous mentions in the discourse. In this task,
the bridging anaphor is marked with curly braces
{}, and the model is asked to find the entity in the
preceding text that serve as its antecedent. In the
example above, only ‘the following month’ would
be highlighted, and the correct answer would be
the string ‘February 1860.’

4 Evaluation

To mitigate concerns about potential training data
contamination, we note that several of our tasks are
entirely new and unpublished or very recently pub-
lished, including GUMBridge (Levine and Zeldes,
2026) and the new datasets and labels introduced
in DISRPT 2025, which postdate training cutoffs
on our tested models. The modest model scores
below also suggest LLLMs have probably not seen
or memorized this data.

4.1 Human evaluation

As shown in Figure 2, we conducted a human eval-
uation on all English subtasks by asking human
annotators to solve 30 randomly selected examples
for each task. The same subsets were used to eval-
uate model performance for a fair LLM-human
comparison. This evaluation is intended as a di-
agnostic human reference rather than a definitive
human ceiling, given the limited sample size.

To assess reliability, we conducted two indepen-
dent annotation passes over the same subset. An-
notator 1 (the original evaluation, where three au-
thor annotators split the subset) achieved 74.1%
accuracy across accuracy-style tasks, while An-
notator 2 (a second overlapping pass over the
same subset) achieved 68.5%. Agreement between
the two passes over correct/incorrect outcomes
was 78.9%. Both annotators significantly outper-
form the strongest LLM setting, GPT-5 few-shot
(51.1%): Annotator 1 with X2 = 3040, p =
3.51 x 108, and Annotator 2 with X2 = 17.02,
p = 3.70 x 10~°. The human advantage is also sta-
tistically significant against all other LLM settings.

While GPT-40 mini and GPT-5 obtain the best
results among the LLMs, human performance still
surpasses all models across every subtask. At the
same time, humans do not achieve perfect scores on

any task, showing that even intuitive tasks such as
comparing mention counts can depend on dataset-
specific guidelines (e.g. mention definitions). Some
tasks, such as inserting implicit connectives, also
appear partly subjective, with humans scoring low-
est there (though still above models).

4.2 LLM performance

We selected models representing a range of sizes
and capabilities: mtO-XL (Muennighoff et al.,
2022) and Qwen-1.5-7B (Bai et al., 2023) as
open-source multilingual models, Aya-Expanse-8B
(Dang et al., 2024) as a multilingual-focused open
model, and GPT-40 mini (OpenAl, 2024) and GPT-
5 (OpenAl, 2025) as state-of-the-art proprietary
models. All models were run with greedy or near-
greedy decoding where possible (see Table 5 for
exact parameters). For the OpenAl models, we
used checkpoints gpt-40-mini-2024-07-18 and
gpt-5-2025-08-07 via the OpenAl API. Experi-
ments with open-source models were conducted on
a single NVIDIA A100 GPU.

Table 3 reports the overall macro F1 scores
across all languages for each evaluated LLM.
Among the 11 subtasks in our benchmark, the two
SAL tasks are English-only; the three BRIDG tasks
cover English and Czech; the remaining six tasks
are multilingual, and we report three aggregated
scores for each model: All languages, English,
and Non-English, where we expect English perfor-
mance to be highest and non-English to be lowest.

Overall, GPT-40-mini and GPT-5 achieve the
strongest results on most tasks, confirming their ro-
bustness across discourse-level evaluation, though
as black box models, these results are not transpar-
ent or reproducible. The exception is BRIDGDET,
where Aya-Expanse-8B few-shot outperforms other
models, though this may reflect task- or prompt-
specific effects rather than a general advantage on
bridging tasks. Following recent work on bench-
mark correlation and meta-analysis, (e.g. Bench-
Bench, Zhang and Hardt 2024), we note that
our model ranking largely agree with LMArena’s
leaderboard (Chiang et al., 2024), where GPT-5 is
followed by GPT-40-mini, Aya-Expanse-8B, and
Qwen-1.5-7B, though specific tasks and perfor-
mance gap sizes do vary from overall LM Arena
rankings.

Few-shot vs. zero-shot. Our few-shot setting
is intended as a consistent benchmark condition
across models and tasks, rather than an optimized
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Multi-lingual task Avg

Model English task Avg All Tasks Avg
Eng Non-Eng Overall
MTO (zero) 24.04 21.54 21.55 21.56 22.80
MTO (few) 20.39 17.00 18.89 18.66 19.53
Qwen (zero) 35.80 26.36 22.22 2221 29.01
Qwen (few) 36.75 24.23 21.17 20.09 28.42
Aya (zero) 37.66 23.67 18.20 18.86 28.26
Aya (few) 38.17 24.73 18.48 20.09 29.13
GPT-40 mini (zero) 42.54 45.50 43.50 43.93 43.24
GPT-40 mini (few) 47.49 50.25 46.25 46.54 47.02
GPT-5 (zero) 41.17 42.25 43.74 44.61 42.89
GPT-5 (few) 51.79 47.27 46.35 46.33 49.06

Table 3: Overall macro scores of each evaluated LLM.

prompting strategy. In principle, few-shot prompt-
ing is expected to outperform zero-shot across
tasks, since it can align models with the specific
guidelines of the dataset, which is used to gener-
ate few-shot examples. However, our results show
some notable deviations from this trend. In par-
ticular, Table 2 shows that GPT-40 mini achieves
substantially lower scores in the BRIDGDET few-
shot setting than its zero-shot scores, possibly due
to the resulting prompt length and complexity. We
also observe smaller drops in a few other tasks. For
instance, BRIDGTYPE, where few-shot underper-
forms zero-shot slightly. These exceptions aside,
few-shot usually yields improvements or remains
comparable to zero-shot.

English vs. non-English performance. For the
multilingual tasks, one might expect English perfor-
mance to be consistently higher than non-English
due to model pretraining bias and data availability.
However, our results reveal some interesting sur-
prises: for ENTMAX, non-English scores are higher
for several models. For example, GPT-40 mini and
GPT-5 both achieve around 60% F1 on Czech for
ENTMAX, and Russian and Spanish reach close to
50% , while English performance on the same task
is around 30%. A similar trend can also be seen for
ENTMORE, where non-English often outperforms
English. Since DiscoTrack is built from language-
specific resources rather than parallel texts, cross-
lingual differences may partly reflect dataset com-
position rather than model capability alone. One
possible reason may be that English data comes
from a mix of spoken and written sources, while
some non-English datasets are uniformly written,
potentially making them easier for models. How-
ever the same is true for e.g. Turkish, which is all
written data but fares worse than English, and Ger-
man, which is worse on ENTMAX for all models

(see the Appendix B for language specific results).

4.3 Error Analysis
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Figure 3: Confusion matrix for the relation classification
task in the zero-shot setting.(GPT-5, English only)

Relation classification confusions In the zero-
shot setting (Figure 3, English only), GPT-5 shows
high accuracy on CONJUNCTION and ELABORA-
TION, likely because these frequent categories dom-
inate the diagonal and are relatively easy to predict
correctly. At the same time, we observe substantial
confusion between CAUSAL and EXPLANATION
(the largest off-diagonal error, with 222 CAUSAL
instances predicted as EXPLANATION), indicating
the model is able to recognize relations which can
be verbalized as ‘because’, but does not distin-
guish well between objective causality (‘Kim fell
because Mary pushed her’) and the explanatory
type (‘this hat will fit because I’ve had the same
one before’). We also observe many confusions be-
tween CONJUNCTION and ELABORATION or TEM-
PORAL, showing that while the model recognizes
the additive nature of these relations, it does not
distinguish well between subordinate elaborations
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and coordinate conjunctions (giving additional in-
formation rather than making a new point), and
fails to capture whether we can implicitly know
how two propositions are ordered in time.

In the few-shot setting (see Appendix B Fig-
ure 4), the model continues to show high accu-
racy on CONJUNCTION and ELABORATION; how-
ever, few-shot prompting does not outperform the
zero-shot setting on these categories and in some
cases even leads to slightly lower scores. Some
confusion patterns nevertheless remain: in partic-
ular, we still observe frequent confusion between
CONJUNCTION and ORGANIZATION, as well as
between ELABORATION and ORGANIZATION.

Bridging The best performing task here is
BRIDGTYPE, where few-shot prompting yields
strong accuracy on COMPARISON and ENTITY (see
Appendix B Figure 4), while most of the remaining
errors come from confusion between COMPARISON
and SET. For smaller models, such as Qwen 7B,
few-shot underperforms zero shot, perhaps because
longer prompts create more distractions.

Human performance also shows that COMPAR-
ISON and ENTITY are the best-recognized cate-
gories, aligning with the model’s strengths, though
model predictions of SET for true COMPARISON are
proportionally much worse than for humans. Low
performance on BRIDGDET and BRIDGANTE, at
almost half the human scores even for GPT-5 few-
shot, show that this remains a challenging task.

5 Conclusion

This paper presents DiscoTrack, a new multilingual
benchmark with data from 12 diverse languages
and a specific focus on tasks which target long-
form, multi-sentential document understanding but
are well-suited to a textual language generation for-
mat. Covering 11 subtasks in four areas (salience,
entity tracking, discourse relations and bridging),
our evaluation shows that even very large commer-
cial models such as GPT-5 still struggle to reach
human levels of performance.

The results indicate that performance on English
is often, but not always, better than on other lan-
guages, and we hypothesize that the greater diver-
sity of English data in terms of genres and modal-
ity (spoken/written) may sometimes lead to higher
scores outside of English, especially in easier data
sources that rely on standard written language (for
example Czech, Spanish and Russian data from
CorefUD). We also find that while few-shot ex-

amples usually improve results, this is not always
the case, especially for smaller models which can
be distracted by longer prompts. Finally, we note
that the prompts used for the evaluation were fairly
simple, and we did not experiment with complex
chain-of-thought prompts to improve LLM results
on our tasks — we leave this and other more com-
plex strategies to approaching human performance
on our tasks to future work.

Limitations

Due to license limitations, we were only able to
include some of the datasets and languages made
available in sources such as DISRPT and Core-
fUD - results on other high quality datasets which
could not be included may differ from our results.
The selection of data is always subjective, and
while we believe the breadth of our benchmark
and the reliance on previous work make our scores
meaningful, it is possible that systematic biases in
some of our data may lead to misleading results.
Adding more tasks would also be desirable, such
as salient proposition identification (Zeldes et al.,
2026), though adding tasks for which data exists
only in English limits the generalizability of the
benchmark cross-linguistically.

We are also mindful of the potential for LLM
data contamination, but we note that many of the
underlying resources are relatively new, and in
some cases only just published in the past few
months, meaning that the chance that models have
seen the test data is overall low (as also evidenced
by the modest performance of even very new mod-
els, such as GPT-5).

We also note that ENTMAX relies on identifying
the most frequently mentioned entity, which means
that weak model performance may partially reflect
limitations in numerical aggregate reasoning rather
than entity tracking ability per se. ENTMORE mit-
igates this by reformulating the task as a pairwise
comparison, removing the need for exact numerical
prediction.

Finally as noted in the paper, our naive prompt-
ing strategies included minimal guidelines to each
task, the list of possible labels, and the same con-
text and input data given to human evaluators. We
did not experiment with more complex strategies,
such as suggesting to models to serialize each sen-
tence and count mentions of an entity only in it,
then sum, or to construct rationales to support
salience judgments. It is still possible that black
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box reasoning APIs as used by the GPT models
tested here implement such strategies internally,
but we speculate regardless that more prompt engi-
neering could have resulted in higher performance
for models. We view the main goal of this paper
as introducing the new benchmark, and leave the
goal of obtaining substantial improvements in LLM
scores to future work.

Use of AI Assistants

Al assistants were used during the preparation of
this work for code development and editing support.
All scientific content, analysis, and conclusions are
the authors’ own.
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A Prompts and Tag Sets

This appendix provides the full set of prompts and
tag definitions used in our benchmark tasks. Sec-
tion A first lists the exact prompts given to models
for each task, followed by the tag sets used for
classification. In total, we include 17 labels for
core discourse relations, following the taxonomy
of Bunt and Prasad (2016). For bridging anaphora,
we adopt 11 fine-grained bridging types for En-
glish, as introduced by Levine and Zeldes (2026),

and 5 coarse-grained types for Czech, following the
PDT 3.0 annotation scheme. These materials are
included to ensure transparency and reproducibil-
ity.

A.1 Prompts

SALTOP

Which are the most salient entities in the
text?

Here is the text: {text}

SALREL

Which entity is more salient in the text:
{entityl} or {entity2}?

Here is the text: {text}

ENTMAX

Which entity is mentioned the most times
in the text?

Here is the text: {text}

Ignore speaker labels (e.g., [Speaker:
Kendra], [Speaker: Sabrina]). They are
not entities and should not be considered
as the answer. Return exactly one en-
tity mention (a short noun phrase) that
appears verbatim in the text. Do NOT re-
turn pronouns (e.g., he, she, they), unless
the entity is referred to only by pronouns
in the text. Return the phrase only, with
no extra words.

ENTMORE

In the following text, which entity is
mentioned more often, {entity_a} or {en-
tity_b}?

Here is the text: {text}

Answer with only the entity name, either
“{entity_a}” or “{entity_b}".

ENTCOREF

In the following text, two mentions are
marked with curly braces {}.

Here is the text with two marked
mentions: {text}

Do the two marked mentions refer to the
same entity? Answer with "Yes" or "No".
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Task Language N
BRIDGDET  English 466
Czech 500
BRIDGTYPE English 219
Czech 500
BRIDGANTE English 195
Czech 500
SALTOP English 207
SALREL English 500
RELCLF all 12 languages 500 each
RELEXP English 500
Czech 500
German 322
Portuguese 500
Ttalian 262
Turkish 500
Chinese 500
Thai 500
Polish 500
RELIMP English 500
German 301
Portuguese 316
Russian 296
Turkish 342
Chinese 500
Polish 326

Task Language N
ENTMAX  English 234
Czech 500
French 143
German 221
Russian 179
Spanish 500
Turkish 172
Polish 500
ENTMORE  English 500
Czech 500
French 500
German 500
Russian 500
Spanish 500
Turkish 500
Polish 500
ENTCOREF English 500
Czech 500
French 500
German 104
Russian 500
Spanish 500
Turkish 500
Polish 500

Table 4: Per-language instance counts for all tasks in the DiscoTrack benchmark.

RELCLF

What is the discourse relation between
Argl{argl} and Arg2{arg2}? Argl
and Arg? are discourse units—short text
spans that reflect the structure of the dis-
course.

You may also refer to their full sentences
Textl{textl} and Text2{text2} to better
understand the context and make a more
accurate decision. Here are the options
and definitions:

alternation One unit presents an option,
and the other unit offers an alterna-
tive that is mutually exclusive with
it.

attribution One unit states some con-
tent, and the other gives information
about its source.

causal One unit presents a situation or
event, and the other unit shows its
cause or result.

comment One unit expresses an opin-
ion or evaluation about something
stated in the other unit.

concession One unit presents a situation
that appears incompatible with the
other unit, but the other unit remains
valid.
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condition One unit presents a proposi-
tion and the other provides condi-
tions that the other proposition de-
pends on.

conjunction One unit gives informa-
tion, and the other unit continues
with an additional point.

contrast Two units present opposing or
contrasting ideas.

elaboration One unit adds extra details,
explains, or further describes some-
thing introduced in the other unit.

explanation One unit provides a reason,
justification, or supporting informa-
tion for what is stated in the other
unit.

frame One unit sets the scene or pro-
vides background, and the other
unit presents the main information.

mode One unit explains the way or
method by which something in the
other unit occurs.

organization One unit helps struc-
ture the discourse, by introducing,
preparing, or pointing out parts of
the text.

purpose One unit of the text describes
an action or event, and the other unit
explains the intended goal.



query One unit presents a question or
problem, and the other unit gives an
answer or solution.

reformulation One unit restates or
rephrases the other unit in a differ-
ent way.

temporal One unit indicates that its
event or situation happens before,
after, or at the same time as the
event in the other unit.

Please ignore the direction between Argl
and Arg2 and focus on the overall rela-
tion between them.

RELEXP

An explicit discourse connective is a
word or phrase which indicates the pres-
ence of a discourse relation between two
segments, such as contrast, elaboration
or temporal sequence. These connectives
provide strong cues and allow us to clas-
sify discourse relations with high accu-
racy. Mark all explicit discourse connec-
tives in the sentence using curly brackets.
If there is no explicit discourse connec-
tive, answer with ’no explicit connective’.
Here are the options: and, but, because,
{... other options for this language }

Here is the text: {text}

RELIMP

What is the implicit discourse connective
between {argl} and {arg2}? Implicit
discourse connective refers to a logical
connection between two discourse units
(such as sentences or clauses) that is not
explicitly marked by a discourse connec-
tive (e.g., "because", "but", "after"). In-
stead, the relation must be inferred by the
reader or listener. Here are the options:
and, but, because, {... other options for
this language }

If there is no appropriate implicit connec-
tive, answer: no implicit connective.

BRIDGDET

Read the following text and answer with
"yes" or "no": Does it contain a bridging
anaphor?

Below is an explanation of what bridg-
ing and bridging anaphora are: Bridg-
ing is an anaphoric phenomena which
occurs when the reference of one en-
tity is dependent on a previous associ-
ated, non-identical entity for interpreta-
tion. An instance of bridging consists of
an antecedent-anaphor pair. The anaphor
in this pair is referred to as the bridging
anaphor. A bridging anaphor is a noun
phrase that refers to something associ-
ated with, but not identical to, a previ-
ously mentioned entity. To understand
a bridging anaphor, the reader must rely
on their knowledge of the earlier entity.

Here is the text: {text}

BRIDGTYPE (English, fine-grained)
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What is the bridging type between the
anaphor and antecedent in the following
text?

In the text, the antecedent is marked
with curly braces {} and the anaphor
is marked with double dollar signs $$
$$.

Below is an explanation of what bridg-
ing, bridging antecedents, and bridging
anaphora are:

Bridging is an anaphoric phenomenon
which occurs when the reference of one
entity is dependent on a previous associ-
ated, non-identical entity for interpreta-
tion. An instance of bridging consists of
an antecedent—anaphor pair.

The anaphor in this pair is referred to
as the bridging anaphor. A bridging
anaphor is a noun phrase that refers to
something associated with, but not iden-
tical to, a previously mentioned entity.
To understand a bridging anaphor, the
reader must rely on their knowledge of
the earlier entity.

The bridging antecedent provides the
contextual basis or background knowl-
edge that allows the reader or hearer to
infer the meaning of the anaphor.

Here are the options and definitions:

comparison-ellipsis The anaphor is pre-
ceded by a comparative marker



(other, another, same, more, ordi-
nal modifiers, etc.) which implies a
comparison to the antecedent.

comparison-sense The type of the
anaphor is omitted but inferable via
comparison to the antecedent.

comparison-time The anaphor refers to
a specific time/timeframe which is
understandable with reference to
the antecedent.

entity-associative The anaphor is an at-
tribute or closely associated entity
of the antecedent.

entity-meronymy The anaphor is a sub-
unit of the antecedent (part—whole).

entity-property The anaphor is a physi-
cal or intangible property of the an-
tecedent.

entity-resultative The anaphor is logi-
cally inferable from the antecedent
(e.g., result, transformation, cause).

set-member The anaphor is an element
of the antecedent set.

set-subset The anaphor is a subset of the
antecedent set.

set-span-interval The anaphor is a sub-
span of a spatial or temporal inter-
val defined by the antecedent.

other Valid bridging pair but does not
fall under the above types.

Note: Bridging types are symmetric with
respect to anaphor and antecedent. For
example, both “a member of the team”
and “the team” referring to each other
are labeled as set-member. Similarly,
both “the capital” and “the country” can
be entity-associative, regardless of
order.

Here is the text with {} and $$ $$ :{text}

BRIDGTYPE (Czech, coarse-grained)

What is the bridging type between the
anaphor and antecedent in the following
text?

In the text, the antecedent is marked
with curly braces {} and the anaphor is
marked with double dollar signs $$ $$.

Choose one of the following types:

subset The relation between a set and its
subsets or elements (e.g., students —
some students).

part Metonymical relation between a
part and a whole (e.g., room — ceil-
ing).

funct The relation between an entity and
a singular function on this entity
(e.g., government — prime minister).

other Other  relations including
coherence-relevant discourse
opposites, family relations, place—
inhabitant,  author-work, or
event—participant.

anaf Non-coreferring explicit anaphoric
relation.

Answer with exactly one option: subset,
part, funct, other, or anaf.

Here is the text: {text}

BRIDGANTE

In the following sentence, the bridging
anaphora is marked with curly brackets.
What is its antecedent(s)?

Below is an explanation of what bridg-
ing, bridging antecedents, and bridging
anaphora are: Bridging is an anaphoric
phenomena which occurs when the ref-
erence of one entity is dependent on a
previous associated, non-identical entity
for interpretation. An instance of bridg-
ing consists of an antecedent-anaphor
pair. The anaphor in this pair is referred
to as the bridging anaphor. A bridg-
ing anaphor is a noun phrase that refers
to something associated with, but not
identical to, a previously mentioned en-
tity. To understand a bridging anaphor,
the reader must rely on their knowledge
of the earlier entity. The bridging an-
tecedent provides the contextual basis or
background knowledge that allows the
reader or hearer to infer the meaning of
the anaphor.

Here is the text: {text}

A.2 Tag Sets

Bridging Type (English, fine-grained)
* comparison-ellipsis
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o COmpa_riSOn—Sense Model Checkpoint Parameters

. . MTO-XL bigscience/mto-x1 greedy decoding,
¢ comparison-time (3.7B) max_length=1024
. . . Qwen-1.5-7B-Chat Qwen/Qwen1.5-7B-Chat temp=0.01,
¢ entity-associative (7B) max_length=32768
: Aya-Expanse-8B CohereForAI/aya-expanse-8b temp=0.01,
. -
entity-meronymy B) max_length=§192
° entity_property GPT-40-mini gpt-40-mini temp=0,
(OpenAlI API, May 2026) max_tokens=32
° entity-resultative GPT-5 gpt-5 reasoning_effort=low,
(OpenAlI API, Aug 2025) max_completion_tokens=512

* set-member
Table 5: Model checkpoints and inference parameters.
All open-source models were run in float16 precision on
* set-span-interval a single A100 GPU via Google Colab. Few-shot demon-
strations were truncated to 200 characters to fit within
context windows. Note that MTO-XL's limited context
window (1024 tokens) may result in input truncation for
longer documents, potentially affecting few-shot perfor-

¢ set-subset

¢ other

Bridging Type (Czech, coarse-grained)

¢ SUbset mance.

* part

* funct B Additional Figures and Tables
* other

As shown in Figure 4, we provide four additional
e anaf confusion matrices: discourse relation classifica-
tion in the few-shot setting, bridging type classifi-
cation in the zero-shot and few-shot settings, and
human performance on bridging type classifica-
e attribution tion. We also include supplementary tables (Ta-
ble 6 through Table 12) reporting per-task and per-
language scores for all evaluated models, including
* comment detailed accuracy and F1 metrics.

Discourse Relation
e alternation

¢ causal

e concession
¢ condition

* conjunction
e contrast

e elaboration
* explanation
¢ frame

* mode

* organization
* purpose

* query
 reformulation

* temporal
Definitions of these tags are provided in the task
prompt above.

A.3 Model Details

Table 5 summarizes the models and inference pa-
rameters used in our experiments.
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Figure 4: Confusion matrices for (a) discourse relation classification in the few-shot setting, (b) bridging type
classification in the zero-shot setting, (c) bridging type classification in the few-shot setting, and (d) human
performance on bridging type classification.

Model BRIDGTYPE BRIDGDET BRIDGANTE SALREL SALTOP
MTO (zero) 6.85/12.33 45.49 2.05 54.20 23.30
MTO (few) 1.37/47.03 50.21 5.13 13.80 4.80
Qwen (zero) 30.14 /47.95 48.28 0.51 52.80 35.10
Qwen (few) 15.98 /49.40 52.15 2.56 59.20 41.22
Aya (zero) 29.68 /47.03 50.21 8.21 52.20 38.65
Aya (few) 29.69 /47.03 62.23 1.03 49.60 39.45
GPT-40-mini (zero) 32.42/54.34 57.30 18.97 52.60 39.61
GPT-40-mini (few)  30.59/52.97 49.14 42.05 67.00 43.16
GPT-5 (zero) 21.92/46.56 53.65 38.46 54.2 56.2
GPT-5 (few) 31.51/58.9 54.29 38.97 67.8 59.26

Table 6: Results for five English-only tasks.

Model English German Polish Turkish Czech French Russian Spanish
Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few
MTO 2821 299 9.50 3.17 18.60 10.20 13.64 4.55 23.00 040 16.78 0.00 34.64 0.00 3540 0.20
Qwen 2222 2350 3.62 6.33 10.00 1620 4.55 13.64 12.80 8.60 11.89 0.00 15.64 0.00 27.20 26.40
Aya 2521 2991 1.81 1.81 140 1.00 0.00 0.00 15.20 22.00 2.10 5.59 34.08 35.20 0.80 1.20
GPT-40-mini 31.62 35.04 23.52 19.46 29.20 31.80 18.20 31.82 63.40 66.20 34.27 32.17 56.42 59.78 53.20 55.60
GPT-5 37.18 3291 26.24 25.79 282 31.80 22.73 27.27 70.4 45.8 32.17 27.97 58.66 50.84 57.2 454

Table 7: Results for ENTMAX across 8 languages.
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English  German Polish Turkish Czech French Russian  Spanish

Model

Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few
MTO 414 37.0 63.0 64.4 44.8 42.0 32.0 32.8 30.0 33.0 60.6 63.6 35.8 39.0 46.8 52.8
Qwen 37.8 36.8 45.8 36.8 36.4 36.0 37.2 37.4 26.2 23.0 29.4 23.8 53.6 44.4 344 294
Aya 49.0 45.8 42.6 43.8 42.4 37.0 20.0 20.2 26.0 23.8 1.0 1.4 332 28.0 34.8 33.0
GPT-40-mini 63.6 66.4 83.0 83.4 64.4 68.6 59.0 58.6 58.4 60.0 58.2 58.2 64.8 69.0 65.6 66.8
GPT-5 64.4 64.2 83.0 82.2 59.2 59.8 64.2 63.8 57.2 57.8 552 60.0 66.2 64.6 67.2 64.8

Table 8: Accuracy results for ENTMORE across 8 languages.

Model English German Polish Turkish Czech French Russian Spanish
Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few

MTO 38.40 49.00 63.46 71.75 38.20 44.60 31.80 30.80 39.40 49.60 26.60 6.00 34.20 50.00 33.40 41.20

Qwen 55.80 41.40 34.62 27.88 51.40 44.80 59.80 22.60 59.80 22.60 88.80 87.40 50.80 50.80 58.40 63.00

Aya 54.20 50.00 25.96 21.15 51.00 50.00 53.60 54.00 52.20 50.00 93.80 93.80 53.60 50.00 58.60 43.00

GPT-40-mini 76.00 81.60 85.58 76.92 81.00 78.60 67.60 61.40 75.20 80.00 41.60 73.20 76.80 75.40 53.80 56.60

GPT-5 72 754 875 80.77 73.6 80.8 622 64.6 604 792 196 758 632 77 472 522

Table 9: Results for ENTCOREF across 8 languages.
Model English German Polish Portuguese Turkish Czech Chinese Italian Thai

Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few

MTO 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 1.05 0.00 0.00 0.00 0.00 0.00 0.00
Qwen 1693 18.32 1091 36.78 3.15 6.44 279 13.74 346 222 5.08 29.14 851 1745 486 18.14 1.05 233
Aya 0.00 0.00 0.00 45.10 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 12.28 32.31 15.32 51.06 0.00 0.00
GPT-40-mini 47.18 52.70 57.97 70.90 40.21 42.15 31.69 36.72 43.94 40.36 48.10 52.68 32.31 44.35 51.06 51.61 11.49 11.49
GPT-5 46.98 47.18 60.7 65.19 33.07 37.33 26.6 32.07 44.36 45.72 46.97 48.21 33.79 39.84 56.26 61.22 7.56 9.79

Table 10: Results for RELEXP across 9 languages.

Model English German Polish Portuguese Turkish Chinese Russian

Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few
MTO 18.6 12.6 29.24 28.90 30.37 38.34 17.72 14.56 28.07 1.75 7.20 1.60 8.11 23.31
Qwen 148 15 1827 698 31.90 552 823 759 4.09 439 1820 4.60 3.72 3.72
Aya 82 04 17.67 266 828 521 1392 0.32 1491 1520 5.80 0.20 23.31 4.05
GPT-40-mini 21 24.4 14.62 19.60 13.80 14.72 18.67 19.62 15.20 26.90 5.41 17.57 9.12 13.51
GPT-5 21.2 244 1395 2492 89 21.17 1.84 12.58 8.48 20.18 12.6 39.8 152 20.27

Table 11: Results for RELIMP across 7 languages.
Model English German Polish Portuguese Turkish Czech Chinese Italian Thai French Russian Spanish

Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few Zero Few

MTO 260 040 3.00 540 3.00 11.00 6.80 0.60 220 0.80 540 7.00 040 0.00 1.00 1120 340 2.60 3.20 0.80 580 0.60 17.40 0.00
Qwen 10.60 10.40 11.20 11.40 11.20 11.40 7.00 9.20 6.00 3.60 440 1.80 1.60 120 6.00 140 3.00 180 580 2.60 400 420 7.00 4.40
Aya 540 2120 0.60 920 3.40 22.00 420 12.60 3.60 16.20 4.40 12.80 2.20 0.00 0.60 22.00 320 7.20 4.60 26.40 140 7.00 7.00 20.00
GPT-40-mini 33.40 41.40 35.60 36.20 48.40 48.20 54.00 54.20 41.40 39.20 9.80 10.40 6.40 7.80 10.40 9.00 10.80 10.40 10.60 11.20 40.20 38.80 35.00 36.00
GPT-5 458 40.2 43.00 336 50.8 32.6 62 522 432 346 428 368 41.6 346 53 494 428 298 42 388 654 458 458 32

Table 12: Results for RELCLF across 12 languages.
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