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Abstract

Longitudinal prediction from electronic health
records (EHRs) is limited by the sparsity and ir-
regularity in patient trajectories, and knowledge
augmentation with external knowledge graphs
(KGs) offers a promising way to alleviate these
issues. However, most existing methods per-
form fixed, context-agnostic topology augmen-
tation by adding the same KG nodes and edges
regardless of a patient’s evolving state. We pro-
pose ReTA, a Reinforcement learning-based
dynamic Topology Augmentation framework
that casts KG import as a per-visit, budget-
aware policy. ReTA first constructs an offline
refined pool of KG-grounded templates, then
learns a policy to select one augment action per
visit from three options: Soft Import, which en-
riches node features without modifying graph
topology, Hard Import, which grafts a com-
pact KG subgraph onto the visit graph to create
message-passing shortcuts, and Skip, which
leaves the visit unaugmented when the base
encoder is already confident. To stabilize learn-
ing, ReTA employs a decoupled encoder that
processes semantic and structural signals in sep-
arate channels and fuses them via adaptive gat-
ing. Experiments on MIMIC-III and MIMIC-
IV across diagnosis prediction, mortality, and
readmission show that ReTA consistently out-
performs strong baselines while remaining effi-
cient, transfers across datasets and knowledge
graphs, and yields interpretable augmentation
patterns. The robust gains under sparse super-
vision highlight the advantage of ReTA’s dy-
namic decision to import knowledge, boosting
accuracy while curbing costs.

1 Introduction

Massive electronic health records (EHRs) have
enabled a wide range of healthcare prediction
tasks, from mortality risk estimation to disease pro-
gression modeling (Choi et al., 2016; Ma et al.,

*Corresponding author.

2017; Choi et al., 2017; Luo et al., 2020). How-
ever, patient-level trajectories (e.g., medical codes
over visits) in EHRs are often sparse and irreg-
ular (Rasmy et al., 2021), making it difficult for
data-driven approaches to capture complex clinical
patterns such as comorbidities, complication cas-
cades, and organ-system interactions. Established
knowledge graphs (KGs) in healthcare, such as
PrimeKG (Chandak et al., 2023), offer clinically
validated concepts and relations that complement
raw visit data. Topology augmentation, which in-
jects KG-derived structure into EHR visit graphs,
has therefore emerged as a promising strategy for
learning knowledge-augmented patient representa-
tions (Liu et al., 2020).

Despite their promise, existing KG-enhanced
topology augmentation methods commonly exhibit
three limitations. Static: Augmentation is typically
driven by fixed, context-agnostic rules that expand
each EHR code with a predefined KG neighbor-
hood and apply the same expansion across patients
and visits. Such static expansion can over-retrieve
weakly related concepts, dilute patient-specific sig-
nals, and inflate message-passing cost (Xu et al.,
2023; Jiang et al., 2024; Zhu et al., 2024). Unbud-
geted: Most approaches do not enforce a resource
budget for KG augmentation. Without budget con-
trol, expensive strategies (e.g., hard structural in-
jection) can dominate, while lighter alternatives
or outright abstention are not systematically lever-
aged, leading to over-augmentation that amplifies
noise (Liu et al., 2024; Zhang et al., 2024). Single-
pass: Augmentation is commonly performed in
a single shot for an entire trajectory, rather than
making adaptive decisions at each visit. Injected
knowledge may therefore not reflect evolving pa-
tient states. For example, a patient transitioning
from chronic diabetes management to acute sep-
sis needs different relational context at each stage,
but single-pass methods apply the same expansion
throughout (Ye et al., 2021; Wang et al., 2025).
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Figure 1: Two augmentation modes for visit-level KG
injection. Soft Import enriches EHR concepts via se-
mantic embeddings without modifying visit graph struc-
ture, while Hard Import augments topology by adding
KG-derived nodes and edges.

In this work, we propose ReTA, a dynamic, bud-
geted, and adaptive framework that performs visit-
level KG augmentation based on each patient’s
evolving history. ! ReTA formulates KG injection
along patient progressions as a sequential decision
problem in three steps.

Step 1: We construct a quality-filtered knowl-
edge pool offline. Each medical concept is dis-
tilled via an LLM into a compact template (a se-
mantic definition paired with a structural cascade),
grounded against PrimeKG, and clustered to re-
move redundancy. At each visit, the top-K most
relevant templates are retrieved by combining code-
level similarity with trajectory-level context.

Step 2: We introduce a budget-aware augmenta-
tion action space (Figure 1). Soft Import enriches
node features without modifying graph topology.
Hard Import grafts a compact KG subgraph onto
the visit graph to create new message-passing paths.
Skip leaves the visit unaugmented when the base en-
coder is already confident. A reinforcement learn-
ing policy selects one action per visit, balancing
predictive gain against augmentation cost across
the patient trajectory.

Step 3: Because Soft Import and Hard Import
produce heterogeneous signals, we decouple en-
coding into a semantic channel and a structural
channel, fused by an adaptive gate that selectively
combines complementary evidence.

We evaluate ReTA on MIMIC-III (Johnson
et al., 2016) and MIMIC-IV (Johnson et al., 2023)
across three clinical tasks (diagnosis prediction, in-
hospital mortality, and 30-day readmission). ReTA
outperforms strong baselines across all evaluated
tasks by wide margins at a lower inference cost. Ab-
lation studies (§3.3) disentangle the effects of the
knowledge pool and the policy’s decisions, demon-
strating that dynamically deciding whether and how

'Code: https://github.com/ChenC2002/ReTA/.

to augment each visit outperforms conventional
augmentation strategies in both accuracy and la-
tency. Moreover, the augmentation patterns are in-
terpretable at the visit level, with performance gains
widening as supervision becomes sparser. Finally,
the framework demonstrates strong generalizability
across clinical coding systems, with cross-dataset
transfer performance outperforming the strongest
baseline’s in-dataset results.

2 Methodology

2.1 Problem Setup

Prediction task. Let Cy, denote the set of all
unique diagnosis codes in ICD-9/10. A patient
trajectory V. = {V, ..., Vp} is a chronological se-
quence of hospital visits, where each visit V; C Cyx
records the diagnosis codes observed at time ¢. We
predict next-visit diagnoses at the granularity of
Clinical Classifications Software (CCS) categories,
which group fine-grained ICD codes into clinically
meaningful phenotypes and keep the label space
consistent across ICD-9 and ICD-10 cohorts. Let
A denote the CCS label space. Given history V7.,
the model outputs y;,1 € [0,1], a probability
vector over CCS categories for visit +1. For bi-
nary clinical outcomes (mortality, readmission), we
replace the multi-label CCS head with a single sig-
moid output and train with binary cross-entropy,
keeping all other components identical.

Visit graphs. For each visit V; we build a graph
Gy = (W, &) whose nodes are the observed
ICD codes together with their CCS ancestors up
to h hierarchy levels, and whose edges follow
the CCS hierarchy among these nodes, treated as
undirected for message passing (Appendix B.1).
We augment these visit graphs with knowledge
from PrimeKG (Chandak et al., 2023), a precision-
medicine knowledge graph that integrates over
twenty biomedical resources with rich pathophys-
iological and disease-complication relations. The
bridging between ICD/CCS and PrimeKG vocab-
ularies is described in §2.2.1. Figure 2 illustrates
the full pipeline.

2.2 Knowledge Pool

Per-visit augmentation is more efficient when it
draws from a pre-built, bounded candidate set than
when it expands an open-ended KG neighborhood
on the fly. We construct a pool of reusable knowl-
edge templates offline, where each template pairs a
semantic summary with a compact subgraph.
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Figure 2: Overview of ReTA. (1) Each medical concept is distilled into a KG-grounded template and clustered into
a refined pool. (2) The policy selects one action per visit from the retrieved candidates. (3) The encoder processes
semantic and structural signals in separate channels before fusing them for prediction.

2.2.1 LLM Distillation and KG Grounding

For each ICD code and its mapped CCS category,
we prompt an LLM with the concept’s canoni-
cal textual description and ask it to return a one-
sentence definition describing the pathology and a
clinical cascade listing downstream complications
or comorbidities. We adapt the cascade length to
each concept’s neighborhood density in PrimeKG.
Concepts with few verified KG neighbors receive
longer cascades (up to five items) to compensate
for sparse relational context, while concepts with
dense neighborhoods receive shorter ones (as few
as one item). For diabetes, which has moderate KG
coverage, a typical cascade might list retinopathy,
neuropathy, and nephropathy. No patient-level con-
text is provided, and each concept is processed inde-
pendently with fixed decoding parameters (prompt
template in Appendix B.2).

We ground each mention to a standardized
biomedical identifier by exact matching against
ICD, CCS, and PrimeKG vocabularies, falling back
to cosine similarity between f2-normalized name
embeddings above a threshold 7., (Liu et al.,
2021; Sung et al., 2020; Neumann et al., 2019).
This same normalization bridges ICD and CCS con-
cepts to PrimeKG nodes when constructing visit
graphs (§2.1). For each concept, we then retrieve
its PrimeKG neighborhood up to k£ hops and re-
tain only entities and links verifiable against the
KG (Soldaini and Goharian, 2016). All filtering
uses only external resources and fixed code descrip-
tions. Apart from the diagnosis vocabulary, pool
construction touches no patient trajectories, out-
comes, splits, or cohort statistics (thresholds and
diagnostics in Appendix B.3 and B.5).

2.2.2 Template Clustering

We compress and de-duplicate the grounded out-
puts by clustering. Each concept text, consisting of
its definition concatenated with its cascade, is em-
bedded with Clinical BERT (Alsentzer et al., 2019)
and grouped via agglomerative clustering under co-
sine distance with cut threshold 7. For each result-
ing cluster we compute a centroid, project it into
the model embedding space, and £»-normalize it to
obtain a template vector p;, € R? (details in Ap-
pendix B.4). The global pool Pgiobal = {pk},]c”: 1
contains M templates. Because cascade lengths
vary by concept, templates differ in subgraph size,
which the augmentation policy accounts for when
selecting actions (§2.3).

2.2.3 History-Aware Retrieval

At each visit V;, we retrieve a candidate subpool
from Pgionar using both the current visit and the
patient’s accumulated history. Let s; denote the pa-
tient state defined in §2.3, computed from past visit
summaries and the current visit’s base embedding
before any augmentation. We score each template
by combining a code-level similarity term with a
trajectory-level term:

Score(V4, st, pi) = (1—a) max cos(eg,, k)
eV

+ «a cos(st, Pr), (D

where e., € R< is the learnable embedding of
code c; and « controls the weight of the trajectory
signal. The additive form ensures that a template
can be retrieved either because it matches a current
diagnosis or because it aligns with the patient’s
accumulated clinical context. We retain the top- K

templates as the candidate subpool Ps(z)b.
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2.3 Augmentation Policy

Augmentation decisions along a trajectory are inter-
dependent, since early actions reshape intermediate
representations and constrain what is beneficial at
later visits. We make these decisions visit by visit
in chronological order, formulating the process as
a sequential decision problem trained with rein-
forcement learning. Patient trajectories are short
(median 2-3 visits), so the policy performs short-
horizon, cost-aware routing over the retrieved tem-
plates rather than long-horizon planning.

2.3.1 State and Actions

The state s; summarizes the patient history up to
visit t. Let v; € R? be the encoder’s summary of
visit V; (§2.4) on the base graph before augmenta-
tion. We compress past visits with a GRU (Chung
et al., 2014) to form s; = GRU(vy.4-1) & vy,
where & denotes concatenation.

The discrete action space consists of K template-
mode pairs plus a single Skip action, O®) =
(Ps(fl)b x {0,1}) U {Skip}, giving 2K+1 actions.
Each augmentation action a; = (py, ) specifies
which template to use and how to apply it. The Skip
action leaves the visit unaugmented. A lightweight
MLP policy mg(a; | s¢) outputs a categorical dis-
tribution over these actions. We allow one action
per visit, forcing the policy to weigh whether to
augment, which template to import, and whether to
apply Soft Import or the costlier Hard Import.

We also compute a base-prediction uncertainty
u; = 1 — max(§p%°) from the Stage 1 encoder
and append it to s;, so that the policy observes
how confident the encoder is before augmentation.
This biases the policy toward Skip when the base
representation is already sufficient (§3.4).

Soft Import. We map the selected template vec-
tor through a shared two-layer MLP ¢ and broad-
cast the resulting offset to every code in the visit,
scaled by a strength parameter &,

Xt =X+ £(1y, @ o(pr)), )

where X; € RIVilxd collects the node features
of the original visit codes. The offset is uniform
because the template provides visit-level clinical
context. Code-level differentiation happens in the
downstream attention layers.

Hard Import. The template’s compact subgraph
9pr. = (Vp,, Ep,.) is grafted onto the visit graph
to form G} = (V; U V., & U Ep, ), adding new

relational paths for message passing between codes
that share no direct edge. Node features remain at
their base values, so any gain from Hard Import
is attributable to the added structure rather than to
feature enrichment.

2.3.2 Reward

To isolate each augmentation’s incremental benefit

from the baseline difficulty of each visit, we com-

(t)
edit

mented counterpart Gl(fta)w under the current encoder
on the same mini-batch with dropout disabled:

ri=1(Lop(G) - Lon(GLY,))
Vo |
Vil

where Lo is the cross-entropy loss for predicting
Yt+1, A1 weights prediction improvement, and Ao
penalizes Hard Import in proportion to the added
nodes. Under Skip, raw and augmented inputs are
identical, so r; = 0 by construction.

To sharpen credit assignment, we maintain a
running utility 7% for each template k, updated as
Tr < YTk + (1—7,) r+ whenever template k is
selected. The utilities of all K candidates are con-
catenated with s; to form the policy input, giving
the policy a memory of which templates have been
useful in similar contexts.

We optimize the policy with REIN-
FORCE (Zhang et al., 2021) using a running-mean
baseline to reduce variance. With such short trajec-
tories and a lightweight MLP policy, critic-based
methods are unnecessary.

pare the augmented input G_ [, against its unaug-

— A I[6=1]

3

2.4 Decoupled Encoding

Soft Import modifies node features while preserv-
ing graph topology. Hard Import adds nodes and
edges while preserving features. Encoding both in
a single channel would conflate these signals, mak-
ing it difficult for the encoder to attribute gradient
updates to the correct source. We process them in
two parallel channels and fuse the outputs with a
learned gate.

2.4.1 Semantic Channel

This channel captures within-visit context from
node features alone. We apply multi-head self-
attention over the original visit codes using their
post-augment features X to produce semantic rep-
resentations {h{“"};cy,. Nodes added by Hard
Import are excluded so that this channel reflects
only observed codes.
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2.4.2 Structure Channel

This channel runs message passing on the full
augmented graph G, including any nodes and
edges added by Hard Import. A graph-attention
layer (Velickovi¢ et al., 2018) aggregates neighbor
information to produce within-visit structural rep-
resentations hi-mra for each node 7. To incorporate
longitudinal context, each node also attends over
past visit embeddings {hg/)}t'q via dot-product
attention, yielding an across-visit summary hinter,
The two signals are combined with a sigmoid gate
into h?truct = h;ntra + (1_Nz) h%nter’ where
pi = o(Wase[R" ™| "] + bpuse)-

2.4.3 Fusion

We fuse the semantic and structural views with a
second sigmoid gate 3; = o (Wgate [R5™™ || RS0 ] 4
bgate), giving the final node representation z; =
Bi hE™ + (1—3;) h§™™ <t The visit embedding
hg) = Y icy, % sums over original visit codes
only, so injected nodes contribute through message
passing but do not directly enter the prediction.

2.5 Training

Training proceeds in two stages with the combined
objective Liotal = Liask — 1 J -, where TR is
the REINFORCE objective.

Stage 1 trains the encoder on Li,g Wwhile
stochastically applying Soft Import, Hard Import,
or Skip, producing a warm-started encoder that
can stably process all three action types. The en-
coder snapshot at the end of this stage is frozen
and supplies the base prediction §P75° used for the
uncertainty signal u; (§2.3).

Stage 2 optimizes the augmentation policy under
the paired reward while continuing to refine the
encoder on policy-augmented visits, so that the
encoder and policy co-adapt. The full curriculum
is given in Algorithm 1, with complexity analysis
in Appendix A.2.

3 Experiments

3.1 Setup

Datasets. We evaluate on MIMIC-III (Johnson
et al., 2016) and MIMIC-IV (Johnson et al., 2023)
for next-visit diagnosis prediction (CCS granular-
ity), in-hospital mortality, and 30-day readmission.
Dataset statistics are in Appendix A.1.

Baselines. We compare against 9 methods span-
ning four categories.  Sequence models in-
clude Transformer (Vaswani et al., 2017) and

RETAIN (Choi et al., 2016). Ontology en-
coders include G-BERT (Shang et al., 2019) and
HAP (Zhang et al., 2020). Structure learners in-
clude GRAM (Choi et al., 2017) and SeqCare (Xu
et al., 2023). KG-augmented systems include
GraphCare (Jiang et al., 2024), RAM-EHR (Xu
et al., 2024), and KARE (Jiang et al., 2025). All
methods use the same temporal splits and receive
the same ICD code inputs, and KG-augmented
methods additionally share the same PrimeKG and
ICD-to-KG linker. We also evaluate GPT-40 (Hurst
et al., 2024) as a direct predictor by serializing
visit histories into ICD descriptions and prompt-
ing for CCS predictions (temperature 0.2, 5 sam-
ples per patient). The + PrimeKG variant appends
each code’s 1-hop KG neighbors to the prompt. To
test KG generality, ReTAypmys rebuilds the knowl-
edge pool from UMLS Metathesaurus (Bodenrei-
der, 2004) disease-complication relations using the
same vocabulary bridge (§2.2.1) and encoder.

Metrics. We report AUPRC (primary), Micro-
F1, and Acc@20 for diagnosis prediction, and AU-
ROC, AUPRC, and F1 for mortality and readmis-
sion. Full hyperparameters are in Appendix A.2.

3.2 Main Results

Diagnosis prediction. ReTA outperforms all
baselines on every dataset-metric pair (Table 1),
with AUPRC gains of +1.99 (MIMIC-III) and
+1.76 (MIMIC-IV) over KARE. The in-domain
margin is modest but reliable. It holds under Holm—
Bonferroni correction on both datasets, grows to
+4.72 on the rarest diagnoses (Figure 5c), and
widens to +3.37 and +4.57 under cross-dataset
transfer. Within the baselines, the largest single
jump occurs at the KG-augmented tier where per-
patient retrieval begins, indicating that the bottle-
neck is not external knowledge itself but how adap-
tively it is applied. ReTA pushes this further by
making augmentation decisions at the visit level
rather than the patient level. The Stage 1 check-
point (warm-started encoder, no policy) reaches
33.26 AUPRC on MIMIC-III and the full model
reaches 34.52. Because Stage 1 already exposes
the encoder to a fixed stochastic mixture of all
three actions, the +1.26 difference reflects the full
Stage 2 curriculum applied to an action-exposed
checkpoint, not the policy alone. Matched controls
that isolate the policy’s contribution are in §3.3.

LLM and KG generality. GPT-40 scores below
all graph-based methods, including RETAIN. The
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Table 1: Diagnosis prediction (mean+std, 5 seeds). Cross-Dataset rows are labeled train — test. =Holm—

Bonferroni p<0.05 vs. best baseline (underlined).

MIMIC-1II (%)

MIMIC-1V (%)

Category Model AUPRC Micro-F1 Acc@20 AUPRC Micro-F1 Acc@20
LLM- GPT-40 22.41+.57 18.36+.64 33.74+.51 21.87+.49 17.52+.58 3291+.44
Based + PrimeKG 25.63+.61 20.744+ .68 36.28+.53 2491454 19.83+.62 35.47+.48
Sequence Transformer 30.38+.31 25.88+.45 40.38+.22 29.28+.25 22.90+.18 39.77+.21
Models RETAIN 28.26+.12 22.70+21 38.25+.15 28.15+.10 22.14+.14 37.60+.12
Ontology HAP 29.28+.30 23.18+.47 39.56+.33 30.86+.18 25.87+.22 40.44+.25
Encoders G-BERT 29.57+.44 23.41+.51 39.824+.27 33.08+.29 27.53+.38 41.63+.20
Structure GRAM 28.994+.24 24.10+.39 39.13+.42 30.17+.20 25.08+.25 40.68+.28
Learners SeqCare 30.714.38 25.944 33 40.52+.41 31.26+.22 27.384+.30 41.93+.27
KG GraphCare 31.42+.58 27.10+.62 42.18+.48 31.85+.45 28.45+.42 42.15+.39
Aug-mented RAM-EHR 31.87+.34 28.52+.41 41.734+.29 32.63+.28 31.03+.33 43.484+.24
KARE 32.53+35 29.384+.40 42.06+.36 33.424+.33 30.81+.37 44.18+.29
Ours UMLS 33.87+.45 30.48+.49 43.62+.39 34.63+.38 31.86+.42 45.24+ 36
(ReTA) PrimeKG 34.52+ 43 31.06+.46" 44.15+37" 35.18+.36' 32.43 L3 45.87+.341
MIMIC-1V — MIMIC-IIT MIMIC-III — MIMIC-IV
GraphCare 28.64+.67 24.53+.74 37.82+.52 25.93+.61 22.87+.68 35.41+.48
Cross- RAM-EHR 29.13+.58 26.714.65 38.63+.49 27.424+.52 25.344+.59 36.87+.45
Dataset KARE 29.71+.54 26.48+.61 38.424+.47 27.84+.49 25.17+.56 37.284+.43
ReTA 33.08+.55" 29.42+ 591 4237+ 4s R241+5' 29.18+.56" 42.63+.44"

Table 2: In-hospital mortality and 30-day readmission (mean=+std, 5 seeds). = Holm—Bonferroni p<0.05 vs. best

baseline (underlined).
MIMIC-III (%) MIMIC-1IV (%)
Task Model AUROC AUPRC F1 AUROC AUPRC F1
GraphCare 86.52+.39 49.17+51 43.84+.46 87.14+.33 50.28+.45 44.67+.41
In-Hospital RAM-EHR 87.184+.34 50.63+.47 44.52+.42 87.63+.29 52.14+.41 45.36+.37
Mortality KARE 86.94+ 31 49.78+.44 45.19+.39 88.27+.27 51.09+.38 45.83+.34
ReTA 89.67-+.26' 54.52+.361 48.36+.33" 90.43+.23 55.61+.317 49.28+ 29
GraphCare 67.83+.52 39.26+.59 35.17+.54 69.38+.46 41.47+.53 36.284+.48
30-Day RAM-EHR 68.47+.47 38.62+.55 3491451 69.14+ .42 40.86+.49 36.71+.45
Readmission KARE 67.91+.44 3941+.52 35.63+.48 70.21+.39 40.93+ .46 36.94+.42
ReTA 72.14+ 38" 43.87+.46' 39.72+.42f 73.56+.34" 45.26+.417 41.08+.37"
failure is structural. The 283-category CCS label  Generalization. Cross-dataset transfer intro-

space requires calibrated multi-label probability es-
timates, but next-token generation over-predicts fre-
quent diagnoses and misses rare ones, and cannot
propagate relational constraints across a visit graph
the way message passing does. Adding PrimeKG
context to the prompt narrows the gap by surfacing
complication relations but cannot replicate graph-
structured reasoning. This confirms that ReTA’s
use of an LLLM is correctly scoped to offline distil-
lation, where clinical paraphrase complements the
graph encoder rather than replacing it. ReTAymrs
achieves 34.63% AUPRC on MIMIC-IV, above ev-
ery baseline but 0.55 below the PrimeKG variant,
with the gap reflecting PrimeKG’s denser patho-
physiological links rather than framework coupling
to a particular knowledge source.

duces a genuine shift between ICD-9 and ICD-10
coding systems. Relative to their in-domain re-
sult on the evaluation dataset, baselines lose 8.6—
18.6% of AUPRC depending on direction, while
ReTA loses 4.2% transferring to MIMIC-III and
7.9% transferring to MIMIC-1V, because PrimeKG
provides dataset-agnostic relational structure and
the Skip mechanism avoids importing distribution-
specific noise. ReTA’s transfer AUPRC on MIMIC-
IIT (33.08) exceeds KARE’s in-domain result
(32.53).

Mortality and readmission. On the two binary
tasks (Table 2), ReTA outperforms the strongest
baselines by +2.5/+2.2 AUROC on mortality and
+3.7/+3.4 on readmission. The readmission mar-
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Figure 3: Ablation on MIMIC-1V, reported as AUPRC
drop from the full model. *Diagnostic bound (see
§3.3). Exact values and MIMIC-III controls are in Ap-
pendix D.

gin is wider because re-hospitalization depends on
how chronic conditions interact at discharge, where
Hard Import’s relational paths between comorbid-
ity clusters are most valuable, while mortality is
more determined by acute severity markers already
captured by the base encoder.

3.3 Ablation

Component ablation. Across pipeline stages
(Figure 3 and Table 11), the knowledge pool con-
tributes the largest gains, the policy provides the
next tier, and the encoding stage shapes how the
two augmentation modes integrate. The refined
pool (—3.12) matters most because it determines
what knowledge can enter the pipeline, and replac-
ing LLM-distilled cascades with rule-based CCS-
hierarchy expansions (—1.85) shows the LLM ac-
counts for roughly 60% of that value. The per-
visit policy (—1.78) and dual-mode import (—1.41)
are complementary, one deciding whether to aug-
ment and the other how, while freezing the encoder
during Stage 2 costs little, ruling out reward in-
flation from encoder specialization (Appendix F.2
and F.3). To isolate the policy from its curriculum,
the rate-matched shuffle holds the checkpoint, up-
dates, budget, and action rates fixed and shuffles
only which visits receive each action, still losing
1.16 and 1.42 AUPRC (Table 11). The pool sup-
plies the knowledge, the encoder represents it, and
the policy decides when and how it is used.

Selector comparison. The Selectors group in
Figure 3 compares the learned policy against four

(a) AUPRC-Latency Trade-Off (b) Skip Rate by Uncertainty
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Figure 4: AUPRC vs. per-visit latency on MIMIC-IV
(left) and per-patient skip rate by base-prediction uncer-
tainty quartile (right).

alternatives under identical pools and encoders (Ta-
ble 12). The threshold heuristic cannot select tem-
plates or override retrieval rankings, the supervised
selector needs exhaustive per-action oracle labels
and still trails, and the greedy oracle consults the
true test outcome across all 41 actions per visit,
making it a diagnostic bound rather than a deploy-
able method. The contextual bandit, the closest
deployable alternative, trails by 0.50 at similar la-
tency, so among selectors requiring no oracle labels
RL is the most accurate, and we frame its role as
short-horizon, cost-aware routing.

Pool sources and validation. The Pool Sources
group in Figure 3 rebuilds the pool from single
sources under the same retrieval and encoding in-
terface, where training-set co-occurrence performs
worst and PrimeKG-only beats GPT-40-only, so
the pool’s value does not reduce to LLM-encoded
co-occurrences. We therefore describe the pool as
LLM-guided and structurally KG-supported, since
every retained Hard-Import relation has support
from PrimeKG or CCS (Appendix B.3). A blinded
audit of 240 retained templates finds 94.2% cor-
rect definitions and 93.8% correct relations, with
a higher major-error rate for rare diagnoses (2.5%
vs. 0.8%, Appendix B.6), and rebuilding the pool
with Qwen3-32B preserves roughly three quarters
of retained grounded links while shifting AUPRC
by at most 0.40 (Appendix B.7).

3.4 Analysis

Latency. ReTA achieves 35.18% AUPRC at
11.8 ms/visit (Figure 4a), occupying the upper-left
region where accuracy is highest and latency low-
est among KG-augmented methods. GraphCare
and KARE achieve lower AUPRC at higher latency
(16.8 and 15.1 ms), because they apply knowledge
uniformly rather than selectively.

Skip behavior. The policy skips 27% of visits
on MIMIC-III and 31% on MIMIC-1V, with the
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Figure 5: Robustness on MIMIC-IV under four degradation axes.

skip rate dropping monotonically from 68% in Q1
(most confident) to 9% in Q4 (least confident), as
shown in Figure 4(b). Skip therefore concentrates
on visits that the base encoder already handles well.
Because confident visits are also easier, comparing
accuracy on skipped and augmented visits would
confound routing with visit difficulty, so we eval-
uate abstention at the system level. Retraining
Stage 2 without Skip costs 0.62 AUPRC and adds
1.0 ms per visit (Table 12), so abstention improves
accuracy and latency together rather than merely
selecting easy visits. Sensitivity analysis and cali-
bration diagnostics are in Appendices C and E.2.

Retrieval overrides. The policy departs from
code-only Top-1 retrieval on 53.4% of MIMIC-III
visits and 59.2% of MIMIC-IV visits, overriding
the template choice on roughly a third of non-Skip
visits, and forcing Top-1 selection lowers AUPRC
by 0.49 and 0.56 (Table 13). History-aware routing
is therefore systematic rather than isolated, as the
case study in §3.6 illustrates.

3.5 Robustness

Training data and input completeness. Under
progressive subsampling (Figure 5a), ReTA’s mar-
gin over KARE grows from 1.76 at full data to 4.53
at 10%, consistent with the knowledge pool pro-
viding structured priors that compensate for sparse
co-occurrence statistics. Under random diagnosis
masking (panel b), ReTA retains 87% of full-input
AUPRC at 60% masking versus 78% for KARE,
because Hard Import can partially recover lost con-
nectivity by grafting short message-passing paths.

Label frequency and knowledge quality. The
gain over KARE increases monotonically with la-
bel scarcity (panel c), from +1.54 on the most
frequent diagnoses (>500 occurrences) to +4.72
on the rarest bin (<5). Under mixed corruption
of retrieved templates (panel d), ReTA loses 0.87
AUPRC at 30% corruption compared to 1.71 for
KARE, because Skip and template utility together
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Figure 6: Per-visit augmentation decisions (a—c) and
cohort-level action distribution (d). Panel (b) shows the
fusion gate 8 with the semantic and structural shares
normalized to sum to one.
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Figure 7: Hard Import topology for the case study. Cas-
cade nodes create short message-passing paths between
Vi and V5.

enable the policy to route around corrupted tem-
plates. Per-stratum numbers are in Appendix E.1.

Richer structured inputs. Giving both methods
prior medication and procedure codes under the
same cutoff, ReTA reaches 36.29 AUPRC against
34.61 for KARE at lower latency (12.9 vs. 16.3 ms,
Table 14), and Hard Import falls from 34% to 25%
of actions, consistent with richer inputs supplying
connectivity that structural grafting would other-
wise provide. Our evaluation covers structured
codes, and clinical notes remain future work.
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3.6 Case Study

Figure 6 traces how the policy adapts as a patient’s
clinical state evolves across five visits. Soft Im-
port is applied at V;—V5 (routine chronic visits),
V3 is skipped where the base prediction is already
confident (u3=0.14), and Hard Import activates
at V;—Vj5 as the state shifts acutely. The augmen-
tation intensity in panel (a) reflects this progres-
sion, and the fusion gate (panel b) shifts from
semantic-dominant (6=0.76 at V) to structure-
dominant (5=0.33 at V5), with the sharpest tran-
sition at the chronic-to-acute boundary. Panel (c)
shows that code-level retrieval ranks chronic tem-
plates highest, but the policy overrides this and
selects the Sepsis template, because the history-
aware state s; encodes a trajectory-level shift that
code matching cannot detect. Figure 7 shows the
resulting graft, where cascade nodes create short
message-passing paths from V;’s chronic context
to V5 that would otherwise require traversing dis-
tant shared ancestors in the CCS hierarchy. At the
cohort level (panel d), head diagnoses (>200 occur-
rences) trigger Skip most often (38%), while tail
diagnoses (<20) trigger Hard most often (47%),
linking policy behavior to the long-tail robustness
in §3.5. Population-level frequency analysis is in
Appendix F.1.

4 Related Work

EHR prediction. Longitudinal EHR prediction
has evolved from recurrent models (Choi et al.,
2016) to Transformer-style architectures (Luo et al.,
2020; Rasmy et al., 2021), but purely data-driven
models degrade under sparsity, motivating external
knowledge as complementary priors.

KG augmentation. Topology-oriented meth-
ods expand visit graphs with external structure.
GRAM (Choi et al., 2017) and G-BERT (Shang
et al., 2019) follow fixed ontology hierarchies
regardless of patient context, and SeqCare (Xu
et al., 2023) induces edges from corpus-level
co-occurrence rather than individual trajecto-
ries. Semantics-oriented methods such as Graph-
Care (Jiang et al., 2024), KARE (Jiang et al., 2025),
and RAM-EHR (Xu et al., 2024) retrieve or gener-
ate patient-specific knowledge artifacts, enriching
features but leaving topology unchanged. Neither
family offers per-visit control over whether, what,
and how to augment.

Selective augmentation. RL-based KG reason-
ing (Das et al., 2018; Xiong et al., 2017) learns
paths over a fixed, pre-existing graph rather than
deciding how to augment a patient-specific one.
Learnable prompts (Liao et al., 2025) inject soft
tokens into the feature space without modifying
topology or offering abstention. ReTA coordinates
topology augmentation, semantic augmentation,
and abstention under a per-visit budget, selecting
from a quality-filtered template pool based on each
patient’s evolving state.

5 Conclusion

ReTA treats knowledge augmentation in longi-
tudinal EHR prediction as a budgeted, per-visit
decision, selecting Soft Import, Hard Import, or
Skip from a quality-filtered knowledge pool based
on each patient’s evolving clinical state. Experi-
ments on MIMIC-III and MIMIC-1V show consis-
tent gains across diagnosis prediction, mortality,
and readmission, with the advantage growing un-
der sparse supervision and persisting under cross-
dataset transfer and KG replacement (UMLS). Fu-
ture work could extend the framework to multi-
modal EHR inputs and uncertainty-aware retrieval.

Limitations

ReTA relies on external KGs (PrimeKG, UMLS),
which may be incomplete for some clinical do-
mains, and on LLM-generated cascades that can
produce plausible but incorrect complications for
rare diseases, where the audit finds a higher major-
error rate (2.5% vs. 0.8%, Appendix B.6). Ground-
ing establishes structural support rather than clin-
ical correctness, and because GPT-40’s pretrain-
ing corpus is undisclosed, indirect overlap with
MIMIC-derived literature cannot be ruled out. The
skip mechanism assumes base-encoder confidence
is a reliable proxy for augmentation need, which
fails when the encoder is confidently wrong (Ap-
pendix F.4). Finally, our evaluation covers struc-
tured codes and does not incorporate clinical notes.

Ethics Statement

All experiments use MIMIC-III and MIMIC-1V
under the PhysioNet Credentialed Health Data Li-
cense. The datasets contain de-identified patient
records, and no re-identification was attempted.
ReTA is a research prototype not intended for clini-
cal deployment without extensive validation, reg-
ulatory review, and integration with clinical over-
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sight. Model performance may vary across patient
subgroups defined by age, sex, race, or insurance
status, and no fairness audit was conducted in this
work. LLM-generated knowledge templates are
filtered by ontology grounding and assessed by a
blinded clinical audit (Appendix B.6), but residual
errors may propagate into predictions for under-
represented conditions, and the audit’s higher error
rate on rare diagnoses quantifies this risk.
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A Reproducibility Details

A.1 Dataset and Preprocessing

Table 3: Dataset statistics after preprocessing.

Metric MIMIC-IIT MIMIC-IV
# Patients (eligible) 7,023 94,402
# Visits (records) 18,457 250,949
# Transitions (samples) 11,434 156,547
Avg. visits / patient 2.63 2.66
Visits/pat. (P25/P50/P75) 2/2/3 2/2/3
Visits/pat. (P90/Max) 5/22 6/28
# Unique ICD codes |Cqs | 4,137 8,507
Avg. diagnoses / visit 13.08 21.62

Avg. CCS labels / visit 491 6.27
Label space |.A| ~ 283

Cohort construction. We evaluate on MIMIC-
III (ICD-9) and MIMIC-IV (ICD-10), with statis-
tics in Table 3 (P25, P50, P75 denote percentiles).
MIMIC-1IV spans the ICD-9 to ICD-10 transition,
so we retain only admissions coded in ICD-10. We
retain patients with at least two visits after 24-hour
aggregation. Each visit groups events within a 24-
hour window, and the diagnosis codes within a
visit are treated as a set with duplicates removed.
For a patient trajectory with 7 visits, we construct
(T; — 1) samples for next-visit prediction.

Splits. All methods share the same temporal
splits. Admissions discharged in the earliest 70%
of the time range form the training set, the next
10% form validation, and the final 20% form the
test set. Split files are fixed once and shared by
all methods, and model selection is performed on
validation only.

Prediction targets. Diagnosis codes are mapped
to CCS categories (Agency for Healthcare Re-
search and Quality, 2017) to define the multi-label
target space A (Table 3). Only diagnoses are used
as model inputs and for visit-graph construction,
except for the richer-input experiment in §3.5 (Ta-
ble 14). Medications and procedures are not oth-
erwise used for graph expansion. Online message
passing uses an untyped, symmetrized adjacency.

Additional tasks. For in-hospital mortality, the
binary label is 1 if the patient dies during the ad-
mission. For 30-day readmission, the label is 1
if the patient is readmitted within 30 days of dis-
charge. Both tasks use the same visit graphs and
knowledge pool as diagnosis prediction, with only
the prediction head changed (single sigmoid output
with binary cross-entropy).

Cross-dataset transfer. For the transfer rows in
Table 1, each method is trained on one dataset and
evaluated on the other without retraining. ICD-
9 codes are mapped with the AHRQ CCS soft-
ware (Agency for Healthcare Research and Quality,
2017) and ICD-10 codes with the beta CCS for
ICD-10-CM (Agency for Healthcare Research and
Quality, 2019), which shares the same 283 single-
level categories, so the label space A is identical
across datasets. The label space A and PrimeKG
linker are therefore shared across datasets. Visit
graphs, templates, and encoder architectures are
identical, and only the input ICD codes and patient
populations differ.

A.2 Implementation and Hyperparameters

Hardware and training time. Experiments run
on 2xNVIDIA L40S GPUs (48 GB each) and use
Adam. Stage 1 converges in approximately 3 hours
and Stage 2 in 8 hours, for a total of ~11 hours.
Hyperparameters from Table 4 are selected on val-
idation. All results are averaged over 5 random
seeds.

Policy optimization. The policy is categorical
over 2K +1 augment actions (K templates x 2
modes + skip), implemented as a lightweight
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Table 4: Hyperparameter settings.

Module Parameter Value
Embedding dim d 256
General Batch size 32
Learning rate 1074
Weight decay 1075
GNN layers L 2
Backbone Attention heads 4
Dropout 0.3
Stage 1 epochs Epre 30
Training Stage 2 iterations Iy 50
Exposure rate (Stage 1) 0.3
Discount factor 0.95
Retrieval size K 20
Policy Reward weight A\ 1.0
Hard Import penalty A2 0.1
Baseline decay 0.99
. Policy learning rate 107°
Policy update Max grad norm 0.5
MLP on s;. We optimize the policy with RE-

INFORCE (Zhang et al., 2021) using a running-
mean baseline (decay 0.99) for variance reduction.
Patient trajectories are short (median 2—3 visits),
and the policy parameters are limited to the MLP,
making critic-based methods unnecessary (Algo-
rithm 1).

Ablation variants. No-LLM Cascade replaces
LLM-distilled cascades with CCS hierarchy expan-
sions up to 2 ancestor levels per code. Frozen
Encoder freezes all encoder parameters i dur-
ing Stage 2, updating only the policy 6. The
uncertainty-threshold heuristic assigns Skip if
u:<0.3, Soft Import if u;<0.6, and Hard Import
otherwise, selecting the highest-scoring template
by Eq. 1. The supervised selector trains an MLP
on per-visit oracle labels obtained by evaluating all
2K +1 actions and recording which achieves the
lowest loss. The greedy oracle runs this evaluation
at test time.

Inference latency. Table 5 shows where infer-
ence time is spent. ReTA’s skip-eligible visits
avoid graph assembly entirely (0.0 ms), reducing
the average per-visit cost below both GraphCare
and KARE despite the additional policy forward
pass. Offline knowledge-pool construction is ex-
cluded.

Complexity. Under bounded Hard Import with
Top-K templates of average size S, the added edges
scale as A|E| = O(K5), giving total encoder cost
O(L(|V|d*® + (|E| + K3)d)) for L GAT layers.

Table 5: Inference latency per visit on MIMIC-IV (ms).

Method Retr. Policy Graph Enc. Total
GraphCare 4.2 - 6.8 5.8 1638
KARE 3.8 - 5.4 59 151
ReTA 2.6 1.4 2.3 55 11.8

w/ Skip 2.6 1.4 0.0 55 95

Algorithm 1 Two-stage training curriculum.

Require: Trajectories D, global knowledge pool Pgiobal
Ensure: Policy g, encoder fy

1: Stage 1: Encoder warm-up

2: fore = 1to Epre do

3:  for batch B C D do

4: Construct visit graphs {G } for B

5: Set G} < G {default: no import}

6: Sample exposure flag u ~ Bernoulli(0.3)

7: if u = 1 then

8: Retrieve candidates Ps(‘tl)b (Top-K by Eq. 1)
9: Sample @; ~ Uniform(P.") x {0,1})

10: Apply @ to obtain G {stochastic Soft/Hard }
11: end if

12: Update 9 < arg miny Liask (fy; G1)

13:  end for

14: end for

15: Stage 2: Policy learning (REINFORCE)
16: fori = 1to I, do

17: Clear rollout buffer M

18:  for trajectory 7 ~ Sample(D) do

19: fort =1toT: do

20: Observe s; = [GRU(Vi:t—1) @ v¢]

21: Retrieve Ps(i)b via Top-K

22: Sample a¢ ~ mo(- | s¢) {Soft, Hard, or Skip}
23: Execute a; to obtain G

24: Compute reward r; {paired; dropout off}

25: Store (at, r¢,logmo(az | s¢)) in M

26: end for

27:  end for

28: Compute baseline-subtracted returns Ri=R —R
29:  Update 6 via Vo T = E[R: Vg log m(as | st)]
30:  Update v to minimize Liask — nJ "

31: end for

Template scoring costs O(|V;||Pgiobal|d) per visit.

B Knowledge Pool Construction

All steps in this section are executed offline from
external resources and distilled artifacts only, with
no access to patient trajectories, outcome labels, or
split-dependent statistics.

B.1 CCS Hierarchy and Hard Import

ICD codes form the leaf nodes of the diagnosis-
side ontology graph (Figure 8), connected to CCS
categories via ICD-to-CCS links. CCS categories
are connected by is-a edges. Online message pass-
ing treats all links as an untyped, symmetrized ad-
jacency, so shared ancestors act as short bridges
across related diagnoses.
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Figure 8: CCS hierarchy with a Hard Import graft ex-
ample.

Hard Import exploits this structure by grafting
a small subgraph containing shared CCS ances-
tors, creating short message-passing paths between
otherwise weakly connected codes with minimal
added edges.

B.2 LLM Distillation

System

You are an expert clinical pathologist. Given the diagnosis
below, provide a structured knowledge summary to assist

in sequential predictive modeling.

Input

Diagnosis: <concept description>
PrimeKG

<sparse | moderate | dense>

neighborhood density:

Output Constraints

1. Definition (for Soft Import): one sentence focusing on
pathology.

2. Clinical Cascade (for Hard Import): {1-5} downstream
complications

(sparse neighborhoods — up to 5, dense — as few as 1).

Figure 9: Offline distillation prompt with adaptive cas-
cade length.

For every unique medical concept, we prompt
GPT-40 (Hurst et al., 2024) with its canonical tex-
tual description and request two fields. The first is
a one-sentence Definition describing the pathology,
used to parameterize Soft Import. The second is
a Clinical Cascade listing downstream complica-
tions or comorbidities, used to materialize the Hard
Import subgraph.

We adapt the cascade length to each concept’s

neighborhood density in PrimeKG. Concepts with
few verified KG neighbors receive longer cascades
(up to five items) to compensate for sparse rela-
tional context, while concepts with dense neighbor-
hoods receive shorter ones (as few as one item).
For example, diabetes with moderate PrimeKG
coverage receives three cascade items (retinopathy,
neuropathy, nephropathy), while a well-connected
cardiovascular concept may receive only one. Fig-
ure 9 shows the prompt template.

Each concept is queried independently with fixed
decoding parameters (temperature = 0.2, Top-p =
0.9, max_tokens = 256) and no patient context.
ICD descriptions are taken from dataset-provided
dictionaries (MIMIC-III for ICD-9, MIMIC-IV for
ICD-10), falling back to the mapped CCS category
name when a description is missing.

Cost and release. Distillation uses
gpt-40-2024-11-20 with one request per
concept, 4,137 requests for MIMIC-III and 8,507
for MIMIC-IV, matching |Cg4,| in Table 3, with
output lengths and pass rates in Table 7. We
release the frozen pool, the prompt and decoding
configuration, the filtering code, and per-template
provenance under /knowledge/releases/ in our
repository, so all results can be reproduced and
ReTA can be rerun without access to GPT-4o.

B.3 Grounding and Filtering

Each distilled mention is grounded to a canoni-
cal biomedical identifier by exact matching against
ICD, CCS, and PrimeKG (Chandak et al., 2023)
node vocabularies. If exact matching fails, we com-
pute cosine similarity between ¢s-normalized name
embeddings from Clinical BERT (Alsentzer et al.,
2019) (cached offline) and accept the Top-1 candi-
date only if similarity exceeds Tmap = 0.90. Other-
wise, the mention is discarded.

A distilled triple is retained only if both end-
points are groundable and the relation is supported
by external ontology evidence, either via a direct
PrimeKG edge or an ancestor/descendant relation
within two CCS hierarchy levels. All thresholds are
fixed once and applied consistently across datasets.

B.4 Template Construction

Each grounded cascade is materialized into a tem-
plate subgraph gp, = (Vp, , Ep, ) that may include
ICD leaves, CCS category nodes, and cascade enti-
ties. We de-duplicate nodes by canonical identifier,
drop self-loops, and merge duplicate edges. Online
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aggregation collapses multi-relational links into
one untyped edge per node pair.

The grounded outputs are then compressed by
clustering. Each concept text (definition concate-
nated with cascade) is embedded with Clinical-
BERT and grouped via agglomerative clustering
under cosine distance with cut threshold 7. Each
template vector py is set to the />-normalized clus-
ter centroid projected into the model embedding
space. The representative subgraph is the cluster
medoid (closest to the centroid). Two representa-
tive examples are shown in Table 6.

Table 6: Knowledge template examples. Each template
pairs a definition (for Soft Import) with a clinical cas-
cade (for Hard Import).

Diagnosis Template
Diabetes Def. Chronic hyperglycemia due to insulin
defects.
Cas. Retinopathy, neuropathy, nephropathy.
Sepsis Def. Life-threatening organ dysfunction from

dysregulated host response.
Cas. Shock — AKI — respiratory failure.

Heart failure Def. Inadequate cardiac output due to struc-
tural or functional impairment.
Cas. Pulmonary edema — renal hypoperfu-

sion.

B.5 Pool Diagnostics

Table 7: Knowledge-pool diagnostics (offline).

Metric 11X v
Generation

# Requests (one per concept) 4,137 8,507
Format pass rate (regex/schema) 97.6% 97.1%
Mean tokens / request 148 156
Grounding

Ontology mapping success 95.3% 93.8%
Ext. supported candidate rate (pre- 83.7% 81.9%
filter)

Filtering (first-failed attribution)

Format violation 2.4% 2.9%
Failed mapping / missing concept 4.7% 6.2%
Low external support 11.6% 12.8%
After clustering

# Templates M 920 1,180
Avg. nodes / edges per template 7.6/16.8 8.1/179
Median intra-cluster cosine dist. 0.14 0.15

The externally supported rates in Table 7 (83.7%
and 81.9%) are pre-filter candidate pass rates over
all distilled links, not support rates for the final pool.
Candidates without external support are removed
before template construction, so every retained

Hard-Import relation has grounded endpoints and
support from PrimeKG or CCS.

The largest source of attrition is low external
support (11-13% of concepts, Table 7), where the
LLM produces clinically plausible but ontologi-
cally unattested relations that the strict support fil-
ter correctly rejects. After clustering, the resulting
templates are compact (7-8 nodes, 17-18 edges
on average), which keeps Hard Import efficient at
inference time.

For ReTAuymrs, we replace PrimeKG with
disease-complication and disease-finding relations
from UMLS Metathesaurus (Bodenreider, 2004).
The vocabulary bridge, distillation prompt, ground-
ing thresholds, and clustering procedure remain
identical. The resulting pool contains 874 (III) and
1,092 (IV) templates with comparable subgraph
density (7.2 / 15.3 avg. nodes/edges).

B.6 Clinical Audit

Structural support does not by itself establish clini-
cal correctness, so we audited a frequency-stratified
sample of 240 retained templates, 120 mapped to
common diagnoses (>500 training occurrences)
and 120 to rare ones (<5). Two physicians indepen-
dently reviewed each template, and disagreements
were resolved by discussion. Annotators viewed
each template blinded to provenance and perfor-
mance information and rated whether the definition
is correct, whether each cascade relation is clini-
cally correct, whether the cascade is adequate for
the concept, and whether the template contains a
major error that could mislead prediction. Table 8
reports the results, and the higher error rates for
rare diagnoses are discussed in the Limitations.

Table 8: Blinded audit of retained templates.

Stratum n  Def. corr. Rel. corr. Casc. adeq. Major err.
Common (>500) 120  96.7% 96.7% 94.2% 0.8%
Rare (<5) 120 91.7% 90.8% 86.7% 2.5%
Overall 240 94.2% 93.8% 90.4% 1.7%

B.7 Generator Dependence

To test dependence on a single proprietary gen-
erator, we rebuild the pool with Qwen3-32B un-
der the identical prompt, grounding, filtering, and
clustering procedure. Table 9 shows comparable
candidate support, majority Jaccard overlap with
the GPT-4o0 retained grounded-link set, and down-
stream AUPRC within 0.36 and 0.40 of the GPT-40
pool.
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Table 9: Generator dependence.

Generator  Cand. support (III/IV) Link overlap (III/IV)

GPT-40 83.7/81.9% 100/100%
Qwen3-32B 81.1/79.4% 76.8/74.9%

AUPRC (III/IV)

34.5240.43/35.18+0.36
34.16+0.46/34.78+0.41

C Sensitivity

All five parameters in Figure 10 are stable near
their defaults, with degradation concentrated at the
extremes.

Pool and retrieval. The pool cut 7 (panel a)
has minimal impact within the tested range, with
less than 0.2 AUPRC variation. The retrieval size
K (panel b) shows an inverted-U pattern, where
too few candidates (K =10) miss relevant tem-
plates and too many (K=30) dilute quality with
noise. The history weight o (panel ¢) controls how
much the retrieval scoring relies on trajectory con-
text versus code-level similarity (Eq. 1). Setting
a=0 removes trajectory context entirely, dropping
AUPRC by 0.41, which aligns with the direction
and magnitude of the history-aware retrieval abla-
tion (—0.54 in Table 11). The gap reflects the dif-
ference between removing trajectory context from
retrieval scoring alone (a=0) versus removing the
mechanism entirely (ablation). Moderate values
(o € [0.2,0.3]) perform best, while higher values
over-weight trajectory context at the expense of
visit-specific code matching.

Augmentation controls. The Hard Import
penalty Ay (panel d) exhibits two-sided degrada-
tion. Too large a penalty suppresses topology edits
that would help, while too small a penalty triggers
grafting too aggressively. The default A\2=0.10
sits in the stable middle. The Soft Import scale &
(panel e) is similarly stable across moderate val-
ues, degrading when feature editing becomes too
aggressive (£>1.0) or too weak (=0, no semantic
enrichment). Cascade depth thresholds and tem-
plate utility decay -, (not shown) are comparably
stable within their tested ranges and do not alter
the qualitative conclusions.

Table 10: Per-visit budget m trade-offs on MIMIC-IV.

Setting AAUPRC AlLat. (ms) ATrain (h)
m=1 (default) 0.00 0.0 0.0
m=2 +0.09 +4.5 +3.9
m=3 +0.06 +8.7 +9.0

Budget and deployment. The per-visit budget m
is not included in the sweep figure because its effect
is better understood jointly with latency and train-
ing cost (Table 10). Increasing m from 1 to 2 yields
only +0.09 AUPRC while adding 4.5 ms/visit and
3.9 hours of training, and m=3 degrades AUPRC
while further increasing cost. This supports the de-
fault m=1 as the best accuracy-efficiency trade-off.
The discount factor  (not shown) performs best
near the default (y=0.95) and degrades under the
myopic setting (y=0).

D Extended Ablation Results

This appendix reports the exact values behind Fig-
ure 3. The rate-matched shuffle keeps the Stage 1
checkpoint, Stage 2 updates, training budget, and
action rates fixed and shuffles only which visits
receive each action, so it omits the policy forward
pass and runs 1.4 ms below the full model at the
same skip rate (Table 5). Always augment retrains
Stage 2 without Skip and matches the Skip ab-
lation in Figure 3. In Table 11, the lower block
reports MIMIC-IV deltas only, and removing the
uncertainty signal u; also cuts the skip rate from
31% to 12%. In Table 12, Labels denotes per-
action supervision required at training time and
Eval./visit counts policy evaluations per visit at
test time. In Table 13, template overrides are mea-
sured on non-Skip visits, total departures include
Skip, and positive-gain rates are post-hoc diagnos-
tics rather than policy inputs. In Table 14, both
methods receive prior medication and procedure
codes under the same cutoff.

Table 11: Component ablations, AUPRC (A).

MIMIC-IIT MIMIC-IV

34.52(0.00)  35.18 (0.00)
31.74 (—=2.78) 32.06 (—3.12)
33.36 (—1.16) 33.76 (—1.42)
33.65(—0.87) 34.25(—0.93)

Variant

Full ReTA

w/o refined pool
Rate-matched shuffle
w/o decoupled fusion

History-aware retrieval — —0.54
Frozen encoder — —0.51
Uncertainty signal — —0.46
Adaptive cascade depth — —0.43
Template credit — —0.33
Gate-only fusion — —-0.21

E Additional Results
E.1 Label-Frequency Stratification

The gain over KARE increases monotonically from
+1.54 on head diagnoses to +4.72 on the rarest
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Figure 10: Sensitivity sweeps on MIMIC-IV (AAUPRC relative to default).

Table 12: Selector comparison and matched controls on
MIMIC-IV.

Selector Labels Traj. ret. Eval/visit AUPRC (A) Lat. (ms)

Uncertainty heuristic None No 1 33.66 (—1.52) 10.6
Supervised selector Exhaustive No 1 34.47 (-0.71) 11.7
Greedy myopic oracle Test outcome No 41 34.80 (—0.38) —
Contextual bandit None No 1 34.68 (—0.50) 11.5
Rate-matched shuffle None No 0 33.76 (—1.42) 104
Always augment None No 0 34.56 (—0.62) 12.8
Full RL None Yes 1 35.18 11.8

Table 13: Policy departures from code-only Top-1 re-
trieval.

Dataset Templ. ovr. Total dep. Pos.-gain Forced Top-1
MIMIC-IIT 31.7% 53.4% 67.8%  34.03 (—0.49)
MIMIC-IV 35.4% 59.2% 70.6%  34.62 (—0.56)

Table 14: Richer structured inputs on MIMIC-IV.

Input Method AUPRC Lat. (ms) Skip/Soft/Hard
Diagnosis KARE  33.4240.33 15.1 —
Diagnosis ReTA 35.18+0.36 11.8 31/35/34%

+ Med./proc. KARE  34.61+0.38 16.3 —

+ Med./proc. ReTA 36.29+0.39 12.9 36/39/25%

Table 15: Per-stratum AUPRC (%) on MIMIC-IV.

>500 200- 50- 20- 5- <5
500 200 50 20

Trans.  30.52 28.73 25.83 22.24 18.41 14.52
HAP 31.86 29.82 27.56 23.87 20.43 16.28
SeqCare 32.41 31.14 28.73 25.18 21.67 17.38

KARE 34.38 33.17 30.84 27.28 24.28 19.91
ReTA  35.92 34.28 33.21 30.74 27.86 24.63
A +1.54 +1.11 +2.37 +3.46 +3.58 +4.72

bin (Table 15). Two patterns are worth noting be-
yond the aggregate trend reported in the main text.
First, the gap widens sharply at the 50-200 bound-
ary (+1.11 — +2.37), suggesting that this is the
frequency threshold below which code-level co-
occurrence statistics become too sparse for data-
driven methods and external knowledge begins to
dominate. Second, non-KG baselines degrade more
steeply across strata than KG-augmented meth-

ods, with Transformer losing 52% of its head-bin
AUPRC in the rarest bin compared to 42% for
KARE and 31% for ReTA.

E.2 Calibration

Table 16: Calibration on MIMIC-IV (macro-averaged
over CCS labels, 5 seeds). Lower is better.

Method ECE (%) | Brier (x1072) ]
Transformer 8.144+0.22 5.2740.14
HAP 7.36+0.25 4.89+40.16
SeqCare 6.91+0.21 4.6540.14
KARE 5.47+0.17 3.89+0.11
ReTA 4.76+0.14 3.4340.09

A vs. KARE —0.71 —0.46

ReTA achieves the lowest expected calibration
error and Brier score among all methods (Table 16).
The calibration gap over KARE (—0.71 ECE) is
proportionally larger than the AUPRC gap (+1.76),
suggesting that the skip mechanism improves prob-
ability estimation as well as discrimination. Non-
KG methods (Transformer) show the worst cali-
bration, consistent with the pattern that external
knowledge improves both ranking and probability
estimation.

F Mechanism Analysis

All diagnostics in this section are computed on
the validation split under a fixed encoder snapshot
(no additional training) and are not used for model
selection.

F.1 Policy Behavior

Complementing the discrete Head/Torso/Tail break-
down in Figure 6d, Figure 11 reveals a smooth
crossover at approximately 50 training-set occur-
rences. Below this threshold, Hard Import dom-
inates because rare diagnoses have sparse co-
occurrence statistics and benefit most from explicit
structural enrichment. Above it, Soft Import and
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Figure 11: Hard vs. Soft Import probability by diagnosis
frequency (MIMIC-IV validation).

Skip become increasingly preferred as the base
encoder has sufficient data to learn meaningful rep-
resentations without modifying its topology.
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Figure 12: (a) Template retrieval density (UMAP). (b)
Policy-to-channel alluvial flow.

Figure 12 provides a population-level view of
template selection and augmentation flow. Panel (a)
shows that retrieval exposure is concentrated on a
small set of templates near cluster centers, with pe-
ripheral templates rarely selected, consistent with
the tight clustering in Table 7 (median intra-cluster
cosine distance 0.14-0.15). Panel (b) traces the
flow from frequency bin through augmentation
mode, template cluster, and fusion channel. Two
patterns emerge. First, the Tail—+Hard ribbon is
substantially wider than Tail—Soft, confirming
the frequency-dependent mode preference at the

population level. Second, Hard Import flows pre-
dominantly to the structural channel while Soft Im-
port flows to the semantic channel, validating that
the two augmentation modes serve complementary
roles rather than redundant ones.

F.2 Training Stability

Table 17: Training stability (MIMIC-IV validation,
mean-=std).

Metric Early Late All
Entropy 1 2.56+0.18 1.8440.14 2.10+0.16
Reward std || 0.28+0.05 0.1740.03 0.2140.04

Max Pr(a) | 0.086+0.012 0.118+0.015 0.104+0.013
Hard ratio 0.52+006  0.34+0.05 0.41+0.05

Entropy decreases from early to late training
while the reward standard deviation drops by
roughly 40% (Table 17), indicating stable con-
vergence without mode collapse. The maximum
single-action probability remains below 12% even
at convergence, confirming that the policy main-
tains diversity across its 2K +1 actions. The Hard
Import ratio decreases from 0.52 to 0.34 as the pol-
icy learns to favor lighter augmentation when struc-
tural enrichment is unnecessary, consistent with the
skip behavior reported in §3.4.

F.3 Paired Reward Ablation

Table 18: Reward ablation on MIMIC-IV.

Reward AUPRC (%) Skip (%)
Paired (default) 35.184036  31.2+18
Unpaired (—LcEg only)  34.03+042  18.7423

Replacing the paired reward with an unpaired
variant (—Lcg only) drops AUPRC by 1.15 points
and halves the skip rate (Table 18). The mecha-
nism is straightforward. The paired comparison
runs both raw and augmented forward passes on
the same mini-batch with dropout disabled, so the
policy receives positive reward only when augmen-
tation actually improves prediction beyond what
the base encoder achieves alone. Without this com-
parison, the policy receives credit for augmentation
even at visits where the base encoder is already
sufficient, reducing its incentive to skip.

F.4 Qualitative Analysis

Structural shortcut. Figure 7 shows the topol-
ogy produced by the case study in §3.6, and the
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mechanism is worth spelling out. At V/, the clini-
cal state shifts acutely, and the policy switches to
Hard Import, triggering retrieval that connects V;’s
chronic context to cascade nodes (Systemic Inflam-
mation, Septic Shock). These nodes create short
message-passing paths to V5 (Sepsis) that would
otherwise require traversing distant shared ances-
tors in the CCS hierarchy. The fusion gate responds
to this structural enrichment, shifting from 5=0.74
at V3 (no structural input) to 5=0.48 at Vy and
£=0.33 at V5.

Note that the retrieval context edge originates
from Vj rather than V3 because V3 is skipped and
produces no retrieval. This illustrates how the
history-aware state s; at V; can draw on earlier
visits to inform retrieval even when intermediate
visits are skipped.
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Figure 13: Over-pruning under ambiguity. The dashed
path denotes a clinically plausible dependency pruned
by the policy.

Failure mode. The primary failure mode in-
volves ambiguous symptoms where no single tem-
plate scores high enough to justify Hard Import
(Figure 13). Under ambiguous symptoms (e.g., fa-
tigue and nausea that could indicate either viral
gastroenteritis or adrenal insufficiency), the Hard
Import penalty Ay discourages structural grafting.
The policy falls back to Soft Import, which se-
lects the semantically closest template (viral gas-
troenteritis) rather than the structurally informative
one (adrenal insufficiency). This failure is most
common for rare conditions with ambiguous symp-
tom overlap, where the template pool contains a
high-frequency match that dominates retrieval scor-
ing. The paired reward cannot correct this because
both the raw and augmented predictions agree on
the wrong answer, producing near-zero reward sig-
nal. Improving template diversity or introducing
uncertainty-aware retrieval could mitigate this fail-
ure mode.
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