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Abstract

LLMs are increasingly used to arbitrate among
multiple candidate outputs and compress them
into a single final result. The final answer may
not be incorrect, yet information compression
can still make it suboptimal. We define this
problem as source-resolution distortion (SRD),
the irreversible loss or incorrect mapping of
task-relevant source-side structure in the final
output during arbitration.

We model pairwise arbitration as a com-
pression process; we then present a source-
bounded SRD measurement framework that
aligns the reference structure fixed before ar-
bitration with the final output and uses six met-
rics to measure its preservation and incorrect
mapping. To reduce SRD, we further pro-
pose A2R (Auditable Arbitration for Resolu-
tion), a reference resolution method based on a
decision ledger. Motivated by anti-aliasing in
signal processing, A2R extracts query-relevant
source units and records the local resolution re-
lations among them in a decision ledger before
using it to constrain final generation.

Across 520 pairwise cases, compared with
Checklist Prompt, A2R-Decision lowers CER
from 0.23 to 0.16 and raises Prov-H from 0.45
to 0.67. Its answer-preference scores against
three structured baselines range from 51% to
53%, showing that similarly preferred answers
can still differ markedly in source recoverabil-
ity. A 200-case three-candidate extension pre-
serves the system ordering.

1 Introduction

Consider a multi-agent system investigating the
following question: “Can a U.S. AI medical-
record product enter the Chinese market directly?”
One agent argues that market, procurement, and

*Equal contribution. †Corresponding authors.

technical issues can be investigated in parallel; an-
other points out that the regulatory pathway must
first be determined by product classification. The
arbitration model ultimately synthesizes the two
views as follows: “Conduct all investigations in
parallel while continuing to confirm the regulatory
classification throughout the process.”

This seemingly reasonable decision actually
compresses the dependency identified by the sub-
agent into a general process reminder. In LLM-as-
a-Judge settings, such loss of the original meaning
caused by information compression is extremely
common. As experiments by Zhang et al. (2025)
and Feng et al. (2026) show, the final answer may
not be wrong, yet may still be suboptimal because
of information compression.

We define the problem caused by this informa-
tion compression as source-resolution distortion
(SRD), namely, the irreversible loss or incorrect
mapping of task-relevant source-side structure in
the final output during arbitration. Existing LLM-
as-a-Judge research mostly focuses on (1) judge
bias and robustness (Zheng et al., 2023; Shi et
al., 2025; Hwang et al., 2025; Haldar and Hock-
enmaier, 2025; Xu et al., 2025a); (2) agreement
between LLM judges and human judgments (Liu
et al., 2023; Xu et al., 2025b); and (3) evaluative
representations and aggregation mechanisms (Lee
et al., 2025; Wang et al., 2025; Feng et al., 2026),
yet no study explicitly models the resolution dis-
tortion caused by the judge.

For this reason, we pose the central question of
this paper: when an LLM arbitrates among mul-
tiple candidate outputs and compresses them into
a single final result, how can we measure the dis-
tortion of task-relevant source structure within that
result, and how can we reduce this distortion?

Consider again the opening multi-agent exam-
ple. The problem of SRD is that an origi-
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nally distinguishable signal (product classification
determines the regulatory pathway) becomes
aliased after aggregation (continue confirming the
regulatory classification). For this reason, we draw
on the idea from digital signal processing that anti-
aliasing filters protect distinguishable components
before irreversible downsampling (Crochiere and
Rabiner, 1981; Vaidyanathan, 1990). We first fix
the pre-arbitration source-resolution structure and
use it as a reference to measure the preservation
and incorrect mapping of this structure in the fi-
nal output; we then use blind-reconstruction and
decision-utility experiments to test whether this
measurement truly reflects structural recoverabil-
ity. On this basis, we propose A2R, which explic-
itly preserves source units and their local resolu-
tion relations in a decision ledger and then uses
the ledger to constrain final generation.

Our contributions are:

• We propose and validate a source-bounded
framework for measuring SRD.

• We reveal a decoupling between answer pref-
erence and source-resolution fidelity: results
with similar preference can still differ sub-
stantially in structural recoverability.

• We propose A2R, a decision-ledger-based ref-
erence resolution method, and analyze its key
mechanisms through ablations.

2 Related Work

Recent work has extensively examined judge bias
and robustness, as well as agreement with hu-
man judgments. Shi et al. (2025) systemati-
cally analyze position bias in pairwise and list-
wise evaluation. Hwang et al. (2025) find that
task-irrelevant persuasive language can systemati-
cally alter judge scores, while Haldar and Hocken-
maier (2025) reveal substantial self-inconsistency
when the same judge repeats an evaluation. Con-
textualJudgeBench further shows that evaluation
relying on external context and conditional crite-
ria remains difficult for current judges (Xu et al.,
2025a), while Xu et al. (2025b) find that judge–
human correlation declines when candidate sys-
tems have similar capabilities. However, these
studies mainly characterize the reliability of final
judgments and do not trace changes in candidate-
side source structure during arbitration.

Another line of work focuses on how evaluation
information is organized to form a final judgment.
CheckEval decomposes a holistic score into local

checks (Lee et al., 2025); CoT-based Synthesizer
uses reasoning traces to integrate complementary
information across candidate answers (Zhang et
al., 2025); Wang et al. (2025) show that a full judg-
ment distribution outperforms a single final judg-
ment; and Feng et al. (2026) find that implicitly ag-
gregating multiple sub-features produces aggrega-
tion inconsistency. These studies aim to improve
final evaluation, but do not explicitly measure the
loss of source structure during aggregation.

RAG and citation evaluation typically test
whether generated claims are supported by, or cor-
rectly attributed to, supplied evidence (Gao et al.,
2023; Xu et al., 2025c); factuality evaluation asks
whether individual claims are correct (Maynez et
al., 2020; Min et al., 2023). SRD instead asks
whether query-conditioned relations among candi-
date outputs survive arbitration. A claim can re-
main source-supported while a conflict is erased
or a caveat is detached from the claim it qualifies.

Source separation concerns the recovery of dis-
tinct source components from mixed observations
and evaluates recovery quality through source
leakage and separation distortion (Vincent et al.,
2006). In multirate signal processing, anti-aliasing
filters protect components that must remain distin-
guishable before irreversible downsampling, pre-
venting information folding caused by compres-
sion (Crochiere and Rabiner, 1981; Vaidyanathan,
1990). These two lines of work inform our mod-
eling and measurement of SRD, as well as the
methodological intuition behind A2R. Specifically,
we use the pre-arbitration source structure as a
reference for measuring post-aggregation recover-
ability, and A2R explicitly preserves local source
relations before holistic generation to reduce the ir-
reversible mixing of task-relevant structure during
compression.

3 Problem Definition

3.1 Arbitration Compression

Let q be a query and Y = {Y1, . . . , Yk} be can-
didate outputs from LLMs, agents, or retrieval-
generation systems. Arbitration maps multiple
candidates to a more compact arbitration result:

F (q, Y1, . . . , Yk) → o.

Here, o may be a score, a selection result, a
synthesized answer, or a structured output with a
trace.
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This process compresses information. We focus
on whether task-relevant source structure is lost or
mapped incorrectly during compression.

3.2 Pairwise Arbitration for Modeling

Pairwise comparison is a common basic unit
in preference evaluation, reward modeling, and
LLM-as-a-Judge (Chiang et al., 2024; Lambert
et al., 2025; Zheng et al., 2023). We use pair-
wise final-answer resolution as the main setting for
modeling SRD. For an input

x = (q, A,B),

the resolver arbitrates between the two candi-
date outputs according to query q and produces a
final answer y and an optional trace τ .

Two sources are already sufficient to produce
conflict, complementarity, provenance ambiguity,
and caveat migration, and therefore cover the ba-
sic forms of SRD. More importantly, the pairwise
setting provides a clear resolution boundary. Lo-
cal relations occur only among a limited set of
source units, and the source combinations behind
final claims also remain limited. This makes it pos-
sible to fix a source-side reference structure before
system execution and attribute structural changes
in the output to specific source relations.

When the candidate set is extended to a general
set of k sources, this boundary quickly becomes
more complex. Local relations may form higher-
order combinations, and some claims may be au-
thorized only by several sources acting together.
The number of possible source subsets grows ex-
ponentially with k, while conditions and prove-
nance may span several local relations. The loss
of a structure from the final output may then arise
from either a local resolution or the subsequent
composition of several local resolutions, making
both the source-side gold standard and the attribu-
tion of distortion difficult to determine uniquely.

The pairwise setting therefore provides an iden-
tifiable and attributable basic measurement unit
for SRD. The experiments additionally include a
k = 3 three-candidate check to test whether the
main distortion patterns and system ordering re-
main stable when the locally defined pairwise re-
lations enter a multi-source composition.

3.3 Resolution-Relevant Structure

Definition 1 (Query-conditioned resolution struc-
ture). For a pairwise input x = (q, A,B), let

Sq(x) = (UA, UB, Eq, Pq, Qq).

Here, UA and UB are query-relevant source
units; Eq records the query-conditioned relations
between them; Pq records the provenance infor-
mation that should remain recoverable for final
claims; and Qq records the caveats that must re-
main attached to the claims they qualify. Sq(x)
specifies what must remain recoverable after ar-
bitration compression, but does not prescribe a
unique final wording. The k = 3 extension uses
the same definition and adds UA, UB, UC . Com-
plete inventories of relation, operation, and prove-
nance labels appear in Appendices B and C.

3.4 Source-Resolution Distortion (SRD)
A resolver produces SRD when the final answer y,
or the output package (y, τ), fails to preserve ele-
ments of Sq(x) or maps those elements incorrectly
to final claims.
Definition 2 (SRD decomposition). Let the system
output be (ŷ, L̂), where L̂ is an optional ledger or
trace, Û is the set of source units extracted or ex-
posed by the system, and Uq is the union of all
candidate source units. SRD can be diagnosed at
three points:

DS(ŷ, L̂;Sq) =
(
DE(Û , Uq),

DL(L̂;Eq, Pq, Qq),

DR(ŷ; L̂, Sq)
)
.

CER, FCR, Prov-H, and the other checklist met-
rics instantiate this decomposition during evalua-
tion.

We study five observable forms of SRD:

• Conflict-handling error. Conflict erasure oc-
curs when a genuine conflict between sources
is not resolved or preserved. False conflict
occurs when the system incorrectly creates
a conflict between complementary or equiv-
alent sources.

• Unsupported addition. The final answer in-
troduces a substantive claim that is not autho-
rized by the candidate sources, query q, or a
resolution decision.

• Provenance loss. The source of a final claim
cannot be recovered or is attributed to the
wrong source.
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• Caveat drift. A condition or limitation is
omitted, weakened, or attached to a different
target after arbitration.

• Relation distortion. A query-conditioned re-
lation between source units is expressed in-
correctly in the final output or resolution
trace.

For example, “product classification determines
the regulatory pathway” in the introduction is a
prerequisite in Qq. Compressing it into “continue
confirming the regulatory classification” changes
the scope of that condition and therefore consti-
tutes caveat drift.

4 Measurement Model for SRD

The Sq(x) defined in Section 3.3 is the pre-
arbitration reference structure. The measurement
target is whether its unit relations, provenance as-
signments, and caveat attachments remain recover-
able from the output. For each case, conflict or no-
conflict relations, expected provenance, caveat–
target pairs, and unsupported traps are fixed from
the gold standard before system execution.

Let πq(s) denote the evidence in the final an-
swer or output package that corresponds to struc-
tural element s; if s cannot be recovered, then
πq(s) = ∅. The map πq describes local corre-
spondence, and the six metrics provide discrete
observations. When the gold standard requires a
relation between two elements, their provenance
distinction, or a caveat’s scope to remain distin-
guishable in the output, let sepq(si, sj) = 1. Struc-
tural aliasing takes two basic forms: elements that
must remain distinct are compressed into the same
output component, or the elements are still men-
tioned but the relation or attachment edge connect-
ing them disappears:

sepq(si, sj) = 1, πq(si) = πq(sj) ̸= ∅,

or πq(eij) = ∅, πq(si), πq(sj) ̸= ∅.

Equivalent or complementary content may be
merged; sepq = 1 marks only the relations, prove-
nance distinctions, and caveat scopes that must
be preserved. The opening example retains both
“product classification” and “regulatory pathway,”
but loses the prerequisite relation between them.

The six metrics observe this distortion at dif-
ferent locations. CER measures conflict erasure;

FCR checks false conflict; UAR captures unsup-
ported addition; Prov-H combines provenance ex-
posure and provenance correctness; CPR checks
whether caveats remain attached to their targets;
and RF* checks the exposure and label fidelity
of query-conditioned relations. CER and Prov-H
are the primary metrics. FCR, UAR, and CPR
are safety diagnostics, while RF* is used only for
mechanism analysis. Metric labels, formulas, ap-
plicable denominators, and treatment of unclear
are given in Appendices B and D.7. Final-only and
final-plus-trace outputs are evaluated separately.

In the diagnostic vocabulary of source separa-
tion, misattribution corresponds to cross-source
leakage, unsupported addition to an artifact, and
the disappearance of a relation or attachment edge
to structural aliasing (Vincent et al., 2006). The
six discrete metrics quantify these distortions sep-
arately.

5 A2R: Resolve, Then Aggregate

A2R (Auditable Arbitration for Resolution) makes
the local resolution state explicit before final gen-
eration. Given (q, A,B), the system successively
produces source units Û , a decision ledger L̂, and
a final answer ŷ:

(q, A,B)
E−→ Û

L−→ L̂
G−→ ŷ.

Under this ordering, arbitration compression is
divided across two objects: Û preserves local in-
formation from the candidates that may still affect
the answer, and L̂ records how that information is
combined under the query. Final generation reads
only claims already authorized by the ledger. Fig-
ure 1 shows the three stages; Y1, Y2 in the figure
correspond to candidates A,B, and complement
corresponds to the relation label additive.

5.1 Source Units and Decision Ledger

The extractor E reads the query and candidate an-
swers and represents content that may license a fi-
nal claim as

ui = (idi, sourcei, texti, typei, flagsi).

A unit may be a local claim, evidence statement,
recommendation, caveat, or risk note. source pre-
serves candidate identity, text preserves the orig-
inal anchor, and type and flags mark functions
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Figure 1: A2R pipeline for source-bounded arbitration.

such as caveat or constraint. E selects query-
relevant content; the subsequent decision stage re-
solves source relations.

The decision module L selects a small set of
units from Û for each local judgment and produces
a sparse ledger. Each record is

ℓm = (dm, Im, rm, om, cm, pm),

where dm is a decision ID, Im ⊆ Û con-
tains the units involved in the judgment, rm is
their relation under query q, om is the correspond-
ing resolution operation, cm is the claim licensed
for the final answer, and pm records its prove-
nance category. These components correspond to
the decision_id, units, relation, operation,
claim, and provenance fields in Appendix C.1.

The relation determines what the ledger can au-
thorize. Equivalent or additive units may be
merged, while a query_invalid unit authorizes
no final claim. If incompatible units support dif-
ferent conclusions under identifiable conditions,
condition_sources retains the conditional alter-
natives. If the query supplies neither a decision
criterion nor sufficient evidence to choose among
them, report_unresolved licenses an unresolved
statement instead of a synthesized choice. The
main comparison uses the merge, condition, and
drop operations shown in Figure 1; Section 8.2
evaluates report_unresolved separately on the
preference-ambiguous subset. The ledger uses a
sparse representation and records the local rela-

tions needed to generate the final answer.
Caveats differ from ordinary claims in how they

attach to a conclusion. If a caveat or constraint
qualifies a particular conclusion, Im retains both
the caveat unit and its target, and cm expresses
their scope in the same claim. The attachment
edge in Qq thereby enters the ledger.

The authorization relation in the ledger deter-
mines the provenance category. Single-source,
jointly sourced, query-derived, locally resolved,
and explicitly new claims use the [A], [A+B],
[query], [resolution], and [new] rules in Ap-
pendix C.2. The [resolution] tag marks a claim
produced by local resolution and points from dm
to Im; in the final-only setting, the provenance cat-
egory appears directly in the output.

5.2 Ledger-Constrained Deterministic
Rendering

The renderer G serializes the claims cm in the
ledger into the final answer:

ŷ = G(L̂).

G uses a deterministic template to order ledger
claims, merge adjacent entries on the same topic,
and add necessary connectives. Caveat scope,
provenance category, and decision outcome are in-
herited from the ledger. For report_unresolved,
the template states the incompatible alternatives
and the missing decision criterion without se-
lecting an outcome. Every substantive claim
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in the final answer points through licensed_by
in final_claim_ledger to one or more ledger
records; these records delimit the claim set of ŷ.

In the opening example, the extractor obtains
two units: “market, procurement, and technical
research can proceed in parallel” and “product
classification is a prerequisite for determining the
regulatory pathway.” The ledger records them
with relation=additive and operation=merge,
while preserving the scope of the second unit in
the renderable claim. The generated answer is:

[r_1][resolution] For non-regulatory matters,
market, procurement, and technical research can
proceed in parallel following Candidate A; given
the prerequisite specified by Candidate B, inves-
tigation of the regulatory pathway should begin
after product classification is determined.

The two clauses share decision record r1, while
the roles of Candidates A and B remain separately
recoverable. The product-classification condition
still constrains the regulatory-pathway claim. Post-
hoc attribution operates on sentences that have al-
ready been generated; A2R preserves this attach-
ment before generation.

In the decomposition from Section 3.4, E, L,
and G correspond to DE , DL, and DR. The fo-
cus of A2R is the processing order: the ledger
first preserves the local components that must re-
main distinguishable, and the generator then per-
forms the tighter final aggregation. This order cor-
responds to the anti-aliasing principle of protect-
ing distinguishable components before downsam-
pling in multirate signal processing (Crochiere and
Rabiner, 1981; Vaidyanathan, 1990).

6 Measurement Validation Design

The six metrics turn SRD into observable check-
list labels. Per-metric agreement and the propor-
tion of unclear labels characterize label reliabil-
ity; blind reconstruction and decision utility fur-
ther test structural recoverability. Both validation
tasks use 50 held-out cases. Table 1 reports their
results alongside each system’s Prov-H on the 520-
case main set.

Blind reconstruction takes only the system out-
put as input. The task requires recovery of claim
provenance, conflict status, caveats and their tar-
gets, and unsupported claims from that output.
The recovered structure is compared with the
source-side structure fixed before system execu-
tion to obtain reconstruction accuracy. This task

directly tests the provenance recoverability repre-
sented by Prov-H while also observing whether
conflict and caveat structures survive in the output.

Decision utility tests whether these structures af-
fect practical use of the answer. For each case,
the reference decision, supporting reasons, and
blocking risks are fixed before any system answer
is viewed. The evaluation input consists of the
query and one format-normalized system answer.
Normalization removes system-specific bracketed
tags, decision IDs, and traces while retaining an-
swer content. The task records decision accu-
racy, reason coverage, risk coverage, and com-
pletion time. Reason and risk coverage are com-
puted against the pre-specified items, while source-
resolution labels are used for the structural met-
rics.

Blind reconstruction measures structural recov-
erability; decision utility measures decision sup-
port and risk identification. We report the two sets
of results separately and analyze the associations
of Prov-H with reconstruction accuracy and deci-
sion accuracy. Assignment and scoring details ap-
pear in Appendix D.3, and the numerical results
appear in Table 1.

7 Experimental Setup

7.1 Data and Tasks

The main evaluation contains 520 pairwise cases:
320 controlled stratified cases and 200 natural
open-ended tasks. The controlled set covers con-
flicts, provenance, caveats, and unsupported traps,
with control strata for no-conflict complementar-
ity, preference ambiguity, weak shared assump-
tions, and minority-but-critical caveats. The nat-
ural tasks come from real user queries, and two ex-
ternal generators independently produce the candi-
date answers. Source units, query-conditioned re-
lations, expected provenance, caveats, and unsup-
ported traps are fixed before system execution; sys-
tem identity is hidden during scoring. Applicable
item counts, stratified counts, and gold construc-
tion appear in Appendices A and D.7.

The query-contrast relation set contains 150
groups that reuse identical or similar source units
under different queries to test

r = C(u, v; q).

The same pair of Kubernetes claims may con-
flict in technology selection for a small MVP but
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System Main-set Prov-H Recon. acc. ↑ Dec. acc. ↑ Reason cov. ↑ Risk cov. ↑ Time (s) ↓
Free Judge 0.08 0.29 0.42 0.31 0.24 218
Source-Citing Prompt 0.36 0.47 0.53 0.46 0.38 192
Checklist Prompt 0.45 0.58 0.61 0.57 0.51 167
Source-Tagged Synth. 0.52 0.66 0.63 0.61 0.54 153
Post-hoc Attribution 0.55 0.69 0.62 0.64 0.56 161
CoT-based Synth. 0.31 0.41 0.65 0.58 0.46 174
LLM-Blender 0.18 0.32 0.44 0.34 0.27 209
A2R-Decision 0.67 0.79 0.74 0.71 0.66 128

Table 1: Framework validation on 50 held-out cases; Prov-H is reported on the 520-case main set.

be complementary in an enterprise-platform com-
parison, separating the effect of the query from tex-
tual similarity. The three-candidate check contains
200 (q, A,B,C) cases and uses the same source
structure and metric definitions to test whether
the system ordering or main distortion patterns re-
verse. An additional 50 pairwise calibration cases
and 10 three-candidate calibration cases are used
for development and do not enter the main results.

7.2 Systems and Comparison Protocol

The main comparison contains nine systems. Free
Judge directly generates an answer; Source-Citing
Prompt requires provenance on each claim; and
Checklist Prompt completes a resolution check-
list before generating the answer in the same
call. Source-Tagged Synthesizer preserves prove-
nance during synthesis, whereas Post-hoc Attri-
bution adds provenance in a second call after an
ordinary answer has been generated. CoT-based
Synthesizer and LLM-Blender (Jiang et al., 2023)
use their public implementations. A2R-Decision
uses one LLM call for unit extraction and one for
ledger construction, followed by deterministic ren-
dering; A2R-Heuristic replaces only unit extrac-
tion with the heuristic in Appendix D.6. Checklist-
Templated and A2R-LLM-Final control for deter-
ministic rendering and free-form rewriting, respec-
tively, and appear only in Table 4.

In-task prompt baselines and A2R variants use
the same resolver backend and decoding settings,
with the candidate set frozen in advance. Model
versions, call settings, and prompt packs appear
in Appendix D.4. Relative cost is computed from
total inference tokens per case with Checklist
Prompt set to 1.00; call counts and absolute token
use for the structured and multi-stage systems ap-
pear in Appendix D.5.

The main metrics are computed on final answers
alone. For systems that expose a checklist, trace,
or ledger, we also report output-package results.

Metric Statistic Value Unclear

CER α 0.78 6.2%
FCR α 0.73 7.1%
Prov-H α 0.74 8.7%
UAR α 0.70 7.9%
CPR α 0.69 10.1%
RF* relation κ 0.63 12.4%

Table 2: Annotation agreement by metric.

Before answer-preference comparison, bracketed
tags, decision IDs, and traces are removed, and the
results are summarized as win+tie/2. The relation
classifier outputs one label for each (u, v, q); the q-
blind, shuffled-query, and contrast-query variants
change only the query field. Label definitions,
prompts, and provenance rules appear in Appen-
dices B and C.

8 Results

8.1 Main Results

Table 2 reports calibrated annotation agreement.
CER and Prov-H show the highest agreement and
support the main metric analysis. FCR, UAR, and
CPR remain interpretable, while RF* relation la-
bels have lower agreement and are therefore used
only for mechanism analysis.

Table 3 reports final-only fidelity and relative
token cost for the main systems. Free Judge,
CoT-based Synthesizer, and LLM-Blender gener-
ate fluent holistic or synthesized answers, but have
weaker provenance recoverability and higher con-
flict erasure. Source-Tagged Synthesizer and Post-
hoc Attribution provide the closest source-label
comparison: they are stronger than ordinary syn-
thesis baselines, but remain below A2R-Decision
on Prov-H. A2R-Decision improves CER and
Prov-H at a measured cost of 1.44x Checklist
Prompt; 1.6x is the pre-specified ceiling in Fig-
ure 2.

A2R-Decision improves Prov-H by 0.22 over
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System CER ↓ FCR ↓ UAR ↓ Prov-H ↑ CPR ↑ Rel. cost

Free Judge 0.34 0.05 0.22 0.08 0.58 0.31
Source-Citing Prompt 0.30 0.09 0.18 0.36 0.60 0.46
Checklist Prompt 0.23 0.10 0.15 0.45 0.68 1.00
Source-Tagged Synthesizer 0.22 0.12 0.16 0.52 0.66 1.17
Post-hoc Attribution 0.24 0.09 0.17 0.55 0.64 1.54
CoT-based Synthesizer 0.24 0.06 0.16 0.31 0.64 1.38
LLM-Blender 0.27 0.04 0.16 0.18 0.63 1.22
A2R-Heuristic 0.19 0.08 0.17 0.60 0.66 0.67
A2R-Decision 0.16 0.07 0.14 0.67 0.72 1.44

Table 3: Main final-only source-resolution fidelity and token cost.
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Figure 2: Cost-fidelity frontier for arbitration proce-
dures.

Checklist Prompt and reduces CER by 0.07. Rel-
ative to Source-Tagged Synthesizer and Post-hoc
Attribution, its Prov-H remains higher by 0.15
and 0.12, respectively. On a 120-case format-
normalized subset with bracketed tags and de-
cision IDs removed, A2R-Decision scores 0.60,
while Post-hoc Attribution and Source-Tagged
Synthesizer score 0.52 and 0.48; Table 4 sepa-
rately controls for deterministic rendering. A2R-
Decision’s FCR is 0.07, below Checklist Prompt
and Source-Tagged Synthesizer. UAR is close to
Checklist Prompt, and CPR improves only mod-
estly, so we treat them below as safety diagnos-
tics rather than the main gains. A2R-Heuristic is
a strong low-cost point: at 0.67x cost, it reaches
Prov-H=0.60 and CER=0.19.

Answer preference is evaluated on all 520 pair-
wise cases after removing system-specific brack-
eted tags, decision IDs, and traces. Under the
win+tie/2 metric, A2R-Decision is close to parity
with the structured baselines: 53% against Check-
list Prompt, 51% against Source-Tagged Synthe-
sizer, and 51% against Post-hoc Attribution. Rates
against all five baselines appear in Appendix D.1.

8.2 Split and Mechanism Checks

Controlled and natural pairwise splits show the
same ordering, with smaller gains on natural cases;
details appear in Appendix D.2. The main ex-
ception is the no-conflict complementary stratum,
where the Prov-H gap narrows because few cases
require conflict or caveat processing. We also in-
clude a 200-case k = 3 extension and observe
no reversal in system ordering; absolute three-
candidate scores appear in Appendix D.13.

Table 4 separates decision structure from the fi-
nal renderer. Checklist-Templated tests how much
deterministic rendering contributes by itself. A2R-
LLM-Final tests how much recoverability is lost
when the same A2R ledger is rewritten by a free-
form LLM. A2R-Decision uses both the decision
ledger and the deterministic template.

This ablation separates two contributions. Tem-
plate rendering reduces provenance loss by re-
stricting free rewriting. The A2R ledger further
changes the intermediate object from which the
answer is generated, linking final claims to query-
relevant units and local resolution decisions.

On the query-contrast relation set, the query-
aware classifier reaches a macro-F1 of 0.73, above
the q-blind variant at 0.54, the shuffled-query
variant at 0.51, and the contrast-query variant at
0.45. The largest gains appear on Conflict and
QueryInvalid, showing that arbitration-relevant
unit relations are induced by the query and cannot
be determined from text similarity alone. Label-
level results appear in the appendix. The classifier
uses a frozen few-shot LLM prompt and directly
outputs one relation label for each (u, v, q) triple;
the q-blind and query-perturbed variants change
only the query field.

On the 40 preference-ambiguous cases, adding
report_unresolved raises correct conditional or
unresolved behavior from 52.5% (21/40) to 65.0%
(26/40) and reduces incorrectly forced answers
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System Decision structure / Renderer CER ↓ Prov-H ↑ Rel. cost

Checklist Prompt Checklist / LLM final 0.23 0.45 1.00
Checklist-Templated Checklist / Det. template 0.21 0.53 0.95
A2R-LLM-Final A2R ledger / LLM final 0.18 0.58 1.84
A2R-Decision A2R ledger / Det. template 0.16 0.67 1.44

Table 4: Renderer-control ablation.

from 40.0% (16/40) to 27.5% (11/40). The con-
ditional and unresolved breakdown appears in Ap-
pendix D.14.

9 Discussion

This paper presents a formal measurement frame-
work and the A2R arbitration method for SRD
caused by compression in LLM arbitration. The
experimental results reveal a dissociation between
answer preference and source-resolution fidelity.
A2R-Decision’s answer-preference scores against
the three structured baselines are 51–53% under
win+tie/2. Free Judge, CoT-based Synthesizer,
and LLM-Blender produce fluent answers, but
their provenance recoverability (Prov-H of 0.08–
0.31) and conflict preservation (CER of 0.24–0.34)
are generally weak. One possible reason is that
free-form generation tends to smooth over sur-
face disagreements among candidates, losing fine-
grained provenance or dependency relations dur-
ing compression. This gap shows that, in multi-
model arbitration and answer-synthesis systems,
preference scores and final-text fluency alone are
insufficient to reflect the preservation of task-
relevant structure. Structural recoverability and
textual preference therefore need to be measured
separately.

The ablation further shows that reducing SRD
requires constraints on both the intermediate de-
cision state and the final generation procedure.
In Table 4, using only a deterministic template
(Checklist-Templated) or only a decision ledger
(A2R-LLM-Final) brings only a partial improve-
ment. A2R-Decision combines the two, raising
Prov-H to 0.67 and lowering CER to 0.16. Be-
fore generation, the intermediate ledger explic-
itly records query-conditioned relation judgments
and authorizes the corresponding resolution oper-
ations, while templated rendering reduces caveat
drift and provenance loss caused by free rewriting.
The query-contrast experiment also raises macro-
F1 from 0.54 for the q-blind classifier to 0.73 for
the query-aware classifier, confirming that logical
relations among source units are dynamically in-

duced by query context. Separating unit extrac-
tion and ledger decisions into stages helps the sys-
tem identify genuine conflicts and suppress unsup-
ported additions under complex queries.

For deployment, the variants occupy differ-
ent regions of the cost–fidelity trade-off. A2R-
Decision provides the most complete structural
preservation and traceable record. Its output pack-
age explicitly exposes the ledger, allowing eval-
uators to inspect the chain of evidence behind
each authorization. A2R-Heuristic reaches Prov-
H=0.60 and CER=0.19 at only 0.67 times the to-
ken cost of Checklist Prompt, providing a prac-
tical trade-off for settings with limited computa-
tional budgets. These results show that decompos-
ing black-box end-to-end text generation into ex-
plicit local resolution and constrained generation
can provide a concrete design and evaluation strat-
egy for multi-candidate aggregation systems.

10 Conclusion

This paper formally models and measures SRD
and develops an evaluation framework on that ba-
sis. The experiments show a clear dissociation be-
tween answer preference and source-resolution fi-
delity: fluent and competitive final answers may
still lose critical source structure. Based on
this observation, we propose A2R, which extracts
query-relevant source units before final aggrega-
tion, preserves local resolution relations in a de-
cision ledger, and then performs constrained gen-
eration. A2R achieves consistent improvements in
CER and Prov-H, while the blind-reconstruction
and decision-utility experiments further support
the practical significance of source recoverability.
The results indicate that the evaluation and design
of arbitration systems need to attend to the source
structure behind the final answer and preserve crit-
ical relations before final generation.

Limitations

Evaluation boundary. SRD is source-bounded: it
tests whether arbitration preserves the structure of
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the supplied query and candidates, not whether
candidate content is externally factual. A source
tag or ledger link establishes traceability to candi-
date content or a resolution decision; it does not
establish truth. Retrieval quality, open-world fac-
tuality, and real-task success require separate eval-
uation.

Extraction and unresolved cases. A2R-Decision
reaches extraction recall of about 0.91 in the au-
dit diagnostics. A source unit omitted at this stage
cannot be recovered by the ledger or renderer. The
optional coverage review targets this failure mode
at the cost of one additional call, but is not part of
the main comparison. The unresolved extension
also remains imperfect: it preserves 9 of 18 unre-
solved cases in the preference-ambiguous subset.

Task scope. The main setting is pairwise final-
answer resolution. At k = 3, A2R-Decision’s
Prov-H changes from 0.67 to 0.55 and its CER
from 0.16 to 0.22. Larger heterogeneous source
sets, scoring and ranking tasks, and tool-based or
iterative multi-agent arbitration are not evaluated
here.

Backend and language scope. The main exper-
iments use a closed model backend and a subset
check with an open backend from a model family
not used for candidate generation. Different back-
end families may change extraction and ledger er-
ror patterns. The data are primarily English tasks;
non-English and cross-cultural writing settings re-
quire separate validation.

References
Wei-Lin Chiang, Lianmin Zheng, Ying Sheng, Anasta-

sios Nikolas Angelopoulos, Tianle Li, Dacheng Li,
Banghua Zhu, Hao Zhang, Michael Jordan, Joseph
E. Gonzalez, and Ion Stoica. 2024. Chatbot Arena:
An Open Platform for Evaluating LLMs by Human
Preference. In Proceedings of ICML, pages 8359–
8388.

Ronald E. Crochiere and Lawrence R. Rabiner. 1981.
Interpolation and Decimation of Digital Signals—
A Tutorial Review. Proceedings of the IEEE,
69(3):300–331.

Andrew Zhuoer Feng, Cunxiang Wang, Yu Luo, Lin
Fan, Irene Zhou, Zikang Wang, Xiaotao Gu, Jie
Tang, Hongning Wang, and Minlie Huang. 2026.
HoWToBench: Holistic Evaluation for LLM’s Capa-
bility in Human-level Writing using Tree of Writing.
In Proceedings of ACL, pages 6986–7034.

Tianyu Gao, Howard Yen, Jiatong Yu, and Danqi Chen.
2023. Enabling Large Language Models to Gener-

ate Text with Citations. In Proceedings of EMNLP,
pages 6465–6488.

Rajarshi Haldar and Julia Hockenmaier. 2025. Rating
Roulette: Self-Inconsistency in LLM-As-A-Judge
Frameworks. In Findings of EMNLP, pages 24986–
25004.

Yerin Hwang, Dongryeol Lee, Taegwan Kang, Yongil
Kim, and Kyomin Jung. 2025. Can You Trick the
Grader? Adversarial Persuasion of LLM Judges. In
Findings of EMNLP, pages 14632–14651.

Dongfu Jiang, Xiang Ren, and Bill Yuchen Lin. 2023.
LLM-Blender: Ensembling Large Language Mod-
els with Pairwise Ranking and Generative Fusion. In
Proceedings of ACL, pages 14165–14178.

Nathan Lambert, Valentina Pyatkin, Jacob Morrison,
LJ Miranda, Bill Yuchen Lin, Khyathi Chandu,
Nouha Dziri, Sachin Kumar, Tom Zick, Yejin Choi,
Noah A. Smith, and Hannaneh Hajishirzi. 2025. Re-
wardBench: Evaluating Reward Models for Lan-
guage Modeling. In Findings of NAACL, pages
1755–1797.

Yukyung Lee, JoongHoon Kim, Jaehee Kim, Hyowon
Cho, Jaewook Kang, Pilsung Kang, and Najoung
Kim. 2025. CheckEval: A Reliable LLM-as-a-Judge
Framework for Evaluating Text Generation Using
Checklists. In Proceedings of EMNLP, pages 15771–
15798.

Yang Liu, Dan Iter, Yichong Xu, Shuohang Wang,
Ruochen Xu, and Chenguang Zhu. 2023. G-Eval:
NLG Evaluation using GPT-4 with Better Human
Alignment. In Proceedings of EMNLP, pages 2511–
2522.

Joshua Maynez, Shashi Narayan, Bernd Bohnet, and
Ryan McDonald. 2020. On Faithfulness and Factu-
ality in Abstractive Summarization. In Proceedings
of ACL, pages 1906–1919.

Sewon Min, Kalpesh Krishna, Xinxi Lyu, Mike
Lewis, Wen-tau Yih, Pang Wei Koh, Mohit Iyyer,
Luke Zettlemoyer, and Hannaneh Hajishirzi. 2023.
FActScore: Fine-grained Atomic Evaluation of Fac-
tual Precision in Long Form Text Generation. In Pro-
ceedings of EMNLP, pages 12076–12100.

Lin Shi, Chiyu Ma, Wenhua Liang, Xingjian Diao, We-
icheng Ma, and Soroush Vosoughi. 2025. Judging
the Judges: A Systematic Study of Position Bias in
LLM-as-a-Judge. In Proceedings of IJCNLP-AACL,
pages 292–314.

P. P. Vaidyanathan. 1990. Multirate Digital Filters, Fil-
ter Banks, Polyphase Networks, and Applications:
A Tutorial. Proceedings of the IEEE, 78(1):56–93.

Emmanuel Vincent, Rémi Gribonval, and Cédric
Févotte. 2006. Performance Measurement in Blind
Audio Source Separation. IEEE Transactions on Au-
dio, Speech, and Language Processing, 14(4):1462–
1469.

25064



Victor Wang, Michael JQ Zhang, and Eunsol Choi.
2025. Improving LLM-as-a-Judge Inference with
the Judgment Distribution. In Findings of EMNLP,
pages 23173–23199.

Austin Xu, Srijan Bansal, Yifei Ming, Semih Yavuz,
and Shafiq Joty. 2025a. Does Context Matter?
ContextualJudgeBench for Evaluating LLM-based
Judges in Contextual Settings. In Proceedings of
ACL, pages 9541–9564.

Tianruo Rose Xu, Vedant Gaur, Liu Leqi, and Tanya
Goyal. 2025b. The Progress Illusion: Revisiting
Meta-Evaluation Standards of LLM Evaluators. In
Findings of EMNLP, pages 19033–19043.

Yumo Xu, Peng Qi, Jifan Chen, Kunlun Liu, Ru-
jun Han, Lan Liu, Bonan Min, Vittorio Castelli,
Arshit Gupta, and Zhiguo Wang. 2025c. CiteEval:
Principle-Driven Citation Evaluation for Source At-
tribution. In Proceedings of ACL, pages 32759–
32778.

Bohan Zhang, Xiaokang Zhang, Jing Zhang, Jifan Yu,
Sijia Luo, and Jie Tang. 2025. CoT-based Synthe-
sizer: Enhancing LLM Performance through An-
swer Synthesis. In Proceedings of ACL, pages 6286–
6303.

Lianmin Zheng, Wei-Lin Chiang, Ying Sheng, Siyuan
Zhuang, Zhanghao Wu, Yonghao Zhuang, Zi Lin,
Zhuohan Li, Dacheng Li, Eric P. Xing, Hao Zhang,
Joseph E. Gonzalez, and Ion Stoica. 2023. Judg-
ing LLM-as-a-Judge with MT-Bench and Chatbot
Arena. In Advances in Neural Information Process-
ing Systems, 36:46595–46623.

A Dataset Details

A.1 Calibration Sets
The pairwise calibration set contains 50 controlled
cases. It is used only for calibrating the main
pairwise task, prompt debugging, and cost sanity
checks. Each case includes:

• Query q;
• Candidate answer A;
• Candidate answer B;
• Gold units;
• Gold relations;
• Gold conflicts;
• Gold caveats;
• Expected provenance;
• Unsupported traps.

The three-candidate calibration set contains 10
cases. It is used to check A/B/C source tags,
shared-source tags, resolution-derived rules, and
deterministic rendering templates, and is kept sep-
arate from the three-candidate result set.

Type Count

Conflict-heavy 40
Provenance-heavy 40
Caveat-heavy 40
Unsupported trap 40
No-conflict complementary 40
Preference-ambiguous 40
Weak shared assumption 40
Minority but critical caveat 40

Table 5: Stratified counts in the controlled diagnostic
set.

A.2 Source-Side Gold Construction

Source-side gold structures are fixed before any
system output is generated. Gold builders see only
the query and candidate answers, not resolver out-
puts or system identities. They first mark query-
relevant atomic source units: claims, conditions,
caveats, evidence statements, or recommendations
that could license a final-answer claim. Irrele-
vant background statements are not included un-
less they change the decision under the query.

The remaining gold fields are derived from
these units. A gold conflict is recorded when
two applicable units support incompatible actions,
conditions, or factual states under the query. A
gold caveat is recorded when a condition or limita-
tion must stay attached to a particular conclusion.
Expected provenance records which source unit,
source set, query condition, or resolution decision
should license each final claim. Unsupported traps
are substantive claims that would be tempting un-
der surface synthesis but are not licensed by q, A,
B, or a grounded resolution decision.

Disagreements are resolved before system ex-
ecution. Borderline unit boundaries are merged
when the same final claim would be licensed ei-
ther way; otherwise the case is marked for adju-
dication. Items that remain underspecified after
adjudication are excluded from the applicable de-
nominator for that metric rather than assigned to a
system after outputs are observed.

A.3 Controlled Diagnostic Set

The controlled diagnostic set contains 320 strati-
fied cases. Each case focuses on a small number
of resolution structures and includes negative con-
trols to detect strategies that always add caveats
or always report conflicts; the stratified counts are
given in Table 5.
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A.4 Natural Set

The natural set contains 200 natural pairwise final-
answer arbitration tasks. Gold builders see only
q, A,B, not system outputs. Output systems do
not participate in gold construction.

A.5 Query-Contrast Relation Set

The query-contrast relation set contains 150
groups. Each group reuses the same or similar
source units under different queries to directly test
query-conditioned relation change.

A.6 k = 3 Three-Candidate Check Set

The k = 3 check set contains 200 three-candidate
final-answer resolution cases. Each case contains
a query q and three candidate answers A,B,C,
with generation settings matching Section 7. Gold
builders see only q, A,B,C and annotate source
units, conflicts, caveats, and expected provenance.
Output annotators use anonymized system outputs
for blind annotation. Each case contains at least
two local source relations, allowing us to check
the behavior of pairwise-defined local resolution
relations when three sources are composed.

The check set uses the same CER, Prov-H, and
CPR definitions as the main set. The source set
for Prov-H expands from A/B to A/B/C and their
combinations. The resolution-derived and query-
derived rules remain unchanged.

A.7 Human Annotation Protocol

Human annotators were used for source-side gold
construction, output annotation, reconstruction
checks, and decision-utility validation. Annota-
tors were internal student annotators and were not
paid separately for these annotation tasks. Before
annotation, they received the task instructions and
label definitions in Appendix B. They were asked
to judge only the source-bounded relation between
the query, candidate answers, and system output,
not the external factuality of the candidate answers.
Annotation exports were used only in aggregate
for research evaluation. Released artifacts exclude
annotator identities, raw annotator logs, account
metadata, and free-text notes that could identify
an annotator. We did not collect sensitive demo-
graphic attributes from annotators.

B Annotation Questions

B.1 CER
Question: Given a gold conflict Ci, does the sys-
tem output resolve or condition it, or is it erased?

Labels: resolved, conditioned, erased,
not_applicable, unclear. Let nX denote the
count of items with label X .

CER =
neras

nres + ncond + neras
.

B.2 FCR
Question: For complementary or equivalent
source items labeled as no-conflict in the gold stan-
dard, does the system incorrectly report a conflict?

Labels: no_conflict, false_conflict,
not_applicable, unclear.

FCR =
nfc

nnc + nfc
.

B.3 UAR
Question: Does the output contain the unsup-
ported trap Ti, or an equivalent substantive unsup-
ported claim?

Labels: absent, present_supported,
present_unsupported, unclear.

UAR =
npu

nabs + nps + npu
.

B.4 Prov-H
Question: Is the provenance of the final claim ex-
plicitly recoverable and correct?

Labels: explicit_correct, explicit_wrong, im-
plicit_or_missing, not_applicable, unclear.

Prov-H is formally the harmonic mean of two
ratios, similar to F1. The difference is that the
two ratios are not ordinary precision and recall,
but provenance exposure and provenance correct-
ness for this task. A system may receive an ex-
plicit_correct label through natural language: for
example, “Candidate A gives the latency con-
straint” counts as explicit correct provenance as
long as the source is recoverable and correct.

Coverage and correctness are defined separately.
explicit_wrong counts in the numerator of Pcov be-
cause it exposes a checkable provenance attribu-
tion; it is then penalized in Pacc. This design
separates “no provenance exposed” from “prove-
nance exposed but wrong.” The harmonic mean
prevents either missing provenance or explicit-but-
wrong provenance from receiving a high score
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by itself. Let nec, new, napp denote counts of
explicit_correct, explicit_wrong, and applicable
items:

Pcov =
nec + new

napp
,

Pacc =
nec

nec + new
,

Prov-H =
2Pcov Pacc

Pcov + Pacc
.

B.5 CPR
Question: Is the required caveat preserved without
substantive distortion?

Labels: preserved, distorted, erased, unclear.

CPR =
npres

npres + ndist + neras
.

B.6 RF*
Question: For this gold-aligned unit pair, what
query-conditioned relation does the system ex-
pose?

Labels: equivalent, additive, con-
flict, query_invalid, subsumes, un-
related_or_not_comparable, miss-
ing_or_not_expressed, unclear.

Let G be the gold pairs after excluding unclear,
and let E ⊆ G contain the pairs assigned one of
the six relation labels. RF* comprises relation ex-
posure, relation accuracy, and macro-F1:

Relation Exposure =
|E|
|G| ,

Relation Accuracy =
1

|E|
∑

i∈E
1[r̂i = ri].

Macro-F1 is computed over the six labels on
E . missing_or_not_expressed remains in G but
not E ; if E is empty, relation accuracy and macro-
F1 are set to zero.

C System Prompts and Schemas

C.1 A2R-Decision Schema
{
"units": [
{
"id": "unit_A_1",
"source": "A",
"text": "...",
"type": "...",
"flags": ["caveat", "constraint"]

}
],

"decision_ledger": [
{
"decision_id": "r1",
"relation": "conflict",
"operation": "condition_sources",
"units": ["unit_A_1", "unit_B_2"],
"claim": "...",
"provenance": "resolution_derived"

}
],
"final_answer": "[r1][resolution] ...",
"final_claim_ledger": [
{
"claim_id": "claim_1",
"text": "...",
"licensed_by": ["r1"],
"provenance": "resolution_derived"

}
]

}

The operation field also admits
report_unresolved. Its claim records the
incompatible alternatives and the absent decision
criterion, and the renderer reports both without
choosing an outcome. An optional coverage
review may be inserted between extraction and
ledger construction. It rereads the query and can-
didates, appending query-relevant content absent
from Û without making resolution decisions. This
review adds one LLM call and is not used in the
main comparison.

C.2 Provenance Rules

• Claims supported by a single source use the
corresponding source tag, such as [A], [B],
or [C].

• Claims supported jointly by multiple sources
use shared-source tags, such as [A+B], [A+C],
[B+C], or [A+B+C]; [both] in the pairwise
task is equivalent to [A+B].

• Claims directly derived from the query use
[query].

• Synthesized claims authorized by a grounded
decision object use [resolution]. In final-
only Prov-H, [resolution] must be accom-
panied by a recoverable source category. In
final-plus-trace Prov-H, it must expose the
correct sources or query evidence through the
linked decision.

• New inferences that are explicitly marked
and reasonable under q use [new].

C.3 Baseline Prompt Skeletons

Free Judge. Given the query and candidate out-
puts, write the best final answer. Do not output a
trace.

25067



Source-Citing Prompt. Given the query and can-
didate outputs, write the best final answer, and tag
each substantive claim with a source tag, [query],
or [new].

Checklist Prompt. Given the query and can-
didate outputs, first answer a compact resolution
checklist covering conflicts, caveats, provenance,
and unsupported-risk claims, then write the final
answer. The checklist and final answer are gener-
ated in a single call.

Source-Tagged Synthesizer. First list the query-
relevant claims in candidates A and B with source
tags, then generate a final answer with [A], [B],
[A+B], [query], or [new] tags.

Post-hoc Attribution. The first call generates an
ordinary synthesized answer. The second call de-
composes the final answer into substantive claims
and adds provenance labels for each claim; the fi-
nal text is not rewritten.

Checklist-Templated. Given the query and can-
didate outputs, generate only the compact resolu-
tion checklist used by Checklist Prompt. A de-
terministic renderer then converts checklist items
into the same source-tagged final-answer template
used by A2R-Decision.

A2R-LLM-Final. Run the same A2R unit
extractor and decision-ledger generator as A2R-
Decision, but replace deterministic rendering with
an LLM finalizer asked to write a fluent final an-
swer from the ledger.

C.4 Public-Code Baselines

CoT-based Synthesizer. We use the public imple-
mentation of CoT-based Synthesizer as a multi-
candidate answer synthesis baseline. We adapt the
input format to (q, A,B) for this task without fine-
tuning the model; the prompt only adds task wrap-
pers related to the number of candidates and out-
put length.

LLM-Blender. We use the public implementa-
tion of LLM-Blender to run candidate ranking and
fusion. The candidate set is {A,B} for pairwise
tasks and {A,B,C} for the three-candidate check.
PairRanker and GenFuser use the official configu-
ration, with no additional training on our metrics.
The public-code version and commit hash are in-
cluded in the supplementary material.

Baseline A2R rate

Checklist Prompt 53%
Source-Tagged Synth. 51%
Post-hoc Attribution 51%
CoT-based Synth. 54%
LLM-Blender 57%

Table 6: Blind answer-preference rates for A2R-
Decision (rate = win + tie/2).

Data N ∆Prov-H ∆CER

Controlled pairwise 320 +0.24 -0.08
Natural pairwise 200 +0.19 -0.05

Table 7: Controlled and natural split results.

D Additional Results

D.1 Preference Results

D.2 Split Results

D.3 Framework Validation Details

The 50 validation cases are disjoint from the
main set. In reconstruction, readers see only an
anonymized output, which is scored against the
fixed source structure. In decision utility, readers
see the query and one format-normalized answer.
System identity is hidden, and a reader never sees
two system outputs for the same case. Decision
accuracy is agreement with the fixed reference de-
cision; reason and risk coverage are the fractions
of pre-specified items recovered. Completion time
runs from answer display to submission.

Table 8 reports rank stability across indepen-
dent annotation pools. The main provenance and
conflict metrics preserve system ordering across
pools; RF* is less stable and remains a mechanism
diagnostic.

Table 9 breaks down the main A2R-Decision vs.
Checklist Prompt difference by domain. The ef-
fect is largest in product-decision cases and small-
est in research-review cases, while the direction is
consistent.

D.4 Model Backends

The main resolver backend is OpenAI
gpt-5.4-2026-03-05. Candidate answers in
the natural pairwise set and the three-candidate
check are independently generated before any
arbiter is run, using claude-sonnet-4-6,
gemini-3.1-pro-preview, and, in the three-
candidate check, deepseek-v4-pro. CoT-based
Synthesizer and LLM-Blender use the offi-
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Metric A/B B/C A/C

Prov-H 0.91 0.88 0.90
CER 0.85 0.82 0.87
FCR 0.80 0.78 0.81
UAR 0.84 0.79 0.82
CPR 0.76 0.72 0.75
RF* 0.61 0.55 0.63

Table 8: Cross-pool rank stability (Kendall’s τ ).

Domain N ∆Prov-H ∆CER

System design 142 +0.23 -0.08
RAG/search 89 +0.18 -0.06
Product decision 118 +0.25 -0.09
Research review 95 +0.17 -0.04
Education/planning 76 +0.20 -0.05

Table 9: Domain-level consistency.

cial implementations from their respective
papers. The cross-family robustness subset
uses Qwen2.5-72B-Instruct, an open resolver
backend not used for candidate generation. All
main metrics are based on human annotation;
model-based evaluators are used only for auxiliary
scalability analysis.

D.5 Cost Ablation
The main cost budget is defined over total infer-
ence tokens. A2R-Decision uses 1,721 tokens per
case, or 1.44x Checklist Prompt, across two se-
rial LLM calls; deterministic rendering adds no
model call. The 1.6x line in Figure 2 is the pre-
specified cost ceiling. We do not report wall-
clock latency. Other cascade, staged, and ledger-
first variants—Checklist-Repair, A2R-Checklist-
Repair, A2R-Staged, and full A2R-Ledger-First—
have relative costs between 1.7x and 4.9x; detailed
configurations are provided in the supplementary
material.

D.6 A2R Audit Diagnostics
A2R-Heuristic splits each candidate into sentences,
ranks them by lexical overlap with the query, and
retains at most four units per source. Lexical cues
mark conditions, negation, recommendations, and
uncertainty; ledger construction and rendering are
unchanged. Internal mechanism diagnostics for
A2R-style systems show that A2R-Decision has ex-
traction recall of about 0.91, high ledger complete-
ness, and a low invalid-new-inference rate. A2R-
Heuristic has substantially lower recall than A2R-
Decision, which is the main reason for its lower
CPR on minority-critical caveat cases. Full A2R-

Ledger-First is retained only as an upper-bound di-
agnostic control for the three metrics and is not
part of the main comparison.

D.7 Metric Denominators

For all six metrics, unclear is excluded from the
denominator; not_applicable, where present, is
also excluded. implicit_or_missing remains
applicable to Prov-H. If no provenance is ex-
posed, Pacc and Prov-H are set to zero. For
RF*, missing_or_not_expressed remains in the
exposure denominator but is omitted from label-
fidelity calculations.

D.8 Final-Only vs. Final-Plus-Trace

D.9 Format-Normalized Provenance Check

On a 120-case subset, we remove system-specific
bracketed source tags and decision IDs from the
outputs of the three systems in Table 14, keep
natural-language source descriptions, and reanno-
tate Prov-H. This check estimates the dependence
of Prov-H on explicit tag format.

D.10 Backend Robustness Check

We drew a stratified 120-case subset from the con-
trolled and natural pairwise sets and replaced the
resolver backend with Qwen2.5-72B-Instruct.
System ordering remains unchanged: A2R-
Decision has a Prov-H difference of +0.17 and
a CER difference of -0.05 relative to Checklist
Prompt. All reported labels still come from human
annotation.

D.11 Schema Validation

In the main A2R-Decision run, the JSON schema
first-pass success rate is 96.4%. After one retry,
the success rate is 99.1%; the remaining 0.9% are
marked as invalid ledgers, included in the main
final-only outputs, and receive no additional final-
plus-trace credit.

D.12 Query-Conditioned Relation Scores

D.13 k = 3 Three-Candidate Check Results

This set contains 200 cases and is used to test
whether system ordering and main distortion pat-
terns reverse under three-source conditions; see
Table 16.

D.14 Unresolved-Case Extension

Before outputs were compared, the 40 existing
preference-ambiguous cases were classified from
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Component Backend temp. max tok. calls retry prompt pack

A2R unit extraction gpt-5.4-2026-03-05 0.0 900 1 1 a2r-v3.1
A2R decision ledger gpt-5.4-2026-03-05 0.0 900 1 1 a2r-v3.1
Prompt baselines gpt-5.4-2026-03-05 0.0 1200 1 0 baseline-v3.1
Post-hoc Attribution gpt-5.4-2026-03-05 0.0 700 2 0 attrib-v1

Candidate generation
claude-sonnet-4-6 /
gemini-3.1-pro-preview /
deepseek-v4-pro (k = 3 only)

0.7 900 1 0 candidate-v2

Open-backend probe Qwen2.5-72B-Instruct 0.0 900 2 1 a2r-v3.1

Table 10: Main experimental call settings.

System tokens/case rel. cost calls

A2R-Heuristic 800 0.67 1
Checklist-Templated 1140 0.95 1
Checklist Prompt 1195 1.00 1
Source-Tagged Synth. 1398 1.17 1
LLM-Blender 1458 1.22 2
CoT-based Synth. 1649 1.38 2
A2R-Decision 1721 1.44 2
Post-hoc Attribution 1841 1.54 2
A2R-LLM-Final 2198 1.84 3

Table 11: Cost ablation.

Metric N Description

CER 512 gold conflict items
FCR 416 no-conflict / equivalent items
UAR 438 pre-specified traps
Prov-H 2184 final claims requiring prov.
CPR 1126 required caveats
RF* 1608 gold-aligned relation pairs

Table 12: Applicable item counts on the main pairwise
set.

the query and candidates as conditional (22 cases)
or unresolved (18 cases). Each case received
two independent labels, with disagreements ad-
judicated. We compare the original A2R oper-
ation set with the same system after enabling
report_unresolved, while holding the backend,
decoding settings, and remaining prompt content
fixed. Correct behavior means conditional report-
ing on conditional cases or preservation of the un-
resolved state on unresolved cases.

System final-only final+trace

Free Judge 0.08 0.08
Source-Citing Prompt 0.36 0.36
Checklist Prompt 0.45 0.58
Source-Tagged Synth. 0.52 0.57
Post-hoc Attribution 0.55 0.61
CoT-based Synth. 0.31 0.39
LLM-Blender 0.18 0.18
A2R-Decision 0.67 0.83

Table 13: Final-only and final-plus-trace Prov-H.

System Original (subset) Tag-stripped

Source-Tagged Synth. 0.51 0.48
Post-hoc Attribution 0.54 0.52
A2R-Decision 0.66 0.60

Table 14: Tag-stripped Prov-H on a 120-case subset.

Classifier Macro Conflict Additive QInvalid

C(u, v; q) 0.73 0.76 0.71 0.69
C(u, v) 0.54 0.50 0.59 0.42
C(u, v; qshuf) 0.51 0.48 0.56 0.38
C(u, v; qcon) 0.45 0.41 0.52 0.35

Table 15: Query-conditioned relation classification.

System CER ↓ Prov-H ↑ CPR ↑
Checklist Prompt 0.27 0.41 0.65
CoT-based Synth. 0.28 0.29 0.61
LLM-Blender 0.30 0.22 0.60
A2R-Decision 0.22 0.55 0.66

Table 16: Resolution results on the 200-case k = 3
extension.

Outcome
Original

A2R
+ report_
unresolved

Correct behavior ↑ 52.5% (21/40) 65.0% (26/40)
Incorrectly forced answer ↓ 40.0% (16/40) 27.5% (11/40)
Conditional cases handled
correctly

— 17/22

Unresolved cases preserved — 9/18

Table 17: Effect of report_unresolved on the 40
preference-ambiguous cases.
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Figure 3: Provenance confusion matrix.
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