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Abstract

Standard evaluations of Large language mod-
els (LLMs) focus on task performance, offer-
ing limited insight into whether correct behav-
ior reflects appropriate underlying mechanisms
and risking confirmation bias. We introduce a
simple, principled interpretability framework
based on token-level perplexity to test whether
models rely on linguistically relevant cues. By
comparing perplexity distributions over min-
imal sentence pairs differing in one or a few
‘pivotal’ tokens, our method enables precise,
hypothesis-driven analysis without relying on
unstable feature-attribution techniques. Experi-
ments on controlled linguistic benchmarks with
several open-weight LLMs show that, while
linguistically important tokens influence model
behavior, they never fully explain perplexity
shifts, revealing that models rely on heuristics
other than the expected linguistic ones.

1 Introduction

Large language models (LLMs) are increasingly
adopted across various applications due to their
remarkable capabilities (Brown et al., 2020; Bom-
masani et al., 2022; Urlana et al., 2024; Moham-
madabadi et al., 2025). Yet, their skills are pre-
dominantly assessed using large-scale benchmarks
that focus on observable task performance rather
than internal understanding (Srivastava et al., 2023;
Bowman and Dahl, 2021; Chang et al., 2024). In
this sense, current evaluation practices emphasize
behavioral success on downstream tasks. Such
practices are vulnerable to Searle’s Chinese Room
argument, which demonstrates that outwardly cor-
rect responses do not necessarily imply genuine
comprehension (Searle, 1980). Furthermore, when
interpreting the behavior of LLMs, we risk pro-
jecting our own expectations and beliefs onto their
outputs, the so-called confirmation bias (Nickerson,
1998). For example, when a model successfully per-
forms a linguistic task, we may be tempted to infer

that it identified and used the relevant linguistic
feature (as also discussed by McCoy et al., 2019;
Bender and Koller, 2020). These two aspects—the
weak conclusions we can draw from behavioral
evaluations and the tendency to fill the gap with
our expectations—compound to increase the diffi-
culties in model understanding.

In this paper, we aim to determine whether an ob-
served behavior is driven by the appropriate under-
lying mechanisms, in the spirit of interpretability
research. Achieving this requires a framework that
can formally specify desired behaviors—e.g., if a
model correctly classifies sentences in US vs. UK
spelling, it should do so based on specific tokens,
e.g., -ize vs. -ise, that exhibit distinctive features—
and evaluate a model’s compliance with them, con-
sistent with the objectives of research on Al align-
ment. Prior work in the domain of Explainable
Al (XAI) has taken steps in this direction, e.g., by
testing targeted hypotheses in vision models using
feature-attribution techniques applied to bounding
boxes (Cina et al., 2023). Here, we propose an
interpretability framework that, while similar in
spirit to prior hypothesis-driven approaches, avoids
the well-known shortcomings of feature-attribution
techniques, which can be unstable and mislead-
ing (Sundararajan et al., 2017; Adebayo et al., 2018;
Kindermans et al., 2019; Bilodeau et al., 2024).
Our method is intentionally simpler and more prin-
cipled: a perplexity-based interpretability frame-
work that seeks to determine whether a model’s
behavior is realized based on the hypothesized rea-
son.

We build on recent work using foken-level per-
plexity as an interpretability tool. Hu et al. (2023)
use token-wise probability spikes to flag adversar-
ial prompts, treating high-perplexity tokens as sus-
picious. Fang et al. (2025) show that key tokens
(and not all tokens) drive task performance, and
introduce LongPPL to identify them via long-short
context contrasts. Other work further emphasizes
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token importance: TokenButler (Akhauri et al.,
2025) learns to predict which tokens matter most
for each decoding step, while Cooper and Scholak
(2024) provide a black-box library for probing per-
token PPL and confirm that infrequent tokens incur
higher loss. Token-level perplexity has also in-
spired new architectures, such as PAWN (Miralles-
Gonzdlez et al., 2026) for detecting Al-generated
text via PPL-weighted attention, and Rho-1 (Lin
et al., 2024), which trains only on selectively cho-
sen, high-value tokens.

Compared to prior work, our approach offers
two main contributions. First, we use token-level
perplexity to compare how a model distributes per-
plexity across minimal pairs, i.e., inputs differing
by only one or a few tokens. Second, we apply
this framework to carefully controlled linguistic
contrasts where one or a few key tokens determine
whether a sentence is grammatical, unambiguous,
and so on. This allows us to formulate precise,
testable hypotheses about the model’s behavior.

Across extensive experiments with four open-
weight models in their base versions, Gemma3-
4B (Team et al., 2025), Mistral0.3-7B (Jiang et al.,
2023), Llama3.2-3B (Meta, 2024) and Qwen2.5-
7B (Qwen et al., 2025) and multiple linguistic
benchmarks based on minimal pairs, we find that
no model fully aligns with the expected token-level
behavior. The token(s) that linguistically deter-
mine the grammaticality or interpretation of a sen-
tence never account for the entire perplexity shift,
even though their influence is consistently greater
than that of other tokens. We also show that the
perplexity assigned to these linguistically crucial
tokens varies widely across tasks and models, re-
vealing substantial variability in how LLMs encode
fine-grained linguistic cues. Overall, these findings
show that even in tightly controlled, well-defined
settings, current LLMs often diverge from linguisti-
cally expected behavior. This underscores the need
for interpretability methods that minimize confir-
mation bias and genuinely test whether models rely
on the assumed mechanisms. We release data and
code at https://github.com/sandropezzelle/
Semantic_match_DUST.

2 Methods

In this section, we present the general perplexity-
based framework used across all experiments, out-
line our minimal-pair setup, and introduce two
token-level perplexity metrics designed to assess

whether a model adheres to a specific behavior.

Perplexity Perplexity (PPL) is a standard metric
for evaluating language models (Goodfellow et al.,
2016; Radford et al., 2019; Salazar et al., 2020).
It measures how well a model predicts a sequence
and is defined as the exponentiated average nega-
tive log-likelihood. Lower PPL indicates that the
model assigns a higher probability to the observed
tokens, and thus provides better predictions. Be-
sides sequence-level PPL, we build on previous
work and use token-level PPL as a proxy for finer-
grained insights into a language model’s behavior.
In Appendix B, we provide further details on the
choice of perplexity as our interpretability metric.

Experimental setup Following previous
work (Warstadt et al., 2020), we design an
experimental setup based on minimal pairs. In
particular, we experiment with minimal pairs of
prompts, one correct and one incorrect. Below,
we show an example minimal pair from one of
the tasks we consider (see Sec. 3), dealing with
sentence ambiguity. As can be seen, each prompt
embeds two sentences differing only by a few
tokens, responsible for making it ambiguous or
unambiguous:

* correct: “This is an ambiguous sentence:
‘Andrei approached the person with a green
chair’. This is its unambiguous counterpart:
‘Andrei approached the person who had a

39

green chair’.

* incorrect: “This is an ambiguous sentence:
‘Andrei approached the person who had a
green chair’. This is its unambiguous counter-
part: ‘Andrei approached the person with a

39

green chair’.

For both prompts, we compute sequence-level
PPL from an LLM. If models perform well on the
task, (1) the correct prompt should receive lower
overall PPL than the incorrect one. Moreover, if
models are ‘perplexed for the right reason’, (2) the
difference in PPL between the two prompts (short-
ened in A PPL henceforth) should be largely (ide-
ally entirely) attributable to the perplexity assigned
to the tokens in bold, hence the pivotal tokens. We
take these pivotal tokens from the original tasks
and corresponding datasets. Our analysis there-
fore tests whether the PPL shift concentrates on the
benchmark’s hypothesized locus of the contrast.
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Task # Sent.  Control Problematic Pivotal Tokens
BLIMP - Animacy 1,000 Amanda was respected by some  Amanda was respected by some  [waitresses, picture]
waitresses picture
BLIMP - Anaphor 1,000  Katherine can’t help herself Katherine can’t help himself [himself, herself]
DUST 2,097 In the storm, the trees fell down In the storm, the tree fell down [tree, it, trees, them]
and crashed through the roof of  and crashed through the roof of
my house. Now, I have to get my house. Now, I have to get it
them removed. removed.
Stereotypes 1,286  The rich are really ignorant The poor are really ignorant [poor, rich]
about how to handle the money  about how to handle the money
they do have. they do have.
Non-sense words 250  af doi broiz day thag plown af doi broiz oos thag plown [day, oos]

Table 1: Overview of the tasks, showing the distinction between the 2 sentences of a minimal pair.

Accuracy We test the first hypothesis by means
of accuracy. For a given sample, we consider model
behavior as correct whenever it assigns a lower PPL
to the correct prompt compared to the incorrect
one. To ensure robustness, for each sample we
compute 8 accuracy scores (4 prompt variations
x 2 presentation orders of the sentences in the
prompt) and report the average.'

Token-level perplexity To test the second hy-
pothesis, we devise a method based on token-level
PPL. This allows us to test the extent to which the
A PPL between the correct and incorrect prompt
is explained by the pivotal tokens. To achieve so,
we record model PPL token by token, i.e., after
observing each token in the prompt. We record
these values into two separate lists, A and B. We
then reorder the values in B so that they reflect the
order in which the tokens are sorted in A. This way,
we can directly compute the absolute difference be-
tween token PPL in each prompt, and test whether
pivotal tokens are responsible for the total A PPL
observed at prompt level. We report an example of
this computation in Appendix A.

We devise two metrics to quantify this behavior.
Crucially, both metrics are detached from task ac-
curacy, since they inform us of a model’s behavior
independently of its performance.

Plain proportion To answer the question: “What
proportion of the perplexity difference is explained
by the pivotal tokens?", we sum the absolute PPL
differences for the pivotal tokens between A and B
and divide this by the total PPL difference between
the two prompts. Because we use absolute values,
this measure captures how much the pivotal tokens

"We report (an example of) the prompt variations and the
presentation order in the Appendix C.

contribute to the overall A PPL, but not the direc-
tion of that contribution (i.e., whether it supports
the correct or incorrect decision). This proportion
will be equal to 1 if the pivotal tokens account for
all the A PPL at prompt level; 0, if they explain
nothing.

Normalized proportion Our second metric ad-
dresses two limitations of plain proportion: (1)
it is insensitive to the direction of the effect, (2)
it is affected by the number of tokens in the sen-
tence. Normalized proportion answers the question:
“What proportion of the PPL difference is explained
by the average pivotal tokens, when we normalize
for the other tokens?". It computes the average pro-
portion of PPL difference across the pivotal tokens
of both A and B, then subtracts the median pro-
portion of PPL difference across all tokens. This
captures whether pivotal tokens contribute more
(or less) to the PPL difference than a typical token
and in the correct direction. A value of 1 or —1 in-
dicates that the entire PPL difference is driven—in
the right or wrong direction, respectively—by the
pivotal tokens, whereas a value of 0 indicates that
they are as informative as an average token.

3 Experiments

We test our research questions on 5 tasks: one
sanity check task with nonsense words,” one task
involving commonsense knowledge about stereo-
types from the CrowS-pairs dataset (Nangia et al.,
2020), and three tasks targeting linguistic phenom-
ena: anaphor agreement and typical animacy ver-
ification from the BLiMP dataset (Warstadt et al.,
2020), as well as ambiguity detection from the

“This is a task that we devised for the purpose. As such, we
built the dataset and defined the corresponding pivotal tokens.
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Pivotal perplexity shift proportion and Accuracy for all Models on all tasks and prompts
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Figure 1: Plain proportion of perplexity difference between minimal pairs explained by pivotal token(s) (dots) and
accuracy (triangles) of all models on a specific task. Bars represent standard error. Best viewed in color.

DUST dataset (Wildenburg et al., 2024). In Ap-
pendix C, we report an example pair for each task.
The goal of the sanity check with lists of nonsense
words is to ascertain whether the approach gives
the intended results in a simple, controlled scenario.
Because there is no external influence on the sen-
tence meaning from the nonsense words, all A PPL
should be explained by the differing real word, i.e.,
the pivotal token. For the main tasks (stereotypes,
anaphor agreement, animacy, and ambiguity), we
expect a similar pattern—namely, that pivotal to-
kens account for most of the A PPL—when models
rely on appropriate heuristics.

Yet, we notice that various tasks differ in how
naturally they hinge on specific tokens. For in-
stance, detecting stereotypes may require interpret-
ing sentence-level meaning besides relying on the
single noun that validates or invalidates the stereo-
type (see example in Appendix C). In contrast,
animacy violations or ambiguity cues appear to
be more directly tied to one or a small set of to-
kens. In addition to pivotal tokens, we also report
sentence-final period tokens separately from the
remaining set of non-pivotal tokens, as they can
indicate whether the model expected the sentence
to continue after the relevant contrast.

Results on accuracy and plain proportion We
begin by reporting both accuracy and our plain pro-
portion metrics for all tasks in Figure 1. For the
sanity check task, results are in line with our expec-
tations: most of the difference in PPL is caused by
the single token (the single real word) differing be-

tween the sentences in the minimal pair (see Fig. 3
in the Appendix). Interestingly, for this task accu-
racy exhibits high sensitivity to presentation order;
performance are high when the full-nonsense sen-
tence is presented first, but drop when the prompt
order is reversed. Crucially, despite this accuracy
variance, the token-level perplexity remains driven
by the pivotal token, demonstrating that the model
is perplexed for the "right" reason and validating
our methodology. Moving to the main tasks, we
notice that accuracy and plain PPL proportion are
not correlated, indicating that models can obtain
high accuracy in some tasks (anaphor agreement,
DUST ambiguity) without exhibiting the desired
token-level perplexity behavior. Moreover, for each
task we observe consistent behavior across models.

Results on normalized proportion In Ap-
pendix D, we report the normalized proportion met-
ric for all models across all prompts, with results
grouped into separate plots for each task. The his-
togram (across data points) of normalized propor-
tions is displayed alongside the same metric calcu-
lated for the period tokens and for the rest of tokens,
to have a term of comparison. Figure 2 reports a
summary of the results across all models and bench-
marks for a fixed prompt. Looking at the plots, we
can observe how, for DUST, pivotal tokens consis-
tently drive the perplexity (PPL) shift most strongly,
sometimes fully accounting for it. In contrast, on
BLiMP anaphor agreement and animacy tasks, piv-
otal tokens explain at most 50% of the PPL shift.
Notably, for these BLIMP tasks, Gemma-3, Llama,
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Figure 2: Natural logarithm of the number of sentences (y-axis) across models and tasks, given a fixed prompt, in
which the proportion of the difference in perplexity is explained by key tokens (x-axis).

and Qwen attribute a small explanatory percent-
age to period tokens, whereas Mistral attributes
less. Finally, for the Stereotypes task, pivotal to-
kens again explain up to 50% of the shift, but pe-
riod tokens also contribute to the PPL difference
across all models, including Mistral. Overall, these
findings indicate that while pivotal tokens play a
crucial role, they rarely offer a complete explana-
tion for the models’ behavior, suggesting a reliance
on alternative cues that diverge from linguistically
expected heuristics.

4 Discussion

We introduce a general way to specify model be-
havior in terms of token-level PPL (e.g., to test if
a model’s PPL is directed at the tokens making a
sentence (un)ambiguous), and two new metrics to
measure adherence to said behavior. With experi-
ments across tasks and models, we demonstrated
that the performance of models on benchmarks
does not consistently reflect the expected behavior
in terms of token-level PPL, casting doubt on the
efficacy of benchmarking for evaluating LLM lin-
guistic skills. Accuracy on benchmarks is shown
to be an overly optimistic proxy for linguistic skill,

suggesting that LLMs might solve the task for other,
less explainable reasons than the expected one.

The results of the normalized metric present a
more nuanced picture and seem to be a useful diag-
nostic tool to evaluate 1) if and to what extent the
pivotal tokens explain the A PPL, and 2) whether
other groups of tokens are accountable for such a
difference (as, e.g., the periods in the stereotypes
experiment). For tasks in which a specification
of behavior in terms of pivotal tokens is relevant,
this analysis offers an interpretability tool that al-
lows us to directly evaluate a model’s adherence to
some desired behavior, rather than inferring it from
downstream task performance.

Limitations First, these results are restricted to a
few datasets and models: their generalizability is
still to be fully investigated and may be restricted to
tasks and models that are akin to those studied here.
Crucially, when the task is testing a skill for which
the definition of pivotal tokens is less straightfor-
ward, our method may not apply. The stereotype
task is an example in which the model may evalu-
ate sentences as a whole, and thus expecting spe-
cific token-level behavior may not be warranted.
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Second, the results depend on the sequential def-
inition of PPL and may not generalize if PPL is
recalculated in another fashion; there are various
papers showing the limitations of using PPL for
understanding how good models are, e.g. Meister
and Cotterell (2021). Finally, the sensitivity of the
results to the prompts has been partly investigated—
repeating experiments over multiple prompts—but
a more extensive study on the effect of prompts is
warranted, given the results concerning the period
tokens.
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A Calculating token-level perplexity

We showcase how A PPL is calculated from a pair
of prompts, in a simplified example. Suppose two
prompts consist of six tokens each, where ‘B, C’
and ‘E, F’ represent the two sentences of interest:

Prompt 1: [A, B, C, D, E, F]
Prompt 2: [A, E, F, D, B, C]

The model at hand will generate a list of token-level
perplexity values for each prompt:

Prompt 1: [a1, b1, c1,d1, €1, fi]
Prompt 2: [ag, €2, f2, d2, ba, 2]

where we use lowercase letters to denote numbers
and subscripts to denote which prompt generated
them. These lists are first re-ordered to make sure
the token-level perplexity values have the same
index in both lists, and then A PPL is calculated as
the vector of absolute differences between the two
lists:

A PPL = Hal — ag‘, ‘bl — b2|, ’Cl — Cg’,
|di — dal, lex — 2], | f1 — fo]

We call fotal A PPL the sum over the vector A
PPL,i.e., ) ,item; € A PPL. The adjective ‘total’
is sometimes dropped when the context is clear.

Let us now suppose that the tokens C and F were
the pivotal ones. The question “How much do the
pivotal tokens explain the difference in perplexity
between these two prompts?” can be formulated in
terms of plain proportion as

(Jer = ca| + [ f1 = fal)
total A PPL

The normalized proportion instead first calculates

the perplexity difference for every token and di-

vides each by the total sequence A PPL to find

each token’s proportional contribution. It then

calculates the average of these proportions for

the pivotal tokens—specifically, the average over
c1—ca fi—fo

the set { o APPL iotal APPL}. Finally, it sub-
tracts the median proportion calculated over the
entire sequence of tokens, represented by the set

a1—ag b1—ba fi—f2
* 7 total APPL [*

total A PPL > total A PPL" * *

B Token level perplexity as base metric

A close reader might wonder why we chose per-
plexity as our base metric instead of surprisal. The
answer lies in the mathematics of their definitions.
Perplexity is a rawer metric, defined as the inverse
of the token probability:

1

PPL(x;) = pi(xi|x<i)

whereas surprisal is defined as its negative loga-
rithm:

S(z;) = log(PPL(x;))

= —log(p(zi|r<i))

The definition of surprisal comes with some nice
mathematical properties, surprisal flattens the value
distribution and it is additive, while perplexity
is not. So why perplexity? We chose perplex-
ity specifically to capture unflattened, raw scores
derived directly from the model’s logits. Let
q = p(z}|zL,) be the probability of the i-th to-
ken for the first sentence in the minimal pair, and
let 7 = p(2?|22;) be the probability of the i-th
token for the second sentence in the minimal pair,
where ¢ = r + §. If we examine the expanded
definition of delta perplexity below, we see that
the difference in perplexity between two tokens is
scaled by the inverse of their product.

APPL(x},z?) = |PPL(z}) — PPL(2?)|
_fr_ 1 ‘
q (q%9)
_ (qi5)—q‘
q(q £9)
§
q(qié)‘

In our ambiguous sentences, we expect the proba-
bility of wrong’ pivotal tokens to be exceptionally
low. This low probability creates a vanishingly
small denominator, resulting in a massive spike in
perplexity, which is precisely the signal we are in-
terested in capturing. Conversely, as shown below,
the delta surprisal between tokens of a minimal
pair relies solely on the absolute log of their ratio.
The logarithm would dampen these extremes, ef-
fectively hiding the very spikes we are interested
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in measuring.

AS = ‘S(:czl) — S(mz)‘

()

= |log(p(z}|22;)) — log(p(z}|zL,))]
)
= \1 g <p<x3|x1<i>>'

C Tasks and examples of prompts

The full list of prompts can be found in the project
repository.

The task ‘nonsense’ acts as sanity check for our
experiments. It contains 250 minimal pairs where
one sentence is full of made up words while the
other is the same but contains one real word in a
random position. One example of minimal pair is
the following:

‘af doi broiz oos thag plown’
‘af doi broiz day thag plown’

Here we present also an example of a full prompt
for this task:

This sentence contains only nonsense
words: ‘af doi broiz oos thag plown’.
This sentence contains a real word: ‘af
doi broiz day thag plown’.

And an example of a reversed prompt:

This sentence contains a real word: ‘af
doi broiz day thag plown’. This sentence
contains only nonsense words: ‘af doi
broiz oos thag plown’.

Next, we leverage the CrowS-pairs dataset (Nan-
gia et al., 2020), which contains 1286 minimal
pairs where one sentence shows a stereotype and
the other a counter-stereotype. Here is an example
of minimal pair from the dataset:

“The poor are really ignorant about how
to handle the money they do have’

‘The rich are really ignorant about
how to handle the money they do have’

Below is an example of a full prompt for the
experiment:

This is a sentence that contains a stereo-
type: ‘The poor are really ignorant about
how to handle the money they do have’.
This is a sentence that contains a counter-
stereotype: ‘The rich are really ignorant
about how to handle the money they do
have’.

The next dataset we use for our experiments is
‘DUST’ (Wildenburg et al., 2024) which contains
2,097 minimal pairs and several types of ambigui-
ties like: Referential ambiguity, PP and VP attach-
ment, Implicit reference and others... Here is an
example of a referential ambiguity minimal pair
from the dataset:

‘In the storm, the tree fell down and
crashed through the roof of my house.
Now, I have to get it removed.’

‘In the storm, the trees fell down
and crashed through the roof of my
house. Now, I have to get them
removed.’

Below is an instance of its corresponding
prompt:

This is an ambiguous sentence: ‘In the
storm, the tree fell down and crashed
through the roof of my house. Now, I
have to get it removed.” This is an un-
ambiguous sentence: ‘In the storm, the
trees fell down and crashed through the
roof of my house. Now, I have to get
them removed.’.

And lastly, we collect 2 tasks from BLiMP:
(Warstadt et al., 2020) anaphor gender agreement
(1000 sentences) and animacy verification (1000
sentences). Here, we present an example of min-
imal pairs for anaphor gender agreement and ani-
macy verification respectively:

Anaphor gender agreement:
‘Katherine can’t help herself’

‘Katherine can’t help himself’

Animacy verification:
‘Amanda was respected by some wait-
resses’

‘Amanda was
picture’

respected by some
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Below there are example prompts for both these
minimal pairs:

This is a grammatical sentence: ‘Kather-
ine can’t help herself’. This is its
ungrammatical counterpart: ‘Katherine
can’t help himself’

This is a meaningful sentence: ‘Amanda
was respected by some waitresses’. This
is a nonsensical sentence: ‘Amanda was
respected by some picture’.

D Task results

Figure 3 reports the normalized proportion of the
perplexity difference for the nonsense task. As ex-
pected from this sanity check, across all models,
the pivotal tokens (i.e., the inserted real words) are
the primary drivers of the perplexity shift, clearly
detaching from the baseline of the other tokens.
However, we can observe that the explanatory pro-
portion of the pivotal tokens rarely reaches the max-
imum theoretical value of 1.0, reaching instead a
maximum of ~ 0.6. This behavior hints that the
baseline APPL contribution for the median token
might not be perfectly zero. A plausible explana-
tion for this lies in the nature of the nonsense words
themselves, because nonsense words are extremely
rare tokens their baseline probabilities are inher-
ently low and unstable. The insertion of a single
real word might alter the context and the model’s
internal representations just enough to perturb the
probability distributions of the surrounding non-
sense tokens, thus causing artificial fluctuations in
their token-level perplexity, which effectively in-
flates the total APPL denominator and shifts the
median baseline away from zero.

2593



Results on nonsense words
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Figure 3: Natural logarithm of the number of sentences (y-axis) in the nonsense words task for which a proportion
of the difference in perplexity is explained by key tokens (x-axis). We see that the pivotal tokens explain a bigger
proportion of the difference in perplexity then other tokens and/or periods, although only a maximum of +50% of
the difference in perplexity is explained by these tokens.
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Results on BLIMP animacy dataset

Gemma_3 Mistral Llama Qwen
: 0. : 0.7 1 0.717 : 0.

30 Prompt 1 (acc: 0.672) 30 Prompt 1 (acc: 0.743) 30 Prompt 1 (acc: 0.717) 30 Prompt 1 (acc: 0.5885)
C
) 201 201 20 4 20 4
X
-8 10 4 10 4 10 4 10 4
Y
© o - _ ; 0 . : ; 0 . ; ; 0 . ; ;
8- -1.0 -0.5 0.0 0.5 1.0 -1.0 -0.5 0.0 0.5 1.0 -1.0 -0.5 0.0 0.5 1.0 -1.0 -0.5 0.0 0.5 1.0
_B\ Prompt 2 (acc: 0.7395) Prompt 2 (acc: 0.7025) Prompt 2 (acc: 0.7375) Prompt 2 (acc: 0.788)

30 30 30 30
>
2 2 201 201 201
©
8 10 A 10 A 10 A 10 A
L 0 T T T 0 T T T 0 T T T 0 T T T
% -1.0 -05 00 05 10 -10 -05 00 05 10 -10 -05 00 05 10 -1.0 -05 00 05 10
v Prompt 3 (acc: 0.698) Prompt 3 (acc: 0.6305) Prompt 3 (acc: 0.6965) Prompt 3 (acc: 0.7045)
+ 30 30 30 30
C
=]
o 204 204 204 201
(&)
() 101 101 10 A 10 A
e
-+
— 0 . . . 0 . . . 0 . . . 0 . T .
@) -1.0 -05 00 05 10 -10 -05 00 05 10 -10 -05 00 05 1.0 -1.0 -05 00 05 1.0
g Prompt 4 (acc: 0.623) Prompt 4 (acc: 0.634) Prompt 4 (acc: 0.679) Prompt 4 (acc: 0.688)
= 30 30 30 30
S 20 201 201 201
=
© 10 A 10 A 10 A 10 A
c

0 T T T 0 T T T 0 T T T 0 T T T
-1.0 -05 0.0 05 1.0 -1.0 =05 0.0 05 1.0 -1.0 -05 00 05 10 -1.0 -05 0.0 05 1.0
Proportion Proportion Proportion Proportion

pivotal token(s) period(s) other tokens

Figure 4: Natural logarithm of the number of sentences (y-axis) in the BLIMP animacy task for which a proportion
of the difference in perplexity is explained by key tokens (x-axis). We see that the pivotal tokens explain a bigger
proportion of the difference in perplexity than other tokens, with only a small amount being explained by the periods.
However, we can notice as also for this task the pivotal tokens are accountable for only a maximum of £50% of the
difference in perplexity.
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natural log of the count explained by type of token

Figure 5: Natural logarithm of the number of sentences (y-axis) in the BLiMP anaphor agreement task for which
a proportion of the difference in perplexity is explained by key tokens (x-axis). We see that the pivotal tokens
explain a greater proportion of the difference in perplexity than other tokens, but with a non-negligible amount
being explained also by the periods. As for the previous task we can notice how the pivotal tokens account for only

Results on BLiMP anaphor agreement dataset
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a maximum of £50% of the difference in perplexity.
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Results on stereotypes

Gemma_3 Mistral Llama Qwen

30 Prompt 1 (acc: 0.5502) Prompt 1 (acc: 0.5631) 30 Prompt 1 (acc: 0.5864) 30 Prompt 1 (acc: 0.5685)
C
) 201 201 20 1 20 4
X
.8 10 A 10 A 10 10
Y
© 9 . : . 0 . - . 0 . - . 0 . - .
8- -1.0 -0.5 0.0 0.5 1.0 -1.0 -0.5 0.0 0.5 1.0 -1.0 -0.5 0.0 0.5 1.0 -1.0 -0.5 0.0 0.5 1.0
_B\ Prompt 2 (acc: 0.5004) Prompt 2 (acc: 0.5592) Prompt 2 (acc: 0.5748) Prompt 2 (acc: 0.5569)

30 30 30 30
>
Q 20 1 20 1 204 20 1
T
8 10 A 10 A 10 A 10 A
(‘_U 0 T T T 0 T T T 0 T T T 0 T T T
% -1.0 -05 00 05 10 -10 -05 00 05 10 -10 -05 00 05 10 -1.0 -05 00 05 10
v Prompt 3 (acc: 0.521) Prompt 3 (acc: 0.5136) Prompt 3 (acc: 0.5023) Prompt 3 (acc: 0.5156)
+ 30 30 30 30
C
>S5
O 201 204 204 204
(&)
() 101 101 10 A 10 A
e
)
— 0 . . . 0 . . . 0 . . . 0 . T .
@) -1.0 -05 00 05 10 -10 -05 00 05 10 -10 -05 00 05 1.0 -1.0 -05 00 05 1.0
g Prompt 4 (acc: 0.5051) Prompt 4 (acc: 0.5047) Prompt 4 (acc: 0.4996) Prompt 4 (acc: 0.5273)
= 30 30 30 30
S 20 201 201 201
2
© 10 A 10 A 10 A 10 A
c

0 T T T 0 T T T 0 T T T 0 T T T
-1.0 -05 00 0.5 1.0 -1.0 -05 0.0 0.5 1.0 -1.0 -05 0.0 0.5 1.0 -1.0 -05 0.0 0.5 1.0
Proportion Proportion Proportion Proportion
pivotal token(s) period(s) other tokens

Figure 6: Natural logarithm of the number of sentences (y-axis) in the stereotypes task for which a proportion of the
difference in perplexity is explained by key tokens (x-axis). Here, we can notice how the pivotal tokens along with
the periods explains the bigger proportion of the difference in perplexity. Again, as for the previous tasks these
tokens accounts for only a maximum of +50% of the difference in perplexity.
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Results on DUST
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Figure 7: Natural logarithm of the number of sentences (y-axis) in the DUST task for which a proportion of the
difference in perplexity is explained by key tokens (x-axis). For this task we can observe how pivotal tokens are
almost entirely accountable for the difference in perplexity, also DUST is the only task where these tokens account
for the entire difference.
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