
Proceedings of the 2026 Conference on Empirical Methods in Natural Language Processing, pages 25377–25394
October 24-29, 2026 ©2026 Association for Computational Linguistics

LEXPATH: A Domain-Oriented Multi-Path Framework for Legal Article
Retrieval

Weixuan Liu Qingfeng Zhuge* Xuyang Chen
East China Normal University
qfzhuge@cs.ecnu.edu.cn

Abstract

Legal article retrieval is critical for building
traceable and reliable legal AI systems, where
conclusions must be grounded in specific legal
articles. However, general-purpose retrieval
methods rely heavily on lexical or semantic
similarity, making it difficult to distinguish
legally relevant articles from textually simi-
lar but legally inapplicable ones, particularly
when they differ in their underlying legal in-
tent. To bridge this gap, we propose LEX-
PATH, a domain-oriented multi-path framework
comprising a multi-path retrieval module and
an intent-aware reranking module. The re-
trieval module combines two complementary
domain-specific paths to collect candidate arti-
cles: an IRAC-guided sparse path that expands
queries with legally informative keywords, and
a structure-guided dense path trained with hard
negatives derived from legal hierarchy and ci-
tation relations. The reranking module further
refines candidate rankings by incorporating the
intent compatibility between queries and legal
articles. We evaluate LEXPATH on three Chi-
nese benchmarks spanning diverse query sce-
narios and further assess its cross-jurisdictional
applicability on a Japanese benchmark. Ex-
perimental results demonstrate that LEXPATH
consistently outperforms lexical, dense, hybrid,
and adaptive retrieval-augmented generation
(RAG) baselines across all four benchmarks.
Ablation studies further verify the effectiveness
of each component. The data and code are
available here §.

1 Introduction

Legal article retrieval is crucial for building trace-
able and reliable legal AI systems (Pipitone and
Alami, 2024), where conclusions must be sup-
ported by specific legal articles. This task poses
significant challenges, even to existing state-of-the-
art (SOTA) open-domain solutions, because legal
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Ground-Truth Article: 
Article 2, Administrative Penalties Law:
An administrative penalty refers to an act by which an 
administrative agency... Primary Statute Definition

Query: The Market Supervision Bureau told me to close down 
my unlicensed street stall. Does this count as an 
administrative penalty? Definition

Article 13, Measures for the Investigation and 
Punishment of Unlicensed Business Operations:
Any person engaged in business operations without a 
license shall be penalized by the administrative 
department for industry and commerce in accordance 
with laws...  Administrative Regulation Procedure

Article 7, Regulations on Administrative Penalty 
Procedures for Market Supervision and Administration:
Administrative penalties shall be administered by the 
market supervision and administration department at or 
above the county level... Departmental Rule Procedure

Article 19, Regulations on Administrative Penalty 
Procedures for Market Supervision and Administration:
Upon verification, a case shall be filed if the following 
conditions are met: (1) There is preliminary evidence ...; 
(2) ...; (3) ... Departmental Rule Applicability

Top-3 Retrieved Articles:

Figure 1: An example where top-ranked articles are
textually related but legally inappropriate. Red text
denotes keyword matches, and each article is annotated
with its legal hierarchy level and intent label.

relevance is not equivalent to lexical or semantic
similarity (Li et al., 2025a). Legal articles that ap-
pear similar in wording or topic may involve differ-
ent legal concepts, authorities, scopes, procedural
functions, or conditions of applicability.

Legal article retrieval involves several domain-
specific challenges. First, user queries often de-
scribe concrete situations, or use colloquial expres-
sions, while legal articles are written in abstract and
terminology-intensive language (Su et al., 2024).
Second, legal articles are organized within a le-
gal hierarchy. Even when articles are semantically
similar or linked by citations, they may differ in
legal authority and may not be equally applicable
to a given query (National People’s Congress of
the People’s Republic of China, 2023; Su et al.,
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2024). Third, open-domain retrievers may return
top-ranked articles that are topically related to the
query but do not match its underlying legal in-
tent (Shao et al., 2023).

An example in Figure 1 shows that legal arti-
cle retrieval requires more than mere lexical or
semantic relevance. The ground-truth article de-
fines an administrative penalty in a primary statute.
Although the retrieved articles mention adminis-
trative penalties, they concern penalty procedures
or specific application conditions, and originate
from regulations or departmental rules with lower
authority than the ground-truth article.

Existing open-domain solutions are far from
perfect for this task. Lexical matching meth-
ods (Robertson and Zaragoza, 2009; Ponte and
Croft, 2017) rely on lexical matching and strug-
gle when users describe concrete scenarios or use
colloquial expressions. Dense embedding meth-
ods (Xu, 2022; Xiao et al., 2023; Li et al., 2023b;
Wang et al., 2024; Chen et al., 2024) excel at model-
ing semantic similarity, but struggle to distinguish
legal applicability. Although hybrid methods com-
bine sparse and dense features, they still fail to
explicitly incorporate legal-specific features and
remain constrained by surface-level textual sim-
ilarity. Adaptive retrieval-augmented generation
(RAG) methods (Trivedi et al., 2023; Yan et al.,
2024; Du et al., 2026) improve retrieval by refor-
mulating queries or iteratively refining retrieved
evidence, but they similarly fail to explicitly model
legal-specific relevance. As a result, existing meth-
ods often rank inapplicable but textually similar
articles above the truly applicable ones.

To address these challenges, we propose LEX-
PATH, a domain-oriented framework consisting of
a multi-path retrieval module and an intent-aware
reranking module. The retrieval module first col-
lects candidate articles through two complementary
paths: an IRAC-guided sparse path and a structure-
guided dense path. In the sparse path, we pro-
pose IRAC-Exp to expand queries with retrieval-
oriented keywords. In the dense path, we propose
Struct-Neg to train the embeddings with hierarchy-
and citation-aware hard negatives. Then the can-
didate ranking is refined by the reranking module
that incorporates an intent consistency score.

We evaluate LEXPATH on three Chinese bench-
marks spanning diverse query scenarios and fur-
ther assess its cross-jurisdictional applicability on
COLIEE, a Japanese legal retrieval benchmark. Ex-
periments show that LEXPATH consistently outper-

forms lexical, dense, hybrid, and adaptive RAG
baselines. Further ablation studies demonstrate the
effectiveness of each component, and efficiency
analysis illustrates the trade-off between retrieval
quality and latency.

In summary, our contributions are as follows:

• We propose LEXPATH, a domain-oriented
multi-path framework for legal article retrieval
that jointly models lexical, structural, and
intent-level relevance between user queries
and legal articles.

• We construct StatuteRAG, a legal article re-
trieval benchmark based on professional train-
ing materials, which complements existing
benchmarks by covering a distinct application
scenario.

• Experiments on four benchmarks show that
LEXPATH consistently outperforms lexical,
dense, hybrid, and adaptive RAG baselines,
and ablation studies further verify the effec-
tiveness of each component.

2 Related Work

There is a growing interest in building reliable le-
gal AI systems across different languages (Bhat-
tacharya et al., 2019; Louis and Spanakis, 2022;
Goebel et al., 2023; Pipitone and Alami, 2024;
Hou et al., 2025). Legal applications often require
conclusions to be traceable to specific legal arti-
cles (Pipitone and Alami, 2024), making legal ar-
ticle retrieval a fundamental capability for down-
stream tasks such as legal QA (Fei et al., 2024;
Louis et al., 2024; Li et al., 2025b), judgment pre-
diction (Xiao et al., 2018), and judgment document
generation (Su et al., 2025). Despite its importance,
legal article retrieval remains less explored than le-
gal case retrieval, which has been extensively stud-
ied to identify similarities between judicial prece-
dents (Li et al., 2023a; Shao et al., 2023; Deng
et al., 2024; Kim et al., 2025) using domain-specific
features. Recent work has explored incorporating
legal structure into statutory article retrieval, such
as modeling relations between legal articles with
graph-based methods (Louis et al., 2023).

Open-domain retrieval methods, including lex-
ical matching (Robertson and Zaragoza, 2009;
Ponte and Croft, 2017), dense embedding (Xiao
et al., 2023; Li et al., 2023b; Wang et al., 2024),
and adaptive RAG (Trivedi et al., 2023; Yan et al.,
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Figure 2: An overview of our framework, LEXPATH, for legal article retrieval.

2024; Du et al., 2026), are not fully suited to le-
gal article retrieval. These methods usually do not
explicitly model domain-specific factors such as le-
gal terminology, legal hierarchy, and query-article
intent consistency, and therefore capture only part
of the relevance between user queries and legal ar-
ticles (Deng et al., 2024; Li et al., 2025c). These
limitations motivate our work, which focuses on
fine-grained domain-specific relevance modeling
for legal article retrieval.

3 Methodology

3.1 Overview

To address the challenges discussed above, we pro-
pose LEXPATH, a legal-specific multi-path retrieval
framework that models lexical, legal structural, and
intent-level relevance in a unified manner.

We define legal article retrieval as a task over
an article corpus C and a query set Q. For each
query q ∈ Q, we annotate a ground-truth set of
articles Aq ⊆ C. The goal is to develop a retrieval
model that, given q, ranks the articles in C so that
articles in Aq are assigned higher ranks and can
be retrieved in the top-K results. As shown in
Figure 2, LEXPATH first collects candidate articles
Rq ⊆ C with |Rq| > K by weighting the scores
from two complementary retrieval paths. Then, the
intent-aware reranker refines the candidate ranking
in Rq by incorporating the intent consistency score,
yielding the final top-K ranked articles.

3.2 IRAC-Guided Sparse Path

This component aims to improve sparse retrieval in
legal article retrieval. Lexical matching is impor-
tant in this task because small wording differences
may correspond to different legal concepts, appli-
cable conditions, or legal consequences. However,
the original query may not contain all the keywords
needed to retrieve the relevant article. While a
query may describe concrete scenarios or use col-
loquial expressions, the target article is typically
characterized by abstract legal concepts and dense
terminology. To address this issue, we develop
IRAC-Exp, which uses IRAC analysis to expand
the query with legal keywords for sparse retrieval.

IRAC analysis is a commonly used legal rea-
soning framework that decomposes a legal prob-
lem into Issue, Rule, Application, and Conclusion.
Prior studies have shown that IRAC analysis can
improve the performance of LLMs in complex le-
gal reasoning tasks (Yu et al., 2022; Servantez et al.,
2024). The generated IRAC analysis is not used as
the final answer. Instead, it serves as an interme-
diate representation to expose legal concepts and
retrieval-oriented terminology from the original
query.

In IRAC-Exp, we first prompt the LLM to per-
form an IRAC analysis of the user query. We then
extract retrieval-oriented legal keywords from the
resulting IRAC analysis and append them to the
original query for BM25 (Robertson and Zaragoza,
2009) retrieval. For the specific prompts used for
IRAC analysis and keyword extraction, please refer
to Figure 4 and Figure 5 in Appendix A, respec-
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tively.

3.3 Structure-Guided Dense Path
This component is designed to address the limita-
tion of open-domain embedding models, which of-
ten fail to distinguish between semantically similar
articles that differ in legal authority, applicability,
or scope in a structured legal system. Specifically,
we train the embedding model with contrastive
learning and develop Struct-Neg, a structure-aware
hard negative mining strategy based on the hierar-
chical and citation relationships among legal arti-
cles. Given a corpus C, where each article a ∈ C
is associated with a law title t, an article number p,
and article content x, we build hierarchy buckets
and a citation graph for hard negative mining.

Hierarchy Buckets Construction To model the
hierarchical relationships of the legal system, we
assign each article a a discrete hierarchy label
L(a) ∈ {0, 1, . . . , 6} according to its title t: 0 for
the Constitution, 1 for Primary Statute, 2 for Ad-
ministrative Regulation, 3 for Local Regulation or
Autonomous Regulations, 4 for Departmental Rule
or Local Government Rule, 5 for Judicial Interpre-
tations, and 6 for other normative documents. This
taxonomy is constructed with reference to the Leg-
islation Law (National People’s Congress of the
People’s Republic of China, 2023). For retrieval-
oriented negative sampling, labels 0–4 are treated
as coarse ordered structural tiers, while labels 5
and 6 are non-ordered categories. This ordering is
a modeling approximation rather than a complete
characterization of legal-effect priority.

Given a query q, we partition the retrieved candi-
date set R into hierarchy buckets according to the
hierarchy labels:

Bℓ(q) = {a ∈ R | L(a) = ℓ}. (1)

Citation Graph Construction To capture cita-
tion relationships among legal articles, we con-
struct an article-level citation graph based on the
corpus. We define a directed graph G = (V,E)
with V = C and build an index function Φ :
(t, p) ↦→ a that maps a normalized law title and
article number to the corresponding article node.

For each article ai, we extract citation mentions
from its content x using pattern matching, includ-
ing both cross-law citations and internal citations.
Each mention is resolved to a target article through
title normalization and article-level lookup via Φ,
where internal citations are grounded to the title of

the source article itself. If a citation mention can
be successfully resolved to an article aj , we add a
directed edge (ai, aj) ∈ E.

Algorithm 1 Workflow of Struct-Neg.

Input: Query q, positive sample p+, ground-truth
article set Aq, article corpus C, citation graph
G, hierarchy mapping L(·), retrieval depth K,
negative budget M

Output: Negative sample set Nq

1: H ← {0, 1, 2, 3, 4} ▷ ordered hierarchy levels
2: ℓ+ ← L(p+)
3: R← DenseRetrieve(q, C,K)
4: R← R \Aq

5: Partition R into hierarchy buckets {Bℓ} ac-
cording to L(·)

6: T ← {ℓ+}
7: if ℓ+ ∈ H then
8: if ℓ+ − 1 ∈ H then
9: T ← T ∪ {ℓ+ − 1}

10: end if
11: if ℓ+ + 1 ∈ H then
12: T ← T ∪ {ℓ+ + 1}
13: end if
14: end if
15: Nq ← SampleByHierarchy({Bℓ}, ℓ+, T,M)
16: Gq ← CitationNeighbors(p+, G) \Aq

17: Nq ← Nq ∪Gq

18: return Nq

Struct-Neg Based on the hierarchy buckets and
the citation graph, the workflow of Struct-Neg is
shown in Algorithm 1. For each query, we first
determine the hierarchy label of its positive article
and retrieve the top-K most similar articles from
the corpus as candidates. We then sample negatives
from the same hierarchy category, adjacent levels
when applicable, and the citation graph to construct
multi-source hard negatives. In contrastive learn-
ing, these negatives train the embedding model to
better differentiate articles that are semantically
similar but possess distinct hierarchical or citation
relations.

3.4 Multi-Path Score Fusion
To effectively integrate lexical and semantic fea-
tures, we combine the scores of the sparse and
dense paths through weighted fusion. Let rsp(q, a)
and rde(q, a) denote the raw sparse and dense rel-
evance scores between query q and article a, re-
spectively. Since the two scores are produced in
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different value ranges, we first normalize them as

r̄m(q, a) =
1

2
+

1

π
arctan

(︁
rm(q, a)

)︁
,

m ∈ {sp,de}.
(2)

where r̄m(q, a) denotes the normalized score of
retrieval path m. The final fused score is then com-
puted as

r(q, a) = α r̄sp(q, a) + (1− α) r̄de(q, a), (3)

where α ∈ [0, 1] controls the relative contribution
of the sparse and dense paths. The fused scores
rank the articles, and a pool of highly ranked arti-
cles Rq is used as candidates for reranking.

3.5 Intent-Aware Reranker
Although the multi-path retrieval module retrieves
high-quality candidate articles, it does not explic-
itly model intent consistency between user queries
and legal articles. In real-world applications, such
intent priors are usually unavailable due to the
scarcity of domain annotations. To address this,
we leverage few-shot prompting to identify intent
labels and refine the final rankings.

Intent Taxonomy We propose a task-oriented in-
tent taxonomy for legal article retrieval, drawing
on previous research on legal case retrieval and
the typology of legal rules (Nazarenko et al., 2018;
Shao et al., 2023): (1) Definition, which seeks the
interpretation or clarification of legal concepts and
terms; (2) Applicability, which concerns whether
and under what conditions the legal article applies
to the facts of the case; (3) Consequence, which
concerns legal liabilities, sanctions, or other legal
effects triggered by a factual situation or violation;
(4) Procedure, which concerns procedural require-
ments, execution steps, and related processes; and
(5) Others, a residual category covering articles
that do not fit the above intents, such as legislative
purpose clauses.

Intent-Aware Reranking We use few-shot
prompting with the LLM to assign both queries
and legal articles to one of the predefined intent
labels. Separate few-shot prompt templates are de-
signed for queries and legal articles, as described
in Figure 6 and Figure 7, respectively. Given a
query q and its candidate article set Rq, we use an
LLM-based intent classifier to assign intent labels
to the query and each candidate article a ∈ Rq:

ŷq = LLMintent(q),

ŷa = LLMintent(a), ∀a ∈ Rq,
(4)

where ŷq and ŷa are the predicted intent labels. To
verify intent reliability for reranking, we manually
evaluated 100 queries and 100 articles. The LLM
classifier achieved 81% and 86% agreement with
human labels, with Cohen’s κ scores of 0.77 and
0.82 for queries and articles, respectively.

Given a query q and its candidate article set
Rq = {a1, . . . , aW }, we define the intent consis-
tency score for each candidate article a ∈ Rq as

si(q, a) =

{︄
1, ŷq = ŷa,

0, otherwise,
(5)

where ŷq and ŷa are the predicted intent labels of
the query and article.

The final reranking score is then computed by

s(q, a) = λ1sr(q, a) + λ2sp(q, a) + λ3si(q, a),
(6)

where sr(q, a) denotes the neural reranker score,
and sp(q, a) = r(q, a) denotes the fused retrieval
score in Equation (3).

4 Experiments

4.1 Setup
Datasets We evaluate LEXPATH on four legal
article retrieval benchmarks covering diverse query
sources and legal scenarios. The three Chinese
benchmarks cover scenarios based on real-world
public legal consultations, multi-turn public legal
consultation dialogues, and professional training
materials. We further evaluate cross-jurisdictional
applicability on a Japanese benchmark based on
bar examination questions.

• STARD (Su et al., 2024) contains 1,543 real-
world legal consultation queries and 55,348
candidate legal articles, with reference article
annotations but no reference answers.

• LexRAG (Li et al., 2025c) contains 1,013
multi-turn public legal consultation dialogues
and 17,228 candidate legal articles, with refer-
ence articles, reference answers, and evalua-
tion keywords for each query.

• StatuteRAG is our self-constructed bench-
mark adapted from professional training ma-
terials in market supervision and administra-
tion. It contains 1,361 queries and 56,982
candidate legal articles, with reference article
annotations and reference answers for each
query. Construction details are provided in
Appendix B.
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Table 1: Main retrieval results on STARD, LexRAG, StatuteRAG, and COLIEE. “R” stands for Recall, and “N”
stands for NDCG. Best and second-best results are shown in bold and underlined, respectively.

Dataset STARD LexRAG StatuteRAG COLIEE

Model R@5 N@5 R@5 N@5 R@5 N@5 R@5 N@5
BM25 37.54 33.63 13.69 9.73 72.34 62.95 73.85 66.26
QL 36.49 31.33 12.54 8.85 71.25 62.17 71.10 61.73

text2vec-base-chinese 36.41 31.39 12.52 9.20 57.33 48.29 39.91 31.68
bge-large-zh-v1.5 45.95 39.80 20.73 15.90 69.78 57.70 47.71 39.27
gte-Qwen2-1.5B 32.49 29.00 11.51 8.44 71.06 56.22 46.33 37.16
bge-m3 47.47 41.08 23.60 17.61 72.53 59.53 73.39 65.10
multilingual-e5-large 44.72 40.01 17.95 13.09 73.26 61.22 72.02 64.08

ChatLaw_Text2Vec 14.70 11.23 7.25 4.79 15.02 10.41 12.39 6.96
SAILER_zh 26.58 22.76 7.05 5.02 51.47 42.39 23.85 21.16

Graph-enhanced bge-large-zh-v1.5 47.42 40.86 22.71 17.33 69.78 57.82 53.67 46.73
LLeQA-style bge-large-zh-v1.5 36.65 31.60 13.50 9.89 78.21 68.45 70.64 62.46

BM25 + bge-large-zh-v1.5 43.98 39.83 19.64 14.54 75.82 62.60 70.18 62.40
BM25 + bge-m3 45.68 40.65 20.51 15.83 77.84 65.45 79.82 71.82

BM25 + jina-reranker 44.15 38.08 16.33 10.90 75.27 64.76 76.15 67.29
bge-m3 + jina-reranker 48.88 42.35 23.96 17.87 73.26 60.69 78.44 67.17
BM25 + bge-m3 + jina-reranker 48.77 42.97 23.22 17.59 73.44 62.50 81.19 72.50

IRCoT 30.98 27.16 10.49 7.24 66.67 57.66 70.64 61.56
CRAG 39.05 32.74 12.66 9.09 71.25 61.56 73.39 63.54
A-RAG 30.19 28.24 15.64 13.90 45.42 42.87 75.69 66.46

LEXPATH 56.31 51.68 32.45 25.23 93.04 81.98 86.24 77.62

• COLIEE 2026 Task 3 (COLIEE, 2026) is
based on Japanese bar examination ques-
tions. The released training set contains 965
queries with relevant article annotations and
entailment labels, together with 725 candidate
Japanese Civil Code articles. The official test
set contains 82 unlabeled queries. We use the
statute-retrieval component of the task.

Baselines We evaluate LEXPATH against the
following baselines: (1) Lexical matching:
BM25 (Robertson and Zaragoza, 2009), QL (Ponte
and Croft, 2017); (2) Open-domain embedding:
text2vec-base-chinese (Xu, 2022), bge-large-zh-
v1.5 (Xiao et al., 2023), gte-Qwen2-1.5B (Li et al.,
2023b), bge-m3 (Chen et al., 2024), multilingual-
e5-large (Wang et al., 2024); (3) Legal-domain
embedding: ChatLaw_Text2Vec (Cui et al., 2023),
SAILER_zh (Li et al., 2023a); (4) Legal-specific re-
trieval: Graph-enhanced bge-large-zh-v1.5 (Louis
et al., 2023) and LLeQA-style bge-large-zh-
v1.5 (Louis et al., 2024); (5) Hybrid score fusion:
BM25 + bge-large-zh-v1.5, BM25 + bge-m3; (6)
Controlled neural reranking: BM25 + jina-reranker-
v2-base-multilingual (Jina AI Team, 2024), bge-
m3 + jina-reranker-v2-base-multilingual, BM25 +
bge-m3 + jina-reranker-v2-base-multilingual; and
(7) Adaptive RAG: IRCoT (Trivedi et al., 2023),

CRAG (Yan et al., 2024), A-RAG (Du et al., 2026).
For the legal-specific retrieval baselines, we adapt
their retrieval components to our benchmark set-
tings. For adaptive RAG baselines, we adapt their
query reformulation or retrieval-control modules to
legal article retrieval while keeping the same base
retriever and candidate pool for fairness.

Metrics For evaluation, we use standard rank-
ing metrics, including Recall@K and NDCG@K,
with K = 5. We report small-K results because
they better reflect the practical application in the
legal domain, where the system is expected to pre-
cisely reference legal articles, and a larger candi-
date set may increase noise.

Implementation Details Each dataset is split
into training, development, and test sets in a 7:1:2
ratio. For StatuteRAG, we split at the seed-question
level to avoid data leakage. For COLIEE, since
gold relevant-article annotations for the official test
set are not released, we construct the training, de-
velopment, and test splits from the 965 released
training queries using the same 7:1:2 ratio. Re-
trieval experiments are conducted over the full ar-
ticle corpus, with a candidate pool size of 20. We
use Qwen2.5-7B-Instruct (Qwen Team, 2024) for
query expansion, Qwen3-8B (Qwen Team, 2025)
for few-shot intent classification, jina-reranker-v2-
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base-multilingual (Jina AI Team, 2024) for neural
reranking, and Milvus (Wang et al., 2021) for in-
dex management. For the dense path, we fine-tune
bge-large-zh-v1.5 (Xiao et al., 2023) with FlagEm-
bedding for 5 epochs using a batch size of 16 and
a learning rate of 1 × 10−5, and merge the fine-
tuned checkpoint with the original checkpoint at
a 5:5 ratio. For score fusion and reranking, we
first tune α and fix it at 0.4, and then tune λ3 on
the development split while fixing λ1 = λ2 = 1.0.
The resulting λ3 values are 1.5, 0.3, 1.5, and 1.5
for STARD, LexRAG, StatuteRAG, and COLIEE
respectively. For COLIEE, since all candidate arti-
cles are drawn from the Japanese Civil Code and
no comparable statutory hierarchy is available, the
dense path reduces to standard contrastive learning
with retrieved hard negatives. Parameter analysis
is provided in Section 4.5. All experiments are
implemented in Python 3.12 with Hugging Face
Transformers (Wolf et al., 2020), vLLM (Kwon
et al., 2023), and the OpenAI Python library (Ope-
nAI, 2026b), and run on a single NVIDIA A6000
GPU with 48GB of memory. Dense-path training
takes less than 0.5 GPU hours.

4.2 Main Results

The main results on STARD, LexRAG,
StatuteRAG, and COLIEE are presented in
Table 1. We have the following observations: (1)
LEXPATH consistently outperforms the strongest
baseline, improving Recall@5 by 7.43, 8.49, 14.83,
and 5.05 on the four benchmarks, respectively,
showing the effectiveness of multi-level legal
relevance modeling. (2) Legal-domain embed-
dings do not always outperform open-domain
embeddings, as document-level representations
may not necessarily be suitable for article-level
retrieval. (3) Both hybrid retrieval with reranking
and adaptive RAG yield limited and inconsistent
performance gains. Relying solely on general-
purpose strategies such as combining open-domain
retrievers, reformulating queries, or expanding
to multi-turn retrieval is inherently insufficient
without domain-oriented relevance modeling.
(4) All baseline methods underperform on
LexRAG, largely due to its multi-turn consultation
setting. We further analyze these challenges in
Appendix C. In contrast, the relatively high scores
on StatuteRAG partly reflect its mostly single-gold
setting and more explicit professional queries.
Furthermore, the impact of retrieval quality on
downstream legal QA is explored in Appendix D.

4.3 Ablation Studies

We conduct ablation studies on three Chinese
benchmarks to show the effectiveness of each com-
ponent of LEXPATH, as shown in Table 2, including
the following variants: (1) w/o Reranker: removing
the intent-aware reranker; (2) w/o Intent Score: re-
moving the intent consistency score in the reranker,
leaving the neural reranker score and prior retrieval
score used for reranking; (3) w/o Sparse Path: re-
moving the sparse path, where only the dense path
is used for retrieving candidates; (4) w/o IRAC-
Exp: removing the IRAC-Exp in the sparse path,
where only BM25 is used for hybrid score fusion;
(5) w/o Dense Path: removing dense path, where
only the sparse path is used for retrieving candi-
dates; (6) w/o Struct-Neg: removing Struct-Neg
and using only the original dense retriever for hy-
brid score fusion.

Table 2: Ablation results on three Chinese benchmarks
measured by Recall@5.

Method STARD LexRAG StatuteRAG

LEXPATH 56.31 32.45 93.04
w/o Reranker 55.34 31.16 90.84
w/o Intent Score 54.69 31.76 92.67
w/o Sparse Path 55.66 30.97 92.67
w/o IRAC-Exp 55.02 29.09 91.94
w/o Dense Path 51.46 22.49 84.98
w/o Struct-Neg 55.02 31.26 92.31

The ablation results show that different compo-
nents contribute to LEXPATH at different stages
of the retrieval pipeline. (1) Removing the dense
path causes the largest performance drop across
three benchmarks, indicating that the dense path
serves as the main recall backbone of LEXPATH.
(2) Removing IRAC-Exp leads to a larger drop than
removing the entire sparse path, suggesting that an
unexpanded sparse path may introduce noisy lexi-
cal matches, whereas IRAC-Exp makes sparse evi-
dence more complementary to the dense path. (3)
Removing Struct-Neg results in a moderate drop,
showing that hierarchy- and citation-aware hard
negatives help the dense path distinguish semanti-
cally similar but legally different articles. (4) Re-
moving either the reranker or the intent-consistency
score leads to smaller yet consistent drops, sug-
gesting that intent-aware reranking is useful for
distinguishing legally applicable articles among
candidate articles.

Although the LLM-based components provide
consistent overall gains, they may also introduce
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errors through noisy query expansion or incorrect
intent prediction. We provide a detailed analysis of
these failure modes and their effects on reranking
in Appendix E.

4.4 Design Choice Analysis
To further examine the key design choices in LEX-
PATH, we conduct additional experiments across
three Chinese benchmarks, focusing on IRAC-Exp
in the sparse path and Struct-Neg in the dense path.

Comparison of Query Expansion Strate-
gies We compare IRAC-Exp with representa-
tive query reformulation methods, including di-
rect query rewriting (QR) (Ma et al., 2023),
Query2Doc (Wang et al., 2023), and HyDE (Gao
et al., 2023). As shown in Table 3, IRAC-Exp
achieves the best performance among all expansion
methods. This suggests that explicitly decompos-
ing a legal query into issue, rule, application, and
conclusion helps expose retrieval-oriented legal ter-
minology that is often missing from the original
query. Compared with generic expansion meth-
ods, IRAC-Exp provides more task-specific lexical
evidence for legal article retrieval.

Table 3: Comparison of query expansion and negative
mining strategies measured by Recall@5.

Method STARD LexRAG StatuteRAG

BM25 37.54 13.69 72.34
+ QR 41.42 18.15 71.79
+ Query2Doc 44.98 21.99 76.56
+ HyDE 45.63 19.33 79.12
+ IRAC-Exp 47.57 24.65 81.68

bge-large-zh-v1.5 45.95 20.73 69.78
+ Random 53.40 29.68 87.55
+ ANN 54.05 28.50 86.45
+ Struct-Neg 55.34 30.18 89.74

Comparison of Hard Negative Mining Strategies
We further compare Struct-Neg with random and
approximate nearest neighbor (ANN)-based hard
negative mining strategies for dense retriever train-
ing. Random negatives provide weak supervision,
while ANN-based negatives mainly capture seman-
tic similarity and may overlook legal hierarchy or
citation relations. In contrast, Struct-Neg achieves
the best performance by sampling negatives from
the same or adjacent hierarchy levels and citation-
related articles. This indicates that structure-aware
negatives provide more informative supervision for
distinguishing semantically similar but legally dif-
ferent articles.
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Figure 3: Parameter analysis of LEXPATH by varying
the checkpoint-merge weight, sparse-path weight α, and
intent-consistency score weight λ3.

4.5 Parameter Analysis
In this section, we analyze the sensitivity of three
key parameters: the checkpoint-merge weight, the
sparse-path weight α, and the intent-consistency
score weight λ3. We report Recall@5 in Figure 3.

Across the three benchmarks, moderate
checkpoint-merge weights generally perform better
than using either checkpoint alone, suggesting that
checkpoint merging balances general semantic
ability and task-specific structural signals. Perfor-
mance also remains stable within a moderate range
of α, confirming the complementarity between
sparse and dense paths. When α is close to 1.0,
performance drops, indicating that sparse matching
alone is insufficient for legal article retrieval.
Finally, LEXPATH is relatively insensitive to λ3,
as moderate intent-consistency score weights
provide useful reranking signals, while overly
large weights bring no clear additional gains. The
similar trends across datasets and the broad stable
ranges further mitigate concerns about overfitting
to the relatively small development sets.

4.6 Efficiency Analysis
Table 4 reports the accuracy–efficiency trade-off on
STARD, which we use as a representative dataset
because the same retrieval pipeline and number of
online LLM calls are used across benchmarks. The
full LEXPATH achieves the best retrieval perfor-
mance at a higher inference cost, making it suit-
able for accuracy-oriented settings. In contrast, the
dense-only configuration requires no online LLM
calls and provides a latency-oriented alternative
with substantially lower inference cost. These re-
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sults show that LEXPATH can support different
deployment requirements by trading off retrieval
quality against computational cost.

Table 4: Efficiency analysis on STARD.

Method R@5 # LLM Call Latency (s)

BM25 37.54 0 0.33
bge-large-zh-v1.5 45.95 0 0.30

LEXPATH 56.31 3 10.12
w/o Reranker 55.34 2 6.79
w/o Sparse Path 55.66 1 3.61
Sparse Path 47.57 2 6.78
Dense Path 55.34 0 0.30

4.7 Case Study

We present two representative cases to illustrate typ-
ical errors made by open-domain retrievers. Please
refer to Appendix F.

As shown in Figure 8, the first case illustrates
a typical error made by sparse retrievers. The top-
3 articles retrieved by the sparse retriever contain
surface keyword matches such as “Food Safety
Law”, but they miss the more informative phrase
“serious circumstances”, which reflects the query’s
definition-seeking intent. In addition, sparse re-
trieval fails to distinguish articles with different
hierarchy levels. In contrast, LEXPATH ranks the
ground-truth article first and assigns higher ranks
to articles from more appropriate legal levels.

As shown in Figure 9, the second case illustrates
a typical error made by dense retrievers. The top-3
articles retrieved by the dense retriever are semanti-
cally close to the query. Still, they give insufficient
attention to the keyword “suspend” and fail to dis-
tinguish it from the related but legally different
term “terminate”. They also overlook differences
in legal hierarchy. In contrast, LEXPATH better
captures the keyword “suspend”, ranks the ground-
truth article first, and promotes articles from more
appropriate legal levels.

5 Conclusion

We proposed LEXPATH, a domain-oriented frame-
work for legal article retrieval that captures rele-
vance through lexical matching, semantic retrieval,
and intent-level consistency. Specifically, LEX-
PATH combines two complementary paths: the
sparse path enriched by IRAC-Exp with legal ter-
minology, and the dense path enhanced by Struct-
Neg with legal structure-based hard negatives. The
candidate articles are then refined by an intent-

aware reranker. Experiments on four benchmarks
show that LEXPATH consistently outperforms lex-
ical, dense, hybrid, and adaptive RAG baselines,
with ablation studies confirming the effectiveness
of each component. Results on COLIEE provide
preliminary evidence of cross-jurisdictional appli-
cability, while broader evaluation across additional
legal systems remains future work.

Limitations

There are several limitations in this work that we
plan to investigate and address in future work:

• Although the results on COLIEE provide pre-
liminary evidence of cross-jurisdictional ap-
plicability, our evaluation is still limited to
Chinese and Japanese legal systems. Broader
evaluation across additional jurisdictions and
languages is needed to further assess the gen-
eralizability of LEXPATH.

• The proposed framework uses LLMs for query
expansion and intent classification, which in-
evitably adds inference cost. This cost can
be partly mitigated because most article-side
information can be precomputed and cached.
Future work may explore more efficient query-
side modeling.

• This study focuses on retrieval-side optimiza-
tion and uses a task-oriented intent taxonomy.
While the taxonomy captures common func-
tional roles of legal articles, some queries and
articles may involve multiple or implicit in-
tents. Future work may refine the taxonomy
and extend the domain-oriented design to le-
gal systems where retrieval, legal reasoning,
evidence verification, and answer generation
are jointly optimized.

Ethics Statement

Our proposed dataset is adapted from an exist-
ing publicly available professional training manual
with appropriate authorization for non-commercial
research use. We properly cite the source and en-
sure that our use is consistent with both the autho-
rized scope and the original educational purpose
of the manual. The source manual is a published
professional training resource that has undergone
editorial review and provides well-structured ques-
tions, explanations, and legal article references.
The constructed dataset is manually verified by the

25385



authors, who are native Chinese speakers and were
instructed by legal professionals on the annotation
criteria before verification. No external annotators
were involved, and the verification process does
not require reviewing private user data, sensitive
personal information, or harmful content. There-
fore, our verification focuses on the quality of the
conversion process, including query completeness,
answer consistency, and article support. The ver-
ification process takes approximately 16 working
hours per author.
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A Prompt for LEXPATH

The prompts used in IRAC-Exp are shown in Fig-
ure 4 for IRAC analysis and Figure 5 for keyword
extraction. The prompts used for few-shot intent
classification are shown in Figure 6 for queries and
Figure 7 for legal articles.

B Construction Process of StatuteRAG

Existing benchmarks of legal article retrieval (Su
et al., 2024; Li et al., 2025c) are collected from

1
你是一位经验丰富的法律顾问。请针对
下面的法律问题，使用IRAC方法进行分
析并回答，即:
1. 首先明确问题（Issue）
2. 接着说明相关法律规则（Rule）
3. 然后分析事实如何适用这些规则
（Application）
4. 最后给出结论（Conclusion）
问题: {question}
English translation:
You are an experienced legal advisor. 
Please analyze and answer the following 
legal question using the IRAC method: 
1. First, identify the issue; 
2. Next, state the relevant legal rules; 
3. Then, analyze how the facts apply to 
these rules; 
4. Finally, draw a conclusion. 
Question: {question}

Prompts for IRAC Analysis

Figure 4: Prompt for IRAC analysis.

daily legal consultations submitted by the gen-
eral public. To supplement the application scenar-
ios for the legal article retrieval task, we propose
StatuteRAG, in which queries are adapted from
questions used to train domain professionals.

The seed questions to build StatuteRAG are se-
lected from a publicly available manual (Shanghai
Municipal Administration for Market Regulation,
2021) used for training legal professionals. The
manual focuses on market supervision and admin-
istration laws and contains 500 single-choice ques-
tions, together with explanatory analyses and legal
article references for each option. The process of
constructing a query dataset is as follows:

• Exclude questions that are overly trivial, am-
biguous, overly context-dependent, have in-
complete context, or lack a clear legal article
reference, and use the remaining ones as seed
questions.

• For each seed question, use regular expres-
sions to extract the text from the question stem
and each answer choice.

• Combine the question stem with the content
of each answer choice to create a true-or-false
question, and match it with the corresponding
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1
任务：
1. 阅读下面的 IRAC 分析结果，理解其
中的问题（Issue）、规则（Rule）、适
用分析（Application）和结论
（Conclusion）。
2. 从 IRAC 分析结果中提取用于检索相
关法律条文的专业法律术语和关键词。
3. 对口语化或同义表达进行必要的法律
术语规范化，同时保持原始法律含义不
变。
4. 请输出尽可能多的具有检索价值的关
键词。
5. 请直接以 [关键词1, 关键词2, ...] 的格
式输出关键词列表，不要有多余的内容。
IRAC 分析：{irac_analysis}
关键词列表：
English translation:
Task:
1. Read the following IRAC analysis and 
understand its Issue, Rule, Application, and 
Conclusion.
2. Extract professional legal terms and 
retrieval-oriented keywords from the IRAC 
analysis for retrieving relevant legal articles.
3. Normalize colloquial or synonymous 
expressions into appropriate legal 
terminology while preserving the original 
legal meaning.
4. Please provide as many retrieval-relevant 
keywords as possible.
5. Please output only the keyword list in the 
format [Keyword 1, Keyword 2, ...] without 
any additional content.
IRAC analysis: {irac_analysis}
Keyword list:

Prompts for Keyword Extraction

Figure 5: Prompt for keyword extraction.

legal articles.

To ensure data quality, the constructed sam-
ples are manually reviewed. Since StatuteRAG is
adapted from a professional training manual with
existing explanations and legal article references,
the review focuses on verifying the conversion qual-
ity, including query completeness, answer consis-
tency, and article support. Samples with unclear
wording, missing context, or weak article support
are removed.

The resulting dataset contains 1,361 queries an-
notated with relevant legal articles and ground-truth
answers, together with a corpus of 56,982 candi-
date legal articles compiled from 1,295 effective
legal documents at the time of collection. The
statistics of StatuteRAG are shown in Table 5.

Table 5: Statistics of StatuteRAG.

Statistic Value

Number of queries 1,361
Number of candidate legal articles 56,982
Number of referenced article annotations 1,406
Average number of articles referenced per query 1.03
Average query length 72.57
Average legal article length 86.90

C Challenges on LexRAG

LexRAG is challenging because its queries are de-
rived from real multi-turn legal consultations. Com-
pared with STARD and StatuteRAG, the informa-
tion needed for retrieval is not always contained in
a single self-contained query. Relevant facts, legal
issues, and user intents may be distributed across
multiple dialogue turns, which partly explains the
relatively lower recall on LexRAG.

First, LexRAG requires retrievers to handle
dialogue-dependent information. Key facts may
appear in earlier turns rather than in the final user
question alone. In the following example, the last
turn asks how the user can protect their rights, but
the underlying issue depends on previous turns
about a financed car, insurance requirements, and
vehicle repossession.

Turn 1: If I did not purchase the second-year insurance for
my financed car through the finance company, do they have
the right to repossess the vehicle? I have been making my
monthly payments on time.

Turn 2: Should we specify the method of purchasing insur-
ance in this agreement?

Turn 3: Is it legal for a finance company to repossess a
vehicle?

Turn 4: Is there any other way for this company to hold the
other party accountable?
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1
任务：请判断下列查询的意图类型，必须从以下五种类型中选择一种：定义类、适用类、后果类、
程序类或其它类。
以下是意图类型的示例：
定义类：解释概念、术语定义 
查询：责令停产停业是否属于行政处罚？ 冒用他人姓名，构成侵害姓名权吗？录音和转账记录是
否可以作为有效证据？
适用类：描述适用条件和范围 
查询：什么情况下可解除劳动合同？ 那他需要什么条件才会发生作用？有哪些情况无须肖像权人
的许可，就可以使用别人的肖像？
后果类：描述法律责任和处罚 
查询：盗窃罪会受到什么处罚？ 货车右转，十字路口，开了转向灯，后面小轿车追尾，责任怎么
付？仓储物毁损、灭失，谁承担责任？
程序类：描述法律手续和流程 
查询：如何申请专利？这个期间如果出现纠纷怎么办？产品侵权找哪个法院起诉？ 
其它类：立法目的、例外规定等 
查询：制定环境保护法的目的是什么？ 那还有其他方式？制定合同法的目的是什么？
查询：{question} 
仅输出"定义类"、"适用类"、"后果类"、"程序类"或"其它类"中的一种。
English translation:
Task: Please identify the intent type of the following queries. You must select one of the following five 
types: Definition, Applicability, Consequence, Procedure, or Other. 
Examples of intent types: 
Definition: Explaining concepts and defining terms. 
Query: Does an order to suspend production or business operations constitute an administrative penalty? 
Does impersonating another person’s name constitute an infringement of the right to one’s name? Can 
audio recordings and transaction records serve as valid evidence? 
Applicability: Describing conditions and scope of application. 
Query: Under what circumstances can an employment contract be terminated? What conditions must be 
met for it to take effect? In what situations can a person’s likeness be used without the likeness holder’s 
permission? 
Consequence: Describes legal liabilities and penalties. 
Query: What penalties apply for the crime of theft? A truck signals to turn right at an intersection, and a car 
behind it rear-ends it—how is liability determined? Who bears liability for the damage or loss of stored 
goods? 
Procedure: Describes legal procedures and processes. 
Query: How do I apply for a patent? What should be done if a dispute arises during this period? Which 
court should one file a lawsuit with for product infringement? 
Other: Legislative purposes, exceptions, etc. 
Query: What is the purpose of enacting the Environmental Protection Law? Are there other methods? What 
is the purpose of enacting the Contract Law? 
Query: {question} 
Output only one of the following categories: Definition, Applicability, Consequence, Procedure, or Other. 

Prompts for Query Intent Classification

Figure 6: Prompt for query intent classification.
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1
任务：请判断下列法条的意图类型，必须从以下五种类型中选择一种：定义类、适用类、后果类、
程序类或其它类。
以下是意图类型的示例：
定义类：解释概念、术语定义 
法条：知识产权是权利人依法就...享有的专有权利；合同是民事主体之间设立、变更、终止民事法
律关系的协议；自然人的民事权利能力一律平等。
适用类：描述适用条件和范围 
法条：用人单位有下列情形之一的，劳动者可以解除劳动合同...；有下列情形之一的，出租人或者
承租人可以解除融资租赁合同...；有下列情形之一的，监护关系终止...
后果类：描述法律责任和处罚 
法条：盗窃公私财物，数额较大的，处三年以下有期徒刑... ；因承包人的原因致使建设工程在合
理使用期限内造成人身损害和财产损失的，承包人应当承担赔偿责任；代理人不履行或者不完全
履行职责，造成被代理人损害的，应当承担民事责任。
程序类：描述法律手续和流程 
法条：申请发明或者实用新型专利的，应当提交请求书...；当事人协商一致，可以变更合同；对监
护人的确定有争议的，由被监护人住所地的居民委员会...
其它类：立法目的、例外规定等 
法条：为保护和改善环境，防治污染...；为了保护个人信息权益，规范个人信息处理活动...；为保
护文学、艺术和科学作品作者的著作权...
法条：{content} 
仅输出"定义类"、"适用类"、"后果类"、"程序类"或"其它类"中的一种。
English translation:
Task: Please identify the type of article for the following legal articles by selecting one of the following 
five categories: Definition, Applicability, Consequence, Procedure, or Other. 
Examples of intent types: 
Definition: Explains concepts or defines terms. 
Legal articles: Intellectual property refers to the exclusive rights enjoyed by the right holder in accordance 
with the law regarding...; A contract is an agreement between civil entities to establish, modify, or 
terminate civil legal relationships; All natural persons have equal capacity for civil rights. 
Applicability: Describes conditions and scope of application. 
Legal articles: Where an employer falls under any of the following circumstances, an employee may 
terminate the employment contract...; Where any of the following circumstances exist, the lessor or lessee 
may terminate the financial lease contract...; Where any of the following circumstances exist, the 
guardianship relationship shall terminate... 
Consequence: Describes legal liabilities and penalties. 
Legal articles: Whoever steals public or private property of a substantial value shall be sentenced to fixed-
term imprisonment of not more than three years...; If, due to the contractor’s fault, a construction project 
causes personal injury or property damage within its reasonable service life, the contractor shall bear 
liability for compensation; If an agent fails to perform or performs his duties incompletely, thereby causing 
damage to the principal, he shall bear civil liability. 
Procedure: Describes legal procedures and processes. 
Legal articles: To apply for a patent for an invention or a utility model, a request form shall be submitted...; 
Parties may amend a contract by mutual agreement; In the event of a dispute regarding the appointment of 
a guardian, the residents’ committee at the ward’s place of residence shall... 
Other: Legislative purposes, exceptions, etc. 
Legal articles: To protect and improve the environment and prevent pollution...; To protect personal 
information rights and regulate personal information processing activities...; To protect the copyright of 
authors of literary, artistic, and scientific works... 
Legal article: {content} 
Output only one of the following categories: Definition, Applicability, Consequence, Procedure, or Other. 

Prompts for Legal Article Intent Classification

Figure 7: Prompt for legal article intent classification.
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Turn 5: What can I do to protect my rights if he forcibly

impounds my vehicle?

Second, LexRAG contains many queries from
ordinary users, which increases the gap between
user expressions and legal language. Users often
describe concrete facts in everyday language with-
out explicitly mentioning the legal concepts useful
for retrieval. For example, the following query de-
scribes a lost phone and surveillance footage, but
does not directly state concepts such as evidence
collection, privacy protection, or access to records.

I lost my phone in the classroom this morning, but when

I went to the school to check the surveillance footage, they

refused to let me.

Third, the legal intent of a LexRAG query can be
implicit or underspecified. In the following exam-
ple, the user asks whether parents can give resettle-
ment housing to their grandson without a property
deed, while the reference article concerns the effec-
tiveness of real property rights through registration.
Although the query and the article are legally re-
lated, the connection is indirect and may not be
captured by a single intent label.

Query: Hello, my parents would like to give their resettle-
ment housing to their grandson, but they currently do not have
a property deed.

Reference Article: Article 209 of the Civil Code of the Peo-

ple’s Republic of China: The creation, modification, transfer,

and termination of real property rights take effect upon reg-

istration in accordance with the law; they do not take effect

without such registration, unless otherwise provided by law.

Ownership of natural resources that belong to the State by law

may be exempt from registration.

These examples suggest that LexRAG requires
more context-aware retrieval and more flexible in-
tent modeling. We leave the integration of dialogue
context and multi-intent retrieval as future work.

D Impact on Downstream Legal QA

To assess the impact of retrieval quality on down-
stream legal QA, we evaluate two lightweight mod-
els, GLM4-9B (GLM et al., 2024) and Qwen2.5-
7B-Instruct (Qwen Team, 2024), together with
two flagship models, Claude4.6-Sonnet (Anthropic,
2026) and GPT-5.5 (OpenAI, 2026a), under four
retriever settings: zero-shot, BM25, bge-large-zh-
v1.5, and LEXPATH. Following (Li et al., 2025c),
keyword accuracy is adopted as the metric for
short-answer queries in LexRAG. For StatuteRAG,
which consists entirely of true-or-false queries, an-
swer accuracy is reported. STARD is excluded
because it does not provide reference answers.

Experimental results in Table 6 suggest the fol-
lowing findings: (1) Model scale alone does not
guarantee stronger performance in domain-specific
QA, as flagship models do not consistently outper-
form lightweight models in the zero-shot setting.
(2) LEXPATH generally brings larger gains than
BM25 and bge-large-zh-v1.5, showing the value of
domain-oriented retrieval design. (3) The improve-
ments are especially clear for lightweight models
and StatuteRAG, indicating that high-quality re-
trieval can benefit resource-constrained legal QA
scenarios. (4) For flagship models on LexRAG,
retrieval-augmented results are less stable, possibly
because limited retrieval recall introduces noisy or
incomplete evidence.

Table 6: Performance of different retriever settings on
downstream legal QA. “BGE” denotes bge-large-zh-
v1.5.

Generator Retriever LexRAG StatuteRAG

GLM4-9B

Zero-Shot 22.49 62.64
BM25 23.77 77.29
BGE 28.21 75.09

LEXPATH 30.18 78.39

Qwen2.5-7B

Zero-Shot 31.07 76.19
BM25 27.81 76.56
BGE 27.51 75.46

LEXPATH 33.53 78.75

Claude4.6-Sonnet

Zero-Shot 33.33 67.77
BM25 25.25 76.92
BGE 27.32 72.16

LEXPATH 29.09 86.81

GPT-5.5

Zero-Shot 32.25 80.59
BM25 23.77 84.25
BGE 27.51 82.78

LEXPATH 28.01 87.91

E LLM Error Analysis

LEXPATH uses three online LLM calls: IRAC anal-
ysis, keyword extraction from the IRAC output, and
query intent prediction. We further analyze how
errors from these components may affect retrieval
and reranking.

Errors in IRAC-based Query Expansion The
LLM may generate incorrect, outdated, or nonexis-
tent article references during IRAC analysis. Such
errors may be propagated to the subsequently ex-
tracted keywords and introduce noise into sparse
retrieval. For example, for the query “In a finan-
cial loan, how should the time for interest payment
be determined?”, IRAC-Exp generates useful ex-
pressions such as term, agreement, repayment of
the loan, and at the end of each full year, which

25392



Table 7: Representative cases where reranking lowers
the rank of the gold article.

Error Type Query Rank
Change

Intent mismatch How will gambling debts be
handled in a divorce?

4 → 8

Intent prediction What does the law stipulate
regarding the process for dis-
ability assessment?

4 → 6

Neural reranker What are public funds? 4 → 7

occur in the ground-truth Article 674 of the Civil
Code. However, the generated output also contains
additional article references that do not correspond
to the ground-truth article such as “Contract Law,
Article 205” and “Article 61”. Despite such noise,
the generated keywords are appended to the orig-
inal query rather than replacing it, and the dense
retrieval path is independent of IRAC-Exp. There-
fore, errors in query expansion do not directly de-
termine the final retrieval results.

Errors in Intent Prediction Incorrect intent pre-
dictions may change the intent-consistency score
and thereby affect the ordering of candidate articles.
However, intent consistency is only one component
of the final reranking score, together with the orig-
inal retrieval score and the neural reranker score
over the top-20 candidates. Consequently, an incor-
rect intent label may influence the ranking but does
not determine it alone.

Reranking Failure Analysis We further exam-
ine cases in which reranking degrades retrieval
quality. Among queries whose gold article ap-
pears in the top 5 before reranking, only 1.62%
on STARD, 2.27% on LexRAG, and 1.10% on
StatuteRAG have their gold article moved out of
the top 5 after reranking. We identify three main
causes. First, the query and the gold article may
have different dominant intents, causing the intent-
consistency signal to favor another candidate. Sec-
ond, an incorrect intent prediction may alter the
consistency score. Third, the general-purpose neu-
ral reranker may miss fine-grained legal distinc-
tions, especially for short queries.

Overall, LLM-related errors mainly affect the
sparse retrieval path and intent-aware reranking.
The independent dense path and the combination
of multiple ranking signals reduce the dependence
of the final result on any single LLM prediction.

F Case Study

Figure 8 shows a typical failure case of sparse re-
trieval. The query asks whether Zhao’s conduct
constitutes a “serious circumstance” under the Reg-
ulations for the Implementation of the Food Safety
Law, so the ground-truth article is a definitional
article that directly explains this term. However,
the sparse retriever ranks articles that contain over-
lapping keywords such as “Food Safety Law” and
“food”, but these articles either come from a mis-
matched legal hierarchy or focus on applicabil-
ity and procedure rather than definition. In con-
trast, LEXPATH ranks the ground-truth article first.
This case shows that keyword overlap alone is not
enough for legal article retrieval, and that hierarchy
and intent information help identify the article that
directly supports the query.

Figure 9 shows a typical dense retrieval error.
The query asks whether the reconsideration pro-
cess should be suspended after the applicant goes
missing. The dense retriever returns articles that
are related to administrative reconsideration or ad-
ministrative procedures, but these articles mainly
concern other situations, such as non-suspension
of enforcement or termination of investigation.
They also come from lower-level departmental
rules. LEXPATH ranks the ground-truth article first,
which directly states that reconsideration shall be
suspended when the applicant is missing. This case
shows that legal retrieval needs to distinguish not
only semantic similarity, but also legal hierarchy
and the exact procedural condition.
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Query: Does the fact that Zhao continued to sell food contaminated by packaging materials after receiving criminal punishment for violating the Food Safety 
Law constitute a “serious circumstance” as defined in the Regulations on the Implementation of the Food Safety Law?

Ground-Truth Article: 
Article 67, Regulations for the Implementation of the Food Safety Law:
Any of the following circumstances shall be deemed to constitute “serious circumstances” as defined in Articles 123 through 126 and Article 132 of the Food 
Safety Law, as well as Articles 72 and 73 of these Regulations: (1) The value of the products involved in the violation exceeds 20,000 yuan, or the violation has 
continued for more than three months...  Administrative Regulation Definition

Definition

Article 20, Measures for the Supervision and Administration of Salt Quality and Safety:
Where illegal acts related to the production and operation of table salt are already addressed in laws and regulations such as the Food Safety Law and its 
implementing regulations, such provisions shall apply.

Article 75, Regulations for the Implementation of the Food Safety Law of the People's Republic of China:
Where food production and operation enterprises or other entities commit violations as defined in the Food Safety Law, in addition to penalties imposed 
in accordance with the provisions of the Food Safety Law, if any of the following circumstances apply, the legal representative, principal responsible 
person, ... shall be fined an amount equivalent to ..: (1) intentionally committing a violation; (2) ...; (3) ...

Article 70, Regulations for the Implementation of the Food Safety Law:
Except for the circumstances specified in Article 125, paragraph 1, and Article 126 of the Food Safety Law, if the production and operation activities of 
food producers and operators fail to comply with the provisions of Article 33, ..., penalties shall be imposed in accordance with Article 126, paragraph 1, 
of the Food Safety Law and Article 75 of these Regulations.

Top-3 Articles Retrieved by Sparse Retriever: 

Departmental Rule Procedure

 Administrative Regulation Applicability

 Administrative Regulation Procedure

Article 67, Regulations for the Implementation of the Food Safety Law:
Any of the following circumstances shall be deemed to constitute “serious circumstances” as defined in Articles 123 through 126 and Article 132 of the 
Food Safety Law, as well as Articles 72 and 73 of these Regulations: (1) The value of the products involved in the violation exceeds 20,000 yuan, or the 
violation has continued for more than three months...

Article 75, Regulations for the Implementation of the Food Safety Law of the People's Republic of China:
Where food production and operation enterprises or other entities commit violations as defined in the Food Safety Law, in addition to penalties imposed 
in accordance with the provisions of the Food Safety Law, if any of the following circumstances apply, the legal representative, principal responsible 
person, ... shall be fined an amount equivalent to ..: (1) intentionally committing a violation; (2) ...; (3) ...

Article 143, Criminal Law of the People's Republic of China:
Any person who produces or sells food that fails to meet food safety standards... shall be sentenced to fixed-term imprisonment of not more than three 
years or criminal detention, ...; if such acts cause serious harm to human health or involve other aggravating circumstances...; if the consequences are 
particularly severe...

Top-3 Articles Retrieved by LexPath: 

Definition Administrative Regulation

Applicability Administrative Regulation

ConsequencePrimary Statute

✓ Ground-truth match

✗ Hierarchy mismatch, intent mismatch

✗ Intent mismatch

✗ Intent mismatch

Figure 8: Case study of a standalone sparse retrieval failure. The sparse retriever ranks articles with keyword overlap
but mismatched hierarchy or intent, while LEXPATH retrieves the ground-truth definitional article at the top.

Query: Li filed an application for administrative reconsideration, challenging the administrative penalty decision issued by the market regulation authority. Li 
went missing in an accident. Should the administrative reconsideration proceedings be suspended?

Ground-Truth Article: 
Article 41, Regulations for the Implementation of the Administrative Reconsideration Law:
Administrative reconsideration shall be suspended if any of the following circumstances arise during the administrative reconsideration process and affect the 
adjudication of the case: (1) ...; (2) ...; (3) ...; (4) where the natural person who is the applicant is missing or has been declared missing; ... 

 Administrative Regulation Procedure

Procedure

Article 199, Regulations on Procedures for the Handling of Administrative Cases by Public Security Organs:
Unless otherwise provided by law, the enforcement of an administrative disposition shall not be suspended if the party subject to the disposition files an 
application for administrative reconsideration or initiates administrative litigation against the disposition.

Article 47, Regulations on Administrative Penalty Procedures for Market Supervision and Administration:
If an investigation cannot proceed due to the death of a natural person suspected of violating the law, or the dissolution of a legal person or other 
organization, and there is no successor to assume the rights and obligations, the investigation shall be terminated upon approval by the head of the 
market supervision and administration department.

Article 48, Measures for Patent Administrative Law Enforcement:
If, after the department responsible for patent administration has issued a penalty decision, the party concerned applies for administrative 
reconsideration or files an administrative lawsuit with the people’s court, the enforcement of the decision shall not be suspended during the period of 
administrative reconsideration or litigation.

Top-3 Articles Retrieved by Dense Retriever: 

Departmental Rule Procedure

Article 41, Regulations for the Implementation of the Administrative Reconsideration Law:
Administrative reconsideration shall be suspended if any of the following circumstances arise during the administrative reconsideration process and 
affect the adjudication of the case: (1) ...; (2) ...; (3) ...; (4) where the natural person who is the applicant is missing or has been declared missing; ... 

Article 41, Law of the People's Republic of China on Administrative Reconsideration:
During the administrative reconsideration process, the administrative reconsideration authority shall decide to terminate the administrative 
reconsideration if any of the following circumstances arise: (1) the applicant withdraws the application for administrative reconsideration, and the 
administrative reconsideration authority approves the withdrawal; (2) ...

Article 42, Regulations for the Implementation of the Administrative Reconsideration Law:
Administrative reconsideration shall be terminated under any of the following circumstances: (1) where the applicant requests to withdraw the 
application for administrative reconsideration and the administrative reconsideration authority grants such withdrawal; (2) ...

Top-3 Articles Retrieved by LexPath: 

Procedure Administrative Regulation

ProcedurePrimary Statute

ProcedurePrimary Statute

Departmental Rule Procedure

Departmental Rule Procedure

✗ Hierarchy mismatch

✗ Hierarchy mismatch

✗ Hierarchy mismatch

✓ Ground-truth match

Figure 9: Case study of a standalone dense retrieval failure. The dense retriever retrieves semantically related
procedural articles but fails to distinguish legal hierarchy and the key condition of suspension, while LEXPATH
ranks the ground-truth article first.
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