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Abstract

Self-evolving agents requires adaptation after
deployment, but existing approaches assume
a usable learning loop, such as curated skills,
successful trajectories, or verifier signals. Real
open-world deployments may provide none of
these, offering only a task prompt. In this work,
we study open-world self-evolution, where an
agent must build both its skills and its own veri-
fication signals from scratch, using open-world
resources but no target-task supervision. We
propose OPENSKILL, a framework that boot-
straps this loop: it acquires grounded knowl-
edge and verification anchors from documen-
tation, repositories, and the web, synthesizes
them into transferable skills, and refines those
skills against self-built virtual tasks grounded in
the anchors rather than in target answers. The
open world thus supplies both the knowledge
to be learned and a supervision-independent
practice environment, with target-task super-
vision reserved for final evaluation. Across
three benchmarks and two target agents, OPEN-
SKILL attains the best automated pass rate
while satisfying the no-supervision constraint.
Analysis shows its skills transfer across mod-
els without model-specific adaptation, and its
self-built verifier aligns with ground-truth out-
comes despite never accessing them. The
code is available on https://github.com/
OpenLAIR/OpenSkill.

1 Introduction

LLM agents can use tools and external resources
to solve open-ended tasks beyond text generation
(Yao et al., 2022; Schick et al., 2023; Zhou et al.,
2023; Nakano et al., 2021; Yang et al., 2024). Be-
cause such tasks change across environments, self-
evolving agents aim to improve after deployment
by accumulating reusable knowledge or behavior
(Shinn et al., 2023; Wang et al., 2023; Zhang et al.,
2026b; Xia et al., 2026).

Existing self-evolving agents often assume a us-
able learning loop, such as curated skills, success-
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Figure 1: Paradigms for self-evolving agent skills.
Unlike human-curated, LLM-generated, or supervised
self-evolution paradigms, OPENSKILL (ours) acquires
skills from the open world and verifies them with self-
built virtual tasks, making it simultaneously scalable,
grounded, and target-task supervision-free.

ful traces, or task feedback (Zhang et al., 2026b;
Xia et al., 2026). Real open-world deployments
may provide only a seed task prompt, with no ini-
tial skills or verifier for judging improvement.

We call this capability open-world self-evolution
(Figure 1). Here the agent starts from only a seed
task prompt and open-world resources, and must
build both its skills and its verification signals from
scratch. These resources include independently
accessible evidence such as documentation, reposi-
tories, papers, tutorials, and web pages, but exclude
hidden target answers, rewards, verifier outputs, or
solution traces. Facts alone are not enough: the
same evidence must supply the learning loop itself.
This means building two coupled components: skill
content that captures what to learn, and a verifica-
tion signal that can improve those skills without
target-task supervision.

Limitation 1: skill construction. Existing ap-
proaches often rely on human-written skills, model-
generated knowledge, or skills distilled from suc-
cessful trajectories (Wang et al., 2023; Zhang et al.,
2026b; Huang et al., 2025a; Ma et al., 2026; Yang
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et al., 2026). These sources are costly, bounded by
prior knowledge, or unavailable before successful
task attempts. In an open-world setting, the agent
must instead infer what to learn, acquire external
evidence, and turn it into reusable skills. This mat-
ters because many tasks require current or domain-
specific knowledge, and recent benchmarks show
that skill quality is often the limiting factor (Li
et al., 2026; Liu et al., 2026b).

Limitation 2: verification construction. Exist-
ing self-improvement loops often revise behavior
using task-level feedback, self-feedback, or veri-
fier outputs (Shinn et al., 2023; Zhou et al., 2023;
Madaan et al., 2023; Zhang et al., 2026b,a; Wang
et al., 2025). This works in curated benchmarks,
but open-world deployment may expose no reliable
feedback during learning. The agent must therefore
construct a separate practice environment whose
supervision comes from open-world knowledge
rather than hidden target-task answers.

This points to a sharper central question:

Can an LLM agent self-evolve in the
open world?

To answer this, we propose OPENSKILL, a
framework for open-world self-evolution. Given
only a task prompt, a base model, tool access, and
open-world resources, OPENSKILL bootstraps a
learning loop from scratch. It proceeds in three
stages: open-world knowledge acquisition retrieves
grounded knowledge and verification anchors from
the open world; leakage-free skill evolution drafts
skills and refines them against self-built virtual
tasks rather than target answers; and zero-shot tar-
get evaluation deploys the refined skill to the tar-
get agent. Open-world resources thus supply both
the knowledge to be learned and a supervision-
independent practice environment, and target-task
supervision is reserved for final evaluation alone.
Empirically, OPENSKILL delivers the best auto-
mated pass rate in every benchmark—agent setting
(e.g., +8.9/ +8.8 over the strongest closed-world
baseline on SkillsBench), transfers across models
without adaptation, and builds a verifier covering
88.9% of ground-truth test intents—all without
target-task supervision during learning. This paper
makes three contributions:

* We define open-world self-evolution: from only
a task prompt, an agent must build both its skills
and its own verification signals from open-world
resources, with no target-task supervision.

* We propose OPENSKILL, which bootstraps this
loop and yields skills that transfer across models,
with a practice environment for refining them.

¢ We show that OPENSKILL achieves the best au-
tomated pass rate across three benchmarks and
two model families, and transfers across models—
without target-task supervision during learning.

2  Open-World Self-Evolution

We introduce open-world self-evolution, a setting
in which an LLLM agent must improve from only
a task prompt and open-world resources, with no
initial skills, demonstrations, rewards, or verifiers.
We formalize it and its supervision constraint (Sec-
tion 2.1), then present OPENSKILL, a three-stage
pipeline that acquires open-world knowledge, re-
fines skills against self-generated virtual tasks, and
deploys them zero-shot (Section 2.2).

2.1 Problem Setting

Consider a set of n target tasks {(Z;, &)},
where Z; is a natural-language instruction and
&; is an execution environment. An LLM agent
g executes in & and produces a terminal state
x; = m9(Z;, &;). Each task is paired with a ground-
truth test suite 7.7 € {0,1}.

An agent can self-evolve either by modifying its
weights 6 (e.g., via fine-tuning or reinforcement
learning) or by augmenting its context with ex-
ternal knowledge artifacts. We adopt the latter,
as it is computationally cheap, transferable across
models, and inspectable, whereas weight modifi-
cation is expensive, model-specific, and opaque.
We formalize such an artifact as a skill set S; =
{si,1,--., Sim} that conditions the agent’s behav-
ior, ; = my(Z;, S;, &;), without altering . Self-
evolution then reduces to constructing, for each
task, a skill set under which the augmented agent
passes its test suite: 7,51 (my(Z;, Si, &) = 1.

The difficulty of the open-world setting is that
this construction must proceed without target-task
supervision. The agent observes only the instruc-
tion Z; and the environment &;; the ground-truth
test suite 7,97, reference solutions, and human feed-
back are hidden. Observing the input (Z;, &;) is not
supervision: we reserve the term supervision for de-
pendence on the hidden signal 7;GT (a gold answer,
reward, or verifier output). Inspecting the input
is thus permitted, while any dependence on 7;GT
is not. We call a construction procedure f target-
task supervision-free when it neither observes 7;GT
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Figure 2: Overview of the OPENSKILL framework. A base agent acquires open-world knowledge from external
resources to build a skill plan, then iteratively generates, executes, and refines the skill in a sandbox, using a virtual-
task verifier and diagnostic retriever to fix bugs and knowledge gaps. A leakage barrier keeps target supervision out
of skill construction, unlocking it only for final evaluation.

during skill construction nor reverse-engineers it
to build the virtual tests used for refinement (Sec-
tion 2.2.2). The skill set is then built purely from
the observable input:

Si = [(Ti, &). (1)

The observable input alone, however, is rarely
sufficient to construct competent skills. We there-
fore let the agent interact with the open world and
acquire open-world knowledge K, such as public
documentation, code repositories, papers, and tuto-
rials, none of which reveals target-task supervision.
The construction problem then expands to:

S = f(Z;, &, K), 2

where f is the proposed OPENSKILL pipeline.

2.2 The OPENSKILL Pipeline

OPENSKILL includes three stages (Figure 2): ac-
quiring domain knowledge from the open world,
refining skills against self-generated virtual tasks,
and deploying the final skill zero-shot to the tar-
get agent. The stages are connected by the arti-
facts they pass on: Stage 1 produces k;, p;, and k;’;
Stage 2 drafts skills from (p;, k;) and refines them
against virtual tests built from £, emitting a frozen
SZ* that Stage 3 deploys. A leakage barrier keeps
the hidden 7;°T out of Stages 1-2.

2.2.1 Stage 1: Open-World Knowledge
Acquisition

Prior skill creation methods (Anthropic, 2025;

Yang et al., 2026) construct skills entirely from

the LLM’s parametric knowledge Xy, the knowl-
edge stored in the frozen weights 6, as opposed to
the open-world knowledge X of Section 2.1. This
limits the resulting skills to what the model already
knows, which is insufficient for tasks that require
up-to-date APIs, project-specific conventions, or
niche domain rules.

OPENSKILL expands the knowledge base by
querying the open world. Given (Z;,&;), the
pipeline first retrieves task-relevant knowledge
from the open world k; = D(Z;,K), ki C K,
where D is an open-world retrieval function that
traverses /C and returns knowledge documents con-
taining background concepts, best practices, API
documentation, and source citations. A struc-
tured skill plan p; is then synthesized based on
(Z;, &, ki), specifying the skill architecture, key
procedures, and domain rules (implementation in
Appendix B.1).

In addition to knowledge for skill construc-
tion, the pipeline retrieves verification knowledge
kY = D¥(Z;,K), k} C K, which provides inde-
pendently verifiable anchors for later quality as-
sessment, including reference values from official
documentation, statistical invariants of well-known
datasets, cross-validation procedures from domain
standards, and expected output formats. k;’ is used
in Stage 2 to ground virtual test generation (imple-
mentation in Appendix B.2).

To prevent answer leakage, all queries issued by
D and D" are filtered to exclude the benchmark
name and any identifiers that could lead to 76T;
we audit this information isolation in Appendix F.
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2.2.2 Stage 2: Leakage-Free Skill Evolution
Given (Z;, &;, pi, ki), the base agent 7y generates
an initial skill set Si(o) = {.§§01), . ,§E%}, whose
sizem (1 <m < 4)is fixed by the S7tage-1 plan
pi, and refines all m skills jointly within a single
agent session.

To assess the skill without ground-truth feed-
back, the pipeline constructs a virtual test suite
T, = {@',1, e ,fi’ K } grounded in the verification
knowledge k; obtained in Stage 1:

7; serves as a proxy for 7;GT to guide skill refine-
ment. The pipeline f (Eq. 2) calls g internally: it
scores each round’s skills with g’s tests to drive
refinement, never observing 7;GT. Each virtual test
Ei,k € {0,1} is a deterministic assertion anchored
to independently verifiable facts rather than guess-
ing what the ground-truth tests might check. For
example, it checks the known row count of a public
dataset, the expected range of a standard metric, or
the documented output format of a library function.
The generator g is realized as an isolated verifier
LLM session that emits a deterministic pytest
suite (Appendix B.3).

The pipeline iterates for up to J rounds. At each
round 7, the current skill set SZ(J ) is executed and
evaluated against 7;. The virtual pass rate:

7)) —

K
1 ~ N
|’ﬁ|Zti,k(mzi,si(”,&)) @)
o p=1

serves as a proxy for skill quality. This proxy is
reliable only if 7 aligns with the hidden 7,°T; oth-
erwise refinement may reward skills that overfit the
virtual tests. We treat this alignment as an empirical
question and measure it directly in Section 4.2.

Diagnostic-driven refinement. When ) < 1,
the pipeline produces a structured failure diagnostic
FU) comprising per-assertion results, root-cause
analysis, and revision suggestions, then refines the
skill:

SUTY = (89, FI) | T, &, pis ki) (5)

When the diagnostic indicates a knowledge gap
rather than an implementation bug, the pipeline
triggers a targeted retrieval k:ggap ) = D(F @), K)
and injects the result into the refinement context.
The gap-versus-bug decision is made by an LLM
classifier; we detail it and the targeted-retrieval
budget in Appendix B.5.

The loop terminates when 7#U) = 1 or after at
most J refinement rounds, whichever comes first;
if #U) < 1 throughout, it exhausts the .J-round
budget (we set J=3). Auxiliary stall- and budget-
based early stops are detailed in Appendix B.4.

2.2.3 Stage 3: Zero-Shot Target Evaluation

After evolution, the final skill set SZ* —the last re-
fined version at loop termination, edited in place
rather than a best-of-V snapshot (Appendix B.4,
B.6)—is deployed to the target agent 7y in a zero-
shot setting: the agent executes the target tasks
with S, and 7.°T € {0, 1} determines pass or fail.
Because the skill is an explicit artifact rather than
model weights, it can be deployed to any target
agent without retraining.

We evaluate the performance of 7y by the aver-
age pass rate on the hidden ground-truth tests:

1 & A
PassRate = o Z; 7;GT(7T0/ (Z;, S}, gz)) (0)

Note that the target agent my need not be the con-
struction agent 7g: because 5‘;‘ is a portable artifact,
skills built with one model can be deployed on an-
other, and the hidden 7;GT enters the pipeline only
here, at final evaluation.

3 Experiment

3.1 Experimental Setup

Benchmarks. We evaluate on three agentic
benchmarks. SKILLSBENCH (Li et al., 2026) is
our primary benchmark, spanning 11 task domains
where skill quality is the limiting factor; SOCIAL-
MAZE (Xu et al., 2025) (social reasoning) and SCI-
ENCEWORLD (Wang et al., 2022a) (interactive sci-
ence) add two distinct task types. All are run un-
der the open-world protocol of Section 2, with the
ground-truth tests 7;GT hidden during construction
and consulted only at final evaluation; full dataset
details are given in Appendix A.2.

Target agents. We report two target agents from
different model families, Opus 4.6 (Claude Code)
and GPT 5.2 (Codex). For each, the pipeline is
run end-to-end so that skills are constructed and
deployed with the same model.

Baselines. We compare against seven automated
baselines, all closed-world—none retrieves open-
world knowledge or builds a self-verifier: No Skill;
Self-Gen and CoT, which self-generate skills in
a single pass from parametric knowledge (CoT
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Table 1: Main results on SkillsBench (11 domains): average reward (pass rate, %) by domain for two target agents.
Best automated method per row in bold, second best underlined; the OPENSKILL column is shaded. Human is a
reference upper bound (set off on the right) and is excluded from the best-method comparison.

Domain No Skill Self-Gen CoT Skill-Creator AutoSkill ~Memento OPENSKILL
Opus 4.6 (Claude Code)

Software 32.6 37.9 349 513 36.0 344 59.9
Office 17.0 16.7 17.1 21.4 25.7 314 50.0
Science 25.6 31.3 30.0 36.2 33.3 35.0 35.0
Media 36.1 27.9 20.4 38.5 23.6 21.8 39.6
Cybersecurity 17.8 18.8 20.4 24.6 16.6 28.8 44.1
Finance 17.5 16.7 20.0 27.5 25.0 25.0 25.0
Robotics 27.6 13.3 16.0 36.0 4.0 32.0 36.0
Energy 41.2 11.1 40.0 60.0 333 60.0 60.0
Manufacturing 0.0 0.0 0.0 0.0 0.0 0.0 0.0
Health 24.8 19.8 19.2 31.2 14.5 25.0 69.6
Math 43.2 30.0 30.0 50.0 0.0 30.0 50.0
Overall 25.5 23.9 23.9 34.7 24.7 30.1 43.6
GPT 5.2 (Codex)

Software 33.2 48.4 47.2 44 4 16.7 19.5 49.1
Office 329 31.0 26.2 26.2 9.4 14.3 44.3
Science 30.4 30.3 29.8 21.9 5.5 13.8 48.6
Media 31.3 31.0 31.8 30.9 15.2 18.2 30.4
Cybersecurity 25.0 20.8 34.7 36.8 4.1 12.5 52.5
Finance 0.0 29.2 25.0 20.8 8.4 12.5 25.0
Robotics 16.0 26.7 40.0 20.0 13.4 26.6 40.0
Energy 0.0 333 55.6 22.2 11.0 22.3 80.0
Manufacturing 0.0 11.1 0.0 0.0 0.0 0.0 0.0
Math 30.0 333 33.3 50.0 335 0.0 50.0
Health 29.2 30.2 30.2 24.3 20.0 16.5 27.9
Overall 25.0 32.2 333 29.2 11.2 15.6 42.1

adds a structured chain-of-thought workflow); Skill
Creator (Anthropic, 2025) and AutoSkill (Yang
et al., 2026), skill-synthesis methods that itera-
tively refine skills from prior knowledge or inter-
action traces; and Memento (Zhou et al., 2026),
a memory-/experience-based baseline (plus Skill-
Net (Liang et al., 2026) on SCIENCEWORLD). A
Human upper bound is excluded from the compar-
ison. Appendix A.3 details the baselines.

Metric and protocol. All methods share the
same target agents and report average reward on
the hidden test suite. A per-task cost breakdown of
the OPENSKILL pipeline (skill creation vs. evalua-
tion) is reported in Appendix E. Detailed baseline
definitions, prompts, the evaluation protocol, and
full implementation configuration are deferred to
Appendices A.3, G, A.4, A.5, and B.

3.2 Main Results

Table 1 reports the average reward (pass rate) on
SkillsBench per domain and overall, for each target
agent (exact model versions in Appendix A.1).
Best overall pass rate on both agents. OPEN-
SKILL achieves the best automated overall pass
rate on both target agents—43.6% on Opus 4.6 and
42.1% on GPT 5.2—beating the strongest baseline
by +8.9 and +8.8 points (Skill-Creator and CoT,
respectively) and landing within 1-3 points of the
Human upper bound (44.5% / 44.8%). 1t is also
the only method strong on both agents: the single-
pass variants (Self-Gen, CoT) help on GPT 5.2
but not Opus 4.6, while the iterative methods do
the reverse and collapse on GPT 5.2 (AutoSkill
24.7%—11.2%, Memento 30.1%—15.6%, both
below the 25.0% no-skill agent). Open-world ac-
quisition and leakage-free verification thus help
regardless of the underlying model.

25606



Table 2: Average reward (%) on SocialMaze and Sci-
enceWorld for both target agents. Best automated score

per column in bold, second best underlined; “~” marks
methods not run on a benchmark.
SocialMaze ScienceWorld

Method Opus 4.6 GPT 5.2 Opus4.6 GPTS5.2
No Skill 81.6 66.6 87.1 78.0
Self-Gen 80.4 67.6 88.0 75.9
CoT 79.4 66.7 88.0 80.0
Skill Creator 81.0 69.8 88.3 83.1
AutoSkill 77.2 65.9 - -
Memento 80.3 67.4 - -
SkillNet - - 88.7 77.8
OPENSKILL 82.7 70.7 90.0 85.3

Broad per-domain gains. OPENSKILL is best or
tied-best in 8 of 11 domains on Opus 4.6 and 7 of
11 on GPT 5.2, with the largest gains in knowledge-
intensive domains (Opus: Health 69.6%, Software
59.9%; GPT: Energy 80.0%, Cybersecurity 52.5%,
both above Human). It ties for second in Science
and Finance on Opus 4.6, and Manufacturing col-
lapses to 0.0% for all automated methods—a fail-
ure open-world acquisition alone does not resolve.

3.3 Beyond SkillsBench: Other Task Types

We repeat the evaluation on SocialMaze and Sci-
enceWorld with the same two agents and closed-
world baselines . As Table 2 shows, OPENSKILL
is the best automated method in all four columns—
SocialMaze 82.7% (Opus) / 70.7% (GPT) and Sci-
enceWorld 90.0% / 85.3%—improving over the
strongest baseline by +0.9 to 4+2.2 points, with
larger gains on GPT 5.2 as on SkillsBench. A per-
subtask SocialMaze breakdown is in Appendix D.

4 Analysis

We probe OPENSKILL along three questions:
RQ1 (Transferability): Do its skills transfer
across models without model-specific adaptation?
RQ2 (Verifier quality): Without ground-truth
tests, do the virtual verifier’s proxy tests align with
and cover ground-truth test intents?

RQ3 (Component contribution): How much does
each design element contribute?

4.1 RQ1: SKkill Generalization

A key advantage of explicit, reusable skills is that
skills generated by one model can be transferred
to other models without retraining or regenera-
tion. We evaluate this cross-model transferability
by deploying the skill libraries produced by Opus

No Skill AutoSkill

gso m==" OpenSkill Memento
"% 232
207

22
o
&
g 10 10.4
<

Haiku 4.5 Qwen 3 DeepSeek V3 Mistral

Coder Large 3

Figure 3: Average reward (%) when transferring Opus
4.6-generated skills to other models on SkillsBench.

4.6 under three generation methods—OPENSKILL
(ours), AutoSkill, and Memento—directly onto
four weaker models: Haiku 4.5,] Qwen 3 Coder,?
DeepSeek V3 (Liu et al., 2024), and Mistral Large
3.3 Each model is evaluated on SkillsBench.

Figure 3 shows that OPENSKILL-generated
skills consistently yield the highest reward across
all four target models, improving over the no-skill
baseline by 5.5%-14.8% points. Notably, these
gains are achieved without any model-specific
adaptation: the same skill files produced by Opus
4.6 are used as-is. Reusing skills in this way makes
skill creation a one-time cost, since a single gen-
erated skill set is applied to all four target models
with no additional generation overhead. We report
detailed costs in Appendix E. Memento skills also
transfer reasonably well to four models. AutoSkill
performs worse than the no-skill baseline, suggest-
ing that its generated skills are tightly coupled to
the originating model and fail to generalize.

Takeaway (RQ1)

OPENSKILL encodes task-relevant knowl-
edge in a model-agnostic form, so the same
skill files transfer effectively across models—
without any model-specific adaptation—even
to substantially weaker ones.

. J

4.2 RQ2: Virtual Verifier Quality

A central design element of OPENSKILL is the
Virtual Verifier—a separate LLM agent that gen-
erates proxy test suites from task specifications
alone, without access to ground-truth (GT) tests.
This proxy provides iterative feedback to the task
executor during open-loop deployment where no
GT oracle is available. We evaluate the quality of
surrogate-generated tests along two axes: align-

"https://www.anthropic.com/news/
claude-haiku-4-5

2https://qwenlm.github.io/blog/qwen3-coder/

*https://mistral.ai/news/mistral-3
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Table 3: Percentage distribution of proxy results and GT
rewards (N = 84).

Reward >0 Reward =0 Total
Proxy Pass 39.29% 29.76% 69.05%
Proxy Fail 9.52% 21.43% 30.95%
Total 48.81% 51.19% 100.00%

ment with GT evaluation outcomes, and coverage
of GT test intents.

Alignment with GT outcomes. Table 3 reports
the agreement between virtual verifier decisions
and GT evaluation outcomes. The virtual verifier
achieves 56.9% precision and 80.5% recall, with
an overall agreement rate of 60.7%. The associa-
tion between virtual verifier decisions and GT re-
ward is statistically significant (Fisher’s exact test
OR = 2.97, p = 0.035; point-biserial » = 0.242,
p = 0.027), confirming that the virtual verifier pro-
vides a meaningful quality signal despite operating
without access to ground-truth tests. We acknowl-
edge the modest verifier reliability, and position
the virtual verifier as an imperfect but informative
proxy — the only gating signal available when no
GT exists. We analyze the remaining disagreement
cases and their failure modes in Appendix C.

Coverage of GT test intents. We further analyze
how well the virtual verifier’s generated tests cover
the evaluation intents of human-authored GT tests.
We randomly sample 15 tasks and use an LLM
judge, i.e., opus 4.6 to perform semantic matching
between each GT test function and the surrogate
test suite, determining whether the GT test’s pur-
pose (e.g., “check output file exists,” “verify nu-
merical accuracy within tolerance”) is addressed
by at least one virtual test.

Across the 15 sampled tasks, the virtual verifier
covers 88.9% of GT test intents (120 out of 135).
The uncovered 11.1% cluster in two categories:
(1) anti-cheat meta-validation checks specific to
the benchmark infrastructure, and (2) deep seman-
tic quality properties (e.g., taxonomy coherence,
lemmatization correctness) that require domain ex-
pertise beyond what the task specification provides.
Meanwhile, the virtual verifier generates a median
of 3.4x more test functions per task than the GT
suite, contributing 15.3 additional assertions per
task on average—primarily defensive checks on
output format, type validity, and domain-specific
boundary conditions.

(a) Iteration count 85 Sb) Component contribution

82.7

peak 82.7 825

8.2pp

" None +VV +DR +Both

Refinement iterations

Figure 4: Ablations on SOCIALMAZE (Opus 4.6). (a)
Reward peaks at a few refinement iterations and de-
grades with more, indicating overfitting to virtual feed-
back. (b) Open-world query (DR) and the virtual verifier
(VV) each improve over the parametric-only baseline
and are largely complementary, with the combination
performing best.

Takeaway (RQ2)

The virtual verifier is an imperfect but infor-
mative proxy when no GT exists. Its proxy
tests cover most human-authored test intents
and track the true outcomes closely to gate
skill generation on their own.

\_ J

4.3 RQ3: Ablation Studies

We conduct two ablation studies on SOCIALMAZE
using Opus 4.6 to isolate the contributions of key
design choices.

Iteration count. The virtual verifier loop refines
each generated strategy through iterative critique—
revision cycles. We vary the maximum number of
iterations across {1, 3,5, 10} to examine its effect
on downstream task performance. Figure 4a re-
ports the results. Performance peaks at 3 iterations
(82.7%), matching the default configuration, and
degrades slightly with additional iterations (79.9%
at 5, 78.0% at 10), suggesting that excessive refine-
ment introduces overfitting to virtual test feedback.

Component contribution. We ablate two core
components of the pipeline: (1) the open world
query module, which retrieves external domain
knowledge to inform strategy generation, and (2)
the virtual verifier, which provides proxy test feed-
back for iterative refinement. Figure 4b reports the
results under four configurations. Removing both
components yields 74.5%, establishing a lower
bound where the model relies solely on paramet-
ric knowledge for strategy generation. Adding
either component individually recovers most of
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the performance: open world query alone con-
tributes +6.1 percentage points (80.6%), while the
virtual verifier alone contributes +6.3 percentage
points (80.8%). Their contributions are largely
complementary—combining both achieves 82.7%,
a further +2.1 percentage points over the better in-
dividual component—though the marginal gain of
each is smaller in the presence of the other, indicat-
ing partial overlap in the errors they correct.

Takeaway (RQ3)

Open-world query and the virtual verifier each
contribute substantially over a parametric-
only baseline and are largely complementary;
refinement helps only up to a point, after
which additional iterations overfit to virtual
feedback.

\ J

5 Related Work

5.1 Self-Evolving Agents and Agent Skills

LLM agents interleave reasoning and actions (Yao
et al., 2022), teach themselves to call tools (Schick
et al., 2023), and improve planning through struc-
tured deliberation (Yao et al., 2023; Zhou et al.,
2023). To improve after deployment, self-evolving
agents accumulate reusable knowledge through re-
flection over past attempts (Shinn et al., 2023), ex-
ecutable skills learned by exploration (Wang et al.,
2023), subagents distilled from successful solu-
tions (Zhang et al., 2026b), and cumulative skill
creation (Huang et al., 2025a); recent work cou-
ples skill learning with verification, co-evolving
skills and their verifiers (Zhang et al., 2026a).
Reinforcement-learning variants instead internalize
skills into model weights (Xia et al., 2026; Wang
et al., 2025; Lu et al., 2026), yielding knowledge
that is hard to inspect, edit, or transfer across mod-
els. A growing body treats skills as a managed
resource: benchmarks show self-generated skills
are unreliable (Li et al., 2026; Xu and Yan, 2026),
while retrieval, compression, and multi-objective
selection improve deployment (Li et al., 2025; Liu
et al., 2026a; Gao et al., 2026; Wang et al., 2026;
Gong et al., 2026); skills can further be viewed as
structured prompts, linking to automatic prompt
optimization (Zhou et al., 2022; Pryzant et al.,
2023). Unlike these lines, OPENSKILL makes
open-world acquisition the primary source of skill
content, keeps skills as explicit and transferable
artifacts rather than model-bound behaviors, and

refines them without target-task supervision; better
retrieval and compression remain complementary
at deployment.

5.2 Open-World Knowledge Acquisition

Retrieval-augmented generation grounds outputs in
external, non-parametric evidence (Lewis et al.,
2020; Gao et al., 2023), and browser-assisted,
deep-research, and environment-interactive agents
search the web, repositories, and tools to complete
knowledge-intensive, long-horizon tasks (Nakano
et al., 2021; Huang et al., 2025b; Zhou et al., 2024;
Yang et al., 2024). These methods retrieve knowl-
edge to answer a query or complete a single task,
whereas OPENSKILL uses open-world retrieval as
the substrate for synthesizing persistent, reusable
skills and for grounding a self-verification signal.

5.3 Self-Verification and Self-Generated
Evaluation

Without target-task supervision, an agent must
judge its own outputs: prior work aggregates multi-
ple reasoning paths (Wang et al., 2022b), iterates
on self-feedback (Madaan et al., 2023), and uses
LLMs as judges (Zheng et al., 2023; Gu et al.,
2024), while in code domains self-generated tests
filter or repair solutions through execution feed-
back (Chen et al., 2022, 2024; Chu et al., 2025).
Closer to our setting, skill-centric methods verify
synthesized skills before use, either by synthesiz-
ing skills with verification at inference time (Ma
et al., 2026) or by co-evolving skills together with a
learned verifier (Zhang et al., 2026a). These signals
derive from the model’s own priors or the target
task itself, which limits calibration and risks super-
vision leakage. OPENSKILL’s virtual tasks differ
by anchoring verification to independently verifi-
able facts retrieved from the open world, yielding
a practice environment that remains isolated from
hidden target-task supervision.

6 Conclusion

We studied open-world self-evolution, where an
agent starts from only a task prompt and must build
both its skills and its own verification signals from
open-world resources, without target-task supervi-
sion during learning. OPENSKILL realizes this by
acquiring grounded knowledge and verification an-
chors from the open world, synthesizing them into
transferable skills, and refining those skills against
self-built virtual tasks rather than target answers.
Across three benchmarks and two target agents it
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attains the best automated pass rate while honor-
ing the no-supervision constraint, with skills that
transfer to weaker models and a self-built verifier
that aligns with ground-truth outcomes it never ob-
serves. This points to open-world acquisition and
leakage-free verification as a path toward agents
that keep improving after deployment, where cu-
rated skills and reliable feedback are unavailable.

Limitations

Open-world self-evolution introduces new chal-
lenges. First, web and repository sources may be
noisy, outdated, or contradictory. The framework
therefore requires provenance tracking and source
validation. Second, virtual tasks may fail to capture
the full difficulty of real target tasks. If virtual tasks
are too easy, they may overestimate skill quality;
if they are derived from hidden answers or verifier
behavior, they may reintroduce target-task supervi-
sion. Third, open-world research can increase cost
and latency relative to closed-world skill genera-
tion.

A more fundamental limitation is that the vir-
tual verifier is itself imperfect. Its agreement with
ground-truth judgments is moderate, and no refer-
ence is available to calibrate it in the open-world
setting.

Finally, retrieval quality bounds the system. Per-
formance degrades monotonically as the retriever
weakens. Retrieval failures are also correlated
across components: poor evidence conditions both
the skill and its verifier on the same flawed context.
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A Experimental Details

A.1 Model Details

The OPENSKILL pipeline uses models
from three families. All LLM roles in the
pipeline are instantiated either with Anthropic
Claude (claude-opus-4-6),* or OpenAl GPT

4https://www.anthropic.com/news/
claude-opus-4-6

(gpt-5.2).°> The two open-world retrieval roles
use Google Gemini:® the main knowledge
acquisition (D) calls the Gemini Deep Research
agent (deep-research-pro-preview-12-2025),
while verification-knowledge retrieval (DY)
and diagnostic-driven targeted retrieval use the
search-grounded  gemini-3.1-flash-lite.’
Zero-shot evaluation uses the claude code® for
Opus 4.6, codex’ for GPT-5.2, and terminus-2
agent (Merrill et al., 2026) for other LLMs.
Version strings denote the exact model snapshots
used in our experiments.

A.2 Dataset Details

We evaluate on three agentic benchmarks. SKILLS-
BENCH (Li et al., 2026) is our primary benchmark
and spans 11 task domains: Software, Office, Sci-
ence, Media, Cybersecurity, Finance, Robotics, En-
ergy, Manufacturing, Health, and Math. It is con-
structed so that skill quality, rather than base rea-
soning, is the limiting factor on task success. SO-
CIALMAZE (Xu et al., 2025) is a social-reasoning
suite of six subtasks—FTS, HRD, REFT, RDP,
SGA, and UPI (broken out in Appendix D). ScI-
ENCEWORLD (Wang et al., 2022a) is an interactive
science-experiment environment. On every bench-
mark the ground-truth test suite 7;GT is hidden dur-
ing skill construction and consulted only at final
evaluation.

A.3 Baselines

We compare OPENSKILL against seven automated
conditions and one reference upper bound, all shar-
ing the same target agents and hidden-test evalua-
tion protocol:

* No Skill runs the target agent on the task
with no skill artifact provided. It isolates the
agent’s parametric competence and serves as the
zero-knowledge floor against which every skill-
construction method is measured.

* Self-Gen (Self-Generated Skills) reproduces the
single-pass self-generation condition of Skills-
Bench (Li et al., 2026). Drawing on its para-
metric knowledge alone, the agent authors one

5https://openai.com/index/
introducing-gpt-5-2/

6https://ai.google.dev/gemini—api/docs/models/
deep-research-pro-preview-12-2025

7https://ai.google.dev/gemini—api/docs/models/
gemini-3.1-flash-lite-preview

8https://docs.claude.com/en/docs/claude—code/
overview

“https://github.com/openai/codex
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to five SKILL.md documents in a single forward
pass and immediately uses them to solve the task.
There is no open-world retrieval, no interaction-
trace mining, and no evolution or verification
loop, so the skills can only re-express knowl-
edge the model already holds. This baseline di-
rectly tests the SkillsBench observation that mod-
els cannot reliably author the procedural knowl-
edge they benefit from consuming (prompt in
Appendix G.1).

CoT (CoT-Guided Self-Generation) preserves
the single-pass, parametric-only setting of Self-
Gen but scaffolds the drafting with an explicit
five-step chain-of-thought prompt that walks the
agent through analyzing the task, recalling rele-
vant procedures, structuring the skill, drafting
it, and self-reviewing before solving. It iso-
lates whether structured reasoning over existing
knowledge—without any external information or
feedback—is sufficient to produce useful skills
(prompt in Appendix G.2).

Skill Creator (Anthropic, 2025) is
thropic’s  official Claude Code agent
skill for authoring, evaluating, and it-
eratively improving skills. It runs a
Draft — Test — Review — Improve — Repeat
loop: it captures intent, writes a SKILL.md with
progressive disclosure (metadata, body, and
bundled scripts/references), executes with-skill
and baseline test cases, grades them with quan-
titative assertions, and revises on the resulting
feedback. Crucially, this refinement loop draws
on parametric knowledge and self-graded test
cases rather than open-world sources or a
supervision-free verifier, so it iterates but does
not acquire genuinely new external knowledge.

An-

AutoSKkill (Yang et al., 2026) is an experience-
driven lifelong learning framework that abstracts,
maintains, and reuses skills from dialogue and
interaction traces, organizing them into a hierar-
chical skill bank (domain — family — leaf skill)
as a model-agnostic plugin layer that injects rele-
vant skills into future requests without retraining.
In our protocol we invoke the released AutoSkill
toolkit to construct a skill set per task from the
task instruction and copy the generated skills
into the agent’s skill directory. Because its self-
evolution operates over prior knowledge and ac-
cumulated traces rather than open-world retrieval,
it remains a closed-world refinement baseline.

* Memento (Zhou et al., 2026) is a memory-based
reinforcement learning framework in which
reusable skills are stored as markdown files
and improved through a Read—Write Reflective
Learning mechanism: a skill router selects rel-
evant skills in the read phase, and the agent up-
dates its skill library from new experience in
the write phase, with a background consolida-
tion (“‘dream”) step that compresses accumulated
memory—all without updating model parame-
ters. We run the released system per task, exclud-
ing its built-in utility skills and retaining only
the newly created ones. Its updates are driven
by self-generated experience rather than external
knowledge or a supervision-free verifier.

 SkillNet (Liang et al., 2026) is an open infras-
tructure for creating, evaluating, and connecting
Al skills at scale, scoring skills along five dimen-
sions (safety, completeness, executability, main-
tainability, and cost-awareness). Following its re-
ported evaluation setting, we include SkillNet on
SCIENCEWORLD only; the corresponding cells
are left empty on the other benchmarks.

* Human Curated skills are the expert-authored
reference skills shipped with each benchmark.
They serve as a reference upper bound and are
excluded from the best-automated-method com-
parison.

For the third-party methods that ship as exe-
cutable systems—Skill Creator, AutoSkill, and
Memento—we use the released implementations
with claude-opus-4-7 as the underlying back-
bone, the same target agents, and the same hidden-
test evaluation protocol as OPENSKILL, so that
differences in reward reflect the skill-construction
mechanism rather than the model or the evaluation
harness.

A.4 Evaluation Metrics

For SKILLSBENCH, we report the average re-
ward (pass rate) over a benchmark’s tasks, com-
puted from the hidden ground-truth test suite as in
Eq. 6. Each constructed skill set is deployed under
Neval = O independent zero-shot evaluation runs
(Appendix B.6), and per-domain scores are aver-
aged into the overall figure reported in each table.
For the virtual-verifier analysis (Section 4.2) we
additionally report alignment statistics—precision,
recall, agreement, and association tests (Fisher’s
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Table 4: Capability comparison of the automated meth-
ods. OW retr.: acquires open-world knowledge beyond
parametric/experience memory; Refine: iteratively re-
fines skills; SF verif.: builds a supervision-free verifi-
cation signal (no target-task feedback); Artifact: pro-
duces an explicit, model-transferable skill. SKILLNET
(SCIENCEWORLD only) is omitted.

Method OW retr. Refine SF verif. Artifact

No Skill

Self-Gen

CoT

Skill Creator

AutoSkill

Memento

OPENSKILL (ours) v

ANENENEN
SN

exact test and point-biserial correlation)—and the
coverage of ground-truth test intents.

For SOCIALMAZE, each of the six tasks is eval-
uated by task-specific accuracy (%): the fraction of
test scenarios in which the model produces a cor-
rect prediction (e.g., identifying the spy, predicting
the accept/reject decision, exact-matching the star
rating). We report the macro-average across all six
tasks.

For SCIENCEWORLD, we use the environment
completion score (0—100) returned by the simula-
tor, which measures the degree to which the agent
fulfills the task objective. We report the mean score
across all task variations.

For brevity, we refer to all metrics uniformly as
reward throughout the paper.

A.5 OPENSKILL Hyperparameters

Table 5 lists the concrete configuration used in our
experiments.

B Pipeline Implementation Details

This appendix specifies how the abstract functions
in Section 2—the open-world retrieval D and D",
the virtual-test generator g, the refinement loop,
and the gap/bug diagnosis—are realized, so that
the pipeline is reproducible. The pipeline is orches-
trated on the host, while skill creation and verifica-
tion run inside a per-task Docker container.

B.1 Open-World Retrieval D
D is decomposed into three host-side stages.

Query synthesis. An LLM Agent Planner reads
the task instruction Z;, the task metadata (category,
tags, difficulty), and a preview of the environment

Component Setting

Knowledge acquisition (D)
Deep-research agent deep-research-pro
Poll interval / hard timeout 10s/3600s
Skills per plan 1-4

Verification knowledge (D)
Search model gemini-3.1-f1
Temperature 0.3

“Already known” context 4000 chars
Virtual testing & evolution (g, T)

Pass threshold to exit r=1.0

Max refinement retries (J) 3

Max host interventions 1

Idle / stale episode limit 3/10
Token-budget warn / stop 70% 1 90%
Verifier / creator max episodes 20/ 60

Diagnostic-driven retrieval (D on gaps)
Classifier model gemini-3.1-f1

Classifier temp. / max tokens 0.1/200

Max searches per task 3
Zero-shot evaluation

Evaluation runs neval 5

Table 5: OPENSKILL configuration used in experiments.
Model names are abbreviated; see Appendix B for the
exact identifiers and the role of each component.

files in &; (text files truncated to 2000 characters;
PDFs extracted to 5000 characters; skills/ and
doc/ directories excluded). It emits a single free-
text research query that requests library APIs, func-
tion signatures, parameter defaults, working code
examples, and common pitfalls, while being explic-
itly instructed not to include the solution approach.

Leakage filtering. Before any query is issued,
a sanitize_query step removes the benchmark
name and its spelling variants (case-insensitive)
from the query string, so that the retrieval engine
cannot match the benchmark’s own pages and leak
target answers. This filter is applied to every query
issued by D and D".

Retrieval and planning. The sanitized query
is submitted to a commercial deep-research
agent (deep-research-pro-preview-12-2025)
through an asynchronous interactions API: a sin-
gle query is submitted and polled every 10s up to
a 3600 s hard timeout; the multi-step web search
and synthesis are performed server-side. The result
is written as a background document k; together
with a deduplicated list of source URLs. A second
LLM, the Skill Planner, then decomposes k; into
1-4 skills (each with a name, responsibility, key
functions, and the background sections it depends
on) to form the plan p;, and slices the background
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document into per-skill reference material by fuzzy-
matching section headers (falling back to the full
document when no section matches).

B.2 Verification-Knowledge Retrieval DY

Dv is a second, orthogonal retrieval pass imple-
mented as a single search-grounded generation
call (gemini-3.1-flash-1lite, temperature 0.3,
Google-Search grounding). Unlike D, its prompt
does not ask for API knowledge; it asks only for
four classes of independently checkable anchors:
(i) reference values that can be computed by hand
for small, well-known inputs; (ii) dataset-level sta-
tistical invariants (row counts, sum-to-one con-
straints, monotonicity, value ranges); (iii) cross-
validation procedures using alternative tools or li-
braries; and (iv) published benchmarks or reference
implementations with known input—output pairs.
To keep k; disjoint from k;, the first 4000 char-
acters of the background document are inserted
into the prompt under an “Already Known—do not
repeat” block. The result & is stored and later
injected into the virtual-test generator.

B.3 Virtual-Test Generation g

The virtual test suite 7; is produced by an Inde-
pendent Verifier: a fresh LLM session that shares
the container (and therefore the produced output
files) with the skill creator but not its conversation,
reasoning, or implementation code. This isolation
is by design, to avoid confirmation bias—the veri-
fier judges outputs without seeing how they were
generated.

The verifier is instructed to derive expected val-
ues either by independently recomputing them
from the environment inputs and the documented
task rules, or directly from the verification knowl-
edge k7, which is injected into its prompt as the
“primary oracle” of externally verified values. It
emits a pytest script of deterministic equality as-
sertions (e.g., assert x == y) that is executed in
the container. Each assertion ¢; , € {0, 1} is thus
an exact, reproducible check. We emphasize that
the hidden test suite 7;GT is never referenced: its
file paths are not provided to the verifier, and the
SkillWeaver loop never invokes the ground-truth or-
acle during construction. The isolation is enforced
at the process and prompt level (a separate session
with no GT paths) rather than by a filesystem sand-
box.

A non-LLM parser reads the pytest output and
computes the virtual pass rate 7#7) as passed /total

(skipped tests excluded), yielding the quality signal
in Eq. 4. Across refinement rounds the verifier
inherits its previous script and failure list, repairing
broken test code before adding deeper assertions,
and is capped at 60 tests to favor correctness over
quantity.

B.4 Iterative Refinement and Termination

Refinement is performed by the skill creator it-
self, in a single long-lived session: when 77) <
1, the host returns a structured failure report—
passed/total counts, the failed-assertion list, and
an optional diagnosis—and instructs the creator to
fix the logic in its skill scripts and regenerate out-
puts (never to edit outputs directly). The loop exits
with status surrogate_pass only when 7 = 1.0
and auxiliary structural checks pass. The bound J
in Section 2.2.2 is realized as a cap of 3 surrogate-
failure retries (with at most one successful inter-
vention); additional early-stopping guards trigger
on idle/stale episodes (3/10) and on token-budget
exhaustion (warning at 70%, stop at 90%).

B.5 Gap-vs-Bug Diagnosis and Targeted
Retrieval

When a refinement round fails, an LLM classi-
fier (gemini-3.1-flash-lite, temperature 0.1,
200 max tokens) reads the failed assertions, the
diagnosis, and the prior domain knowledge, and
emits one line: SELF-FIXABLE (an implementa-
tion bug—wrong variable, off-by-one, format mis-
match, type error, or a fix already implied by
existing knowledge) or NEEDS-DR (a knowledge
gap—an unknown correct value, an algorithm/-
parameter choice requiring domain expertise, or
library usage not covered by prior knowledge).
On SELF-FIXABLE, only the verifier feedback is
returned and the creator fixes the code unaided.
On NEEDS-DR, a targeted search kl(gap) is issued
(sharing the search-grounding path of D) and its
result is appended to the feedback. Targeted re-
trieval is capped at 3 searches per task, with already-
searched topics listed in the query to discourage
repetition; if the classifier call fails, the system
conservatively defaults to SELF-FIXABLE (no re-
trieval).

B.6 Final Skill Selection

Because the creator edits one skill set in place
across rounds, the final skill set S; deployed in
Stage 3 is the state of the evo-* skills at loop
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termination—the most recently refined version—
rather than a best-of- NV snapshot selected by virtual
pass rate. These skills are exported from the con-
tainer and copied into the target workspace, where
the agent uses them under n.yy = 5 independent
zero-shot evaluation runs scored by 7,°T.

C Failure Modes of Virtual Verifier

We analyze the 33 disagreement cases between the
virtual verifier and GT evaluation (25 false posi-
tives and 8 false negatives) to characterize the fail-
ure modes of the virtual verifier.

False positives (proxy pass, GT fail). The
25 false positive tasks fall into three categories.
(1) High-accuracy near-misses (12 tasks, mean
acc=0.81): these tasks pass the majority of GT
tests but receive zero reward due to the strict all-or-
nothing evaluation criterion (reward >0 requires
every test to pass across all runs). The virtual
verifier correctly identifies that the skill produces
largely correct outputs, but cannot anticipate the
few remaining edge-case failures that the GT suite
catches. (2) Partial correctness (11 tasks, mean
acc=0.52): the surrogate tests are satisfied by out-
puts that are structurally valid but semantically
incomplete—for instance, producing a well-formed
JSON with incorrect numerical values. This reflects
the virtual verifier’s reliance on format-level and
boundary checks, which are insufficient for tasks
requiring deep computational verification. (3) Gen-
uine misalignment (2 tasks, acc =0.0): the surro-
gate tests fail to capture any aspect of the correct be-
havior, approving entirely incorrect outputs. Both
cases involve domain-specific chemical similarity
search and code translation tasks where the virtual
verifier lacks the prerequisite knowledge to gener-
ate meaningful test oracles.

False negatives (proxy fail, GT pass). The
8 false negative tasks cluster into two patterns.
(1) Near-pass (3 tasks): the virtual verifier achieved
89-97% surrogate pass rate but fell short of 100%,
typically failing on one or two overly strict surro-
gate assertions. These tasks succeed on GT evalua-
tion because the unmet surrogate tests target edge
cases that are not tested by the GT suite. (2) Veri-
fier infrastructure failure (5 tasks): the surrogate
test generation or execution pipeline failed entirely
(0% pass rate), yet the agent still produced a cor-
rect solution. These tasks are predominantly non-
standard (CVE patches, build system fixes, proof

Table 6: Per-subtask reward (%) on SocialMaze for the
Opus 4.6 and GPT 5.2 target agents. OPENSKILL rows
are shaded; best average per target agent in bold.

Method FTS HRD REFT RDP SGA UPI ‘ Avg
Opus 4.6

OPENSKILL  98.0 90.0 53.7 80.0 100.0 74.5| 82.7
No Skill 96.0 91.2 50.7 80.0 100.0 71.5]81.6
Skill Creator 98.0 912 49.6 77.5 100.0 70.0 | 81.0
Self-Gen 92.0 925 51.1 75.0 100.0 72.0|80.4
Memento 1000 91.2 46,7 75.0 98.8 70.0|80.3
CoT 940 888 523 70.0 100.0 71.5|79.4
AutoSKkill 100.0 925 273 750 100.0 68.5|77.2
GPT 5.2

OPENSKILL  98.0 60.0 54.6 625 80.0 69.0|70.7

Skill Creator 100.0 725 393 550 86.2 65.5|69.8
Self-Gen 98.0 675 437 550 688 725|676
Memento 100.0 712 463 575 63.7 655|674
CoT 940 588 519 550 700 70.5|66.7
No Skill 96.0 525 51.0 575 725 70.0|66.6

AutoSkill 98.0 675 297 550 725 725|659

assistants) where the virtual verifier’s pytest-based
testing framework is fundamentally unsuitable for
validating the output.

D SocialMaze Per-Subtask Results

Table 6 expands the SocialMaze averages of Ta-
ble 2 into the six SocialMaze subtasks (FTS, HRD,
REFT, RDP, SGA, and UPI) for both target agents.
Per-subtask scores vary widely across methods;
OPENSKILL attains the best overall average on
both target agents (82.7% on Opus, 70.7% on GPT),
driven largely by the harder reasoning subtasks
(REFT, UPI on Opus; REFT, RDP on GPT) rather
than uniform gains across all subtasks.

E Computational Cost

Table 7 reports the per-task computational cost of
OPENSKILL on SKILLSBENCH (84 tasks, Opus
4.6). The pipeline consists of two phases: skill
creation (Stages 1-4: deep research, skill planning,
and skill synthesis with a virtual verifier loop) and
evaluation (Stage 5: 5 independent agent runs us-
ing the generated skill).

Skill creation dominates the token budget (749K
out of 1.14M tokens, 66%) but accounts for only
30% of the wall-clock time (39 out of 131 min-
utes). This discrepancy arises because the virtual
verifier loop (Stage 4, averaging 3.0 iterations)
runs as a single sequential LLM session, whereas
ground-truth (GT) evaluation requires 5 indepen-
dent, Docker-containerized agent runs. Across all
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Table 7: Per-task computational cost on SKILLSBENCH
(Opus 4.6). Token counts for Stage 4 are measured from
execution logs; others are estimated from artifact sizes.
Stages 1 and 3 use Gemini 2.5 Flash; all other stages
use Opus 4.6.

Stage Description Tokens Time
1 Deep Research (Gemini) ~10K ~8 min
2 Skill Plan Generation ~10K <1 min
3 Surrogate DR (Gemini) ~2K ~2 min
4 Skill Creation + VV Loop 727K 29.0 min

Skill creation total ~T749K  ~39 min
5 GT Evaluation (5 runs) ~400K  91.5 min

End-to-end total ~1.14M ~131 min

Table 8: Per-run evaluation cost on SKILLSBENCH
(Opus 4.6 backbone). It reports GT evaluation time,
excluding skill creation.

Result No-Skill  OpenSkill
Per-run time, mean (s) 465.0 845.4
Per-run time, median (s) 347.6 368.2
Mean reward 25.5% 43.6%

84 tasks, the total skill creation cost accumulates
to 31.4 API-hours and ~47M tokens. The full end-
to-end pipeline (creation and evaluation) totals 140
hours and ~97M tokens, corresponding to an esti-
mated API cost of ~$1,800 at Opus 4.6 list pricing
($15/M input, $75/M output).

Importantly, skill creation is a one-time cost:
once generated, skills are reused across models and
runs without additional creation overhead. In the
cross-model transfer experiments, skill-equipped
evaluation takes 16—27 minutes per task depending
on the target model (Haiku: 17.7 min, DeepSeek:
18.1 min, Qwen 3 Coder: 15.7 min, Mistral: 27.0
min), incurring zero additional skill creation cost.

Computational Cost Comparison. Table 8 com-
pares the per-task, per-run evaluation cost between
the No-Skill baseline and OPENSKILL. Both con-
figurations use Opus 4.6 as the backbone LLM
under the same evaluation harness.

The No-Skill agent spends an average of 465.0 s
per evaluation run. Considering the evaluation
stage alone, OPENSKILL requires a median of
368.2 s per run, which is comparable with the No-
Skill baseline. The substantial gap between the
eval-only mean (845.4 s) and median (368.2 s) is
driven by a small number of long-running tasks.

F Information Isolation Audit

A key design requirement of the Virtual Verifier is
strict information isolation: it must generate surro-
gate tests without access to ground-truth (GT) tests,
solutions, or the skill creator’s internal state. We
verify this through a four-layer audit.

Code-level isolation. The base agent accepts
exactly two inputs: the task instruction and en-
vironment files (input data, Dockerfile). Its
function signature explicitly excludes solution
and test paths. The independent verifier
(independent_verifier.py) instantiates a sepa-
rate LLM session with no shared context from the
skill creator, preventing any cross-agent informa-
tion leakage.

Container-level isolation. Each task runs in-
side a Docker container built from the task’s
environment/Dockerfile. The GT test direc-
tory (tests/) and solution directory (solution/)
reside on the host filesystem as siblings to
environment/ and are never mounted or copied
into the container. The verifier agent can only ob-
serve files under /app/environment/ and outputs
written by the creator agent.

GT oracle bypass. The OpenSkill evolution loop
overrides the parent class’s GT oracle, ensuring the
GT oracle is never invoked during skill creation.
The loop exits upon surrogate test passage, without
ever reaching the GT evaluation code path. The
only GT-derived signal is a single pass/fail bit used
when the verifier is re-invoked to write deeper tests;
no GT test content, assertion details, or expected
values are exposed.

Log-level verification. We audited
evolution_run_log. json files. Zero refer-
ences to GT test files appear in agent execution
trajectories. The only GT-related entries reside
in post-hoc pipeline evaluation fields that are
recorded after the agent has exited and are never
fed back to any agent.

Prompt-level enforcement. Both the surrogate
writer and independent verifier system prompts con-
tain explicit instructions: “You must ONLY use
information from the task instruction and environ-
ment files. You have NO access to the solution or
ground-truth tests.”

25617



G Baseline Prompts

G.1 Self-Generated Skills Prompt

This prompt replicates the self-generation condi-
tion of SkillsBench (Li et al., 2026) (Appendix C.6).
It is appended to the task instruction; the agent gen-
erates skills in-session before solving the task, with
no external verification.

Self-Generated Skills Prompt

Important: Generate Skills First
Before attempting to solve this task:

1. Analyze the task requirements and
identify what domain knowledge, APIs, or
techniques are needed.

2. Write 1-5 modular skill documents.

3. Save each skill as a markdown file in
environment/skills/.

4. Then solve the task using the skills you

created as reference.
. J

G.2 CoT-Guided Self-Generation Prompt

This prompt extends the Self-Generated Skills base-
line with a structured five-step chain-of-thought
workflow. Despite the added structure, the agent
still lacks external verification feedback, and this
condition achieves only 30.7% pass rate (compara-
ble to the no-skill baseline).

CoT-Guided Self-Generation Prompt

Step 1: Task Analysis - identify domain,
tools, output format, pitfalls

Step 2: Skill Architecture Design - plan 1-3
focused skills

Step 3: Write Skills with Progressive
Disclosure

(a) YAML frontmatter: name and description

(b) Key constraints and rules

(c) Step-by-step workflow with decision
points

(d) Common mistakes to avoid and edge cases

(e) If helpful, include scripts/ with
reusable utility code

Step 4: Self-Verify - re-read instruction,
check every requirement has coverage
Step 5: Execute

. J

H Statistical Analysis

To verify that the reported gains are not artifacts
of sampling variability, we compute 95% confi-
dence intervals, paired bootstrap tests, and McNe-
mar’s tests on each benchmark’s reported metric,
using B = 10,000 resamples. Table 9 reports the

Table 9: 95% confidence intervals on each benchmark’s
reported metric. For every setting we compare OPEN-
SKILL against the strongest automated baseline in that

setting.

Benchmark Target agent OPENSKILL  Strongest baseline
Score [95% CI]  Score [95% CI]
SkillsBench Opus 4.6 43.6 [33.8,53.6] 34.7 [26.1, 43.6]
GPT 5.2 42.1[32.2,52.11 33.3[25.0,41.9]
SocialMaze Opus 4.6 82.7[79.9,85.3] 81.6[78.8,84.4]
GPT 5.2 70.7 [67.0, 74.4]  69.8 [66.2, 73.2]
ScienceWorld Opus 4.6 90.0 [87.3,92.6] 88.7[85.7,91.5]
GPT 5.2 85.3[81.8,88.7] 83.1[79.5, 86.6]

95% Cls for OPENSKILL against the strongest au-
tomated baseline in each setting.

Under the paired bootstrap test, OPENSKILL is
significantly better in 11 of 12, 10 of 12, and 8
of 10 comparisons on SkillsBench, SocialMaze,
and ScienceWorld respectively. McNemar’s test
yields a significant advantage for OPENSKILL in
30 of 34 comparisons across the three benchmarks
(SkillsBench 12 of 12, SocialMaze 12 of 12, Sci-
enceWorld 6 of 10; a = 0.05), indicating that
OPENSKILL is significantly more often the only
method that solves a given task, rather than the
gains reflecting random fluctuation.
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