
Proceedings of the 2026 Conference on Empirical Methods in Natural Language Processing, pages 26128–26141
October 24-29, 2026 ©2026 Association for Computational Linguistics

Draft-OPD: On-Policy Distillation for Speculative Draft Models

Haodi Lei1,2 Yafu Li2,5,* Haoran Zhang1,2

Shunkai Zhang2,6 Qianjia Cheng2,4 Xiaoye Qu2 Ganqu Cui2

Bowen Zhou2,3 Ning Ding3,2,* Yun Luo2,* Yu Cheng7,2

1 Shanghai Jiao Tong University 2 Shanghai AI Laboratory 3 Tsinghua University 4 Zhejiang University
5 The Chinese University of Hong Kong 6 Peking University 7 Nanyang Technological University

* Corresponding authors

Abstract

Speculative decoding accelerates large lan-
guage model inference by pairing a target
model with a lightweight draft model whose
proposed tokens are verified in parallel. A com-
mon way to build draft models, like EAGLE3
or DFlash is supervised fine-tuning (SFT) on
target-generated trajectories. However, we
observe that SFT quickly plateaus: the draft
model’s acceptance length on test data stops im-
proving. The reason is an offline-to-inference
mismatch: In SFT, the drafter learns from fixed
target-generated trajectories, whereas during
speculative decoding it is evaluated on blocks
proposed under its own policy. This motivates
on-policy distillation (OPD), where the target
model supervises the drafter on draft-induced
states. Yet OPD remains difficult for draft mod-
els, as they cannot reliably roll out complete se-
quences independently, whereas target-assisted
generation makes the collected sequences fol-
low the target distribution and thus eliminates
the on-policy signal. We therefore propose
Draft-OPD, which uses target-assisted rollout
for stable continuations and replays drafting
from the verification-exposed error positions.
This allows the drafter to learn from target feed-
back on both accepted and rejected proposals,
focusing training on the draft-induced errors
that limit speculative acceptance. Experiments
show that Draft-OPD achieves over 5× lossless
acceleration for thinking models across diverse
tasks, improving over EAGLE-3 and DFlash
by 23% and 13%.

1 Introduction

Recent advances in large language models (LLMs)
have enabled strong performance across reason-
ing, coding, and general assistant tasks, but their
growing model sizes and longer generations sub-
stantially increase inference cost (Yang et al., 2025;
Guo et al., 2025). Speculative decoding (SD) miti-
gates this cost by using a lightweight draft model
to propose tokens that are verified in parallel by a
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Figure 1: Accepted length during draft-model training.
After an initial SFT warm-up, continued offline SFT
quickly plateaus, and simply applying OPD data for
SFT can even reduce accepted length. In contrast, Draft-
OPD continues to improve accepted length by online
training.

larger target model, preserving the target model’s
output distribution (Leviathan et al., 2023; Chen
et al., 2023). In SD, the speedup depends heav-
ily on the quality of the draft model: when the
drafter closely matches the target model, longer
token spans can be accepted, reducing the num-
ber of expensive target-model decoding steps. Re-
cent mainstream methods, such as EAGLE-3 and
DFlash, have achieved strong acceleration by train-
ing lightweight draft models on target-generated
trajectories. (Li et al., 2025; Chen et al., 2026).

However, we find that offline supervised fine-
tuning quickly reaches its limit for draft-model
training. Figure 1 shows a representative training
curve. After an initial SFT warm-up, continuing
SFT does not improve the draft model’s acceptance
length on test data; instead, the accepted length
fluctuates around a fixed plateau. Moreover, con-
tinuing SFT on the data used for OPD can even
reduce the accepted length. This suggests that the
key limitation does not lie in offline training com-
pute. Instead, the plateau points to a mismatch
between the states used for training and the states
that determine speculative acceptance. In SFT, the
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drafter learns from fixed target-generated trajecto-
ries, so every prefix is produced by the target model.
During speculative decoding, however, the target
model verifies token blocks proposed by the drafter
itself. The accepted length is therefore determined
by draft-induced inference states, rather than only
by the static states seen in offline target trajectories.

This offline-to-inference mismatch motivates on-
policy distillation (OPD), where the target model
supervises states induced by the current draft policy
(Agarwal et al., 2024). Directly applying OPD to
draft models, however, is not straightforward. Stan-
dard OPD assumes that the student can roll out full
sequences under its own policy. But mainstream
draft models such as EAGLE-style or DFlash-style
drafters are designed to propose short token spans
under target-model guidance, rather than to act as
standalone autoregressive generators. As a result,
draft-only rollouts can easily become repetitive or
low quality. Using target-assisted rollouts can pro-
duce usable sequences, but the verified continua-
tion follows the target distribution: target model
discards the incorrect tokens proposed by draft
model, even though these errors are the most valu-
able training signals. Consequently, draft model
still learns on trajectories generated by target model
rather than on its own inference-time states.

To address this gap, we propose Draft-OPD,
an on-policy distillation framework designed for
speculative draft models. Draft-OPD uses target-
assisted rollout to maintain stable continuations,
and records error positions exposed by speculative
verification. It then replays drafting from these po-
sitions and asks the target model to score the same
draft-generated prefixes. This makes it possible to
train on states where the draft model actually acted,
including both accepted proposals and rejected pro-
posals. Finally, Draft-OPD uses an acceptance-
aware distillation objective that treats these two
token groups differently: accepted tokens reinforce
reliable agreement with the target model, while re-
jected tokens focus learning on draft-induced errors
that limit speculative acceptance.

In summary, our contributions are:

• We identify a key limitation of offline SFT for
draft models: SFT quickly plateaus because
the drafter is trained on fixed target trajectories
but evaluated on blocks induced by its own
policy during speculative decoding.

• We explain why standard OPD does not di-
rectly apply to draft models: draft-only roll-

outs are unstable, while target-assisted roll-
outs remove the on-policy signal.

• We propose Draft-OPD, an on-policy distil-
lation framework with error-position replay,
making it feasible to efficiently post-train draft
models on verification-time errors.

• Experiments show that Draft-OPD achieves
over 5× lossless acceleration for thinking
models and improves over EAGLE-3 and
DFlash by 23% and 13% under matched
FLOPs.

2 Related Work

2.1 Speculative Decoding
Speculative decoding accelerates autoregressive
inference by using a lightweight draft model to
propose multiple future tokens and a larger target
model to verify them in parallel while preserving
the target distribution (Leviathan et al., 2023; Chen
et al., 2023). Recent work further improves specu-
lative decoding by leveraging feature-level context
from the frozen target model, as in EAGLE (Li
et al., 2024, 2025), or by designing stronger block-
level draft architectures such as DFlash (Chen et al.,
2026). These methods substantially improve decod-
ing efficiency, but they still train draft models with
offline SFT on target-generated trajectories, which
limits further improvements in draft-model accep-
tance length. In contrast, our work studies how
to move draft models beyond this offline training
recipe.

2.2 Draft Model Distillation
Because speculative speedup depends on how
closely the draft distribution matches the target
distribution, several methods train draft models
through distillation. DistillSpec aligns a compact
draft model with the target model and highlights the
importance of on-policy data and task-specific di-
vergence choices (Zhou et al., 2024); temperature-
centric distillation studies further show that match-
ing training and decoding configurations can im-
prove speculative decoding under challenging sam-
pling settings (Ouyang et al., 2024). Online specu-
lative decoding updates draft model from observed
query distributions during deployment (Liu et al.,
2023), while broader on-policy distillation trains
students on self-generated sequences to reduce ex-
posure bias (Agarwal et al., 2024). However, al-
most all previous work only studies standalone

26129



autoregressive draft models, which are often se-
lected as smaller models from the same family as
the target model. Our Draft-OPD is designed for
training-based draft models such as DFlash or EA-
GLE3. These draft models cannot independently
generate full student trajectories, making online
distillation difficult because training must obtain
usable rollouts rather than meaningless repetitions.

3 Preliminary

Speculative Decoding. Speculative decoding ac-
celerates autoregressive generation by pairing a
target model pθ with a lightweight draft model qϕ
(Leviathan et al., 2023; Chen et al., 2023). Given a
prefix x<t, the draft model proposes a block of K
candidate tokens,

ŷt+k ∼ qϕ(· | x<t, ŷt:t+k−1),

k = 0, . . . ,K − 1.
(1)

and the target model verifies these tokens in parallel.
The verifier accepts the longest valid prefix of the
drafted block and then continues generation from
the verified prefix, preserving the target model’s
output distribution while reducing the number of
expensive target-model decoding steps.

Draft models can be categorized by how they are
obtained. Model-based draft models use smaller
autoregressive models from the same family as the
target model (Miao et al., 2024). A more main-
stream approach trains a lightweight draft model
specifically for a given target model (Cai et al.,
2024; Hui et al., 2026; Liu et al., 2026). These
training-based draft models often share the target
model’s embedding layer and LM head, and are
designed to predict short draft spans rather than
to generate complete sequences independently. In
this work, we focus on training-based draft models
because they can provide stronger acceleration.

A central metric for speculative decoding is the
accepted length τ , i.e., the number of draft to-
kens accepted in each verification round. Higher τ
means that each target-model verification generates
more tokens, which directly improves decoding ef-
ficiency. It also reflects the alignment between
the draft and target models, with better alignment
yielding longer accepted spans.

On-Policy Distillation. On-policy distillation
trains a student model on states induced by the stu-
dent’s own policy, rather than only on fixed teacher-
generated trajectories (Agarwal et al., 2024). Given

a prompt x, the current student samples a trajectory
and induces prefix states

ỹ ∼ qϕ(· | x), st = (x, ỹ<t). (2)

At each state st, the teacher provides the next-token
distribution. Writing ptθ = pθ(· | st) and qtϕ =
qϕ(· | st), a standard OPD objective is

LOPD = Est

[
DKL(p

t
θ ∥ qtϕ)

]
. (3)

Thus, OPD directly targets the exposure mismatch
between offline supervised training and inference-
time generation: the student learns from states that
it actually visits under its own policy.

This perspective is particularly relevant to spec-
ulative decoding. As discussed above, the accepted
length τ is determined by how well the draft model
aligns with the target model on the prefixes en-
countered during the draft-verify process. How-
ever, SFT trains qϕ only on fixed target-generated
trajectories, whereas speculative decoding evalu-
ates blocks produced by qϕ itself. OPD offers a
natural way to reduce this mismatch by using the
target model to supervise draft-induced states, par-
ticularly those induced by the draft model’s own
deviations from the target.

4 Method

4.1 Challenges of Direct OPD
Applying OPD to draft models requires both stable
rollouts and draft-induced training states. Stan-
dard OPD assumes that the student can roll out full
sequences under its own policy, but EAGLE- and
DFlash-style draft modules are designed to propose
short token blocks under target-model verification,
rather than to act as standalone autoregressive gen-
erators. As shown in Figure 2(a), forcing such
draft modules to self-rollout full trajectories can
produce repetitive or degenerate samples, making
the resulting supervision unreliable.

Target-assisted rollout avoids degenerate sam-
ples, but it removes the draft-policy signal that
OPD is meant to capture. As illustrated in Fig-
ure 2(b), strict speculative verification is lossless
with respect to the target model, so the verified
continuation follows the target distribution rather
than the draft policy. Moreover, this brings back
the offline-to-inference mismatch: target-assisted
keeps accepted tokens and discards rejected pro-
posals, even though these rejected tokens reveal the
draft model’s most informative errors. We empir-
ically verify this limitation in Section 5.3, where
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Figure 2: Why direct OPD is unsuitable for draft mod-
els. (a) Trajectories from draft model are repetitive. (b)
Naive target-assisted rollout makes the sequence fol-
low target distribution, losing informative errors from
rejected tokens.

naive target-assisted rollout underperforms Draft-
OPD. A suitable OPD method for draft modules
must therefore keep target-quality rollouts while
preserving the draft-induced errors exposed during
verification.

4.2 Draft-OPD

Motivated by these failure modes, we design Draft-
OPD to enable effective on-policy training for draft
models. The key idea is to use target assistance to
keep rollouts stable, while replaying draft-induced
errors to preserve the on-policy training signal.
Draft-OPD implements this idea through three co-
ordinated designs: rollout with error-position col-
lection, replay for log-probability computation, and
an acceptance-aware distillation objective.

Rollout with error-position collection. Let pθ
denote the target model and qϕ denote a lightweight
draft model initialized from supervised draft-model
training. Given a prompt x, speculative decoding
asks qϕ to propose a block of K tokens and uses pθ
to verify the block in parallel. Draft-OPD uses this
interaction to collect a target-quality rollout while
recording each draft block’s starting position as an
anchor for later error replay. Let the verified rollout
be y = (y0, . . . , yT−1). During rollout step m, the
current verified prefix ends at position am, where
am = −1 denotes the beginning of the sequence.
The draft model proposes a block

dm = (dm,1, . . . , dm,K) ∼ qϕ(· | x, y≤am), (4)

and the target model verifies the block. We record
am as an anchor before moving to the next step. If
the verifier accepts rm tokens from the block, the
next anchor is am + rm. This process is repeated
until the rollout reaches the maximum generation
length or the target model emits an end-of-sequence
token.

Anchors preserve the draft model’s local actions
without requiring the draft model to generate an
entire sequence alone. The final rollout remains a
high-quality target-model sample, but each anchor
identifies a state where the draft model actually pro-
posed a block during inference. Drafting from any
anchor requires the target-model hidden states of
the preceding tokens; since the rollout has already
computed these hidden states on the same sample,
Draft-OPD can reuse them during subsequent re-
play.

Replay for Log-Probability Computation. Af-
ter collecting the rollout and anchors, Draft-OPD
replays drafting from all anchors to compute the
token-level student and teacher log-probabilities.
For anchor am, define the replay context

cm = (x, y≤am). (5)

Starting from cm, we replay the draft-generated
block dm. For each drafted token dm,k, the
draft model provides the student log-probability,
while the target model provides the teacher log-
probability on the same draft-generated prefix:

log qm,k(dm,k) = log qϕ(dm,k | cm, dm,<k), (6)

log pm,k(dm,k) = log pθ(dm,k | cm, dm,<k). (7)

This replay step differs from training on the final
rollout tokens: it evaluates the target model on the
draft model’s proposed block, including positions
that were rejected during verification.

The verification outcome naturally partitions
drafted tokens into accepted and rejected sets. If
rm tokens are accepted from block m, then

Iacc = {(m, k) : 1 ≤ k ≤ rm}, (8)

Irej = {(m, k) : rm < k ≤ K}. (9)

Accepted tokens reflect states where the draft
model agrees with the target well enough to pass
verification. Rejected tokens include the first failed
token and later positions in the same draft block,
which become less reliable because an earlier re-
jection invalidates the remaining drafted suffix.
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Figure 3: Draft-OPD for draft models. We use speculative decoding to collect stable rollouts and record the start
index of each drafted block as an anchor. We then replay drafting from multiple anchors to compute student and
teacher log-probabilities for both accepted and rejected draft tokens.

Acceptance-Aware Distillation Objective. We
use different KL directions for accepted and re-
jected draft tokens. For accepted tokens, we use
forward KL to make the draft distribution cover the
target distribution at states where the draft model
is already close to the target:

Lacc =
1

|Iacc|
∑

(m,k)∈Iacc
DKL(pm,k ∥ qm,k) .

(10)
For rejected tokens, we use reverse KL to penalize
the draft model’s own high-probability modes when
the target model disagrees:

Lrej =
1

Z

∑

(m,k)∈Irej
wkDKL(qm,k ∥ pm,k) , (11)

where Z =
∑

(m,k)∈Irej wk normalizes the
rejected-token weights. We give the detailed ra-
tionale for this KL design in Appendix B.

Rejected tokens at later positions in a draft block
are less important than earlier rejected tokens. In
speculative decoding, an early error prevents the
verifier from using the remaining suffix, so mis-
takes near the beginning of a block have a larger

effect on acceptance length. We reflect this point
with an exponentially decaying weight over block
positions:

wk = γk−1 (12)

The final Draft-OPD objective averages the
accepted-token and rejected-token losses:

LDraft-OPD =
λaccLacc + λrejLrej

λacc + λrej
, (13)

We set λacc = λrej = 1 in all experiments. This
objective trains the draft model on stable target-
assisted rollouts while preserving the draft-policy
errors that determine speculative acceptance.

5 Experiment

Models and tasks. We conduct experiments on
the Qwen3 family (Yang et al., 2025), includ-
ing Qwen3-4B, Qwen3-8B, and Qwen3-30B-A3B-
Thinking-2507. We evaluated three categories
of benchmarks: mathematical reasoning, includ-
ing GSM8K (Cobbe et al., 2021), MATH-500
(Hendrycks et al., 2021; Lightman et al., 2023)
and AIME (Mathematical Association of America,
2025); code generation and software engineering,
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Model Method
Speedup Mean

MATH CODE CHAT
Speedup τ

GSM8K MATH-500 AIME25 MBPP HumanEval SWE-Lite MT-Bench

Thinking Mode Enabled

Temperature = 0

Q3-4B
EAGLE-3 4.41× 4.15× 3.30× 4.29× 4.38× 3.47× 3.07× 3.87× 5.33
DFlash 4.51× 4.88× 4.69× 4.39× 4.77× 4.12× 2.96× 4.33× 5.51
Draft-OPD 5.31× 5.55× 5.28× 4.85× 5.17× 4.66× 3.18× 4.86× 5.96

Q3-8B
EAGLE-3 4.58× 4.45× 4.01× 4.55× 4.46× 3.38× 3.02× 4.06× 5.64
DFlash 4.67× 5.01× 4.77× 4.50× 4.71× 3.72× 3.01× 4.34× 5.19
Draft-OPD 5.36× 5.80× 5.51× 4.86× 5.19× 4.31× 3.18× 4.89× 5.73

Temperature = 0.6

Q3-4B
EAGLE-3 3.90× 3.77× 3.07× 3.75× 3.77× 2.75× 2.77× 3.40× 5.03
DFlash 4.21× 4.46× 4.25× 3.92× 4.17× 3.17× 2.73× 3.84× 4.77
Draft-OPD 4.73× 4.91× 4.56× 4.21× 4.40× 3.38× 2.87× 4.15× 5.13

Q3-8B
EAGLE-3 4.13× 4.09× 3.57× 3.93× 3.95× 2.83× 2.83× 3.62× 5.33
DFlash 4.23× 4.57× 4.34× 3.85× 4.12× 2.88× 2.76× 3.82× 4.66
Draft-OPD 4.77× 5.07× 4.80× 4.17× 4.47× 3.13× 2.91× 4.19× 5.05

Thinking Mode Disabled

Temperature = 0

Q3-4B
EAGLE-3 4.58× 5.70× 5.39× 4.55× 4.53× 2.54× 2.80× 4.30× 5.84
DFlash 5.36× 6.35× 5.93× 5.00× 5.19× 3.05× 3.01× 4.84× 6.04
Draft-OPD 6.22× 7.22× 6.39× 5.40× 5.65× 3.18× 3.09× 5.31× 6.60

Q3-8B
EAGLE-3 4.99× 6.07× 5.87× 4.83× 4.94× 2.67× 3.06× 4.63× 5.99
DFlash 5.69× 6.81× 6.40× 5.17× 5.64× 3.17× 2.92× 5.11× 6.04
Draft-OPD 6.49× 7.64× 6.99× 5.64× 6.02× 3.33× 3.12× 5.60× 6.57

Temperature = 0.6

Q3-4B
EAGLE-3 4.16× 4.93× 4.49× 3.98× 4.02× 2.41× 2.50× 3.78× 5.66
DFlash 5.04× 5.87× 4.99× 4.72× 5.17× 2.77× 2.80× 4.48× 5.73
Draft-OPD 5.84× 6.35× 5.31× 4.98× 5.42× 2.90× 2.86× 4.81× 6.13

Q3-8B
EAGLE-3 4.61× 5.17× 4.85× 4.40× 4.29× 2.43× 2.70× 4.06× 5.69
DFlash 5.26× 6.18× 5.19× 4.74× 4.97× 2.85× 2.81× 4.57× 5.62
Draft-OPD 6.01× 6.61× 5.57× 5.17× 5.30× 3.03× 2.97× 4.95× 6.02

Table 1: Decoding speedup ratio and average acceptance length (τ ) on Qwen3 models. For thinking mode, we use a
maximum of 8192 generated tokens; for non-thinking mode, we use a maximum of 2048 generated tokens.

including MBPP (Austin et al., 2021), HumanEval
(Chen et al., 2021) and SWE-bench Lite (Jimenez
et al., 2024); and out-of-domain benchmark MT-
Bench (Zheng et al., 2023).

Datasets. For the SFT stage, we use the same
training data mixture as DFlash (Chen et al., 2026).
For the OPD stage, we construct a 16K sample
prompt pool randomly sampling 2K prompts from
the GSM8K training set, 5K prompts from the
MATH corpus after excluding MATH-500 held-out
examples, 4K prompts from AoPS (Art of Problem
Solving, 2026), and 5K prompts from CodeAlpaca
(Chaudhary, 2023). We use only the questions
or instructions from these datasets; responses are
generated online by the target model during OPD
rather than taken from static reference answers.

Implementation. Unless otherwise specified, all
experiments are conducted on NVIDIA H200
GPUs, with a batch size of 1, thinking mode en-
abled. We perform Draft-OPD on top of SFT-
trained DFlash draft models: the draft models use 5
Transformer layers for Qwen3-4B and Qwen3-8B,
and 8 layers for Qwen3-30B-A3B-Thinking (Chen
et al., 2026). We use a block size of 16 for both
training and inference. Detailed hyperparameters
for OPD training are provided in Appendix A.

Baselines. We compare against EAGLE-3 (Li
et al., 2025) and DFlash (Chen et al., 2026). For
a fair comparison, both EAGLE-3 and DFlash are
trained with the data mixture introduced by DFlash,
and their SFT training budget is matched to the
total SFT plus OPD budget of our method so that
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all draft models are trained under approximately
the same FLOPs budget.

Metrics. We focus on efficiency-related metrics
and do not report generation quality, since Draft-
OPD only post-trains the draft model and does not
change the speculative decoding procedure used at
inference time, thereby preserving the exact output
distribution of the target model.

• Speedup Ratio. The actual test speedup ratio
relative to vanilla autoregressive decoding.

• Average acceptance length (τ ). The average
number of draft tokens accepted by the target
model in each verification cycle.

5.1 Main Results

Table 1 compares Draft-OPD with EAGLE-3 and
DFlash on Qwen3 models under a matched training
FLOPs budget. For EAGLE-3, we use a tree size
of 16, with draft steps and top-k set to 8 and 4,
respectively. We evaluate both greedy decoding
and the recommended Qwen reasoning sampling
setting, with temperature 0.6, top-p 0.95, and top-k
20.

Thinking Mode Enabled. With thinking mode
enabled, Draft-OPD consistently improves accep-
tance length and decoding speed under matched
training FLOPs. At temperature 0, it raises the two-
model average τ from 5.35 for DFlash to 5.85 and
achieves 4.88× average speedup across the seven
benchmarks, improving over EAGLE-3 and DFlash
by 23% and 13%.

At temperature 0.6, it remains the fastest method,
averaging 4.17× speedup. Although EAGLE-3
obtains the highest τ on Qwen3-8B at temperature
0.6, its sequential drafting limits wall-clock speed,
supporting our choice to apply OPD to DFlash-
style parallel drafting.

Thinking Mode Disabled. With thinking mode
disabled, Draft-OPD preserves the same advantage
across decoding temperatures and model sizes. It
maintains an average acceptance length of 6.33 and
achieves a 5.17× average speedup. Together with
the thinking-mode results, this shows that Draft-
OPD improves draft-target alignment across both
long reasoning traces and shorter non-thinking gen-
erations.

Performance on SGLang. We benchmark Draft-
OPD and DFlash on SGLang (Zheng et al., 2024)

Task Method
Concurrency

Avg. τ
1 4 8 16 32

Qwen3-4B (Enable Thinking)

AIME25
DFlash 912 2755 4750 6841 8410 6.06

Draft-OPD 969 2984 5071 7297 9043 6.59(6%↑) (8%↑) (7%↑) (7%↑) (8%↑)

MATH-500
DFlash 949 3157 5234 8004 10062 6.17

Draft-OPD 1036 3413 5603 8593 10943 6.68(9%↑) (8%↑) (7%↑) (7%↑) (9%↑)

SWE-Lite
DFlash 901 2983 5009 7743 9604 5.62

Draft-OPD 976 3230 5544 8568 10538 6.12(8%↑) (8%↑) (11%↑) (11%↑) (10%↑)

Qwen3-8B (Enable Thinking)

AIME25
DFlash 662 2121 3612 4956 5985 5.67

Draft-OPD 741 2465 4127 5729 6645 6.42(12%↑) (16%↑) (14%↑) (16%↑) (11%↑)

MATH-500
DFlash 703 2374 4154 5958 6991 5.99

Draft-OPD 787 2721 4691 6666 7940 6.64(12%↑) (14%↑) (13%↑) (12%↑) (13%↑)

SWE-Lite
DFlash 592 1962 3347 5051 6113 4.60

Draft-OPD 644 2263 3879 5611 6904 5.27(9%↑) (15%↑) (15%↑) (11%↑) (13%↑)

Qwen3-30B-A3B-Thinking-2507

AIME25
DFlash 421 1086 1858 2738 4014 4.54

Draft-OPD 476 1229 2111 3187 4718 5.32(13%↑) (13%↑) (13%↑) (16%↑) (17%↑)

MATH-500
DFlash 417 1176 2009 3020 4462 5.44

Draft-OPD 477 1303 2243 3405 5007 5.95(14%↑) (11%↑) (11%↑) (12%↑) (12%↑)

SWE-Lite
DFlash 319 855 1484 2337 3453 3.43

Draft-OPD 352 960 1628 2579 3850 3.81(10%↑) (11%↑) (9%↑) (10%↑) (11%↑)

Table 2: Throughput (tok/s), speedup over DFlash, and
average acceptance length (τ ) on SGLang.

with the FA3 backend to evaluate deployment-time
efficiency. Table 2 reports serving throughput un-
der concurrency levels from 1 to 32, together with
the average acceptance length τ .

Draft-OPD consistently improves SGLang serv-
ing efficiency across all evaluated models, tasks,
and concurrency levels. It improves the accep-
tance length by 11.2% on average over the eval-
uated model-task pairs and achieves up to a 17%
speedup on Qwen3-30B-A3B-Thinking. Notably,
the throughput gains do not diminish under higher
concurrency: at concurrency 32, the average rel-
ative gain is even higher than at concurrency 1.
These serving results show that the higher accep-
tance lengths produced by Draft-OPD translate into
practical throughput gains in an optimized infer-
ence engine.

5.2 Ablation Study

Training Data. A key question is whether the
gains of Draft-OPD come from on-policy distilla-
tion or simply from exposing the draft model to
more prompts. Figure 4 compares Draft-OPD with
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Figure 4: Training-data ablation on Qwen3-4B with
thinking mode enabled.

Method
MATH-500 HumanEval MT-Bench

Speedup τ Speedup τ Speedup τ

Draft-OPD 5.55× 6.57 5.17× 6.18 3.18× 4.44
w/o Weight Decay 5.13× 6.18 4.96× 6.01 3.07× 4.29
All-reverse KL 5.11× 6.14 4.94× 5.98 3.08× 4.33
All-forward KL 5.34× 6.35 5.01× 6.09 3.09× 4.33
Random Anchors 5.04× 6.08 4.99× 6.07 2.96× 4.24

Table 3: Component ablation on Qwen3-4B.

EAGLE-3 and DFlash variants that continue super-
vised training on responses generated by the target
model from the OPD prompt pool. Draft-OPD
performs better, showing that its improvement is
not explained by additional supervised data alone.
Instead, the benefit comes from distilling target
distributions on states induced by the draft model
during speculative decoding.

KL Type. The acceptance-aware KL objective
is designed to match the asymmetric roles of ac-
cepted and rejected draft tokens. Table 3 studies
this design by replacing the mixed objective with
all-forward and all-reverse KL variants. The all-
forward variant is consistently below Draft-OPD,
while the all-reverse variant performs the worst
among the KL variants. This supports using differ-
ent KL directions for accepted and rejected posi-
tions rather than applying a single divergence to all
draft tokens.

Anchor Position. Error-position replay is in-
tended to focus training on the states where specula-
tive decoding actually fails. Table 3 compares this
design with randomly selected replay anchors. Ran-
dom anchors lead to lower speedup and acceptance
length, indicating that not all on-policy states are
equally useful for draft-model post-training. Con-
centrating replay around rejected proposals better
exposes the errors that determine speculative ac-
ceptance.

Weight Decay. The rejected-token position de-
cay down-weights later rejected tokens in the same

Setting
MATH-500 HumanEval MT-Bench

Speedup τ Speedup τ Speedup τ

Draft-OPD 5.55× 6.57 5.17× 6.18 3.18× 4.44
Naive rollout 5.06× 6.07 4.80× 5.93 3.02× 4.25

Table 4: Analysis of naive target-assisted rollout on
Qwen3-4B.

drafted block, since they are more likely to be af-
fected by earlier draft errors. As shown in Table 3,
removing this decay reduces both speedup and ac-
ceptance length. This suggests that the rejected-
token loss is most effective when it emphasizes the
earliest and most informative failure positions. We
further analyze the robustness of Draft-OPD to the
decay factor γ and relative rejected-token weight
λrej in Appendix C.

5.3 Analysis of Target-Assisted Rollout
The direct draft-only rollout in Figure 2(a) quickly
becomes repetitive and low quality, making it un-
suitable for OPD training despite being on-policy.
We therefore analyze the naive target-assisted roll-
out baseline illustrated in Figure 2(b).

Since speculative verification keeps the target-
verified continuation and discards rejected draft
proposals, this baseline reduces to KL-loss SFT on
target-distributed trajectories. As shown in Table 4,
naive target-assisted rollout underperforms Draft-
OPD, reducing the average speedup from 4.63×
to 4.29×, a relative drop of 7.3%. This confirms
that stable target-assisted rollouts alone are insuffi-
cient; preserving draft-induced errors is important
for effective online draft-model training.

6 Discussion

We discuss two alternatives to the acceptance-
aware objective: restricting supervision to the first
rejected token and extending positional decay to
accepted tokens.

6.1 Training Only on the First Rejected Token
Draft-OPD applies the rejected-token objective to
the suffix beginning at the first rejected token. Po-
sitions after the first rejection can be less reliable
because they are conditioned on a draft prefix that
has already been invalidated by the verifier. To
assess whether these later positions provide use-
ful supervision, we construct a First-rejected-only
variant that keeps the accepted-token objective un-
changed but applies the rejected-token loss only to
the first rejected token in each failed block.
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Benchmark First-rejected-only Draft-OPD

GSM8K 6.32 6.39
AIME25 6.36 6.32
MATH-500 6.57 6.57
MBPP 5.81 5.73
HumanEval 6.14 6.12
MT-Bench 4.32 4.44
SWE-Lite 6.08 6.07

Average 5.94 5.95

Table 5: Average acceptance length τ when applying
the rejected-token loss only to the first rejected token.

As shown in Table 5, First-rejected-only and
Draft-OPD achieve nearly identical average accep-
tance lengths of 5.94 and 5.95, respectively. This
result suggests that the first rejected token captures
most of the useful error signal, whereas later suf-
fix tokens provide limited additional benefit and
may introduce noise. Moreover, this objective is
compatible with a truncated replay implementation
that stops after scoring the first failure, potentially
reducing replay-stage computation. First-rejected-
only is therefore a promising efficiency-oriented
simplification of Draft-OPD.

6.2 Why Decay Is Applied Only to Rejected
Tokens

The positional decay in Draft-OPD is intended to
account for the decreasing reliability of rejected
suffixes, rather than to impose a general preference
for earlier block positions. To test whether accepted
tokens also benefit from positional decay, we con-
struct an Accept-decay variant that applies the same
decay factor γ = 0.8 to the accepted-token objec-
tive while keeping all other settings unchanged.

Benchmark Accept-decay Draft-OPD

GSM8K 6.25 6.39
AIME25 6.28 6.32
MATH-500 6.44 6.57
MBPP 5.66 5.73
HumanEval 6.11 6.12
MT-Bench 4.33 4.44
SWE-Lite 5.97 6.07

Average 5.86 5.95

Table 6: Average acceptance length τ when positional
decay is also applied to accepted tokens.

Table 6 shows that Accept-decay reduces the
acceptance length on all seven benchmarks, low-
ering the average from 5.95 to 5.86. Accepted
tokens remain on the verified target trajectory and
therefore provide reliable supervision throughout a

block. Applying decay to positions later within the
accepted portion of the block unnecessarily down-
weights this reliable supervision, explaining why
decay is beneficial for rejected suffixes but not for
accepted tokens.

7 Conclusion

We propose Draft-OPD, an on-policy distillation
framework for training-based draft models. By us-
ing target-assisted rollouts with an error-position
replay mechanism, Draft-OPD keeps training sam-
ples stable while preserving the draft-policy er-
rors that determine speculative acceptance. We
further introduce an acceptance-aware distillation
objective that treats accepted and rejected draft to-
kens differently, enabling the draft model to learn
from both reliable proposals and informative failure
modes. Experiments on Qwen3 models show that
Draft-OPD improves average acceptance length
and end-to-end decoding speedup over strong draft-
model baselines under a matched training budget,
with additional SGLang results confirming prac-
tical serving gains. Overall, Draft-OPD shows
that draft models benefit from post-training on
verification-time errors, offering an effective di-
rection for improving training-based draft model.

Limitations

Training Length. Due to compute constraints,
for thinking-mode Draft-OPD training we cap the
maximum response length at 4096 tokens, while
evaluation uses 8192 tokens. Although Draft-
OPD still achieves strong gains under this longer
evaluation setting, the training rollouts may not
fully cover late-stage states in very long gener-
ations. Scaling OPD training to longer rollouts
could expose the draft model to a broader range of
verification-time errors and may further improve
draft-target alignment for long outputs.

Evaluation Scope. This work focuses on post-
training draft models for lossless speculative de-
coding. Our main experiments are conducted on
Qwen3 models, and the Draft-OPD implementation
follows the DFlash-style parallel draft architecture.
Although we include comparisons with EAGLE-3
and evaluate deployment in SGLang, further evalu-
ation is needed to understand how well Draft-OPD
transfers to other model families, draft architec-
tures, and inference backends.
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Target Model Access. Draft-OPD requires
white-box access to the target model during train-
ing, since target-assisted rollout and replay need
target-model verification and token-level distribu-
tions on draft-generated prefixes. This may limit
applicability when the target model is only avail-
able through a restricted API.

Lossless Decoding. Finally, because speculative
decoding preserves the target model distribution,
Draft-OPD is designed to improve decoding effi-
ciency rather than generation quality; extending
on-policy draft-model training to settings with ap-
proximate or lossy verification is an interesting
direction for future work.
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Table 7: Training cost and configuration of the Qwen3-
4B OPD stage.

Item Qwen3-4B OPD setting

GPU hardware 8× NVIDIA H200
OPD wall-clock time ∼15 hours
OPD GPU-hours ∼120 H200 GPU-hours
Prompt pool 16K prompts, disjoint from SFT

data
Global training batch
size

24

OPD steps ∼5.3K
Epochs / prompt reuse 8 epochs / 8 passes per prompt
Maximum rollout
length

4096 (thinking), 2048 (non-
thinking)

A Training Details

SFT stage. We follow the SFT configuration of
DFlash (Chen et al., 2026) for most training set-
tings and use SpecForge (Li et al., 2026) as the
training framework. For Draft-OPD, we initialize
the OPD stage from the draft-model checkpoint
after 6 SFT epochs. For the EAGLE-3 and DFlash
baselines used in our comparisons, we continue su-
pervised draft-model training for 10 epochs under
the same data setup and report the checkpoint with
the best evaluation performance.

OPD stage. For Draft-OPD training, we use the
rejected-token position weights

wk = γk−1,

with γ = 0.8. We train on the OPD data mixture
described in Section 5 for 8 epochs, using a maxi-
mum response length of 4096 tokens for thinking-
enabled and 2048 tokens for thinking-disabled. Op-
timization uses AdamW with a learning rate of
3× 10−4 and a cosine learning-rate schedule with
a warmup ratio of 0.05. We implement the OPD
stage with verl (Sheng et al., 2024). For the fi-
nal Draft-OPD objective in Equation 13, we set
λacc = λrej = 1 in all experiments.

Training cost and reproducibility. All Draft-
OPD experiments use NVIDIA H200 GPUs. The
Qwen3-4B and Qwen3-8B experiments use 8
GPUs, while Qwen3-30B-A3B-Thinking uses 16
GPUs. For Qwen3-4B, the OPD stage takes approx-
imately 15 hours on 8 H200 GPUs, corresponding
to approximately 120 H200 GPU-hours. This ac-
counting includes the frozen target model’s rollout
and verification computation. Table 7 summarizes
the Qwen3-4B OPD configuration.

B Loss Design for Accepted and Rejected
Draft Tokens

We provide a local training-objective justification
for using different KL directions on accepted and
rejected replay positions. The goal is not to show
that the mixed KL objective universally dominates
all-forward or all-reverse KL. For a fixed replay
state and an unconstrained draft distribution, these
objectives share the same optimum q = p. Their
difference lies in how the local loss weights target-
supported tokens and draft-proposed tokens during
finite-capacity optimization.

Fix a replay state s and let p(· | s) and q(· | s)
denote the target and draft next-token distributions
over vocabulary V . In the following derivation,
all probabilities are conditioned on s, so we write
p(y) and q(y) for brevity. For an accepted replay
position, the draft proposal has passed target veri-
fication, and the local objective should match the
target distribution at this reliable state. This gives
the target-weighted cross-entropy

Jacc(q) = Ey∼p[− log q(y)]. (14)

Expanding the expectation yields

Jacc(q) = −
∑

y∈V
p(y) log q(y) (15)

= H(p) +DKL(p ∥ q), (16)

where H(p) is independent of q. Thus, the
accepted-position objective is equivalent, up to an
additive constant, to minimizing forward KL.

For a rejected replay position, the relevant sig-
nal is draft-induced: the token belongs to a draft-
proposed suffix that failed or was invalidated by
target verification. The loss should therefore place
weight on tokens that the draft model itself is likely
to propose, especially when those modes are not
supported by the target. This leads to the draft-
weighted disagreement objective

Jrej(q) = Ey∼q

[
log

q(y)

p(y)

]
. (17)

Since

Jrej(q) =
∑

y∈V
q(y) log

q(y)

p(y)
= DKL(q ∥ p),

(18)
the rejected-position objective corresponds to re-
verse KL. Unlike the accepted-position objective,
this loss is weighted by the draft distribution and
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Table 8: Sensitivity to the rejected-token decay factor γ.
All entries report average acceptance length τ .

γ 0.95 0.80 0.65 0.50

AIME25 6.30 6.32 6.34 6.31
MBPP 5.69 5.73 5.71 5.70
MATH-500 6.58 6.57 6.56 6.54
GSM8K 6.37 6.39 6.41 6.39

Average 6.24 6.25 6.26 6.24

therefore directly penalizes high-probability draft
modes that disagree with the target distribution.

Aggregating these local objectives over replay
positions gives the acceptance-aware form used in
Draft-OPD:
∑

i∈Iacc
DKL(pi ∥ qi) +

∑

i∈Irej
wiDKL(qi ∥ pi), (19)

up to normalization and scalar weights. This de-
composition clarifies the role of the two KL direc-
tions. Forward KL is appropriate for accepted posi-
tions because the supervision is target-weighted on
verified states, while reverse KL is appropriate for
rejected positions because the supervision is draft-
weighted on states that expose draft errors. Apply-
ing a single KL direction to all positions ignores
this distinction: all-forward KL treats rejected draft
errors like reliable accepted states, whereas all-
reverse KL treats verified accepted positions like
draft-error states. The component ablations in Ta-
ble 3 are consistent with this local objective view.

C Hyperparameter Sensitivity

We study the sensitivity of Draft-OPD to the
rejected-token decay factor γ and the relative
rejected-token weight λrej. In each sweep, we vary
one hyperparameter while keeping all other settings
fixed and report the average acceptance length τ
on four benchmarks.

Decay factor γ. We sweep γ from 0.5 to 0.95.
As shown in Table 8, the average acceptance length
remains stable between 6.24 and 6.26 across the
entire sweep. In particular, values between 0.5 and
0.8 achieve comparable performance, indicating
that Draft-OPD is not sensitive to the precise decay
factor.

Relative rejected-token weight. We fix λacc = 1
and vary λrej. Table 9 shows that the strongest
region is λrej ∈ [0.5, 1], with λrej = 0.8 attaining
the highest average in this sweep. Larger weights

Table 9: Sensitivity to the relative rejected-token weight
with λacc = 1. All entries report average acceptance
length τ .

λrej 2.0 1.5 1.0 0.8 0.5

AIME25 6.25 6.27 6.32 6.35 6.30
MBPP 5.69 5.72 5.73 5.79 5.71
MATH-500 6.51 6.53 6.57 6.55 6.52
GSM8K 6.34 6.38 6.39 6.37 6.41

Average 6.20 6.23 6.25 6.27 6.24

Table 10: Distribution of the first-rejection position
within replayed draft blocks during the first and last
halves of OPD training.

Position First 50% Last 50%

1 12.61% 11.98%
2 14.34% 13.86%
3 12.65% 12.38%
4 10.53% 10.44%
5 8.61% 8.63%
6 7.09% 7.19%
7 5.85% 5.99%
8 4.87% 5.03%
9 4.03% 4.18%
10 3.37% 3.50%
11 2.81% 2.92%
12 2.37% 2.47%
13 1.99% 2.09%
14 1.70% 1.78%
15 1.49% 1.55%

Full accept 5.68% 6.02%

that overemphasize rejected tokens are modestly
worse. Overall, performance is stable when the
rejected-token weight does not exceed the accepted-
token weight, and the default λrej = 1 used in our
main experiments lies within this robust range.

D Replay Distribution Analysis

We analyze how the verification outcomes associ-
ated with replay anchors evolve during OPD train-
ing. For each replayed draft block of size K = 16,
we record the position of the first rejected token
within the block. The Full accept category denotes
that all 16 draft tokens are accepted. Table 10 com-
pares the resulting distribution over the first and
last halves of OPD training.

The first-rejection distribution shifts toward later
positions during OPD. The probability mass at
positions 1–3 decreases from 39.61% to 38.23%,
whereas the mass at positions 7–15 increases from
28.48% to 29.50%. The full-accept rate also rises
from 5.68% to 6.02%. Since a later first rejection
corresponds to more accepted draft tokens within a
block, this rightward shift reflects improved draft–
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target alignment and acceptance over the course of
OPD training.
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