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Abstract

CAPTCHAs are widely deployed as human
verification mechanisms and frequently block
intelligent agents from completing end-to-end
automation in real-world web environments.
Existing CAPTCHA-solving methods rely on
prompting closed-source models, incurring
high inference costs and lacking controllability,
yet training-based approaches have remained
absent due to the lack of large-scale training
data with process-level annotations. To en-
able training-based CAPTCHA solving, we
introduce CaptchaBench, a large-scale bench-
mark of 16,000 programmatically generated
samples with detailed region and process-level
annotations. Systematic evaluation on Captch-
aBench reveals that existing methods fail on
tasks requiring fine-grained visual detail cap-
ture, with a key challenge being the inability to
supervise the model’s reasoning process over
task-relevant visual regions. Therefore, we
present CaptchaMind, an RL-based solver that
explicitly supervises the model’s reasoning pro-
cess by directly rewarding correct identification
of task-relevant visual regions at intermediate
steps. CaptchaMind achieves state-of-the-art
performance across eight tasks and generalizes
effectively to real-world CAPTCHA instances,
substantially outperforming all existing meth-
ods without closed-source APIs.

1 Introduction

Multimodal agents based on large language mod-
els (LLMs) (OpenAl, 2023; Guo et al., 2025;
Touvron et al., 2023; Chowdhery et al., 2022;
Hoffmann et al., 2022) and vision-language mod-
els (VLMs) (Bai et al., 2025; Anthropic, 2025b;
Google DeepMind, 2025; OpenAl, 2024) are
rapidly advancing toward real-world deployment,
enabling tasks such as web navigation (Deng et al.,

"Indicates corresponding author.
!Code and data are available at https://github.com/
AlibabaResearch/captcha-mind.

2023; He et al., 2024), Ul automation (Xu et al.,
2024; Lin et al., 2025), and online interaction. How-
ever, CAPTCHA (Completely Automated Public
Turing test to tell Computers and Humans Apart) re-
mains a critical bottleneck that limits their practical
applicability. Modern CAPTCHAs have evolved
far beyond early character recognition (von Ahn
et al., 2003), requiring complex visual reason-
ing, spatial understanding, and multi-step interac-
tion (Wang et al., 2018; Gao et al., 2021; Luo et al.,
2025b). Recent results on the OpenCaptchaWorld
benchmark (Luo et al., 2025b) show that even the
strongest multimodal agent configurations achieve
only around 40% success, far below human perfor-
mance, highlighting the difficulty of these tasks.
Existing CAPTCHA-solving methods rely on
prompting closed-source models (Deng et al., 2025;
Teoh et al., 2025), incurring high inference costs
and lacking controllability. Training-based alterna-
tives appear promising, yet prior work finds that su-
pervised fine-tuning yields poor results (Deng et al.,
2025). The fundamental obstacles are twofold: the
absence of large-scale training data, and the lack
of process-level annotations required to supervise
intermediate visual reasoning. Existing resources
such as OpenCaptchaWorld (Luo et al., 2025b) are
designed exclusively for evaluation and address nei-
ther, making it infeasible to develop training-based
methods or to diagnose why existing models fail.
To address this gap, we introduce Captch-
aBench, a large-scale CAPTCHA benchmark com-
prising 16,000 programmatically generated sam-
ples across eight task categories with detailed re-
gion and process-level annotations, supporting both
large-scale training of vision-language models and
systematic diagnosis of model reasoning behaviors.
Systematic evaluation of existing methods on
CaptchaBench reveals a consistent failure pattern:
models fail on tasks requiring fine-grained visual
detail capture, relying on holistic visual impres-
sions rather than attending to task-relevant regions.
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Task: Use the arrow to find the image where the animal or fruit is in the correct position.

(b) Explicit reasoning process supervision (Ours)
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(a) Outcome-only supervision (baseline)
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Key insight: Explicit region annotations make the reasoning observable and can be supervised.

Figure 1: Outcome-only supervision (baseline) vs. explicit reasoning process supervision (ours). In the baseline ap-
proach, the model’s reasoning process remains implicit and cannot be supervised. Our approach makes intermediate
reasoning observable through explicit region annotations via the bounding box tool, enabling direct supervision of
which visual elements the model considers task-relevant, beyond final outcomes.

This highlights the difficulty of grounding interme-
diate reasoning to specific visual regions. Moti-
vated by this diagnosis, we propose CaptchaMind,
a training-based solver with explicit reasoning pro-
cess supervision. As illustrated in Figure 1, un-
like outcome-only approaches where the model’s
reasoning remains implicit and unsupervisable,
CaptchaMind explicitly supervises the model’s rea-
soning process by rewarding correct identification
of task-relevant visual regions at intermediate steps
via the bounding-box tool. Our contributions are
as follows:

* We introduce CaptchaBench, a large-scale
CAPTCHA benchmark comprising 16,000
programmatically generated samples across
eight task categories with detailed process-
level annotations, supporting both large-scale
training and systematic diagnosis of model
reasoning. A human discrimination study
(Section 3.3) confirms its visual indistin-
guishability from real-world instances.

* We conduct systematic evaluation on Captch-
aBench, revealing that existing methods fail
consistently on tasks requiring fine-grained
visual detail capture, lacking reliable mecha-
nisms to attend to task-relevant regions.

* We present CaptchaMind, the first training-
based CAPTCHA solver built upon an RL
framework with explicit reasoning process su-
pervision that directly rewards correct identifi-
cation of task-relevant visual regions at inter-
mediate steps.

* CaptchaMind achieves state-of-the-art perfor-
mance across eight tasks and generalizes ef-
fectively to real-world CAPTCHA instances,
substantially outperforming all existing meth-
ods without closed-source APIs.

2 Related Work

CAPTCHA Benchmarks and Solvers. Early
CAPTCHA research focused on text recog-
nition (von Ahn et al.,, 2003), but modern
CAPTCHAs have evolved into complex visual rea-
soning challenges. OpenCaptchaWorld (Luo et al.,
2025b) provides an evaluation benchmark, reveal-
ing that even the strongest models achieve far be-
low human-level performance. Existing solvers
such as Oedipus (Deng et al., 2025) and Halli-
gan (Teoh et al., 2025) rely on prompting closed-
source models, incurring high costs and limited
controllability. Oedipus further finds that small-
scale SFT yields limited improvements. Unlike
prior benchmarks designed exclusively for evalu-
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ation, CaptchaBench is the first to support large-
scale training with process-level annotations, en-
abling a new class of training-based solvers.

Reasoning Supervision and Multimodal In-
teractive Training. Our work relates to two
lines of research: the “thinking with images’
paradigm (Zheng et al., 2025; Zhang et al., 2025a;
Su et al., 2025; Zhang et al., 2025b; Cao et al.,
2025; Lai et al., 2025), which enables models to
invoke visual tools during reasoning, and GUl/web
agents (Lu et al., 2025; Luo et al., 2025a; Liu et al.,
2025b; Qin et al., 2025; Cheng et al., 2024), which
combine SFT and RL to learn multi-step action
policies through interface interaction. However, in
both lines, tool invocations and actions serve pri-
marily as perception aids or control signals, without
directly supervising whether intermediate reason-
ing is correct. CaptchaMind addresses this gap by
explicitly rewarding correct region-level grounding
at intermediate steps.

B

3 CaptchaBench

3.1 Tasks and Environment

Task formulation. We formalize the CAPTCHA-
solving process as a partially observable Markov
decision process (POMDP) (Kaelbling et al., 1998).
At time step ¢, the agent receives an observation
h:, comprising the current image, task prompt, and
interaction history. Based on the policy 7g(a; | hy),
the agent produces an action a;. The action space
includes clicking (click), dragging (drag), typing
text (type), and drawing bounding boxes (bound-
ing_box). The environment maps the action to
the next image and interface state according to
task logic, resulting in a state transition sy ~
T(st+1 | st,at). The environment provides a bi-
nary reward of 1 for success and 0 otherwise.

Task types. We implement eight CAPTCHA
tasks drawn from real-world commercial
CAPTCHA services (e.g., GeeTest, hCaptcha) and
existing benchmarks, grouped into three categories.
(1) Image-switching tasks, including connect_icon,
coordinates, dart_count, and rotation_match,
where the model switches among candidate
images to identify the correct one. (2) Multi-step
interaction tasks, including click_order and
image_select, where the model performs multiple
interactions on the same image and receives
step-wise feedback. (3) Single-step decision tasks,
including dice_count and slide_puzzle, where the

Task Type Train  Test
connect_icon 2,000 200
coordinates 2,000 200
dart_count 2,000 200
dice_count 2,000 200
rotation_match 2,000 200
image_select 2,000 200
click_order 2,000 200
slide_puzzle 2,000 200
Total 16,000 1,600

Table 1: Dataset statistics for each CAPTCHA task
type. Our automated generation pipeline produces 2,000
training samples and 200 test samples per task, yielding
a dataset nearly two orders of magnitude larger than
OpenCaptchaWorld (Luo et al., 2025b).

model must produce an accurate counting result
or a precise dragging action in a single operation.
Detailed task interfaces are shown in Appendix A.

Interactive environment. We implement a
Python-based simulator that provides controllable
state transitions, reproducible feedback, and the
ability to precisely record key regions and inter-
mediate states. This is critical for supervising and
analyzing the model’s reasoning behaviors, and pro-
vides the foundation for process-level supervision
during training.

3.2 Automated Data Generation

To support supervised fine-tuning and reinforce-
ment learning, we design a fully automated data
generation pipeline that produces large-scale, di-
verse training samples with complete process-level
supervision signals. Task designs are grounded in
real-world commercial CAPTCHA services and
existing benchmarks, ensuring that our synthesized
instances reflect genuine challenge structures. The
pipeline covers programmatic scene construction,
multi-step interaction trajectory generation, and
chain-of-thought reasoning data generation for cer-
tain task types. This fully automated process re-
quires no human annotation and generates 2,000
training samples and 200 test samples per task. De-
tailed implementation is provided in Appendix C.
Table 1 summarizes the dataset statistics.

3.3 Visual Authenticity Validation

CaptchaBench’s ecological validity rests on two
foundations: task designs grounded in real-world
commercial CAPTCHA services (Section 3.1), and
synthesized instances visually indistinguishable
from real-world screenshots. To validate the latter,
we conduct a human discrimination study.
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Figure 2: Human indistinguishability study results
(N = 50). Bars show the distribution of per-participant
classification accuracy (bin width = 2%).

Study design. We collect 100 real CAPTCHA
screenshots from live websites and pair them with
100 synthesized samples, covering all eight task
types. Fifty volunteers participate, each presented
with 100 shuffled images and asked to classify each
as Real CAPTCHA or Synthetic CAPTCHA. The
experimental interface is shown in Appendix J.

Results. The mean classification accuracy is
51.04% (SD = 5.38%), not significantly different
from chance (£(49) = 1.37, p = 0.178). Cohen’s
Kappa of x = 0.02 confirms near-zero agreement
with ground-truth labels. The distribution of per-
participant accuracy is shown in Figure 2.

Discussion. These results confirm that our syn-
thesized CAPTCHAs are perceptually indistin-
guishable from real-world instances, validating
CaptchaBench as an ecologically valid benchmark.
The sim-to-real results in Section 5.3 further cor-
roborate this finding from a model performance
perspective.

4 CaptchaMind: RL-Based Solver

Our systematic evaluation reveals that existing
methods fail consistently on tasks requiring fine-
grained visual detail capture, lacking reliable mech-
anisms to attend to task-relevant regions at in-
termediate reasoning steps. We therefore de-
velop CaptchaMind, an RL-based solver with ex-
plicit reasoning process supervision. Our training
pipeline consists of two stages: supervised fine-
tuning (SFT) to establish basic task-solving capa-
bilities, followed by reinforcement learning with
explicit reasoning process supervision.

4.1 Supervised Fine-Tuning

Before reinforcement learning, we perform
supervised fine-tuning (SFT) via behavior
cloning (Torabi et al., 2018) to establish basic
task-solving capabilities, including correct tool
usage (e.g., invoking click, drag, and bound-
ing_box) and multi-step interaction behaviors. We
incorporate chain-of-thought (CoT) reasoning
data for representative tasks (dice_count and
rotation_match) during SFT, which is sufficient for
the model to acquire the think-then-act (Wei et al.,
2022; Yao et al., 2023) paradigm across all tasks.

4.2 RL with Reasoning Supervision

Building upon the SFT initialization, we further
optimize the policy using reinforcement learning.
Unlike conventional RL approaches that rely solely
on final-outcome rewards, our framework directly
supervises the model’s reasoning process, improv-
ing its ability to capture critical intermediate signals
in CAPTCHA tasks.

Making the reasoning process explicit. In
CAPTCHA environments, the bounding_box tool
produces explicit annotations of key visual regions.
Before solving a task, the model indicates which
image regions it considers relevant, and these an-
notations directly expose the model’s intermediate
reasoning. As illustrated in Figure 3, the model
explicitly grounds both the target icons and can-
didate regions via the bounding_box tool, thereby
exposing its intermediate reasoning about which
visual elements are relevant for solving the task. By
comparing the predicted regions with the ground-
truth regions recorded during data generation, we
can directly assess whether the model’s reasoning
process is correct and provide supervision accord-
ingly. The bounding_box tool thus serves a dual
role: it functions both as a reasoning aid that helps
the model focus on relevant regions and as a su-
pervision interface that makes reasoning quality
measurable. This form of process supervision is
made possible by our programmatically generated
data, in which all key visual elements are precisely
recorded.

Design of process-level rewards. As shown in
Figure 3, we introduce multi-level reward signals
that correspond to different stages of the interac-
tion trajectory. First, we define a reasoning process
reward Rprocess to directly supervise the model’s
intermediate reasoning quality. When the model
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Figure 3: An illustrative training trajectory showing how explicit reasoning steps are supervised at different stages
of CAPTCHA solving. The model first performs region grounding to expose task-relevant visual reasoning,
receives process-level rewards based on alignment with ground-truth regions, obtains interaction feedback for valid
intermediate decisions, and finally receives an outcome reward upon successful task completion.

invokes the bounding_box tool, we evaluate the
quality of predicted regions by comparing them
with ground-truth key regions. For each predicted
bounding box, if its intersection-over-union (IoU)
with any ground-truth region exceeds 0.8, we con-
sider it a correct identification. The reasoning
process reward is determined by the coverage of
correctly identified regions: the model receives
a positive reward when it correctly identifies at
least 50% of the ground-truth regions, encourag-
ing sufficient evidence gathering without requiring
exhaustive identification of every relevant element.
These thresholds are determined through prelimi-
nary experiments; sensitivity analysis is provided
in Appendix E. Second, we introduce an interac-
tion feedback reward Rfeedback fOr tasks requiring
multi-step interaction. The environment evaluates
whether each action leads to valid progress toward
task completion, providing positive feedback when
an action is judged to be a correct intermediate step
based on the task’s state transition logic. Finally,
we use an outcome reward Rgucome, Which pro-
vides positive feedback if the task is successfully
completed within an episode and zero otherwise.
The overall reward at each step combines these
three components:

R= Rprocess + Rfeedback + Routcome- (D

Reinforcement learning training. During train-
ing, we jointly sample episodes from the eight
CAPTCHA tasks. The model interacts with the
environment over multiple steps, collecting full tra-
jectories consisting of states, actions, and rewards,
and we update the policy my using the GRPO al-
gorithm (Shao et al., 2024) with 8 rollout samples
per prompt. In practice, we selectively apply ex-
plicit reasoning process supervision based on task
difficulty. For tasks with SFT accuracy below 50%,
the process reward Rpocess 1S enabled and plays a
crucial role in guiding the model toward correct
reasoning behaviors. For tasks where SFT already
achieves reasonable performance, we find that train-
ing with interaction feedback and outcome rewards
alone is sufficient, and thus Rprocess s set to O for
these tasks to simplify the reward signal.

S Experiments

5.1 Experimental Setup

Datasets and training. We use Qwen2.5-VL-
7B (Bai et al., 2025) as the base model. The
16,000 generated samples are split into 8,000 for
supervised fine-tuning and 8,000 for reinforcement
learning, with 1,600 samples (200 per task) re-
served for evaluation. Training is performed in two
stages on 16 NVIDIA A100 GPUs: supervised fine-
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Method Ave, connect coordi- dart dice  rotation image click slide
icon nates count count match select order puzzle

Closed-source VLMs

Claude-4-Sonnet 474 7.5 93.5 68.5 51.0 20.0 43.0 71.5 24.5

Claude-3.7-Sonnet 43.9 19.0 83.5 51.0 75.5 10.0 38.5 30.0 44.0

Gemini-3-Pro 45.8 47.5 62.0 88.5 63.0 50.0 52.0 0.0 3.0

OpenAl-03 46.9 37.0 69.0 51.0 72.0 4.0 46.0 62.0 34.0

GPT-5 33.6 15.0 35.5 37.0 42.0 35 325 67.0 36.0

Qwen-VL-Max 38.6 14.5 55.5 40.0 42.5 5.5 39.5 72.5 39.0

Agentic Methods

Oedipus 51.9 35.0 68.0 76.0 44.5 31.5 53.0 68.5 38.5

Halligan 54.7 34.0 76.5 69.5 43.0 36.0 66.0 71.0 41.5

GUI Agent

GUI_RI_7b 6.5 0.0 13.5 14.0 0.5 3.5 18.0 2.0 0.0

Training-based Methods

SFT-only 68.1 49.0 79.5 77.0 76.0 88.0 14.0 70.5 91.0

CaptchaMind (Ours) 82.9 71.0 91.0 93.0 72.5 86.0 71.0 87.5 91.5

Table 2: Task success rates (%) of different methods on eight CAPTCHA tasks. Methods are grouped into four
categories: closed-source VLMs, agentic methods, GUI agents, and our proposed CaptchaMind. Avg. denotes the

average success rate across all eight tasks.

tuning followed by reinforcement learning using
the GRPO algorithm (Shao et al., 2024). Complete
training configurations are in Appendix D.

Baselines. We compare CaptchaMind against
the following baselines. (1) Training-based meth-
ods: an SFT-only model (i.e., the model after the
first training stage described in Section 4.1). (2)
Closed-source VLMs: Claude-4-Sonnet (Anthropic,
2025b), Claude-3.7-Sonnet (Anthropic, 2025a),
Gemini-3-Pro (Google DeepMind, 2025), Qwen-
VL-Max (Bai et al., 2023), GPT-5 (OpenAl, 2025a),
and OpenAl-03 (OpenAl, 2025b). (3) Agentic
methods: Halligan (Teoh et al., 2025), a VLM-
based agent that formulates CAPTCHA solving as
a search problem, and Oedipus (Deng et al., 2025),
a solver based on a domain-specific language for
CAPTCHA decomposition. (4) GUI agents: mod-
els trained on GUI interaction tasks (Lu et al., 2025;
Luo et al., 2025a; Liu et al., 2025b; Wu et al., 2024,
Liuetal., 2025a; Qin et al., 2025; Yang et al., 2025),
evaluated to assess whether GUI capabilities trans-
fer to CAPTCHA settings.

Evaluation protocol. We use task success rate
as the primary metric, defined as the proportion
of tasks successfully solved within a limited num-
ber of steps. All baseline models are evaluated
using a unified prompt template detailed in Ap-
pendix B. Closed-source baselines are provided
with the executable interaction tools click, drag,
and enter_number, while bounding is disabled.
Unlike the executable tools, bounding does not
change the CAPTCHA state or provide additional
visual information; its primary role is to external-

ize CaptchaMind’s intermediate region-grounding
reasoning so that it can be explicitly supervised dur-
ing training. In preliminary experiments, enabling
bounding for closed-source models did not yield
consistent improvements.

5.2 Main Results

Table 2 reports the performance of our method and
all baseline approaches. CaptchaMind achieves the
highest average success rate of 82.9%, outperform-
ing all existing methods by a substantial margin.

Limitations of existing methods. Existing meth-
ods perform poorly on CaptchaBench overall.
Closed-source VLMs perform adequately on per-
ceptual tasks but fail substantially on tasks demand-
ing fine-grained visual detail capture (e.g., con-
nect_icon). Agent-based methods such as Halli-
gan and Oedipus, despite specialized mechanisms,
exhibit similar limitations, indicating that prompt-
based and agent-based strategies cannot address
the core challenges of CAPTCHA solving, as they
lack reliable mechanisms to attend to task-relevant
visual regions at intermediate reasoning steps.

Fine-tuning improves performance but general-
izes poorly. SFT substantially improves model
performance (68.1% average), but still struggles
on certain tasks (e.g., connect_icon, image_select),
and generalizes poorly to unseen tasks and out-of-
distribution data (see Appendix G).

CaptchaMind achieves state-of-the-art perfor-
mance. Our proposed CaptchaMind, trained with
explicit reasoning process supervision, improves
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Figure 4: Task success rate across region identification
rate intervals, where region identification rate measures
the proportion of ground-truth task-relevant regions cor-
rectly identified by CaptchaMind before acting. Higher
identification rates are strongly associated with higher
task success rates.

the model’s ability to capture critical visual details,
thereby addressing the bottleneck in fine-grained
reasoning tasks and achieving 82.9% average suc-
cess rate, outperforming all existing methods by
a substantial margin. To further validate this, we
analyze the relationship between region identifica-
tion rate and task success rate across all evaluation
episodes. As shown in Figure 4, episodes where
fewer than 20% of task-relevant regions are cor-
rectly identified achieve only 16% success rate,
rising to 91% when more than 60% are identi-
fied, showing a strong positive association between
attending to task-relevant visual details and task
success. Experimental details are provided in Ap-
pendix F, and a qualitative comparison is provided
in Section 5.5.

GUI agent skills do not transfer to CAPTCHA
tasks. Although both involve interface interac-
tion, CAPTCHA tasks additionally demand cross-
image reasoning and multi-step decision-making
that GUI-oriented training does not cover. Most
GUI agents fail to produce valid outputs on
CaptchaBench, and the only stably-running model,
GUI_R1_7b, achieves only 6.5%, confirming GUI
capabilities are insufficient for CAPTCHA solving.
Detailed analysis is provided in Appendix H.

5.3 Real-World Evaluation

To comprehensively assess CaptchaMind’s gener-
alization beyond CaptchaBench, we evaluate on
two additional settings: cross-dataset evaluation on
OpenCaptchaWorld (Appendix G) and real-world
evaluation on live CAPTCHA instances, which we

detail in this section.

Setup. We collect 100 CAPTCHA screenshots
from live websites (e.g., GeeTest, hCaptcha) with
manually annotated answers, evaluated under the
same inference protocol as our main experiments.

Results. CaptchaMind achieves 71.0% success
rate on real-world CAPTCHASs, compared to 82.9%
on our CaptchaBench test set. The gap is expected,
as real-world instances include task variants and
visual styles not present in CaptchaBench. These
results demonstrate that CaptchaMind generalizes
effectively to real-world CAPTCHAs.

Discussion. Together with the human discrimi-
nation study in Section 3.3, these results validate
the ecological validity of CaptchaBench from com-
plementary perspectives: our synthesized instances
are perceptually indistinguishable from real ones,
and capabilities learned on CaptchaBench transfer
to real-world instances.

5.4 Ablation Studies

Table 3 reports the ablation study results. We sys-
tematically remove different components of our
training framework to assess their contributions.

Reasoning process supervision is critical for
challenging tasks. We introduce explicit reason-
ing process supervision for tasks whose SFT ac-
curacy is below 50%, namely connect_icon and
image_select — precisely the tasks requiring fine-
grained visual detail capture. Removing Rprocess
leads to substantial performance drops on both
tasks, while having minimal impact on simpler
tasks where SFT already performs well, confirming
that process supervision is most effective on tasks
demanding precise region-level attention.

Feedback reward provides guidance for multi-
step interaction tasks. Removing Rfeedback leads
to noticeable performance drops on multi-step inter-
action tasks such as image_select and click_order,
while having minimal impact on single-step tasks
where no intermediate feedback exists. The feed-
back reward provides step-wise guidance for tasks
requiring sequential interactions to reach the cor-
rect final state.

SFT warm-up is a prerequisite for reinforce-
ment learning. Directly applying RL without
SFT results in only 25.6% average accuracy. With-
out SFT initialization, the initial policy is too weak
to complete tasks reliably, leading to extremely
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Setting Avg connect coordi- dart dice  rotation image click slide
* icon nates count count match select order puzzle
Full 82.9 71.0 91.0 93.0 72.5 86.0 71.0 87.5 91.5
SFT 68.1 49.0 79.5 77.0 76.0 88.0 14.0 70.5 91.0
w/o RPS 78.9 56.0 83.5 89.5 76.5 89.5 54.5 90.0 92.0
w/o FBR 80.0 70.5 90.0 92.5 73.0 86.5 58.0 79.0 91.0
RL-only 25.6 31.0 26.0 65.0 12.5 16.0 11.5 37.0 6.0

Table 3: Ablation study results (%) on our test set. We ablate different components of our training framework. Full:
our complete method. SFT: supervised fine-tuning only without reinforcement learning. w/o RPS: RL training
without reasoning process supervision. w/o FBR: RL training without feedback reward. RL-only: reinforcement

learning without SFT warm-up.

Instruction: Switch images to find the matching icon pair.

Use the
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box” tool
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[Claude4: The reference shows shorts connected to a
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\reference. I will submit. )

KGPT—S: I can see several dice showing numbers. The top
row shows dice with values 4, 1, 3, and 5. The bottom row
shows dice with values 3, 3 and 1. The sum of them is 20,
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CaptchaMind(ours): I first use the bounding_box tool
to locate exact reference icons: a purple shorts and a fried
egg. In the candidate, the purple shorts and the fried egg
are not connected. So I switch to next candidate.

J

CaptchaMind(ours): I first use the bounding_box tool to
find all the dice and mark them. Looking at the bounding
image, I found a total of 8 dice: 6, 1, 3, 5, 3, 3, 3, 1. Their

sum is 25, so I should enter 25.

J

Figure 5: Qualitative comparison on connect_icon (left) and dice_count (right). Baseline models make errors by
relying on holistic visual impressions, while CaptchaMind consistently attends to task-relevant visual details and
makes correct decisions, demonstrating the effectiveness of our training framework.

sparse rewards that prevent effective policy op-
timization. SFT raises task accuracy to above
50% on most tasks, providing sufficiently dense
reward signals for RL to proceed. Notably, SFT
already performs strongly on dice_count and rota-
tion_match, where task-specific CoT demonstra-
tions are provided during SFT (Section 4.1 and
Appendix C.3). The slight performance drops after
subsequent joint RL training may be related to per-
turbations of these task-specific reasoning patterns.

5.5 Case Study

Figure 5 presents qualitative comparisons on two
representative tasks, showing how CaptchaMind
captures task-relevant visual details overlooked by
existing methods.

On the connect_icon task, the candidate image
contains two pairs of connected icons, including
both a purple shorts and a black shorts each con-
nected to a fried egg. Claude-4-Sonnet relies on

overall visual impression and concludes that the
candidate matches the reference since both contain
shorts connected to a fried egg, without distinguish-
ing which shorts is connected. CaptchaMind pre-
cisely locates the reference icons and identifies that
the purple shorts and fried egg are not connected
in the candidate, correctly rejecting it.

On the dice_count task, GPT-5 estimates dice
values directly from a holistic view, misreading
a 6-dot die as 4 and missing one of two closely
stacked dice in the lower-left, resulting in an in-
correct sum of 20. CaptchaMind identifies all 8
dice individually, including the stacked ones, and
correctly computes the sum as 25.

Both cases illustrate that existing methods fail
when tasks demand precise attention to visual de-
tails, while CaptchaMind consistently captures the
critical details for correct decisions. Complete
episode demonstrations of CaptchaMind solving
representative tasks are provided in Appendix L.
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6 Conclusion

We present CaptchaBench and CaptchaMind as
a unified solution to the long-standing absence
of training-based CAPTCHA solvers. Captch-
aBench provides the first large-scale training-
oriented benchmark with process-level annotations,
and systematic evaluation reveals that existing
methods fail consistently on tasks requiring fine-
grained visual detail capture. CaptchaMind ad-
dresses this by training with explicit reasoning pro-
cess supervision, achieving state-of-the-art perfor-
mance across all tasks. Further analysis reveals a
strong positive association between region ground-
ing accuracy and task success, while our ablation
results further support the effectiveness of explicit
reasoning process supervision. Real-world evalua-
tion further confirms that CaptchaMind generalizes
effectively to real-world CAPTCHA instances. In
future work, we will explore various extensions of
our benchmark and approach (Li et al., 2023, 2024;
Liu et al., 2024; Wu et al., 2025).

Limitations

Real-World Evaluation Scope. Due to ethi-
cal and legal constraints surrounding commercial
CAPTCHA systems, our real-world evaluation is
conducted on static screenshots collected from
live websites without end-to-end browser interac-
tion. Real-world deployment additionally involves
behavioral verification, dynamic rendering, and
anti-bot detection mechanisms that fall outside the
scope of this work and remain important directions
for future research.

Model Scale. Our method is validated on
Qwen2.5-VL-7B. Preliminary SFT experiments
across model scales (Appendix D.3) suggest that
7B provides the best balance between foundational
capability and room for RL improvement, but the
generalizability of our training framework to other
model families remains unexplored and is left for
future work.

Baseline Comparison. Since Oedipus (Deng
et al., 2025) is not open-sourced, we re-implement
its core approach based on the paper description,
which may introduce slight differences from the
original. For Halligan (Teoh et al., 2025), neces-
sary adaptations for environment compatibility may
similarly introduce minor differences despite our
efforts to maintain fairness.

Ethical considerations

We acknowledge that effective CAPTCHA-solving
methods could potentially be misused for auto-
mated attacks or malicious activities. However,
commercial CAPTCHA-solving services already
exist in practice. Our work explores a training-
based approach that differs methodologically from
existing solutions, and is intended solely for re-
search purposes. Training and benchmark evalu-
ation experiments were conducted in controlled
simulated environments. Real-world evaluation
was performed on static screenshots collected from
publicly accessible CAPTCHA demo instances pro-
vided by commercial services solely for research
purposes, with no interaction with end-user traf-
fic. All models and external resources are used in
accordance with their intended research purposes.
We are committed to responsible disclosure; all
data, code, and trained models will be released
exclusively for research use with clearly specified
licenses, following engagement with relevant stake-
holders.
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A Task Interface Examples

This section provides detailed visual examples of

all eight CAPTCHA task types used in our experi-

ments.

A.1 Image-Switching Tasks

Match This!

i ©

(c) Dart Count (d) Rotation Match

Figure 6: Examples of image-switching tasks.

As shown in Figure 6, in image-switching tasks, the
model needs to switch among multiple candidate
images and identify the correct option:

* Connect Icon: Use the arrows to switch images,
find same two icons connected as left image.

* Coordinates: Use the arrows to find the image
where the animal or fruit is in the correct position.

* Dart Count: Use the arrows to find the image
where all the darts add up to the target number
shown on the left.

* Rotation Match: Use the arrows to find the im-
age where the object faces the same direction as
the reference.

A.2 Multi-Step Interaction Tasks

As shown in Figure 7, in multi-step interaction
tasks, the model performs multiple interactions on
the same image and receives step-wise feedback:

* Click Order: Click the icons in order as shown
in the reference image.

* Image Select: Select all images containing the
bicycle.

CeED ST g
(a) Click Order (b) Image Select

Figure 7: Examples of multi-step interaction tasks.

A.3 Single-Step Decision Tasks

& &

Enter the sum: 25

(a) Dice Count

(b) Slide Puzzle

Figure 8: Examples of single-step decision tasks.

As shown in Figure 8, in single-step decision tasks,

the model must produce an accurate result in a

single operation:

* Dice Count: Sum up the numbers on all the dice.

* Slide Puzzle: Drag the slider component to the
correct position.

B Prompts

The following shows the unified prompt template
used in our evaluation. The {instruction} place-
holder is replaced with task-specific instructions
as described in Appendix A. Tool availability for
different model categories follows the evaluation
protocol described in Section 5.1.

You are a captcha solver and your task is to
solve a captcha step by step.

{instruction}

At each step, your generation should have
exactly the following format:

<think>Your reasoning process to understand the
task, analyze the image, and decide what action
to take.</think>

<tool_call>{"name": <function-name>,
"arguments"”: <args-json-object>}</tool_call>
Your available actions are bounding, click,
drag and enter_number, examples are:

1. {"name": "click"”, "arguments”: {"position”:
[100, 150]1}}

2. {"name": "drag", "arguments": {"from”: [100,
150], "to": [100, 200]}}

3. {"name": "bounding”, "arguments": {"boxes":

[[50, 50, 150, 150], [200, 200, 300, 300]1]1}}
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4. {"name": "enter_number”, "arguments":
{"number": 473}}

You should only take an action at a step. After
each step, you obtain an observation. Before
solving the task, you should first use bounding
boxes to mark the key positions. You can click
the submit button to submit the final result.

C Automated Data Generation Details

This section provides the complete implementation
of our automated data generation pipeline.

C.1 Programmatic Scene Construction and
Ground-Truth Recording

For each task type, we programmatically construct
CAPTCHA instances by randomly combining vi-
sual elements such as icons, backgrounds, spatial
positions, and rotation angles, resulting in samples
with diverse appearances and difficulty levels. This
randomization includes variations in the number of
objects (e.g., 3 to 8 icons), their spatial layout, rota-
tion angles (from -90° to +90° in 15° increments),
and the visual styles of backgrounds and elements,
ensuring a wide range of difficulty. During data
generation, we simultaneously record key ground-
truth information, including the regions containing
correct answers, task-relevant candidate regions,
button locations, interaction feedback, and task
success conditions. While such annotations are
not directly accessible in real web environments,
they can be precisely generated in our simulator,
providing the necessary foundation for reasoning
process supervision.

C.2 Multi-Step Interaction Trajectory
Generation

For tasks that require multiple rounds of interaction,
we automatically construct complete interaction
trajectories, including the correct action sequence
and the updated image after each action. Feed-
back at each interaction step is also recorded, such
that each trajectory contains full information in the
form of “state—action—feedback—outcome.” These
trajectories can be used both as training samples
for behavior cloning during supervised fine-tuning
and as environment transition data during reinforce-
ment learning.

C.3 Chain-of-Thought Data Generation

For certain task types, we generate chain-of-
thought (CoT) reasoning data programmatically
using the structured information recorded during

scene construction. All reasoning traces are con-
structed deterministically from ground-truth values
through rule-based templates, and expressed in di-
verse textual forms to avoid inducing dependence
on fixed templates. For example, a reasoning trace
for dice_count is constructed as:

<think>Let me analyze this captcha task. The

goal is to sum up all the numbers on the dice.
Image 1 has 1 dice: a dot of 5, sum = 5. Image

2 has 2 dice: a dot of 1, a dot of 2, sum = 3.

. Total sum: 5 + 3 + ... = 25. I should enter
the number 25.</think>

All numbers in the trace are replaced by program-
matically recorded ground-truth values at genera-
tion time. These CoT samples are used during the
SFT stage to establish the think-then-act behavior
pattern, as described in Section 4.1. This process is
fully automated and requires no human annotation.

D Training Configuration Details
D.1 Data Split

The 16,000 training samples are split as follows:

* Supervised fine-tuning:
(1,000 per task)

8,000 samples

* Reinforcement learning:
(1,000 per task)

8,000 samples

» Evaluation: 1,600 samples (200 per task)

D.2 Training Hyperparameters

Table 4 summarizes the complete training configu-
ration.

Configuration Value

Model

Base model Qwen2.5-VL-7B

Hardware

GPUs 16 x NVIDIA A100 (80GB)
Supervised Fine-Tuning

Training samples 8,000

Epochs 3

Learning rate Se-6
Reinforcement Learning

Training samples 8,000
Algorithm GRPO
Epochs 1
Batch size 64

Rollout samples per prompt 8
Learning rate Se-6
Training time 20 hours

Table 4: Complete training configuration and hyperpa-
rameters.
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Model Av connect coordi- dart dice  rotation image click slide
& icon nates count count match select order puzzle
Qwen2.5-VL-3B-SFT 25.8 17.5 23.0 29.0 0.0 21.5 7.5 23.0 85.0
Qwen2.5-VL-7B-SFT 68.1 49.0 79.5 77.0 76.0 88.0 14.0 70.5 91.0
Qwen2.5-VL-32B-SFT  89.6 92.0 100.0 87.5 80.0 94.5 72.0 97.0 94.0

Table 5: SFT accuracy (%) across model scales. The 7B model provides the best balance between foundational

capability and room for RL improvement.

D.3 Model Scale Selection

To justify our choice of Qwen2.5-VL-7B as the
base model, we conduct preliminary SFT experi-
ments across three model scales. Table 5 reports
the results.

The 3B model reaches only 25.8% after SFT, in-
dicating insufficient task-solving capability for ef-
fective RL training — reward signals are too sparse
to support policy optimization. The 32B model
reaches 89.6%, with most tasks approaching per-
formance ceiling, leaving minimal room for RL
improvement; the high computational cost of RL
training at this scale further motivated us not to pro-
ceed. The 7B model (68.1% after SFT) provides
sufficient foundational capability with substantial
room for improvement, making it the most suitable
scale for our RL framework.

E Reward Threshold Sensitivity Analysis

Our reward function relies on two thresholds: the
IoU threshold for bounding box matching and the
coverage threshold for region identification. Ta-
ble 6 reports model performance across different
combinations of these two thresholds.

ToU Coverage Threshold

30% 40% 50% 60% T0% 80%
0.6 809 824 829 828 822 813
0.8 80.8 827 829 831 823 814
09 80.6 828 827 824 825 8I.1

Table 6: Sensitivity analysis of reward thresholds (%).
Rows denote IoU thresholds; columns denote cover-
age thresholds. Our default setting (IoU=0.8, Cover-
age=50%) is highlighted in bold.

For the IoU threshold, we observe that the model
either localizes regions precisely or misses them
entirely, making the exact threshold non-critical.
Results confirm this: performance remains stable
across a wide range of IoU thresholds (0.6-0.9).
For coverage, performance peaks around 50%—60%
and degrades slightly at higher thresholds (e.g.,
80%), where the model is overly penalized for ef-
ficient reasoning paths that identify only the most

task-relevant regions. These results confirm that
our method is robust to the specific choice of re-
ward thresholds within reasonable ranges.

F Region Grounding Accuracy and Task
Success Correlation

To further examine the relationship between cap-
turing task-relevant visual details and task success,
we analyze region grounding coverage and task
success rate across all 1,600 evaluation episodes of
CaptchaMind.

Metric. Following the process reward definition
in Section 4.2, we compute a grounding coverage
score for each episode. A predicted bounding box
is considered correct if its loU with any ground-
truth region exceeds 0.8. The grounding coverage
score is defined as the ratio of correctly identified
regions to the total number of annotated ground-
truth regions recorded during data generation.

Results. As shown in Figure 4, task success rate
increases substantially with grounding coverage.
Episodes with coverage below 0.2 achieve only
16% success rate, rising to 51% for coverage in [0.2,
0.4), and 82% for coverage in [0.4, 0.6). Perfor-
mance further saturates above 0.6, reaching 90%-—
91%. These results provide diagnostic evidence
that the ability to identify task-relevant visual re-
gions at intermediate reasoning steps is strongly
associated with task success in CAPTCHA solv-
ing.

G Generalization Analysis

To evaluate robustness under distribution shifts,
we evaluate on the OpenCaptchaWorld (Luo et al.,
2025b) benchmark, covering 151 samples across
task types that overlap with our training set but
differ in data sources and visual styles. We in-
clude the best-performing closed-source VLMs
from our main experiments as additional baselines.
As shown in Table 7, the SFT-only model achieves
only 29.8%, lower than most closed-source base-
lines, confirming that SFT alone generalizes poorly
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connect coordi-

dart

rotation image click slide

Method Avg. icon nates count  match select order puzzle Total

CaptchaMind 66.2 6/10 5/10 12/20 23/40 1020 15/20  29/31  100/151
SFT-only 29.8 1/10 3/10 7/20 9/40 2/20 8/20 15/31 45/151
Claude-4-Sonnet 51.0 4/10 7/10 17/20 3/40 13/20  15/20  18/31 77/151
Qwen-VL-Max 41.7 6/10 3/10 4/20 4/40 6/20 17/20  22/31 63/151
Gemini-3-Pro 23.8 4/10 4/10 8/20 12/40 7/20 0/20 1/31 36/151

Table 7: Cross-dataset evaluation results on the OpenCaptchaWorld benchmark. We include the best-performing
closed-source VLMs from our main experiments as baselines. SFT-only generalizes substantially worse than
CaptchaMind, demonstrating that RL with explicit reasoning process supervision learns more transferable reasoning

abilities.

to out-of-distribution data. CaptchaMind achieves
66.2%, outperforming all baselines by a substantial
margin despite the distribution shift, demonstrating
that CaptchaMind’s capabilities generalize effec-
tively across different data distributions.

H GUI Agent Failure Analysis

GUI agents exhibit two fundamental limitations on
CAPTCHA tasks: output format incompatibility
and lack of multi-step reasoning capabilities.

Output Format Incompatibility. Many GUI
agents produce outputs in fixed formats incom-
patible with CAPTCHA environments. UI-Tars-
7B (Qin et al., 2025), for example, generates
HTML table structures:

<table>
<tr><th>Action</th><th>Description</th></tr>
<tr><td>Click</td><td>Click the submit button
after selecting the correct image</td></tr>
</table>

While this contains natural language descriptions, it
lacks the required structured format (e.g., {"name":
"click", "arguments": {"position": [X, y]}}) and
provides no extractable coordinate information. Al-
though we attempted to modify our parsing logic to
accommodate various output formats, most models
still failed to produce evaluable results.

Lack of Multi-Step Reasoning. Even GUI
agents that produce compatible output formats fail
due to insufficient reasoning capabilities. OS-Atlas-
Base-7B (Wu et al., 2024) can generate valid tool
calls, but its interaction pattern reveals shallow rea-
soning. As shown in Figure 9, on a coordinates
task, it produces:

<think>I see a right arrow button. I will click
it.</think>

<tool_call>{"name"”: "click”, "arguments”:
{"position”: [850, 730]}}</tool_call>

While the coordinates correctly fall within the but-
ton region, the model shows no understanding
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[809, 688]

)

[898, 779]

Figure 9: A coordinates task where the right arrow
button’s valid clickable region is bounded by [809, 688]
(top-left) and [898, 779] (bottom-right).

of why it should click — there is no analysis of
whether the current image matches the target. It
simply clicks any visible button, reflecting the
nature of GUI training which primarily consists
of single-step element localization tasks requiring
minimal reasoning.

I Case Study: CaptchaMind Reasoning
Process

Figure 10 and Figure 11 illustrate representative
success cases of CaptchaMind on two task types,
demonstrating its complete step-by-step reasoning
process across different task types.

J Human Study Interface

Figure 12 shows the web-based interface used in
our human discrimination study. Participants were
presented with four CAPTCHA images per page
and asked to classify each as “Real CAPTCHA” or
“Synthetic CAPTCHA.”
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Instruction: Sum up the numbers on all the dice.

Step 1 Step 2 Step 3
s o D@ b e & &
: &) : L L 3 ;
Image 1 3
! @ L o 5
i Enter the sum: m) i i Enter the sum: suBMT 8 i § Enter the sum: 25 m :
i <think>T need to sum up the 1 »» i <think> Looking at the bounding }>}> i <think> Their sum is 25, so I
Thought i numbers on all the dice, so 1 image, I found a total of 8 dice, ! ' should enter 25 and submit.
OUBRY ¢ should first find all the dice 1 with the following numbers of ! . Now I have entered the
i and mark them. </think> ‘ i dots: 6, 1,3,5,3,3,3, 1. Their | i answer 25, the next step is to |
| sum is 25, so I should enter 25. | click the submit button.
; | </think> | </think> 5
. ! <tool call>{"name": "bou- ! | <tool call>{"name": "enter w | <tool call>{"name": "click": -
Action | P 1 i - W ik | i - n.ofn P i
i nding": "arguments": ...... }o i number": "argu ments": {"posi- | | "arguments": {"position": i
i </tool_call> : i tion": [520, 725]} }</tool call> | { [520, 725]} }</tool_call> :

Figure 10: CaptchaMind on the dice_count task. CaptchaMind first uses the bounding box tool to locate all dice
(Step 1), reasons over the annotated image to compute the sum (Step 2), and submits the correct answer (Step 3).

Instruction: Find the image where the dog is in the indicated seat.

Step 1 Step 2 Step 3
RARA ABAR | RARR |
me D8 Rrar D8 aarr = D8 RRRR
3 Match This! Dg g g g i ; Match This! Dgg@g i 3 Match This! Dggg i
3 RARR o ‘RRRAR | | ‘RRERRA
e o e o @ e o
<think>I need to find the §>}> : <think> Looking at the »» <think> The dog is now at

image where the dog is in ' position D8, this is the

' bounding image, the dog is not 1
: i correct image, I should click

nding": "arguments": ...... }
</tool call>

"arguments": {"position": [825, "arguments": {"position":
740]} }</tool call> [215, 685]} }</tool_call>

Thought | position D8. So I will mark in the target position. I should .
| the D8 position and the dog i click the right arrow to check | the submit button. </think> |
| in the current image.</think> | i the next image.</think>
! <tool_call>{"name": "bou- : <tool call>{"name": "click": ‘ : <tool_call>{"name": "click": '

Action | i

Figure 11: CaptchaMind on the coordinates task. CaptchaMind marks the target position and object in the current
image (Step 1), identifies a mismatch and switches candidate (Step 2), and submits upon finding the correct match
(Step 3).
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. 7/25 | Next Page
X

Task: Click on each image to select it, then determine if it is from a real website or
programmatically generated.

Select all images with

Drag the slider component Use the arrows to rotate the animal to face in the Click the icons in order as shown in
to correct position

direction of the hand. the reference image.

Real CAPTCHA ||  syntheticcapTcHA |

Figure 12: The web-based interface used in the human discrimination study.
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