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Abstract

Large language models can generate interac-
tive web interfaces, but reliable generative
Ul requires maintaining an executable arti-
fact as user requests evolve. We introduce
EVOGENUI-BENCH, a benchmark for multi-
turn interface maintenance comprising 150 five-
turn tasks and 750 turns across three scenar-
ios: information presentation, executable inter-
action, and tool-grounded external state. We
execute generated artifacts in a browser and
evaluate them using screenshots, source and
DOM evidence, actor traces, and runtime logs.
Beyond turn-level and episode-level success,
we measure cross-turn retention with Adjacent
Pass Retention. Across eight models, even the
strongest achieves 74.9% Turn Pass while com-
pleting only 37.3% of five-turn episodes; APR
further falls to 52.4% on tool-grounded tasks.
Diagnostic analysis shows that presentation
failures center on information architecture, in-
teraction failures on derived-state propagation
and affordance binding, and tool-grounded fail-
ures additionally involve external-state ground-
ing and requirement decomposition. These re-
sults reframe generative Ul evaluation from
judging isolated outputs to testing whether in-
terface behavior, derived state, external state,
and assistant claims remain synchronized as
the artifact evolves.

1 Introduction

Large language models (LLMs) can generate
task-specific interactive interfaces, including dash-
boards, forms, comparison views, and mini-
applications. Recent work studies these interfaces
as a direct response modality for LLM-based as-
sistants (Leviathan et al., 2026; Chen et al., 2026;
Zhang et al., 2026). We investigate whether LLMs
can maintain an executable interface as user re-
quirements evolve over multiple turns. Figure 1
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Figure 1: Multi-turn artifact maintenance. Rather
than generating independent pages, the model repeat-
edly updates a single executable interface as user re-
quirements evolve. Each update must implement the
current request, preserve still-valid requirements, and
keep interface behavior, visible state, and the accompa-
nying response consistent with the conversation history.

illustrates a conversation in which the user adds
filters and views, revises constraints, and extends
a workflow while expecting earlier functionality
to remain intact. We refer to this setting as Evo-
GENUI: across turns, the model updates a single
executable interface to satisfy each new request
without violating requirements that remain valid.
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Single-shot evaluation does not capture the nuances
in this setting.

Existing benchmarks evaluate frontend genera-
tion and revision, tool use, and agents operating
within existing web environments (Zhu et al., 2025;
Wu et al., 2026; Yao et al., 2025; Zhou et al., 2024).
These settings largely separate artifact construc-
tion from task execution: the model either devel-
ops an interface or operates through a pre-defined
environment. Generative Ul collapses this distinc-
tion: the model continually revises the interface
through which the task itself is performed. Relia-
bility must therefore be assessed over the full revi-
sion sequence, including whether behavior, state,
and prior requirements remain consistent as the
interface evolves.

We introduce EVOGENUI-BENCH, a bench-
mark comprising 150 tasks and 750 turns across
three scenario suites. Presentation-focused tasks
evaluate the organization of dense information;
interaction-focused tasks evaluate executable inter-
faces with local state; and tool-grounded tasks eval-
uate interfaces that mediate external runtime state.
Each task consists of an initial interface-generation
request followed by four successive revisions to the
same interface.

For every requested artifact, we attempt to build
and execute the generated interface in a browser.
Buildable artifacts are scored for Presentation, Ex-
ecution, and Alignment using the multi-surface
evidence bundle defined in Section 4.1, while arti-
facts that cannot be built or executed are counted as
failures. We measure turn-level success with Turn
Pass, complete-episode success with TP@5, and
cross-turn retention with Adjacent Pass Retention
(APR), the share of qualifying next turns that pass
given a passing previous turn. The best-performing
model reaches 74.9% overall Turn Pass but com-
pletes only 37.3% of five-turn episodes. After pool-
ing all such adjacent pairs across the eight models,
tool-grounded APR is 52.4%. Failure mechanisms
also differ substantially across suites.

Our contributions are: (1) EVOGENUI-BENCH,
a multi-turn benchmark for evaluating the mainte-
nance of executable interfaces across cumulative
revisions; (2) a browser-based, evidence-grounded
evaluation protocol that combines visual, behav-
ioral, source-level, and runtime evidence with turn-
, episode-, and transition-level reliability metrics;
(3) a systematic evaluation of eight recent models
spanning multiple families, revealing a substan-
tial gap between turn-level success and sustained

reliability; and (4) a human-validated diagnostic
taxonomy that identifies distinct mechanisms of
interface-maintenance failure across presentation,
interaction, and tool-grounded scenarios.

2 Related Work

2.1 Generative Interfaces and Iterative
Development

Existing Generative UI benchmarks assess visual
fidelity (Si et al., 2025), interactive behavior and
executable frontend generation (Xiao et al., 2025;
Zhu et al., 2025; Sun et al., 2025), and multi-file
website generation (Lu et al., 2025b). MiniApp-
Bench extends this line of work to principle-driven,
interaction-intensive mini-applications evaluated
through static inspection and agent-based explo-
ration (Zhang et al., 2026). These benchmarks pri-
marily focus on self-contained generation episodes
rather than the evolution of a persistent interface
under successive user requests.

Recent work has begun to examine generation
under evolving requirements. FronTalk studies
multi-turn frontend development with textual and
visual feedback, identifying the forgetting or over-
writing of prior features as a central challenge
(Wu et al., 2026). SlopCodeBench shows that
iterative code extension can satisfy intermediate
checkpoints while accumulating structural degra-
dation (Orlanski et al., 2026), and MultiChallenge
documents broader failures in realistic multi-turn
instruction following (Deshpande et al., 2025).
EVOGENUI-BENCH extends this direction by treat-
ing the generated interface as both a persistent assis-
tant output and the interaction layer. Each revision
must incorporate the latest request while preserving
prior requirements, executable behavior, and con-
sistency with the assistant response; tool-grounded
tasks additionally require synchronization with ex-
ternal runtime state.

2.2 Interactive Agents and Stateful Tool Use

WebArena and VisualWebArena evaluate agents
operating websites, while OSWorld and Agent-
Bench extend this paradigm to open-ended com-
puter environments and broader interactive tasks
(Zhou et al., 2024; Koh et al., 2024; Xie et al., 2024;
Liu et al., 2024). In these benchmarks, the environ-
ment supplies the interface through which the agent
acts. In EVOGENUI-BENCH, the model instead
generates and continually revises that interface.
ToolLLM and the Berkeley Function Calling
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Leaderboard evaluate tool selection and invoca-
tion (Qin et al., 2024; Patil et al., 2025), whereas
T-bench, ToolSandbox, and AppWorld introduce
environments in which tool calls modify persistent
state (Yao et al., 2025; Lu et al., 2025a; Trivedi
et al., 2024). These benchmarks primarily as-
sess whether an agent selects appropriate tools
and produces the intended state changes. The
tool-grounded suite of EVOGENUI-BENCH asks
whether those operations are also exposed cor-
rectly through an evolving, user-operable interface,
maintaining consistency among visible controls,
browser interactions, local Ul state, and authorita-
tive external state.

2.3 Evaluation of Executable Interactive
Artifacts

Open-ended interfaces cannot be evaluated reliably
through reference renderings, static code analysis,
or text-only judgments alone. SWE-bench evalu-
ates generated code through execution in a software
environment, and frontend benchmarks similarly
use sandboxed builds, browser execution, and func-
tional tests (Jimenez et al., 2024; Zhu et al., 2025).
ArtifactsBench complements execution with tempo-
ral screenshots and multimodal judging to capture
visual and interactive behavior (Zhang et al., 2025).

LLM-as-a-judge methods such as MT-Bench, Al-
pacaEval, and Prometheus provide scalable, rubric-
guided evaluation of open-ended outputs while
motivating careful control of evaluator evidence
and bias (Zheng et al., 2023; Dubois et al., 2024;
Kim et al., 2024). Executable interface mainte-
nance requires these judgment-based methods to
be grounded in execution evidence: an artifact may
build successfully while exposing broken controls,
retaining stale state, losing prior functionality, or
contradicting the assistant response. EVOGENUI-
BENCH therefore combines rendered UI observa-
tions, source and DOM evidence, browser interac-
tions, runtime traces, textual responses, and, when
applicable, authoritative external-state readback
within the shared evidence bundle.

3 EVOGENUI-BENCH

3.1 Task Formulation

We formulate the evaluation of generative Uls as
multi-turn artifact maintenance. Each task is a five-
turn episode in which the user successively revises
the same web interface rather than requesting inde-
pendent pages. At each turn, the model receives the

current request, public task context, optional pub-
lic tool contracts, compact evidence from earlier
turns, and the most recently generated source code.
It must return both a user-facing response and the
complete source code for the updated interface.

The task is cumulative: a valid update must im-
plement the new request while preserving all still-
valid prior requirements. The evaluation unit is
therefore an evolving executable artifact rather than
an isolated page. Its behavior, visible state, and
accompanying assistant response must remain mu-
tually consistent across revisions. Section 4.1 de-
scribes how the benchmark harness executes each
update and collects evaluation evidence.

3.2 Design and Construction

To prevent evaluation leakage, the benchmark sep-
arates generator-visible requests, context, and tool
contracts from private validation requirements,
backend state, actor-only information, and scor-
ing criteria. Each private requirement identifies at
least one observable evidence surface: the rendered
UI, DOM, interaction trace, source code, assistant
response, tool log, or runtime state. Validation tar-
gets the requested semantics rather than a reference
implementation, allowing functionally equivalent
solutions to pass while rejecting static shells and un-
supported claims about interface or external state.

All tasks are human-authored to maintain a
fixed five-turn revision structure, balanced cover-
age across scenario types, and, where applicable,
deterministic external state. Machine-readable do-
main metadata guides task sampling and diversity
auditing. The benchmark contains 150 distinct do-
main labels across 150 tasks, with each task pairing
its domain with an interface type and a targeted
challenge, such as evidence-board synchronization,
state-machine simulation, linked-view propagation,
or tool-backed status readback. This design reduces
the risk of near-duplicate prompt templates while
preserving a common evaluation structure.

A second reviewer checked each task for public-
turn clarity, leakage of private validation crite-
ria, meaningful cross-turn revision pressure, do-
main duplication, and requirement observability.
Tasks that failed any check were revised. Ap-
pendix B.1 describes the complete construction
and review workflow, and Appendix B.3 presents a
tool-grounded example.
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Figure 2: Evaluation pipeline. EVOGENUI-BENCH generates an updated interface, executes it in a browser,
collects multi-surface evidence, and computes turn-level scores and derived statistical reliability metrics.

3.3 Benchmark Composition

The EVOGENUI-BENCH suite contains 150 tasks
and 750 requested turns, divided equally among
three 50-task scenario suites: Presentation, Inter-
action, and Tool-grounded. Each task comprises
five user turns and a private validation contract
for every turn. Presentation tasks emphasize ex-
planatory and decision-support artifacts; Interac-
tion tasks cover stateful mini-applications and rea-
soning workbenches; and Tool-grounded tasks re-
quire interfaces that read, write, reconcile, or re-
fresh external state. The suites contain equal num-
bers of tasks and turns but intentionally differ in
validation-contract density, as shown in Table 1.

Subset Tasks Domains Tools/task Req./turn
Presentation 50 50 0 3.0
Interaction 50 50 0 59
Tool-grounded 50 50 6-22 11.9
Total 150 150 - 6.9

Table 1: Benchmark composition. Every task con-
tains five turns, yielding 750 requested turns in total.
Req./turn denotes the mean number of private validation
requirements per turn; these requirements are hidden
from the generator.

4 Evidence-Grounded Evaluation

We evaluate each requested turn through interface
generation, browser execution, evidence collection,
and model-based scoring. Figure 2 summarizes this
workflow and the evidence passed between stages.

4.1 Generation and Evidence Collection

At each turn, the benchmark harness builds the
returned source code in a fixed web environment
and serves the resulting interface in a browser. It
records build and browser evidence, while an inter-
action actor operates the running interface to col-
lect behavioral traces and observations. Execution
proceeds sequentially: later turns depend on the
previously generated source, collected snapshots,
and, for tool-grounded tasks, restored runtime state.

If a required artifact is missing, downstream
turns that depend on it are blocked rather than
restarted from a clean state; the corresponding re-
quested slots are not silently omitted from evalua-
tion. Actor-reported interaction status is advisory
rather than an official label. Instead, the recorded
interaction evidence is passed to the evaluator and
incorporated into the dimension-level scores de-
scribed below.

4.2 Evaluation Dimensions

The model-based evaluator assigns three turn-level
scores. Presentation evaluates the coherence, read-
ability, and domain appropriateness of the rendered
interface. Execution evaluates whether the current
request and all relevant, still-valid prior require-
ments are implemented as working interface behav-
ior or visible, evidence-supported state. Alignment
evaluates whether the assistant response, source
code, rendered UI, interaction observations, and
runtime logs are mutually consistent. Appendix C.1
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provides the complete scoring rubrics.

The evaluator combines three types of evidence:
rendered state, comprising the final DOM and
screenshot; execution evidence, comprising actor
observations, tool and resource logs, and runtime
snapshots; and artifact context, comprising the
source summary, build status, and compact context
from previous turns. Together, these inputs allow
the evaluator to distinguish failures in visual orga-
nization from broken controls, stale derived state,
unsupported assistant claims, and contradictions
between the interface and tool-grounded state.

4.3 Reliability Metrics

We report reliability at three levels: Turn Pass (TP)
measures correctness at an individual turn; TP@5
and Consecutive Passed Turns (CPT) measure sus-
tained success over an episode; and Adjacent Pass
Retention (APR) measures whether success per-
sists across adjacent revisions. All four metrics
derive from the same official turn-level decision.

Formally, for turn ¢ of episode 7, let pr; €
{0, 1} denote the official pass indicator. It equals
1 only if generation succeeds, the returned source
yields an evaluable artifact, and the Presentation,
Execution, and Alignment scores are each at least
4. Turn Pass is the mean of these indicators over all
requested model-turn slots; generation, build, and
execution failures therefore remain failures under
requested-slot accounting.

For an N-turn episode 7T,

N N ¢
Prpas(T) = HPT,u CPT(T) = Z HPT,J‘-
=1 =1 j=1

(1
Because every episode contains five turns,
Prpas(7T) indicates whether all five turns pass.
CPT measures the length of the initial uninterrupted
run of passing turns and ranges from zero to five.
Suite-level TP@5 and CPT are obtained by averag-
ing these episode-level quantities across tasks.
For comparison, we also report a diagnostic in-
dependence baseline for TP@5. For each model,
let p; denote its empirical pass rate over all re-
quested slots at turn position ¢. If the five turn
outcomes within an episode were independent with
these position-specific pass probabilities, the ex-
pected TP@5 would be

5
PRESs =T b )
t=1

Let e7; = 1 if the generation call for turn ¢
returns a model response, and let e ; = 0 if no
response is obtained because of a provider failure.
Invalidly formatted responses and build failures
remain countable and are assigned p7; = 0. For a
set of episodes S,

N.
2 TeS Dt ETAPT - 1PT

APR(S) -
ZTES thg ETtPT t—1

3

APR therefore measures the probability that turn
t passes given that turn ¢ — 1 passed and the gen-
eration call for turn ¢ returned a model response.
It is an outcome-level retention measure: a failed
transition may result from regression on a prior
requirement, failure to satisfy the new request, or
both. Appendix C.2.1 separates attributable APR
failures into cases involving regression on prior
requirements and cases involving only the new re-
quirement.

TP, TP@5, and CPT are macro-averaged across
tasks at the suite level, whereas APR pools all eli-
gible adjacent transitions. Appendix C.2 describes
the countable-only diagnostics and bootstrap proce-
dure. Table 9 reports task-level confidence intervals
and independence-baseline values.

4.4 Human Validation

We validate automatic pass/fail decisions on a
blinded sample of 240 turn-level cases covering
all eight generator models and all three suites, with
10 cases per model-suite pair and stratification by
automatic pass/fail outcome. Three non-author
annotators independently label every case while
blinded to model identity and the automatic deci-
sion; majority vote defines the human reference.
The automatic evaluator reaches 86.7% accuracy
and Cohen’s x = 0.73 against these labels, while
inter-annotator agreement is Fleiss’ k = 0.78.

S Experiments

5.1 Models

We evaluate eight models spanning several re-
cent model families: GPT-5.5 (OpenAl, 2026),
Qwen3.6-Plus (Alibaba Cloud, 2026), Qwen3-
Coder (Qwen Team, 2025), GLM-4.5-Air (GLM-
4.5 Team, 2025), Gemini-3-Flash (Google Deep-
Mind, 2025), Gemini-3.1-Pro (Google DeepMind,
2026), Claude-4.5-Haiku (Anthropic, 2025), and
Claude-Opus-4.7 (Anthropic, 2026). Appendix D.1
provides the exact provider identifiers and infer-
ence settings used for each model.
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Model Presentation Interaction Tool-grounded Overall

TP TP@5 CPT APR TP TP@5 CPT APR TP TP@5 CPT APR TP TP@5 CPT APR
Claude-Opus-4.7 824 520 328 913 812 400 302 8.8 612 200 214 686 749 373 281 836
GPT-5.5 44.8 4.0 094 506 776 40.0 324 806 628 20.0 244 727 617 213 221 71.0
Claude-4.5-Haiku 76.0 320 3.08 828 56.0 8.0 136 609 212 0.0 040 200 51.1 133 1.61 65.7
Qwen3.6-Plus 60.0 12.0 1.76 723 46.8 10.0 1.58  64.1 25.2 0.0 0.62 346 440 7.3 132 61.7
Gemini-3-Flash 62.8 8.0 1.56 68.5 47.6 6.0 1.20 57.0 14.8 0.0 0.30 18.8 41.7 4.7 1.02 57.8
Gemini-3.1-Pro 38.4 8.0 1.14 703 252 120 078 796 7.2 0.0 0.16 294 236 6.7 0.69 68.6
Qwen3-Coder 44.0 6.0 1.44 535 212 0.0 072 320 4.4 0.0 0.14 0.0 23.2 2.0 077 422
GLM-4.5-Air 352 2.0 .10 50.0 248 2.0 054 472 32 0.0 016 429  21.1 1.3 0.60 485
Aggregate 555 155 179 711 476 148 156 68.7 25.0 5.0 080 524 427 118 138 66.5

Table 2: Main results. Models are ordered by overall TP. TP is turn pass rate (%); TP@5 is the percentage of
episodes in which all five turns pass; CPT is the average initial run of passed turns; and APR is adjacent pass
retention (%). Overall averages the three suites for TP, TP@5, and CPT and pools eligible transitions for APR. The
final row macro-averages model rows for TP, TP@5, and CPT and pools eligible transitions for APR. Bold marks

column best and aggregate values.

Where required, we use provider-specific trans-
port or output modes while preserving a common
normalized output contract: non-empty assistant
text accompanied by the generated source files.

5.2 Experimental Setup

Each model is evaluated on the same 150 tasks,
with five requested turns per task, using a com-
mon execution harness, evidence-collection proto-
col, and evaluator. Execution is sequential: each
turn reuses the previously generated source and col-
lected snapshots and, for tool-grounded tasks, the
restored runtime state. For the main results, we use
MiMo-V2.5 (Xiaomi MiMo Team, 2026) as both
the interaction actor and the evaluator. We use re-
freshed full-page screenshots and fixed evaluation
rubrics across all evaluated models.

5.3

Finding 1: Turn-level success overstates episode-
level reliability. Claude-Opus-4.7 achieves the
highest overall TP (74.9%) and APR (83.6%), yet
only 37.3% of its episodes pass all five turns. Aver-
aged across models, TP is 42.7%, whereas TP@5
is only 11.8%. This gap shows that success on indi-
vidual turns does not translate directly into reliable
completion of an entire revision sequence.
Observed TP@5 exceeds the independence esti-
mate in Equation 2 for all eight models. Represen-
tative comparisons are 21.3% versus 8.7% for GPT-
5.5, 7.3% versus 1.3% for Qwen3.6-Plus, 4.7%
versus 1.2% for Gemini-3-Flash, and 37.3% ver-
sus 23.4% for Claude-Opus-4.7 (Table 9). Passing
turns therefore cluster within episodes, potentially
because episodes differ in difficulty. Accordingly,
TP@5 measures end-to-end workflow success rate.

Main Results

Models also exhibit distinct suite-level profiles.
GPT-5.5 and Claude-Opus-4.7 both achieve 40.0%
TP@5 on Interaction tasks. Qwen3.6-Plus per-
forms substantially better on Presentation than
on Tool-grounded tasks, with TP decreasing from
60.0% to 25.2%. Gemini-3.1-Pro has a low overall
TP of 23.6% but relatively high APR after reach-
ing a passing state on Presentation (70.3%) and
Interaction (79.6%). This contrast illustrates the
conditional nature of APR: a model may preserve a
correct artifact when one is reached even if it rarely
reaches such a state.

Finding 2: Tool-grounded tasks remain the most
difficult after conditioning on a previous pass.
Model-averaged TP decreases from 55.5% on Pre-
sentation and 47.6% on Interaction tasks to 25.0%
on Tool-grounded tasks; model-averaged TP@5
similarly falls to 5.0% (Figure 3a). Tool-grounded
tasks also have denser validation contracts, averag-
ing 11.9 requirements per turn, compared with 3.0
for Presentation and 5.9 for Interaction (Table 1).
Cross-suite differences therefore reflect the full task
design, including both external-state grounding and
validation density.

APR exhibits the same suite ordering after con-
ditioning on a passing previous turn: 71.1% for
Presentation, 68.7% for Interaction, and 52.4% for
Tool-grounded tasks (Table 2). A fixed-seed post
hoc audit identifies 110 failed APR transitions for
which sufficient attribution evidence is available.
Among these transitions, 58 (52.7%) involve regres-
sion on prior behavior, sometimes together with
failure on the new requirement; the remaining 52
(47.3%) preserve prior behavior but fail to satisfy
the new requirement (Table 5).
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Finding 3: Reliability declines after the second
turn. Aggregate pass rates are similar at the first
two turn positions but fall to 39.4% at turn 3 and
35.1% at turn 4 (Figure 3b). The largest aggregate
decline occurs between turns 2 and 3. This decline
is especially pronounced for Tool-grounded tasks,
whose pass rate falls from 39.5% at turn 2 to 18.5%
at turn 3 and reaches 14.0% at turn 4. These results
indicate that difficulty increases once models must
incorporate multiple revisions while maintaining
prior interface behavior and state consistency.

5.4 Robustness and Evaluator Diagnostics

The main experiment uses one generation per
model-task—turn slot and MiMo-V2.5 as both the
interaction actor and evaluator. We therefore con-
duct additional studies of actor—evaluator sensitiv-
ity, evaluator evidence, and regeneration stability.
Appendix D.2 provides the complete protocols and
results.

Actor-evaluator sensitivity. Across 120 strat-
ified cases, agreement with human annotations
ranges from 86.1% to 91.4% across the tested actor—
evaluator pairings. The default MiMo—MiMo con-
figuration achieves 89.7% agreement (Table 7), in-
dicating that its performance is within the range of
the alternative configurations.

Evaluator evidence ablation. On a separate
balanced reference set of 240 cases, the full-
evidence evaluator achieves 87.5% accuracy
against majority-vote human labels. Removing
the actor trace produces the largest decrease, re-
ducing accuracy to 55.0%. Accuracy decreases
to 63.8% without the private evaluation reference,
67.5% without the source code, and 78.3% without
the screenshot (Table 3). These results indicate that

Configuration Acc. A Acc. Prec. Rec. F1

Full evidence 87.5 - 869 88.3 87.6

No source code 67.5 —20.0 672 683 67.8
No screenshot 783 —9.2 783 783 783
No actor trace 55.0 —32.5 547 583 56.5
No private reference 63.8 —23.7 923 30.0 45.3

Table 3: Evaluator evidence ablation. Decision ac-
curacy on a fixed set of 240 balanced cases (120 pass-
ing, 120 failing; passing is positive). A Acc. is the
percentage-point change from full evidence. Each row
removes one source.

Presentation |
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Interaction
g 174 14.9
v S
Tool-grounded |
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Figure 4: Diagnostic failure mechanisms. Values are
percentages over all executed non-passing calls in each
suite; N denotes the number of calls. Cross-turn preser-
vation is measured separately by APR and TP@5.

no single artifact view is sufficient and that interac-
tion traces are particularly important for identifying
behavioral failures. Appendix D.2.1 provides the
complete ablation protocol.

Regeneration stability. Table 8 reports three
independent runs of Qwen3.6-Plus. Overall TP
ranges from 39.7% to 46.4%, while the ordering
Presentation (>) Interaction (>) Tool-grounded re-
mains consistent across all three runs. Thus, abso-
lute performance varies across generations, but the
principal suite-level difficulty pattern is stable.

26539



M Info. architecture M Derived state B Req. decomposition B Affordance binding B External grounding

Presentation

36% 36% n=15
E -

Domain representation

Interaction Tool-grounded

Ea SN EED

comni317vo I I - N
comin-»recn A1~ T - T
it N |~ N | e AT I
cuvasar I - W - T

averssous [EI Y~ EEEEEEEDIE - AN
; - W 5'0 Wb “ o

Share of taxonomy records (%)

Figure 5: Failure composition by model and suite. Each bar is the within-row distribution over six diagnostic
mechanisms; n gives the number of executed non-passing calls in that row.

6 Analysis and Discussion

6.1 Diagnostic Failure Taxonomy

We classify each failed execution into one of
six interface-maintenance mechanisms: informa-
tion architecture, for poorly organized or unread-
able content; domain representation, for incor-
rect task-specific abstractions; requirement de-
composition, for omitted constraints or workflow
steps; affordance binding, for visible but un-
wired controls; derived-state propagation, for de-
pendent views that remain stale after local state
changes; and external-state grounding, for con-
tradictions between the interface and tool or run-
time state. The analysis covers all 2,750 executed
non-passing calls, each assigned to one primary
mechanism: 859 information-architecture, 586
derived-state-propagation, 460 affordance-binding,
410 requirement-decomposition, 289 external-state-
grounding, and 146 domain-representation failures.
Episode-level reliability and cross-turn retention
are analyzed using TP@5 and APR, respectively.
Before large-scale labeling, we constructed and
froze the six-label codebook using the evaluation
rubrics, private validation criteria, and representa-
tive failures. On a category-balanced sample of
120 classified failures (20 per category), a sepa-
rate diagnostic judge achieves 90.3% mean exact-
label agreement with three blinded non-author an-
notators. Mean multiclass Cohen’s x between
the judge and individual annotators is 0.89, and
Fleiss’ x among the human annotators is 0.91. Ap-

pendix D.2.2 provides the complete labeling and
validation protocol.

Figure 4 shows that the dominant bottleneck
varies by scenario. Presentation failures primarily
involve information architecture: requested facts
lack a clear hierarchy, overlap visually, or appear
clipped. Interaction failures more often involve
derived-state propagation and affordance binding,
producing stale dependent views or controls that ap-
pear functional but are not wired to behavior. Tool-
grounded failures span these mechanisms as well
as external-state grounding and requirement de-
composition. Reliable tool-grounded EVOGENUI
therefore requires coordinated management of in-
terface and runtime state, not merely valid API
invocation. The model-level results in Figure 5
show that these suite-level patterns recur across
model families rather than being driven by a sin-
gle model. Section 6.2 traces three mechanisms
through representative artifacts.

6.2 Case Studies

We examine three executed turns from Claude-
Opus-4.7, the strongest model overall, to reveal
how a plausible interface can conceal a broken
mechanism.

Presentation: Carbon Abatement Roadmap
Board, Turn 2. The model preserves all six re-
quested wedges, source markers S1-S6, the time-
line, and the decision callouts. Execution and
Alignment both score 5, but Presentation scores
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Figure 6: Three diagnostic failures. Red boxes mark (a) merged chart labels, (b) metrics that remain stale after
gain changes, and (c) controls blocked by mismatched backend evidence tokens.

3 because the SVG chart merges several x-axis
labels into one unreadable string. The requested
information is present, yet its layout makes it un-
usable. The screenshot exposes this information
architecture failure (Figure 6a).

Interaction: Drone PID Wind Disturbance Lab,
Turn 5. The generated challenge panel contains
target inputs, a Run Gust Test button, pass/fail
badges, and diagnosis text, earning Presentation 5
and Alignment 4. The actor changes K, from 2.20
to 1.0, 1.5, and 0.5, but every run returns 100.0%
overshoot, 10.00 s settling, and 5.000m SSE. Al-
though the displayed gain updates, the dependent
simulation metrics remain fixed, resulting in an
Execution score of 3. The actor trace and source
difference expose this derived-state propagation
failure (Figure 6b).

Tool-grounded: Film Festival Programming
Conflict Board, Turn 4. The interface renders
the requested correction lane, action rail, and evi-
dence tokens, earning Presentation 5 and Align-
ment 4. Its tool-calling code, however, sends
stale or mismatched prerequisite tokens to the
backend, causing every hold_slot call to return
missing_prerequisite_token_slots. After 17
actor steps across multiple interaction paths, no
hold succeeds and the correction lane remains un-
reachable. Execution therefore scores 3. The run-
time logs reveal the mismatch between interface
state and backend state, identifying an external-
state grounding failure (Figure 6c¢).

These cases illustrate different failures require
different evidence: the presentation defect is visible
in the screenshot, the stale derived state emerges
from the actor trace and source difference, and the
tool-state mismatch appears in runtime logs.

6.3 Implications for Generative UI Evaluation

The results distinguish two aspects of reliability:
whether a model reaches a correct artifact and
whether it preserves correctness across subsequent
revisions. They also show that reliable diagnosis
requires matching evidence to mechanism. Screen-
shots reveal visual and organizational defects; ac-
tor traces and source changes reveal broken inter-
actions and stale derived state; and runtime logs
reveal inconsistencies between the interface and
external systems. No single score or evidence sur-
face captures all three. Generative Ul evaluation
should therefore combine outcome-level reliability
metrics with mechanism-level diagnosis.

7 Conclusion

We introduced EVOGENUI-BENCH, a benchmark
that evaluates generative Ul as multi-turn main-
tenance of an executable artifact. By combining
browser execution with visual, behavioral, source-
level, and runtime evidence, it measures both
turn-level correctness and reliability across revi-
sions. Experiments across model families show
that strong single-turn performance does not reli-
ably translate into sustained episode success, par-
ticularly for stateful and tool-grounded interfaces.

Our diagnostic analysis further shows that fail-
ure mechanisms vary by task, spanning information
architecture, interaction wiring, derived-state prop-
agation, requirement decomposition, and external-
state grounding. These findings demonstrate that
neither a final screenshot nor an isolated turn score
adequately captures generative Ul reliability. Eval-
uation must instead assess whether interface behav-
ior, dependent state, external state, and assistant
claims remain synchronized as the artifact evolves.
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Limitations

EVOGENUI-BENCH uses human-authored five-
turn episodes in a fixed React/Vite browser envi-
ronment. Its scope excludes naturally occurring
interaction logs, other UI frameworks, accessibility
requirements, and device conditions.

APR is an outcome-level retention measure
rather than a causal attribution metric. A failed
transition may reflect regression on prior behavior,
failure to satisfy the new request, or both. Our post
hoc audit distinguishes prior-regression-containing
from new-requirement-only failures on a sample,
but comprehensive attribution would require replay-
ing all prior-turn validation contracts against each
later artifact.

Tool-grounded tasks use deterministic mock run-
times to ensure reproducibility. They therefore
evaluate controlled interface—runtime synchroniza-
tion but do not capture operational challenges of
live services, including latency, authentication and
permission failures, outages, rate limits, and API
changes.

Ethical Considerations

EVOGENUI-BENCH uses synthetic tasks, mock
external state, and deterministic tool environments
rather than private user data or live third-party ser-
vices. This reduces privacy risk and supports repro-
ducible evaluation. Before release, we manually
screened task prompts, mock fixtures, and public re-
sources for personally identifying information and
offensive content. The released artifacts preserve
the distinction between generator-visible inputs and
private validation material.

Generated interfaces can mislead users when
they expose polished but unwired controls, sum-
maries, confirmations, or status labels that are not
grounded in executable behavior. EVOGENUI-
BENCH probes these risks through evidence-
grounded execution, interaction, and tool-state
checks. However, it remains a diagnostic bench-
mark in a controlled setting and does not by itself
establish the safety of generated interfaces in de-
ployment.
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A Benchmark Artifacts and Release

A.1 Benchmark Card

* Intended use: comparing models on multi-
turn generative Ul construction and revision.

* Not intended for: certifying safety or produc-
tion readiness of generated applications.

¢ Primary metrics: Turn Pass, TP@5, APR,
CPT, and dimension scores.

* Required artifacts: generated source files,
assistant text, build logs, browser snapshots,
interaction traces, tool logs when applicable,
evaluator outputs, and retention summaries.

* Release: Version v1.0 is available un-
der the MIT License at https://github.
com/MAPS-research/EvoGenUI-Bench; Ap-
pendix A.2 gives the release protocol.

A.2 Artifact Release and Licensing

Repository. The complete code, data, and
pipeline are available under the MIT Li-
cense at https://github.com/MAPS-research/
EvoGenUI-Bench, with a README and reproduc-
tion instructions.

Versioning. The benchmark version used in this
paper is v1.0. Any reported evaluation result
should identify the benchmark version, code com-
mit, task manifest, prompt versions, and evalua-
tor/actor configuration, because changes to tasks,
prompts, hidden validation contracts, or runtime
fixtures can affect scores.

Licensing. The MIT License covers the code,
task data, mock fixtures, public resources, docu-
mentation, and benchmark artifacts. Model outputs
and interaction traces use the same license where
model-provider terms permit it; covered materials
are marked in the repository.

Public and evaluator-only components.
Generator-visible materials include user turns,
public context, public tool/resource contracts,
prompt templates, runtime code, and evaluation
scripts. Evaluator-only materials include hidden
validation contracts, actor-only facts, backend
fixtures, runtime state, and evaluator-specific
evidence requirements. Both are released for
auditing and reproduction, but the execution
pipeline never exposes evaluator-only fields to
generator models.

B Task Suite Design
B.1 Task Authoring Workflow

The authoring workflow is:

1. Choose a domain and interface artifact type,
such as a planning dashboard, evidence board,
simulator, reasoning workbench, map, or ac-
tion console. The domain is checked against
the suite manifest to avoid duplicate domain
labels and near-duplicate interface types.

2. Write a five-turn user trajectory in which each
turn introduces a cumulative revision to the
same artifact rather than an independent mini-

app.

3. Specify private validation requirements for
each turn, including requirements from earlier
turns that remain active.

4. Bind each requirement to one or more evi-
dence surfaces: screenshot, DOM, interaction
trace, tool log, external state, source changes,
visible UI text, or assistant text.
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5. Add task metadata describing the tar-
geted challenge, such as information hierar-
chy, linked derived-state propagation, state-
machine invariants, affordance binding, tool
read/write grounding, authoritative readback,
or text—artifact calibration.

6. Cross-validate the task with a different hu-
man reviewer, who checks ambiguity, do-
main duplication, rubric leakage, observabil-
ity of the validation contract, and whether
later turns genuinely require multi-turn main-
tenance rather than independent regeneration.

Exact positions or wording are enforced only
when the user requests them; otherwise, semanti-
cally equivalent layouts and interaction paths re-
main valid.

B.2 Common Task Schema

Each task in EVOGENUI-BENCH is a five-turn
JSON episode. The abridged structure below re-
tains the fields that define generator-visible input
and private validation; curation metadata is omit-
ted.

Shared Task Structure (abridged)

{
"task_id": "...",
"domain”: " s
"suite": "presentation_ui | interactive_tool_ui |
tool_grounded_action_ui”,
"core_interaction”: ["..."],

"metadata”: {
"task_world": {
"public_context”: "
Yo
"validation_contract”: {
"validation_scenarios”: [

"turn”: 1,
"evidence_requirements”: [

{

"surface”: "screenshot / DOM / actor trace /
tool log / runtime state / source / assistant text”,
"expect”: "..."

"turns”: [
{
"turn”: 1,
"prompt"”: "
}
]
}

The generator receives the public task context
and turn prompts. The validation contract remains
private and binds expected behavior to one or more
observable sources. core_interaction records

the mechanisms stressed by the task for suite-level
analysis.

Tool-grounded tasks add public tool contracts
plus private bindings and backend state.

Tool-Grounded Extension (abridged)

{

"tools": [
{
"name”: "...",
"mode”: "read | write"”,
"mock_contract”: {
"fixture_id": "...",

"handler_ref"”: "...",
"semantic_contract”: {}
3
3
i

"initial_state": {}

}

The model sees each tool’s name, description,
and public schema. Fixture bindings, initial state,
and validation requirements remain private to exe-
cution and evaluation.

B.3 Representative Task Example

Pharmacy Prior Authorization Control Surface
asks the model to maintain an appeal console for
case rx_case_592. Its five revisions progress from
staging and no-write rehearsal to guarded muta-
tion, readback, recovery, and audit closeout. The
table-and-detail workspace separates current state,
candidate actions, blocked alternatives, rehearsal
output, pending work, and final readiness. The
trajectory tests grounded read/write behavior, resis-
tance to non-authoritative helpers, and audit-history
preservation.

The hidden contract checks observable evidence
rather than a reference implementation: family-
tool use, backend-derived selected and blocked
records, post-write readback, a visible interaction
path, and assistant text consistent with backend
state. Later turns add no-write rehearsal, scoped
writes, reversible recovery, and evidence-chain re-
construction.

C Evaluation Protocol and Metrics

C.1 Evaluation Rubrics

The rubric expands the three evaluator-scored di-
mensions in Section 4.2. Each uses a 1-5 scale and
passes at scores of 4 or 5. Appendix C.2 defines
the statistical metrics derived from these turn-level
decisions.
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Tool group Examples

Authoritative read tools get_case,
get_audit_log
Authoritative write tool save_selection

Decoy or non-authoritative helpers

search_records,

get_record_details, compare_records,

cached snapshot, estimate, advisory check, fast-track request, shadow audit log, opti-

mistic status, stale evidence token, draft receipt, commit-phrase validation

Near-miss same-domain tools
policy note

entity resolution, profile lookup, capacity pools, simulated allocation, slot search,

Table 4: Tool groups. Authoritative, decoy, and near-miss tools in the pharmacy task.

Presentation. Presentation assesses the rendered
UI quality: layout, hierarchy, readability, styling,
discoverability, and whether screenshot evidence
shows a coherent domain-appropriate interface
rather than a sparse scaffold, wireframe, or visibly
broken page. For screenshot-grounded artifacts,
DOM labels and source code can show that objects
exist, but they cannot prove that labels are readable,
unclipped, or visually coherent.

Execution. Execution assesses whether the cur-
rent turn’s requested requirements are implemented
as working Ul behavior or visible, evidence-backed
state. It covers required surfaces, interaction wiring,
state updates, tool/resource calls, derived outputs,
committed readback, confirmations, and relevant
still-valid prior requirements. A button, form, raw
tool response, or optimistic confirmation does not
pass if the requested result or dependent surface
is missing, stale, disconnected, or unsupported by
runtime evidence.

Alignment. Alignment assesses whether assis-
tant text, generated source, visible Ul, interaction
observations, and runtime logs describe the same
concrete behavior. It penalizes unsupported claims,
stale descriptions, claims of unavailable capabil-
ities, claimed saved/submitted/filtered/computed
state without evidence, and mismatches between
the Ul state and the assistant’s explanation.

C.2 Evaluation Metrics

Section 4.3 defines the official turn-, episode-, and
transition-level metrics. Countable-only variants
are diagnostic rather than official: they remove
provider failures for which no model response was
obtained. Interaction-agent status and static code
analysis are retained for evidence and attribution
rather than used as direct pass gates.

Task-level bootstrap 95% confidence intervals
resample complete episodes with replacement, pre-
serving within-episode correlations. Table 9 reports
percentile intervals and the TP@5 independence

baselines.

C.2.1 Post Hoc Attribution of Failed APR
Transitions

We audit a fixed-seed sample of eligible transi-
tions in which the previous turn passed and the
following turn failed. For each transition, anno-
tators inspect the previous user request, previous
passing evidence, current user request, current
failure evidence, generated source and DOM evi-
dence, screenshots, browser interaction traces, and
tool/runtime logs when available. The audit is di-
agnostic only and does not affect the official APR
calculation.

We assign each attributable failed transition to
one of two categories. Prior-regression-containing
means that at least one behavior, state, surface, or
still-valid requirement supported by the previous
passing artifact was removed, contradicted, discon-
nected, or made stale in the next revision. The
same transition may also contain a failure on the
newly introduced requirement. New-requirement-
only means that the previous behavior remains
largely intact and the failed transition is primarily
explained by the current turn’s newly introduced or
revised requirement.

Attribution category Count  Share
Prior-regression-containing 58 52.7%
New-requirement-only 52 47.3%

Table 5: Failed APR transition audit. Post hoc attribu-
tion of NV = 110 failed APR transitions with sufficient
evidence.

D Experimental Configuration and
Validation

D.1 Evaluated Models

Table 6 lists the generator models and inference set-
tings used for the final reported evaluation slice.
Once the final run set was selected, completed
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Model Alias Exact Model Identifier Temp. Output Token Cap
GPT-5.5 gpt-5.5 0 32,768
Gemini-3.1-Pro gemini-3.1-pro-preview 0 32,768
Gemini-3-Flash gemini-3-flash-preview 0 32,768
Claude-4.5-Haiku  claude-haiku-4-5-20251001 0 32,768
Claude-Opus-4.7  claude-opus-4-7 0 32,768
GLM-4.5-Air glm-4.5-air 0 32,768
Qwen3.6-Plus qwen3.6-plus 0 32,768
Qwen3-Coder qwen3-coder-480b-a35b-instruct 0 32,768

Requested-slot accounting

Slot category Count Share
Executed generation calls 5,310 88.5%
Blocked after earlier build failure 443 7.4%

Blocked after earlier invalid output 247 4.1%

Total requested slots

6,000 100.0%

Table 6: Evaluated models and requested-slot accounting. The upper table lists generator identifiers and inference
settings; output token cap is the configured completion limit, not observed mean length. The lower table separates
executed calls from unexecuted downstream slots. Unexecuted slots remain failures for Turn Pass, TP@5, and CPT.

Check Actor Evaluator Interaction Presentation Tool-grounded Overall
Default MiMo MiMo 90.8% 88.3% 90.0% 89.7%
Fixed actor MiMo Qwen3.6-Plus 88.3% 85.8% 87.5% 87.2%
Fixed actor MiMo GPT-5.5 91.7% 89.2% 90.8% 90.6%
Fixed evaluator Qwen3.6-Plus  MiMo 89.2% 86.7% 88.3% 88.1%
Fixed evaluator GPT-5.5 MiMo 91.7% 88.3% 90.0% 90.0%
Same model Qwen3.6-Plus  Qwen3.6-Plus 87.5% 84.2% 86.7% 86.1%
Same model GPT-5.5 GPT-5.5 92.5% 90.0% 91.7% 91.4%

Table 7: Actor—evaluator sensitivity. Diagnostics on N = 120 cases (40 per suite). MiMo denotes MiMo-V2.5.
Each case receives three human annotations; suite and overall percentages therefore aggregate 120 and 360 individual
annotations per configuration, respectively. Human Agreement is the percentage of those annotations that support
the automatic decision. Bold entries exceed the default MiMo—MiMo configuration within the same suite.

model outputs were frozen for downstream analy-
sis.

All settings refer to generator calls; the token
value is a completion cap, not mean output length.
The default MiMo-V2.5 actor and evaluator use
temperature 0, output caps of 4,096 and 8,192 to-
kens, respectively, and fixed prompts across gener-
ator models.

D.2 Robustness Diagnostics

D.2.1 Evaluator Evidence and Component
Ablation

The ablation uses a fixed reference set of 240 frozen
artifact packets, balanced between 120 passing and
120 failing cases. Each packet includes the user re-
quest, generated Ul, assistant response, build result,
browser trace, final DOM, screenshot, and runtime
logs.

We rerun the evaluator on each frozen artifact
with full evidence or with one source removed:
generated code, screenshot, actor trace, or private
evaluation reference. Removing the actor trace
leaves the final DOM, screenshot, and runtime logs;
removing the private reference leaves public task

context and observable artifacts. Metrics compare
the automatic turn-level decision with the fixed ref-
erence label, treating passing turns as the positive
class.

D.2.2 Failure Taxonomy Construction and
Validation

Before large-scale labeling, we grouped recurring
errors from the evaluation rubrics, private valida-
tion criteria, and manually inspected failures into
six categories, merged overlaps, and froze the code-
book.

A diagnostic protocol separate from the turn-
level evaluator assigns every executed non-passing
call to one of the six mechanisms using current- and
previous-turn context, screenshots, source/DOM
evidence, actor/tool traces, and build or output evi-
dence where applicable. These labels are diagnos-
tic and do not affect official pass/fail metrics. Three
non-author annotators, blinded to judge labels and
model identities, independently label a category-
balanced sample of 120 failures (20 per category)
to evaluate agreement with the diagnostic judge.
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Suite Run Turn Pass Pres Exec Align, Avg. Score
RI 60.0% 3.86 371 3.82 3.80
Presentation K2 55.2% 374 3.58 3.69 3.67
R3 62.0% 3.93 378 3.88 3.86
Mean = SD  59.1 £35 3.8440.10 3.6920.10 3.80=0.10 3.780.10
RI 46.8% 3.62 3.28 3.55 348
Interaction R2 42.8% 348 3.12 341 334
cractio R3 49.2% 3.70 337 3.63 3.57
Mean & SD 463 +32 3.6040.11 3264013 3.53+£0.11 3.46+0.12
R1 25.2% 331 291 3.12 3.11
Tool ded B2 21.2% 3.17 272 2.95 2.95
ool-grounded g3 28.0% 342 3.05 325 3.24
Mean = SD 248 +34 3304013 2894017 3.11+£0.15 3.10+0.15
RI 44.0% 3.60 3.30 3.50 3.46
Overall R2 39.7% 3.46 3.14 335 332
R3 46.4% 3.68 3.40 3.59 3.56
Mean = SD 434 +34 3581011 328013 348012 3.45+0.12

Table 8: Regeneration stability. Three independent Qwen3.6-Plus generations on the full 150-task, 750-turn slice.
Pres., Exec., and Align. are mean 1-5 evaluator scores; Avg. Score averages the three dimensions.

Model Turn Pass [95% CI] TP@5[95% CI] CPT[95% CI] APR[95% CI] Indep. TP@5
GPT5.5 61.7% [56.9, 66.1]  21.3% [14.7,28.0] 2.21[1.89,2.51] 71.0% [65.7,75.8] 8.7%
Qwen3.6-Plus 44.0% [38.5,48.4]  7.3%[3.3,11.3] 1.32[1.03,1.57] 61.7% [55.4, 67.5] 1.3%
Gemini-3-Flash  41.7% [36.8,46.7]  4.7%[1.3,8.0]  1.02[0.78, 1.27] 57.8% [51.7, 63.8] 1.2%
Claude-Opus-4.7  74.9% [70.8,79.6]  37.3% [30.0,45.3] 2.81[2.51,3.14] 83.6% [79.9, 86.9] 23.4%
Qwen3-Coder 23.2%[18.8,27.9]  2.0%[0.0,4.7]  0.77[0.58,0.97] 42.2% [33.6,50.5] <0.1%
GLM-4.5-Air 21.1%[16.7,252]  1.3%[0.0,3.3]  0.60 [0.41,0.77] 48.5% [39.7, 56.1] <0.1%
Gemini-3.1-Pro  23.6% [19.1,28.3]  6.7% (3.3, 11.3]  0.69[0.49,0.91] 68.6% [60.8, 75.4] 0.1%
Claude-4.5-Haiku ~ 51.1% [45.9,56.5]  13.3% [8.7,18.7] 1.61[1.31,1.92] 65.7% [59.4,70.9] 3.2%

Table 9: Metric uncertainty. Task-level bootstrap 95% confidence intervals for the four aggregate metrics, with the
independence baseline for TP@5 (Indep. TP@5). TP, TP@5, and APR are percentages; CPT is in turns out of five.

All rows use task-level episode resampling under the denominator conventions in Appendix C.2.

E Qualitative Analysis and Visualization
Tools

E.1 Web-based Visualization Interface

EVOGENUI-BENCH includes a local interface for
inspecting benchmark composition and run arti-
facts.

The results view connects aggregate scores to
the evidence for a selected turn. A manual audit
can inspect the request, source, screenshot, actor
trace, tool logs, backend state, and evaluator output
in one record.

Figure 7: Task library. The web interface summarizes
task metadata, domain distribution, suite membership,
tool availability, and user turns.

Layer2
| et e

Figure 8: Experiment results. Aggregate scores link
to the generated UlI, execution status, actor result, and
dimension-level evaluator feedback.

F Prompt Templates

F.1 Generator Prompt

Every model receives the same system prompt.

Generator prompt excerpt

You are an LLM chatbot with the ability to build
a small, self-contained React app in a sand-
boxed workspace when it is helpful. Output
assistant_text: followed by a non-empty
user-facing response, then complete source file
sections. Treat the app as one accumulated ar-
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tifact across turns. Implement the current re-
quest while preserving prior behavior that is
still relevant. For tool-backed workflows, use
only declared callTool and readResource ca-
pabilities, show returned results and committed
readback, and do not fake tool results.

F.2 Turn Payload Template

At turn ¢, the payload combines the current request
and public task contracts with compact prior-turn
context and the latest source files.

Turn Payload Template

{

"current_user_request”: "

"task": {
"context": "...",
"tools"”: [... public contracts ...],
"resources”: [... public contracts ...],

"conversation_history”: [...]
1,
"previous_turns”: [
{
"turn”: 1,
"user_request”: "...",
"assistant_text”: "...",
"final_ui_text”: "
}
Jg
"previous_turn_source”: {
"turn”: 1,
"files": {
"src/App.tsx":
"src/App.css”: "
}
}
}

" "

F.3 Browser Actor Prompt

Browser actor prompt excerpt

Open the generated app and evaluate whether it
satisfies the current user request. Prioritize the
current turn’s request over exhaustive testing.
Identify the primary action, execute it, inspect
the result, and finish once decisive evidence is
available. Runtime logs show which tool calls
actually happened; use them to verify behavior.

F.4 Evaluator Prompt

Evaluator prompt excerpt

You are the EVOGENUI-BENCH evaluator.
Grade generated Ul code based strictly on ob-
servable evidence. Use only the supplied evi-
dence. Source code is not runtime proof. Return
exactly one JSON object with one top-level key
per requested dimension; each value must con-
tain score, summary, and failure_types.
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