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Abstract

Multimodal Large Language Models (MLLMs)
unify heterogeneous vision-language tasks un-
der a shared generative framework via instruc-
tion tuning, yet real-world deployment de-
mands continuous capability expansion, mak-
ing Multimodal Continual Instruction Tuning
(MCIT) essential. Existing methods either up-
date all tasks with a shared parameter set or
allocate dedicated modules for each new task.
Shared updates force heterogeneous tasks to
compete, causing forgetting of learned capabil-
ities. Conversely, isolated expansion prevents
interference but severely limits parameter ef-
ficiency over long task streams. To address
this dilemma, we propose CRAM (Centroid-
Routing and Adaptive MoE). Specifically, by
isolating task-specific patterns into indepen-
dent modules, CRAM mitigates catastrophic
forgetting across tasks. To further boost pa-
rameter efficiency, we utilize adaptive-rank in-
stantiation to identify the capability gap be-
tween existing expert capability and new task
demands, and dynamically allocate only the
necessary parameters. To ensure stable reuse
among tasks, centroid-guided routing recog-
nizes and activates existing experts’ capabili-
ties, while an orthogonality penalty confines
new updates to task-specific directions, pre-
venting re-learning general capability. Exten-
sive experiments across diverse benchmarks
demonstrate its superiority over existing meth-
ods. Code is available at https://github.
com/LAMDA-CL/EMNLP2026-CRAM.

1 Introduction

Recently, multimodal Large Language Models
(MLLMs) (Liu et al., 2023; Bai et al., 2023; Zhu
et al., 2024) have achieved remarkable capabili-
ties through multimodal instruction tuning (Tong
et al., 2025; Liu et al., 2024). By reformulating
heterogeneous vision-language problems into a uni-
fied generative framework, instruction tuning en-
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Figure 1: Format-level interference. (a) Accuracy
change relative to zero-shot for each train-test format
pair. (b) Ratio of format wrong but semantically correct
responses among errors.
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Figure 2: Capability transfer during training.

ables MLLMs to generalize across diverse down-
stream applications (Dai et al., 2023; Xu et al.,
2024), from visual reasoning to document under-
standing. While standard MLLM optimization re-
lies on a static multitask regime that assumes joint
data availability (Guo et al., 2025c; Ye et al., 2023),
real-world deployment rarely satisfies this premise:
tasks arrive sequentially, inherently introducing dis-
tribution shifts across both instructional formats
and visual domains. As a result, a practically use-
ful MLLM must continually acquire new capabili-
ties, yet sequential adaptation inherently risks catas-
trophic forgetting (Zhou et al., 2024a; Kirkpatrick
et al., 2017; Qi et al., 2025), where gradient updates
for new tasks overwrite established representations
and degrade historical performance (Rebuffi et al.,
2017). To enable continuous capability acquisi-
tion while mitigating this degradation, multimodal
continual instruction tuning (MCIT) (Chen et al.,
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2024; Huo and Tang, 2025; Hu and Zhou, 2026)
has emerged as a critical paradigm.

Existing MCIT methods mainly consider shared
adaptation or parameter isolation. Shared ap-
proaches (Chen et al., 2025; Xie et al., 2026; Chen
et al., 2024; Huai et al., 2025; Zhao et al., 2025a)
update all tasks within a single parameter set, caus-
ing new updates to overwrite learned patterns. Con-
versely, isolation methods (Guo et al., 2025b; Zeng
et al., 2025; Guo et al., 2025a) assign separate mod-
ules to each task, leading to unbounded parameter
growth and preventing general ability from being
shared across tasks. Nevertheless, they overlook
a key balance: task-specific patterns must be iso-
lated to avoid interference, while general knowl-
edge should be preserved for reuse.

To identify what requires isolation and what can
be shared, we design controlled experiments that
fix one modality while varying the other. First, to
isolate the impact of instruction formats, we use
the ArxivQA (Li et al., 2024) dataset to generate
four response variants by altering the instruction-
response convention. For example, we convert a
multiple-choice question into a short-answer for-
mat by extracting the correct option’s content and
adjusting the prompt accordingly (see Appendix B
for details). We then fine-tune the model on one
variant and evaluate it across the others. As shown
in Fig. 1a, training on any single format severely
degrades performance on the rest: the model gen-
erates semantically accurate answers but fails to
adhere to the required output conventions (Fig. 1b).
This confirms that heterogeneous instruction for-
mats inherently trigger severe interference, acting
as a primary factor of catastrophic forgetting in
shared-parameter regimes.

We further examine how visual representations
behave across distinct domains. Specifically, we
select two datasets with the same answer for-
mat but non-overlapping visual content: VizWiz-
Caption (Gurari et al., 2018) and Flickr30k (Plum-
mer et al., 2015). Throughout the training process
on VizWiz-Caption, we monitor the model’s per-
formance on Flickr30k. As shown in Fig. 2, the
accuracy stabilizes above the zero-shot baseline
but remains below direct fine-tuning on Flickr30k.
These results confirm that visual capabilities are
partly transferable across tasks, while task-specific
ability learning remains necessary. Critically, this
reveals a fundamental limitation of isolation meth-
ods: by segregating tasks into independent mod-
ules, such segregation inherently blocks the reuse

of transferable capabilities, forcing redundant learn-
ing and limiting parameter efficiency.

Collectively, these findings demonstrate that
instruction conventions are highly sensitive pat-
terns requiring isolation, whereas visual capabil-
ities are partially transferable and thus can be
reused. Guided by this insight, we propose CRAM

(Centroid-Routing and Adaptive MoE). It groups
instructions by similarity into separate clusters, iso-
lating conflicting updates to prevent format inter-
ference. Within each cluster, adaptive-rank instan-
tiation filters out directions already mastered by
historical experts, allocating parameters strictly to
unmet capability gaps, naturally bounding model
growth. Centroid-guided routing further stabilizes
expert reuse by directing inputs to experts with
aligned capabilities, while an orthogonality penalty
confines new updates to missing patterns, prevent-
ing them from overwriting historical knowledge.
Together, CRAM achieves state-of-the-art perfor-
mance by balancing format isolation with visual
reuse, without compromising parameter efficiency.

2 Related Work

Continual instruction tuning (Chen et al., 2024)
is essential for deploying MLLMs in open-world
settings (Liu et al., 2025). Existing methods pre-
dominantly adopt one of two structural paradigms:
shared adaptation consolidates trainable param-
eters into a unified subspace (e.g., LoRA/MoE-
LoRA) (Hu et al., 2022; Chen et al., 2024; Zhao
et al., 2025a) to maximize plasticity (Dohare et al.,
2024), often supplemented by replay (Rebuffi et al.,
2017; Li et al., 2026; Marouf et al., 2025) or reg-
ularization (Xie et al., 2026; Chen et al., 2025;
Huai et al., 2025), yet inevitably entangles hetero-
geneous instruction patterns and triggers gradient
interference (Wang et al., 2023; Cao et al., 2024);
parameter isolation mitigates interference by allo-
cating task-dedicated modules (Guo et al., 2025a;
Zeng et al., 2025), preserving stability but fractur-
ing reusable visual competencies and incurring lin-
ear parameter growth (Guo et al., 2025b). Despite
their divergent implementations, both paradigms
frame sharing and isolation as mutually exclusive.
This overlooks the heterogeneous structure of mul-
timodal knowledge (Chen et al., 2025), where some
instructional patterns require isolation while trans-
ferable visual representations should be systemati-
cally reused (Wang et al., 2025).
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Figure 3: Overview of CRAM. CRAM decouples via (i) Semantic Group Routing that groups instructions by semantic
similarity to protect output conventions, (ii) Adaptive-Rank Instantiation that allocates parameters exclusively
to capability gaps via orthogonality filtering, and (iii) Centroid-Guided Orthogonal Learning to stabilize expert
activation while confining new updates to orthogonal subspaces.

3 Preliminaries

Multimodal Continual Instruction Tuning
(MCIT). We consider an MLLM (Liu et al., 2023)
comprising a vision encoder ϕ(·), a multimodal
projector π(·), and an LLM backbone f(·). To
enable continual adaptation (Chen et al., 2024),
we inject lightweight modules into the LLM, with
trainable parameters denoted as θ. Let {Dt}Tt=1

denote a sequential task stream, where Dt =
{(vi, qi, yi)}nt

i=1 contains images vi, instructions
qi, and response sequences yi = (yi,1, . . . , yi,Li).
Each input is encoded as zi = [π(ϕ(vi));Emb(qi)],
where Emb(·) is the token embedding layer of
f . The model generates responses autoregres-
sively, factorizing the conditional probability as
pθ(yi | zi) =

∏Li
j=1 pθ(yi,j | zi, yi,<j). The nega-

tive log-likelihood loss is defined as:

LNLL = −
Li∑

j=1

log pθ(yi,j | zi, yi,<j). (1)

The learning objective at task t is formulated as:

θ∗t = argmin
θ

E(vi,qi,yi)∼D≤t

[
LNLL(θ; zi, yi)

]
,

where D≤t =
⋃t

k=1Dk denotes all data observed
up to task t. In rehearsal-free MCIT setting (Zhou
et al., 2024a; Chen et al., 2024), we can only ac-
cess Dt when learning task t. This mismatch be-
tween the global cumulative objective and the lo-
cally available data inherently drives catastrophic
forgetting (Kirkpatrick et al., 2017).

MoE with LoRA Experts. In conventional MoE-
LoRA designs, the backbone remains frozen while
a pool of trainable LoRA experts is injected into
specific modules (Hu et al., 2022). Let W0 denote
the frozen weight and ∆Wi = BiAi be the low-
rank update for the i-th expert. Given an input
h ∈ Rd at a layer, the layer output is computed as:

h′ = W0h+
N∑

i=1

ωiBiAih,

where ωi = Softmaxτ (WGh)i denotes the rout-
ing weight for expert i. Here, WG ∈ RN×d is the
linear gating matrix and τ is the temperature.
Discussion. While effective in static environments,
the linear gating degrades under continual instruc-
tion tuning with multiple tasks, since a single router
is forced to simultaneously satisfy conflicting for-
mat isolation and visual reuse objectives.

4 Method

To address the isolation-sharing dilemma, we fol-
low a straightforward intuition: by isolating con-
flicting instruction formats first, we can safely
reuse general ability and focus parameter allocation
solely on the specific gaps that truly need them.

4.1 Group-Isolated Semantic Routing
In a continual instruction stream, tasks arrive se-
quentially with heterogeneous formats. Under the
shared adaptation paradigm, unified optimization
entangles gradient flows, triggering instruction-
level interference. Resolving this requires grouping
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instructions by semantic intent, isolating conflict-
ing updates to prevent cross-format interference.

To implement this, we employ a frozen
CLIP (Radford et al., 2021) text encoder ψ(·) to
extract instruction embeddings, yielding normal-
ized vectors e(q) = ψ(q)/∥ψ(q)∥2. We maintain
a cluster center cg for each semantic group by av-
eraging the instruction embeddings e(q) routed to
it, while tracking the corresponding sample count
ng. Semantic affinity to that group is subsequently

measured via cosine similarity sg(q) =
c⊤g e(q)

∥cg∥2 .
Absolute similarity scores fluctuate unpre-

dictably under distribution shifts. We instead adopt
a relative confidence margin. Let s(1)(q) and
s(2)(q) denote the highest and second-highest co-
sine similarities. The assignment margin is:

∆(q) = s(1)(q)− s(2)(q). (2)

If ∆(q) > θ, q is confidently assigned to the best-
matching cluster g∗ = g(1); otherwise, we instanti-
ate a new center cnew ← e(q). Then, the matched
cluster’s center is updated via:

cg∗ ←
ng∗cg∗ + e(q)

ng∗ + 1
, ng∗ ← ng∗ + 1. (3)

This applies a diminishing step size that naturally
attenuates transient noise as clusters expand, ensur-
ing routing boundaries evolve smoothly.
Discussion. By grouping instructions with seman-
tic similarity, we protect output conventions, en-
abling the ability to be safely reused within groups.

4.2 Adaptive-Rank Expert Instantiation
As new tasks arrive continuously, allocating fixed-
size experts for each task induces unbounded pa-
rameter expansion, whereas allocating no addi-
tional experts causes existing parameters to be over-
written, triggering catastrophic forgetting. Fig. 2 re-
veals that most visual capabilities required by new
tasks are largely covered by existing experts, leav-
ing only a small capability gap. Motivated by this,
we argue that parameter allocation should exclu-
sively target this gap, reframing the core challenge
as dynamically determining the minimal capacity
required to encode incremental task knowledge.

To probe the capability gaps, we introduce a
warm-up phase that accumulates initial gradient
updates into a temporary LoRA buffer WB. As
the raw update ∆WB mixes task-specific signals
with shared gradient components, we apply Sin-
gular Value Decomposition to isolate the principal

directions that capture the unmet capability gaps:

∆WB =
P∑

p=1

σpupv
⊤
p , σ1 ≥ · · · ≥ σP . (4)

This spectral representation explicitly ranks direc-
tional components by geometric significance. To
identify the novel correction signals, we implement
a two-stage geometric filtering pipeline:

(1) Spectral Thresholding: Directions with σp ≤
τalloc are discarded to filter optimization noise,
yielding the candidate set C.

(2) Historical Subspace Orthogonality Filtering:
In group g∗, to prevent allocating parameters to al-
ready mastered subspaces, we quantify each candi-
date’s novelty against the expert pool Eg∗ . Since the
rows of each down-projection matrix Ai span the
input directions actively modified by expert i, we
horizontally concatenate their transposes to charac-
terize the union of previously optimized subspaces,
yielding the unified historical representation:

Mhist =
[
A⊤

1 , . . . ,A
⊤
|Eg∗ |

]
∈ Rd×Rhist , (5)

where Rhist =
∑|Eg∗ |

i=1 ri, ri denotes the number
of rows of Ai. We then extract an orthonormal
basis Q for col(Mhist) via QR decomposition (Ye
and Li, 2005). Geometrically, QQ⊤ acts as an or-
thogonal projector onto the historical subspace. By
applying the complementary operator (I−QQ⊤)
to each candidate direction vp ∈ C, we isolate
the component orthogonal to established directions.
The magnitude of this residual quantifies geomet-
ric independence, reflecting the novel optimiza-
tion capacity vp introduces. To eliminate scale
dependence, we normalize this by ∥vp∥2, yielding
a bounded orthogonality score:

αp =
∥(I−QQ⊤)vp∥2

∥vp∥2
. (6)

Only directions satisfying αp > τorth are retained
in S to reconstruct the final expert parameters:

At = Σ
1/2
S Ṽ⊤

S , Bt = USΣ
1/2
S , (7)

where US and ṼS denote the retained singular vec-
tors, and ΣS their corresponding singular values.
Discussion. By filtering out directions already cov-
ered by historical experts, we only allocate param-
eters to capability gaps, bounding model growth
while preserving established representations.
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4.3 Centroid-Guided Orthogonal Learning
With experts instantiated, another problem arises:
how to achieve stable intra-group reuse? Unlike
conventional MoE with a static expert pool, MCIT
must continuously expand the pool as tasks arrive.
This introduces two bottlenecks: First, continuous
updates to routing matrices induce boundary drift,
creating a training-inference mismatch in expert
activation. Second, optimization of subsequent ex-
perts within a shared parameter space compounds
overlapping feature directions. As the pool ex-
pands, repeated updates inflate the magnitude of
these directions, skewing MoE aggregation and
suppressing novel corrections.

To address these challenges, we assign a dedi-
cated learnable centroid wk ∈ Rdv to each expert,
collectively formingW = {wk}. These centroids
act as geometric anchors that directly govern ex-
pert activation. Upon task completion, each cen-
troid is permanently frozen to lock its decision
boundary against future shifts. For an incoming
visual input vi, we extract its aggregated repre-
sentation via the MLLM’s frozen vision encoder
ϕ(·) as ξi = MeanPool(ϕ(vi)) ∈ Rdv . The rout-
ing function ρ then computes a proximity score
ρi,k = ρ(ξi,wk) for every centroid. Within group
g∗, these scores are normalized across the expert
pool Kg∗ to yield the routing weights:

ωi,k =
ρi,k∑

j∈Kg∗
ρi,j

, ∀k ∈ Kg∗ . (8)

Balancing historical reuse with novel learning re-
quires the routing function to maintain high ac-
tivation for queries near known centroids while
smoothly decaying for distant ones. We achieve
this via a Gaussian radial basis kernel:

ρ(ξi,wk) = exp

(
−∥ξi −wk∥22

2σ2

)
, (9)

where σ controls the bandwidth.
Besides the routing function, proper initializa-

tion is also critical. Naive random or zero initializa-
tion places centroids off the data manifold, trigger-
ing routing collapse. Instead, for a centroid wk, we
anchor it within the local data distribution: during
the warm-up phase (Sec. 4.2), wk is initialized as
the mean of its corresponding accumulated queries
ξ. After the warm-up, the centroid is updated via
backpropagation for continuous adaptation.

Despite stabilized routing, a structural imbal-
ance persists in expert aggregation. As new experts

are instantiated, their updates inherently contain
directions shared with historical experts. While
new experts learn to cooperate with the existing
expert pool during training, historical experts have
never adapted to co-activate with future ones. Dur-
ing inference, when an input simultaneously acti-
vates both historical and new experts, their outputs
along shared directions sum without coordination,
causing the effective magnitude of these redundant
components to accumulate disproportionately. In
contrast, task-specific directions are encoded by
a single expert and remain comparatively small.
This magnitude imbalance skews the aggregated
MoE output toward redundant features, suppress-
ing novel correction signals. To restore balance,
new updates must exclusively target unrepresented
residuals. We thus constrain ∆Wnew to the orthog-
onal complement of historical subspaces. Using
the precomputed Q (Sec. 4.2), we enforce this via
an orthogonality penalty for a batch of size B:

Ldec =
1

B

B∑

i=1

γi ·
∥∥∆Wnew(QQ⊤hi)

∥∥2
2
, (10)

where γi = 1−ωi,new measures reliance on histori-
cal experts, ωi,new is the weight of the newly added
expert, and hi denotes the input hidden state.
Discussion. By routing via visual affinity to sta-
ble centroids, we stabilize expert reuse, while an
orthogonality penalty guides new updates to un-
learned directions, ensuring clean aggregation and
learning only what is truly needed.

4.4 Summary of CRAM

For each task, CRAM executes a pipeline: a warm-
up phase first accumulates visual queries to ini-
tialize centroids W and extract the historical ba-
sis Q, guiding data-driven expert instantiation
(Eq. 7). During optimization, centroid-guided rout-
ing (Eqs. 8– 9) stabilizes capability reuse, while
a penalty (Eq. 10) constrains new updates to or-
thogonal subspaces. Building upon the standard
generation loss (Eq. 1), the joint objective is:

L = LNLL + Ldec. (11)

Upon convergence, historical experts and centroids
are frozen before starting the next task. During
inference, routing weights are computed directly
via Eq. 8. The algorithm is detailed in Appendix A.
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Table 1: Performance on UCIT. The best and second-best results are highlighted in bold and underline, respectively.

Methods ImageNet-R ArxivQA VizWiz-Caption IconQA CLEVR-Math Flickr30k Average
Zero-shot (Liu et al., 2023) 18.88 52.62 38.75 21.25 21.12 41.44 32.34
FT-LoRA (Hu et al., 2022) 29.33 55.30 45.51 26.13 13.07 58.07 37.90
MoE-LoRA (Chen et al., 2024) 58.43 77.57 44.83 68.90 56.73 58.27 60.79
Replay-LoRA 76.93 87.07 54.31 56.43 36.40 55.94 61.18
CL-MoE (Huai et al., 2025) 64.12 78.38 44.83 62.00 50.75 58.06 59.69
HiDe-LLaVA (Guo et al., 2025a) 87.62 91.12 42.68 57.62 31.00 50.41 60.08
ModalPrompt (Zeng et al., 2025) 80.50 90.62 60.13 63.50 55.75 57.09 67.93
DISCO (Guo et al., 2025b) 88.88 94.25 47.52 69.50 60.75 56.32 69.54
SAME (Xie et al., 2026) 89.91 91.40 55.33 77.51 68.85 55.43 73.07
CRAM (Ours) 87.23 92.17 60.55 80.43 70.67 57.35 74.73

Table 2: Performance on TriGap. The best and second-best results are highlighted in bold and underline, respectively.

Methods PMCVQA DocVQA ChartQA IconQA InfographicVQA ArxivQA Roadside ChemVQA FloodNetVQA CLEVR-Math Average
Zero-shot (Liu et al., 2023) 35.40 12.68 9.36 19.27 5.06 53.77 7.40 5.30 47.41 20.37 21.60
FT-LoRA (Hu et al., 2022) 34.20 23.32 9.84 37.07 23.53 83.83 7.00 12.70 80.31 60.27 37.21
Replay-LoRA 33.70 33.95 14.00 46.67 28.97 75.57 9.40 15.90 73.81 58.80 39.08
MoE-LoRA (Chen et al., 2024) 39.03 37.49 12.44 43.43 35.17 90.90 7.93 20.70 90.41 67.00 44.45
HiDe-LLaVA (Guo et al., 2025a) 37.00 33.20 10.52 41.97 24.09 79.20 7.73 11.17 57.39 23.00 32.53
ModalPrompt (Zeng et al., 2025) 38.23 38.23 11.92 44.73 37.37 84.47 10.13 12.43 71.52 52.50 40.15
CL-MoE (Huai et al., 2025) 40.53 36.79 13.72 52.70 32.27 93.00 7.77 18.33 80.09 65.90 44.11
SAME (Xie et al., 2026) 41.60 43.87 17.56 64.03 39.57 90.46 10.83 21.77 81.09 54.50 46.53
DISCO (Guo et al., 2025b) 42.03 43.50 18.01 63.13 38.23 91.27 11.02 22.13 80.25 55.87 46.54
CRAM (Ours) 43.60 44.33 16.92 66.00 39.17 91.83 12.83 24.27 79.49 59.53 47.79

5 Experiments

5.1 Implementation Details
Datasets. We evaluate CRAM on two widely
used benchmarks. UCIT (Guo et al., 2025a)
comprises six tasks: ArxivQA (Li et al.,
2024), CLEVR-Math (Lindström and Abraham,
2022), IconQA (Lu et al., 2021), ImageNet-
R (Hendrycks et al., 2021), VizWiz-Caption (Gu-
rari et al., 2018), and Flickr30k (Plummer et al.,
2015). TriGap (Xie et al., 2026) encompasses
ten tasks: PMCVQA (Zhang et al., 2023),
DocVQA (Mathew et al., 2021), ChartQA (Masry
et al., 2022), IconQA (Lu et al., 2021), In-
fographicVQA (Mathew et al., 2022), Arx-
ivQA (Li et al., 2024), Roadside (Guan et al.,
2026), ChemVQA (Bhuma et al., 2025), Flood-
NetVQA (Rahnemoonfar et al., 2021), and
CLEVR-Math (Lindström and Abraham, 2022).
Compared Methods. We compare CRAM with
state-of-the-art MCIT approaches, encompassing
two representative structural paradigms: (1) Shared
adaptation: including FT-LoRA, Replay-LoRA,
MoE-LoRA (Chen et al., 2024), CL-MoE (Huai
et al., 2025), and SAME (Xie et al., 2026); and (2)
Parameter isolation: including HiDe-LLaVA (Guo
et al., 2025a), DISCO (Guo et al., 2025b), and
ModalPrompt (Zeng et al., 2025). We additionally
report Zero-shot (Liu et al., 2023) performance as
a lower-bound reference. To ensure a fair com-
parison, all methods adhere to identical backbone
architectures and data protocols.
Training Details. All experiments are conducted
on 4 NVIDIA RTX 5090 GPUs. We follow
Prism (Tang et al., 2026) to conduct all experiments.

We use LLaVA-v1.5-7B (Liu et al., 2023) as the
backbone MLLM and employ the text tower of
CLIP-L/14-336 (Radford et al., 2021) to extract in-
struction embeddings for semantic routing. We in-
ject LoRA adapters into the attention projections of
the LLM. Each task is trained for 1 epoch using the
AdamW optimizer with a learning rate of 2× 10−4

and a linear warm-up ratio of 0.03. A batch size
of 8 is used across all benchmarks. For CRAM, hy-
perparameters are configured as follows: semantic
routing margin θ = 0.1, RBF kernel bandwidth
σ = 2, spectral allocation threshold τalloc = 0.08,
and orthogonality filtering threshold τorth = 0.99.
For the warm-up stage in Sec. 4.2, we allocate 5%
of training steps and initialize the rank of the tem-
porary buffer WB to 48. All other implementation
details are provided in Appendix C.
Evaluation Metrics. Following Zhou et al.
(2024b); Wang et al. (2024), we report average
final performance Ā = 1

T

∑T
s=1As,T , where As,T

denotes accuracy on task s after learning all tasks.

5.2 Main Results
We evaluate CRAM on the UCIT and TriGap
(Tabs. 1, 2). On the 10-task TriGap benchmark,
CRAM achieves an average accuracy of 47.79%,
surpassing the strongest baseline DISCO by 1.25%.
The consistent improvements across heterogeneous
domains (e.g., 2.14% on ChemVQA) reveal that
as the task stream lengthens, adaptive-rank in-
stantiation effectively curbs parameter redundancy
by allocating capacity only to unmet capability
gaps, while orthogonality filtering ensures new ex-
perts complement rather than overwrite established
knowledge. On UCIT, CRAM attains 74.73%, sub-
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Table 3: Component-wise Ablation.

Variant Avg. Acc (%)
Baseline 53.31
w/ Group 66.38
w/ Group + Adaptive 68.92
w/ Group + Adaptive + Centroid (CRAM) 74.73

Table 4: Ablation on design choices.

Variant Avg. Acc (%)
CRAM (Full) 74.73
Gaussian RBF→ cosine similarity 55.29
warm-up centroid init→ zero init 57.29

stantially outperforming shared-adaptation base-
lines like MoE-LoRA by 13.94%. This directly
validates the necessity of isolating instruction for-
mats: by clustering semantically similar prompts,
our routing mechanism neutralizes the gradient in-
terference that typically degrades performance in
unified parameter spaces.

5.3 Ablation Study

We conduct an ablation study on the UCIT bench-
mark. For variants without adaptive-rank instantia-
tion, the rank is fixed to the average rank of the full
CRAM to ensure parameter-aligned evaluation.
Component-wise Ablation. Tab. 3 details step-
wise gains. Baseline denotes MoE-LoRA with a
fixed expert rank of r = 8, deliberately aligned
with CRAM’s average rank on UCIT (7.94) for
parameter-equivalent comparison (In Tab. 1 MoE-
LoRA uses r = 16). Group-isolated routing
(+13.07%) neutralizes format interference via se-
mantic clustering. Adaptive-rank instantiation
(+2.54%) targets capability gaps through orthog-
onality filtering, improving parameter efficiency.
Centroid-guided learning (+5.81%) stabilizes ex-
pert activation and resolves aggregation imbalance
via RBF routing and orthogonal constraints.
Design Choices. Tab. 4 validates key components
via substitution with simpler alternatives. Replac-
ing Gaussian RBF scoring with cosine similarity re-
duces accuracy by 19.44%, confirming that RBF’s
distance-decay property is essential for stable ex-
pert activation. Replacing warm-up centroid initial-
ization with zero initialization reduces performance
by 17.44% due to off-manifold instability.

5.4 Efficiency Analysis

We evaluate efficiency from two perspectives: train-
able parameters and computational cost.
Parameter Efficiency. Figure 4 compares param-
eter counts on TriGap. By allocating parameters
only to uncovered capability gaps, CRAM achieves
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Figure 4: Parameter comparison on TriGap.
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Figure 5: Training time comparison on UCIT.

Table 5: Resource efficiency comparison.

Method Memory (MiB) Throughput (samples/s)

SAME 28,971 3.96
MoE-LoRA 28,561 3.49
CRAM (Ours) 29,055 4.06

the highest average performance with fewer train-
able parameters than competing methods.
Computational Efficiency. Figure 5 compares the
training time of CRAM and MoE-LoRA (Baseline)
on UCIT. Although CRAM introduces additional
computation for SVD decomposition and orthogo-
nality filtering, its training-time overhead remains
modest, as adaptive-rank instantiation is performed
only when a new expert is created. Table 5 fur-
ther reports peak training memory and inference
throughput. CRAM incurs only a modest mem-
ory overhead and achieves the highest inference
throughput, as routing and expert activation are
restricted to the selected semantic group.

5.5 Sensitivity and Robustness Analysis

We evaluate the robustness of CRAM from two per-
spectives: hyperparameter and prompt variations.
Hyperparameter Sensitivity. Using the same hy-
perparameter configuration on both UCIT and Tri-
Gap yields strong performance, suggesting that
CRAM does not rely on benchmark-specific tuning.
As shown in Tab. 6, varying θ, σ, and the warm-up
ratio causes little change in accuracy, demonstrat-
ing robustness to hyperparameter choices.
Robustness to Prompt Paraphrasing. To test
whether semantic routing depends on fixed prompt
templates, we generate four semantically equiva-
lent paraphrases for each UCIT instruction while
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Table 6: Hyperparameter sensitivity on UCIT.

Param. θ σ warm-up
Value 0.08 0.10 0.15 1.0 2.0 3.0 0.03 0.05 0.10
Acc (%) 72.4 74.7 73.7 72.6 74.7 71.4 70.2 74.7 73.2

What is happening
in the image?

Describe what you 
see in this image.

What scene is shown
in the picture?

Provide a short
description of this photo.

What is taking place
in this photograph?

Prompt Variants

Original Prompt

Figure 6: An example of prompt paraphrasing for
Flickr30k. The original prompt is rewritten into multi-
ple semantically equivalent variants while preserving
the required output format.

Table 7: Robustness to prompt paraphrasing. T1–T6
correspond to ImageNet-R, ArxivQA, VizWiz-Caption,
IconQA, CLEVR-Math, and Flickr30k, respectively.
∆Acc. is reported in percentage points, and Hit Rate is
reported in percent.

Metric T1 T2 T3 T4 T5 T6 Avg.

∆Acc. +0.92 -0.87 +1.99 -0.36 -2.42 -0.64 -0.23
Hit Rate(%) 100.00 100.00 100.00 99.88 100.00 100.00 99.98

preserving its required output format, as illustrated
in Fig. 6. We define ∆Acc. as the paraphrased ac-
curacy minus the original accuracy. The group hit
rate denotes the fraction of paraphrases assigned
to the same semantic group as the original instruc-
tion. As reported in Table 7, paraphrasing changes
the average accuracy by only −0.23 points, while
maintaining a 99.98% hit rate, indicating that se-
mantic routing does not rely on fixed prompt tem-
plates and remains robust to prompt perturbations.

5.6 Further Analysis

Clustering Analysis. We visualize instruction em-
beddings using t-SNE (Van der Maaten and Hinton,
2008) to examine whether the learned groups re-
flect meaningful instruction structures. As shown
in Fig. 7, clear clusters emerge across both bench-
marks: PMCVQA and ArxivQA (multiple-choice)
form tight groups, confirming effective grouping.
On TriGap, IconQA exhibits diffuse boundaries
due to heterogeneous templates, where our relative-
confidence margin prevents hard assignment in am-
biguous cases, avoiding cross-format interference.
This ensures shared adaptation occurs only for un-
ambiguously aligned instructions.
Rank Allocation Analysis. To analyze how our

1
2

3
4

5
6

7
8

9
10

(a) TriGap
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(b) UCIT

Figure 7: Visualization of instruction embeddings on
TriGap (a) and UCIT (b). Circled regions indicate in-
structions assigned to the same group.
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Figure 8: Adaptive rank allocation analysis. (a) Rank
distribution across tasks, layers, and modules. (b) Effect
of orthogonality filtering: rank allocation for task 5
before/after projecting out historical subspaces.

method dynamically distributes parameter budgets,
we examine the rank allocation across tasks and at-
tention modules, as shown in Fig. 8(a). The results
reveal three systematic patterns: (1) Complexity-
driven scaling, where capacity correlates with task
difficulty (e.g., Roadside receives high ranks, while
InfographicVQA requires minimal parameters); (2)
Asymmetric module demands, exhibiting a consis-
tent K > Q > O > V hierarchy across atten-
tion projections aligned with their functional roles;
and (3) Intra-cluster reuse, where tasks within the
same semantic cluster receive progressively lower
ranks (e.g., Task 5 vs. Task 2), directly evidenc-
ing efficient knowledge transfer. This efficiency
stems from the orthogonality filtering, which au-
tomatically discards parameter directions already
mastered by historical experts. As illustrated in
Fig. 8(b), the filtering predominantly prunes redun-
dant components in lower-layer V/O projections,
confirming that historical subspace overlap concen-
trates on input-proximal visual features. Conse-
quently, CRAM preserves foundational representa-
tions while dedicating newly allocated capacity to
higher-level reasoning pathways.
Format Interference and Instruction-Following
Dynamics. To further probe how format hetero-
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Figure 9: Sequential format adaptation. We construct
four instruction-response conventions (A=MCQLetter
(letter answer), B=MCQText (text answer), C=Short,
D=Yes/No) from sampled data of ArxivQA by varying
only the instruction-response format. For each training
order (Seq. 1–4: ABCD/BCDA/CDAB/DABC), we
evaluate the model on the first trained format after every
step. Strict accuracy requires both format adherence
and content correctness; content-correct ceiling counts
format-violating but semantically correct responses.

geneity interferes with sequential adaptation, we
extend the single-step analysis from Fig. 1a into
a multi-step continual setting, as shown in Fig. 9.
(1) Different instruction formats exhibit varying
susceptibility to interference. Strongly constrained
conventions (e.g., MCQLetter and Yes/No) degrade
sharply when followed by heterogeneous tasks,
whereas more flexible formats (e.g., Short) show
greater resilience. (2) Does the model merely over-
fit to answer formats? Evidence suggests otherwise.
For tasks with aligned instruction understanding,
such as MCQLetter and MCQText, they fundamen-
tally share the core capability to extract correct an-
swers. Consequently, training on MCQLetter effec-
tively enhances instruction-following capability on
MCQText, significantly mitigating performance for-
getting. However, this transfer pattern is inherently
asymmetric: training on more permissive formats
(e.g., MCQText) severely disrupts strict boundaries
(e.g., MCQLetter), rather than yielding positive
transfer. This confirms that while the model is gen-
uinely acquiring instruction-following capabilities,
its output behavior remains highly sensitive to sur-
face format conventions. Rigid syntactic templates
are thus highly vulnerable to relaxation-induced
drift, which CRAM effectively mitigates by isolat-
ing format subspaces to sustain stable performance.
Effect of Orthogonality Filtering. Figure 10 visu-
alizes the projection of each column of ∆W onto
the column space of a historical expert before and
after orthogonality filtering. The average overlap
decreases from 36.5% to 18.1%, indicating that the
filtering substantially reduces alignment between
new updates and historical subspaces.

(a) Before
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Figure 10: Overlap between ∆W and a historical expert
before and after orthogonality filtering. Each column of
∆W is colored by its projection ratio onto the column
space of a reference historical expert.

Table 8: OOD generalization on MMMU after UCIT
training.

Method Art Bus. Sci. H&M Hum. T&E Avg.

Zero-shot 43.85 25.35 23.74 32.93 48.47 28.16 33.75
CRAM (Ours) 44.51 26.19 25.93 33.76 47.34 33.96 35.28

OOD Generalization. To assess transfer beyond
the training tasks, we test UCIT-trained models on
MMMU (Yue et al., 2024). As shown in Table 8,
CRAM achieves an average accuracy of 35.28, out-
performing zero-shot by 1.53 points and improving
in five of six domains. The largest gains occur in
Tech & Engineering (+5.80) and Science (+2.19),
while Humanities declines slightly (-1.13). These
results indicate that CRAM preserves transferable
visual representations and generalizes beyond the
UCIT task distribution.

6 Conclusion

We propose CRAM, which mitigates catastrophic
forgetting in MCIT by decoupling instruction iso-
lation from visual adaptation. Through seman-
tic grouping, adaptive instantiation, and centroid-
routing, CRAM achieves superior retention and pa-
rameter efficiency on diverse benchmarks, offering
a scalable solution for rehearsal-free MCIT.
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Limitations

While CRAM demonstrates strong performance on
current benchmarks, it has not yet been validated on
significantly longer task sequences. Extending eval-
uation to larger-scale continual streams remains an
important direction for future work.

Potential Risks

This work improves parameter-efficient continual
adaptation of Multimodal Large Language Mod-
els (MLLMs) under sequential instruction tuning.
While our experiments are conducted solely on
public academic benchmarks (UCIT, TriGap, and
MMMU), such adaptation methods, if applied to
unsafe, biased, or privacy-sensitive multimodal
data, could be misused to amplify harmful con-
tent generation, reinforce dataset biases, or leak
sensitive visual information. We do not collect any
private user data, and all evaluations are restricted
to standard research datasets.

Use of AI Assistants

During the preparation of this manuscript, we only
used AI Assistants to assist with grammar checking
and language polishing.
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A Pseudocode

Algorithm 1 CRAM Training (per task t)
Require: Dt; frozen (ϕ, π, f, ψ); groups {cg}, pools {Kg}
Ensure: New expert (At,Bt) and centroid wt

1: Level-1 routing. e ← ψ(q)/∥ψ(q)∥2; assign g∗ by
Eq. (2)–(3)

2: Allocate expert slot kt in Kg∗ ; init buffer WB
3: Warm-up. Train WB with LNLL (Eq. (1)); accumulate

ξ = MeanPool(ϕ(v)) to init wkt

4: Instantiation (SVD-Filter).
5: Perform SVD: ∆WB = UΣV⊤ ▷ Eq. (4)
6: Keep singular values σp > τalloc
7: Build Q from [A⊤

1 ,A
⊤
2 , . . .]; filter by αp (Eq. (6))

8: Reconstruct (Akt ,Bkt) via Eq. (7)
9: Stable training.

10: ωi,k from Eqs. (8)–(9); forward
11: Minimize L = LNLL + Ldec (Eqs. (1), (10), (11))
12: Freeze (Akt ,Bkt ,wkt); reset WB

Algorithm 2 CRAM Inference
Require: Sample (v, q); frozen {cg}, {Kg}, experts
{(Ak,Bk)}, centroids {wk}

Ensure: Response ŷ

1: e(q)← ψ(q)/∥ψ(q)∥2; g∗ ← argmaxg
c⊤g e(q)

∥cg∥2
2: ξ ← MeanPool(ϕ(v))
3: ωk ← ρ(ξ,wk)/

∑
j∈Kg∗

ρ(ξ,wj) ▷ Eqs. (9)–(8)
4: z ← [π(ϕ(v)); Emb(q)]; decode ŷ

B Experimental Details of Format
Interference

To isolate the impact of instruction format hetero-
geneity, we design a controlled experiment using
the ArxivQA (Li et al., 2024) dataset. The goal is to
test whether training on a single output convention
degrades performance on other conventions despite
identical visual and semantic content.

B.1 Data Construction

The original ArxivQA samples are multiple-choice
questions with four options. We start from the
Letter format (the original format), where the
model answers with a single letter. From this
source, we generate three derived formats by pro-
grammatically converting the instruction and an-
swer fields while keeping the image and the seman-
tic correct answer unchanged.

Letter (MCQLetter): The model outputs the op-
tion letter. Instruction ends with: “Answer
with the option’s letter from the
given choices directly.” Answer: a sin-
gle letter, e.g., “B”.

Text (MCQText): The model outputs the full text
of the chosen option. Options are rewritten
as “A. ...”, “B. ...”, etc. Instruction:
“Choose the correct answer and reply
with the full text of that choice,
exactly as written among the options.
Do not use the option letter.” Answer:
the full option text, e.g., 10−1 Mpc−1.

Short (Short): The model outputs a concise free-
form answer. Options are removed. To control
difficulty and avoid overly long or complex
answers, we retain only samples whose cor-
rect option text contains at most two tokens.
Instruction: “Answer with the exact wording
of the correct choice. Reply with the answer
only, without the option label (e.g., A, B, C,
or D) or any additional explanation.” Answer:
the short text, e.g., “0.48”.

Yes/No (YesNo): The model outputs “yes” or
“no”. Two numbered statements (the cor-
rect option and a distractor) are presented,
exactly one of which is correct. The order
is randomly shuffled per sample. To con-
trol the difficulty and align with the seman-
tic complexity of the other three formats, we
avoid simple true/false questions that directly
ask whether a single claim is correct. In-
stead, this two-statement comparison design
requires the model to identify the correct op-
tion, ensuring that format conventions rather
than answer triviality remain the primary con-
trolled variable. Instruction: “Two numbered
statements are given about the same
question. Exactly one is correct. If
statement (1) is correct, reply with
exactly: yes. If statement (2) is
correct, reply with exactly: no.” An-
swer: “yes” or “no”.

After conversion, we align the training and test set
sizes across all four formats. For the Short for-
mat, the token-length filter (only retaining samples
where the correct option text contains at most two
tokens) inevitably reduces the number of usable
samples. Therefore, we take the intersection of
samples that survive this filter and the correspond-
ing samples in the other three formats, ensuring
that all four variants are evaluated on exactly the
same set of underlying questions.
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B.2 Training and Evaluation Protocol

For each format f ∈ {Letter,Text,Short,Yes/No},
we perform parameter-efficient fine-tuning (PEFT)
by inserting LoRA adapters of rank r = 8 into
the attention layers (i.e., q_proj, v_proj, k_proj,
o_proj) of LLaVA-v1.5-7B. During training, only
the LoRA parameters are learnable; the backbone
MLLM remains frozen. The model is trained on the
training set of that format for one epoch using the
standard language modeling loss. After training,
we evaluate the model on the test sets of all four
formats, yielding a 4×4 accuracy matrix. The zero-
shot baseline (LLaVA-v1.5-7B without fine-tuning)
is also evaluated on all four test sets.

B.3 Error Analysis: Format-Wrong
Content-Correct (FWCC)

To distinguish semantic forgetting from pure for-
mat violation, we define a sample as format-wrong
but content-correct (FWCC) if the predicted an-
swer is semantically equivalent to the ground truth
but does not adhere to the required output conven-
tion of the test format. For each test format, we
use a dedicated evaluator that first checks format
compliance (e.g., single letter for Letter, exactly
“yes”/“no” for Yes/No) and, if violated, attempts
to extract the semantic content using rules (e.g.,
mapping option letters to option texts, normalizing
case). The FWCC ratio is the proportion of incor-
rect predictions that are semantically correct but
format-violating.

B.4 Correspondence with Main Paper Figures

The results are summarised in Fig. 1 in the main
paper. Fig. 1(a) shows the accuracy change relative
to zero-shot for each train–test format pair. The
diagonal entries (training and testing on the same
format) all achieve high accuracy, confirming that
each format is learnable in isolation. However,
the off-diagonal entries reveal severe degradation:
training on any single format leads to a substantial
drop in accuracy when testing on other formats,
even though the underlying visual and semantic
content remain identical. This indicates that the
model learns format-specific surface patterns that
do not transfer across conventions.

Fig. 1(b) further reports the FWCC (Format-
Wrong Content-Correct) ratio among errors. A
high FWCC ratio indicates that the model still
retrieves the correct semantic answer but fails
to adhere to the required output convention of

Table 9: Implementation details.

Method Insertion Epoch Config. (UCIT/TriGap)
FT-LoRA Attn+FFN 1 96/80 (rank)
Replay-LoRA Attn+FFN 1 96/80 (rank)
HiDe-LLaVA Attn+FFN (N exp.) 1 16/8 (rank)
CL-MoE FFN (N exp.) 1 16/8 (rank)
DISCO FFN (N exp.) 1 16/8 (rank)
ModalPrompt Soft prompts (ℓ = 10) 4 10 (prefix)
MoE-LoRA FFN (N exp.) 1 16/8 (rank)
CRAM (Ours) Attn (N exp.) 1 7.94/7.63 (rank)

Table 10: Comparison of SVD variants.

Variant Time (s) Final Performance Ā
Full SVD 409.5 74.73
Randomized SVD 0.67 74.03

the test format. Together, these two panels con-
firm that heterogeneous instruction formats inher-
ently trigger severe interference, acting as a pri-
mary driver of catastrophic forgetting in shared-
parameter regimes. Importantly, this interference
stems from format-surface misalignment rather
than loss of task semantics.

C Implementation details

For MoE-based baselines (HiDe-LLaVA, CL-MoE,
DISCO, MoE-LoRA), the reported rank is the per-
expert average: total rank r is divided by the num-
ber of tasks N (UCIT: N = 6, TriGap: N = 10).
For CRAM, the adaptive allocation mechanism dy-
namically determines the per-expert rank, resulting
in the reported average values (7.94 for UCIT, 7.63
for TriGap). All methods inject adapters into the
attention (Attn) or feed-forward network (FFN) lay-
ers as indicated. ModalPrompt uses soft prompts
of length ℓ = 10 instead of low-rank adapters.

D SVD Efficiency Analysis

To quantify the computational cost of expert in-
stantiation, we compare SVD with randomized
SVD (Halko et al., 2011) using two power iter-
ations. As shown in Table 10, randomized SVD
reduces the decomposition time from 409.5 s to
0.67 s, while the performance decreases slightly.

E Geometric Properties of the
Orthogonality Score

Let Q ∈ Rd×rhist be an orthonormal basis for
the historical subspace Vhist = col(Mhist), where
rhist = rank(Mhist). Thus, Q⊤Q = Irhist .
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Define

P = QQ⊤ (onto Vhist),
P⊥ = I−QQ⊤ (onto V⊥hist).

Both are symmetric, idempotent, and satisfy
PP⊥ = 0.

For a candidate SVD direction vp ∈ Rd, the
orthogonality score is

αp =
∥P⊥vp∥2
∥vp∥2

=
∥(I−QQ⊤)vp∥2

∥vp∥2
. (12)

Proposition 1 (Bounds and Energy Interpretation).
αp ∈ [0, 1]. αp = 0 iff vp ∈ Vhist (fully redun-
dant); αp = 1 iff vp ⊥ Vhist (fully novel). More-
over, α2

p equals the fraction of ∥vp∥22 lying in V⊥hist.

Proof. Decompose vp = Pvp+P⊥vp = v
∥
p+v⊥

p .

Since ⟨v∥
p,v⊥

p ⟩ = 0,

∥vp∥22 = ∥v∥
p∥22 + ∥v⊥

p ∥22. (13)

Dividing by ∥vp∥22 ̸= 0 yields 1 = ∥v∥
p∥22/∥vp∥22+

α2
p, hence 0 ≤ αp ≤ 1. Boundary cases: αp = 0

iff v⊥
p = 0, i.e. vp ∈ col(Q); αp = 1 iff v∥

p = 0,
i.e. vp ⊥ col(Q). Finally, α2

p = ∥v⊥
p ∥22/∥vp∥22

measures the energy fraction in V⊥hist. Thresholding
by τorth retains only directions with αp > τorth,
so at least τ2orth of their energy lies outside the
historical subspace.

F Gradient Dynamics of the Decoupling
Loss

The decoupling loss penalizes the new expert’s re-
sponse to historical input directions:

Ldec =
1

B

B∑

i=1

γi
∥∥∆Wnew(QQ⊤hi)

∥∥2
2
, (14)

where γi = 1 − ωi,new measures reliance on his-
torical experts, ωi,new is the routing weight of
the newly added expert, and hi ∈ Rd denotes
the input hidden state. Let h̃i = QQ⊤hi, so
Ldec = 1

B

∑B
i=1 γi ∥∆Wnewh̃i∥22.

Proposition 2 (Gradient Structure). The gradient
∇∆WnewLdec is right-multiplied by QQ⊤, so gra-
dient descent suppresses ∆Wnew on historical in-
put directions.

Table 11: Standard continual-learning metrics on UCIT.

Method Forgetting ↓ BWT ↑ FWT ↑ AIA ↑
MoE-LoRA 18.55 -18.55 -10.46 68.17
SAME 4.68 -4.68 -7.72 80.29
DISCO 7.45 -7.45 -6.28 82.63
CRAM (Ours) 1.35 -1.35 2.47 82.85

Proof. Since γi depends only on the routing
weights, it is treated as constant with respect to
∆Wnew. From ∂

∂X∥Xy∥22 = 2Xyy⊤,

∂Ldec
∂∆Wnew

=
2

B

B∑

i=1

γi (∆Wnewh̃i)h̃
⊤
i

=
2

B

B∑

i=1

γi (∆WnewQQ⊤hi)h
⊤
i QQ⊤. (15)

Thus, the gradient takes the form GQQ⊤ with
G ∈ Rm×d. The gradient descent update
∆Wnew ← ∆Wnew − ηGQQ⊤ modifies only
the components of ∆Wnew that map inputs from
the historical subspace col(Q). Minimizing Ldec
drives ∆WnewQ → 0, forcing near-zero outputs
for historical directions. Ldec acts as a soft regular-
izer alongside LNLL, penalizing redundant activa-
tions without enforcing hard orthogonality.

G Continual-Learning Metrics

To complement the final average accuracy, we eval-
uate CRAM using standard continual-learning met-
rics on UCIT, following prior work (Zhou et al.,
2024b; Wang et al., 2024). We report average for-
getting, backward transfer (BWT), forward transfer
(FWT), and average incremental accuracy (AIA).
Lower forgetting and higher BWT, FWT, and AIA
indicate better performance.

As shown in Table 11, CRAM achieves the low-
est forgetting, the best BWT, and the highest AIA,
indicating stronger retention and more stable per-
formance throughout the continual-learning pro-
cess. CRAM also obtains positive FWT, whereas
all baselines show negative values, suggesting that
previously acquired capabilities facilitate learning
on future tasks.

H Multi-Seed Stability

To assess run-to-run stability, we rerun the UCIT
experiments with five random seeds under other-
wise identical settings. We compare CRAM with
SAME and DISCO, two of the strongest baselines.
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Table 12: Multi-seed results on UCIT. Mean and stan-
dard deviation are computed over five random seeds.

Seed SAME DISCO CRAM

1 72.93 68.76 74.80
10 72.38 69.13 75.03
100 72.56 68.81 74.56
1000 71.86 68.50 74.41
42 (Original) 73.07 69.54 74.73

Average 72.56 68.95 74.71
Std. 0.48 0.40 0.24
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Figure 11: Cumulative trainable parameters over a 16-
task stream. The shaded area indicates the parameter
savings of CRAM compared with MoE-LoRA.

The results are reported in terms of average final
accuracy.

As shown in Table 12, CRAM achieves the high-
est accuracy under every random seed, along with
the highest average accuracy and the lowest stan-
dard deviation. These results indicate that its im-
provements are stable across runs rather than being
attributable to a particular initialization.

I Long-Stream Parameter Efficiency

To evaluate parameter growth over a longer task
stream, we combine the tasks from UCIT and Tri-
Gap into a single sequence of 16 tasks, including
several repeated or closely related tasks. Figure 11
shows the cumulative number of trainable parame-
ters as tasks arrive.

CRAM allocates parameters adaptively accord-
ing to the capability gap of each incoming task,
whereas MoE-LoRA allocates a fixed-size expert
for every task. As a result, CRAM requires only
89.53M trainable parameters after 16 tasks, com-
pared with 195.42M for MoE-LoRA, correspond-
ing to a 54.2% reduction. The slower parameter
growth of CRAM demonstrates that previously ac-
quired capabilities can be reused without redundant
parameter allocation.

Table 13: Performance on MLLM-DCL. Domain abbre-
viations follow the benchmark notation.

Method RS Med AD Sci Fin Avg.

Zero-shot 32.29 28.28 15.59 35.55 62.56 34.85
FT-LoRA 69.65 41.59 25.43 40.88 87.45 53.00
MoE-LoRA 77.54 41.85 27.62 40.13 86.75 54.78
ModalPrompt 53.63 45.68 40.77 41.81 87.82 53.94
CL-MoE 71.34 46.84 26.33 41.17 88.74 54.88
HiDe-LLaVA 74.31 48.95 33.21 38.54 81.55 55.31
DISCO 76.49 44.48 44.84 46.61 89.22 60.33
SAME 72.97 48.29 43.67 48.12 87.68 60.15
CRAM (Ours) 73.75 54.89 53.90 49.91 92.19 64.93

J Additional Benchmark: MLLM-DCL

To complement the UCIT and TriGap evaluations,
we further assess CRAM on the more challenging
and heterogeneous MLLM-DCL benchmark (Zhao
et al., 2025b). The results are reported in Table 13.

As shown in Table 13, CRAM achieves the high-
est average accuracy of 64.93, outperforming the
strongest baseline, DISCO, by 4.60 points. It also
ranks first in four of the five domains, demonstrat-
ing strong generalization under more diverse multi-
modal continual-learning settings.

K Selective Sharing under Coupled
Format and Reasoning

CRAM does not assume that format learning and
visual reasoning are separable within a task. In-
stead, format and reasoning are learned jointly,
while the routing mechanism controls parameter
sharing across tasks. Tasks with conflicting instruc-
tion conventions can therefore be isolated, whereas
tasks with compatible formats and capabilities can
reuse existing parameters.

To examine this setting, we construct a CLEVR-
Math-based task stream in which format and rea-
soning are closely coupled:

Task A: “How many brown matte objects are
there? How many blue cylinders are there?
What is the total? Answer with the sum num-
ber.”

Task B: “How many brown matte objects are
there? Answer with a single number.”

Task C: “Are there more brown matte objects than
blue cylinders? Answer with yes or no.”

The tasks are learned sequentially in the order
A–B–C. Tasks A and B share counting-related ca-
pabilities and a numeric output format, whereas
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Table 14: Performance under coupled format and rea-
soning.

Strategy Task A Task B Task C Avg.

All-in-one 9.0 20.0 86.6 38.5
CRAM (Ours) 76.2 75.0 90.2 80.5

Table 15: Effect of the orthogonality constraint on sta-
bility and plasticity.

Metric w/o Orthogonality CRAM

Avg. Forgetting ↓ 6.73 1.35
Immediate Accuracy ↑ 76.42 75.67
FWT ↑ 2.63 2.47

Task C differs in both reasoning behavior and out-
put convention. We compare CRAM, which groups
Tasks A and B while isolating Task C, with an All-
in-one strategy that assigns all tasks to a single
group.

As shown in Table 14, CRAM substantially out-
performs the All-in-one strategy, demonstrating
that selective cross-task isolation remains effective
even when instruction format and reasoning behav-
ior are strongly intertwined.

L Stability–Plasticity Trade-off

To analyze the effect of the orthogonality constraint,
we compare the full CRAM model with a variant
without this constraint on UCIT. Average Forget-
ting measures retention of previously learned tasks,
Immediate Accuracy measures performance on the
current task immediately after training, and FWT
measures forward transfer to future tasks relative
to the zero-shot baseline (Zhou et al., 2024b).

As shown in Table 15, the orthogonality con-
straint reduces average forgetting from 6.73 to 1.35,
while decreasing Immediate Accuracy and FWT by
only 0.75 and 0.16 points, respectively. This result
indicates that the constraint substantially improves
stability with only a minor loss in plasticity and
forward transfer.

M Robustness to Task Order

While Fig. 9b demonstrates CRAM’s stability under
different sequential format adaptation, we further
evaluate its robustness to task ordering on both
UCIT and TriGap benchmarks. Specifically, for
each benchmark we report results under three dis-
tinct task sequences:

• Original: the canonical task order defined by
the benchmark protocol;

Table 16: Task-order robustness of CRAM on UCIT.
Average accuracy (%) is reported under the original,
reverse, and fixed random task orders.

Metric Original Reverse Random

Avg. Accuracy (%) 74.73 73.06 72.89

Table 17: Task-order robustness of CRAM on TriGap.
The task-order settings follow Table 16.

Metric Original Reverse Random

Avg. Accuracy (%) 47.79 46.97 48.01

• Reverse: the exact reverse of the original se-
quence, with the last task becoming the first;

• Random: a fixed randomly shuffled order:

UCIT: Flickr30k → CLEVR-Math → Arx-
ivQA → ImageNet-R → IconQA →
VizWiz-Caption

TriGap: ChemVQA → CLEVR-Math →
PMCVQA→ InfographicVQA→ Road-
side→ DocVQA→ ArxivQA→ Flood-
NetVQA→ ChartQA→ IconQA

As shown in Tabs. 16 and 17, CRAM exhibits
strong robustness to task ordering: performance
fluctuations remain marginal across all sequences.
This stability stems from two key designs: (1)
group-isolated routing decouples format-level in-
terference at the semantic level, making expert ac-
tivation insensitive to the chronological arrival of
tasks; and (2) centroid-guided orthogonal learning
confines new updates to subspaces orthogonal to
historical knowledge, preventing order-dependent
accumulation of redundant directions. Notably, the
minimal degradation under perturbed orders sug-
gests that CRAM does not rely on a favorable task
curriculum, making it suitable for realistic open-
world deployment.

N Dataset Details

Tables 18 and 19 summarize the diverse datasets
and domains used to evaluate continual learning
across varied visual inputs and instruction formats.

O Comprehensive Study on MCIT
Methods

In this section, we provide details of the methods
compared in the main paper. The specifics of each
compared method are outlined as follows:
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Table 18: UCIT benchmark.

Dataset Domain Train Test

ImageNet-R Artistic 24,000 3,000
ArxivQA Academic figures 40,000 3,000
VizWiz Visual assistance 40,000 3,000
IconQA Icons 30,000 3,000
CLEVR-Math Synthetic reasoning 40,000 3,000
Flickr30k Captioning 40,000 3,000

Table 19: TriGap benchmark.

Dataset Domain Train Test

PMCVQA Medical 40,000 3,000
DocVQA Documents 30,000 5,349
ChartQA Charts 25,000 2,500
IconQA Icons 10,000 3,000
InfographicVQA Infographics 20,000 2,801
ArxivQA Academic figures 10,000 3,000
Roadside Autonomous driving 30,023 3,000
ChemVQA Molecules 15,392 3,000
FloodNetVQA Disaster scenes 5,898 1,833
CLEVR Synthetic reasoning 10,000 3,000

• Replay-LoRA: A rehearsal-based baseline
that integrates a fixed-size episodic memory
buffer with LoRA fine-tuning. During each
incremental task, it stores a representative sub-
set of historical data and jointly optimizes the
low-rank adapters using both current and re-
played samples. This explicit data rehearsal
strategy effectively constrains parameter drift
and mitigates catastrophic forgetting while
preserving parameter efficiency.

• MoE-LoRA: This method extends LoRA-
based fine-tuning to a Mixture-of-Experts ar-
chitecture for continual instruction tuning,
where each task activates a subset of LoRA
experts via a learnable router. However, it
remains vulnerable to router drift and expert
drift as tasks accumulate.

• HiDe-LLaVA: This method hierarchically de-
couples model adaptation: the top layer un-
dergoes task-specific LoRA expansion with
dual-modality anchor matching for expert se-
lection, while lower layers fuse LoRAs across
tasks to preserve general knowledge without
router training.

• ModalPrompt: A prompt-based framework
that constructs task-specific prompts and lever-
ages dual-modality guidance for two pur-
poses: prompt fusion during training to trans-

fer knowledge from semantically similar tasks,
and prompt selection during inference to con-
trol computational complexity. The method
maintains inference efficiency by selecting
only k relevant prompts from a shared pool
regardless of task count.

• CL-MoE: A dual momentum Mixture-of-
Experts framework designed for contin-
ual MLLM adaptation. It introduces a
Dual-Router MoE (RMoE) that jointly em-
ploys task-level and instance-level routers
to robustly allocate global and local ex-
perts. Coupled with a Dynamic Momen-
tum MoE (MMoE), it categorizes experts
into task-shared and task-specific types and
dynamically updates their parameters via a
momentum-based interpolation between his-
torical and current knowledge. This mecha-
nism effectively alleviates catastrophic forget-
ting and enhances both forward and backward
transfer without relying on replay buffers.

• SAME: SAME stabilizes MoE adaptation
via spectral-aware routing (decomposing
router updates into task-relevant and history-
preserving subspaces) and curvature-aware
scaling (regulating expert updates using histor-
ical input covariance). It also introduces adap-
tive expert activation to freeze selected ex-
perts during training, reducing redundant com-
putation and cross-task interference. SAME
achieves strong performance on MCIT bench-
marks and serves as a direct point of compari-
son for our CRAM framework.

• DISCO: A federated continual learning frame-
work that employs dynamic knowledge orga-
nization (DKO) to store task-specific param-
eters in a global cache using identity token
matching, and subspace selective activation
(SSA) to filter irrelevant outputs during infer-
ence. While originally designed for federated
settings, its continual learning components
are applicable to centralized MCIT and are
included for comparison.
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