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Abstract

Knowledge distillation effectively transfers rea-
soning capabilities from large language mod-
els to lightweight student models. To enable
knowledge transfer across disparate model fam-
ilies, researchers increasingly explore cross-
tokenizer distillation. However, cross-tokenizer
distillation remains challenging due to vocabu-
lary and sequence misalignment, while approx-
imate vocabulary alignment can introduce ad-
ditional noise into distillation. To address these
challenges, we propose Anchor-Based Cross-
Tokenizer Distillation with Residual Regular-
ization (ACTD)1. ACTD bridges structural het-
erogeneity through vocabulary and sequence
alignment, while mitigating alignment noise
via a novel anchor loss with residual regular-
ization. We further extend this framework to a
multi-teacher setting. Evaluated across five rea-
soning benchmarks with three distinct teacher
models, ACTD achieves state-of-the-art perfor-
mance. Moreover, its multi-teacher extension
outperforms the strongest single-teacher and
multi-teacher baselines, further demonstrating
the robustness of our method.

1 Introduction

Large language models (LLMs) have demonstrated
remarkable capabilities on reasoning tasks (Brown
et al., 2020; Touvron et al., 2023; Yang et al., 2025).
However, the real-world deployment of LLMs re-
quires substantial computational and time costs,
making knowledge distillation an essential tech-
nique for transferring the capabilities of powerful
teachers to lightweight students. Compared with
supervised fine-tuning (SFT) based on hard labels
(Raffel et al., 2020; Wei et al., 2021), knowledge
distillation (KD) transfers soft-label supervision
from teacher models (Hinton et al., 2015). Be-
yond homogeneous distillation, recent studies on
cross-tokenizer distillation (Boizard et al., 2024;

*Corresponding authors.
1https://github.com/hyhy892/ACTD
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Figure 1: Challenges in cross-tokenizer distillation and
key insight of ACTD. Cross-tokenizer distillation suf-
fers from (1) heterogeneous vocabulary and sequence
misalignment, and (2) noisy full-vocabulary supervi-
sion caused by lossy cross-tokenizer mapping. ACTD
addresses these challenges by aligning heterogeneous
tokenizers and focusing distillation on anchor tokens.

Zhang et al., 2024; Minixhofer et al., 2025) enable
knowledge transfer between models with different
tokenizers, providing greater flexibility in selecting
teachers across a broader range of model families.

Despite these advantages, cross-tokenizer distil-
lation still faces several challenges, as illustrated
in Figure 1. Vocabulary mismatch (Boizard et al.,
2024; Zhang et al., 2024) and sequence misalign-
ment (Patiño et al., 2025) make it difficult to align
the representation spaces of teacher and student
models. Beyond these alignment challenges, our
analysis further shows that imperfect vocabulary
alignment introduces additional noise into distilla-
tion, as discussed in Section 3.1. Furthermore, we
observe that directly extending cross-tokenizer dis-
tillation methods to the multi-teacher settings leads
to suboptimal performance, as alignment-induced
noise can accumulate across multiple teachers.

Motivated by these observations, we pro-
pose Anchor-based Cross-Tokenizer Distillation
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(ACTD), a cross-tokenizer distillation method that
guides the student to learn from the teacher’s high-
probability token distribution. Specifically, ACTD
adopts a first-subtoken vocabulary alignment strat-
egy to map teacher tokens into the student vocabu-
lary, and performs sequence alignment by match-
ing nearest token positions based on character-level
token boundaries. To alleviate the noise issue in
cross-tokenizer distillation, ACTD optimizes the
distance between teacher’s high-probability tokens
and student’s anchor tokens through an anchor loss,
and further introduces a residual regularization to
suppress noise. Furthermore, we extend ACTD
to the multi-teacher setting and propose Multi-
teacher Anchor-based Cross-Tokenizer Distilla-
tion (Multi-ACTD), demonstrating the robustness
of our method.

Experimental results on five reasoning bench-
marks show that ACTD improves AVG@8 by up
to 4.5 absolute points over cross-tokenizer distilla-
tion baselines. Multi-ACTD further improves the
AVG@8 score by 4.9 points over baselines, whereas
multi-teacher extensions of other cross-tokenizer
distillation methods show performance drops. This
demonstrates that our method can better exploit
the complementary benefits among heterogeneous
teachers. Further analysis shows that both the an-
chor loss and residual regularization improve per-
formance, while the residual regularization further
reduces student entropy. In summary, our contribu-
tions are as follows:

• We introduce first-subtoken vocabulary align-
ment and nearest monotonic boundary align-
ment to bridge vocabulary-level and sequence-
level mismatches between heterogeneous
teacher and student models.

• We propose an anchor-based objective with
residual regularization to alleviate noisy super-
vision from full-vocabulary cross-tokenizer
distillation by focusing supervision on teacher
high-probability tokens.

• We extend ACTD to the multi-teacher setting
and show that Multi-ACTD consistently out-
performs multi-teacher variants of existing
cross-tokenizer distillation methods, demon-
strating its ability to exploit complementary
supervision from heterogeneous teachers and
its robustness under multi-teacher distillation.

2 Preliminaries

Given an input sequence x, a teacher model T and
a student model S produce next-token distributions
at each decoding position t, denoted as pT (· | x<t)
and pS(· | x<t), respectively. Knowledge distil-
lation trains the student by minimizing a distribu-
tional distance between the teacher and student:

LKD =
1

L

L∑︂

t=1

D
(︁
pT (· | x<t), pS(· | x<t)

)︁
, (1)

where D(·, ·) specifies how the teacher–student dis-
crepancy is measured, and L denotes the length of
the sequence. The objective is to minimize LKD

with respect to the student-model parameters.

Homogeneous distillation. When the teacher
and student share the same vocabulary V , their
output distributions are defined over a common to-
ken space, allowing direct distribution matching. A
common objective is the forward KL divergence
(Hinton et al., 2015):

LKL =
1

L

L∑︂

t=1

∑︂

v∈V
pT (v | x<t) log

pT (v | x<t)

pS(v | x<t)
.

(2)
Other objectives, including reverse KL divergence
and Jensen–Shannon divergence, can also be used
to control different distribution-matching behaviors
(Gu et al., 2024; Agarwal et al., 2024).

Cross-tokenizer distillation. When the teacher
and student use different vocabularies VT and VS ,
their output distributions are defined over incom-
patible token spaces, making token-level diver-
gence inapplicable. Cross-tokenizer distillation
generally introduces a cross-vocabulary transfor-
mation Γ : ∆(VT ) → ∆(VS), which projects
the teacher distribution into the student vocabu-
lary space through token mapping or distribution
transport (Chen et al., 2025). Given aligned pre-
diction positions, the distillation objective can be
written as

L =
1

L

L∑︂

t=1

D
(︁
Γ(pT (· | x<t)), pS(· | x<t)

)︁
, (3)

where D(·, ·) denotes a discrepancy measure, such
as KL divergence or an optimal-transport distance
(Boizard et al., 2024; Cui et al., 2025). Since differ-
ent tokenizers may also produce different sequence
segmentations (Patiño et al., 2025), cross-tokenizer
distillation typically requires both sequence align-
ment and vocabulary alignment.
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Figure 2: Overview of ACTD: (1) vocabulary and sequence alignment for cross-tokenizer supervision alignment
(Section 3.1); (2) anchor-based loss computation with anchor loss and residual regularization for single-teacher
(Sections 3.2.1) and multi-teacher distillation (Sections 3.2.2).

3 Method

ACTD consists of two main components: (1) Vo-
cabulary and sequence alignment. ACTD per-
forms vocabulary alignment through first-subtoken
vocabulary alignment, and conducts sequence
alignment through nearest monotonic boundary
alignment. (2) Anchor-based loss with residual
regularization. ACTD guides the student to focus
on the teacher’s high-probability regions through
an anchor-based loss, and introduces residual reg-
ularization to suppress noisy supervision from un-
supported vocabulary regions. For data construc-
tion, previous studies show that directly imitating
complete rationales can lead to suboptimal learn-
ing (Liu et al., 2026b,a); therefore, we construct
training data with prefix-truncated rationales, with
details provided in Appendix C.

3.1 Vocabulary and Sequence Alignment

The primary challenge in cross-tokenizer distilla-
tion is to align heterogeneous supervision across

both the vocabulary and sequence dimensions
(Patiño et al., 2025). Specifically, vocabulary align-
ment maps teacher-side token distributions into the
student vocabulary space, while sequence align-
ment establishes correspondences between teacher
and student tokens at different decoding positions.

Vocabulary alignment. We define a vocabulary
mapping function

Γ : VT → VS , (4)

which maps each teacher-side token to a student-
side token. Specifically, tokens shared by the
teacher and student vocabularies are directly
mapped to their corresponding token ids. For un-
shared tokens, we first decode the teacher token
into text and then re-tokenize it with the student
tokenizer, using the first student subtoken as the
matched token.

Sequence alignment. Cross-tokenizer distilla-
tion suffers from sequence-level misalignment
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Figure 3: Vocabulary mapping analysis under tokenizer
mismatch. (a) We compare the original teacher dis-
tribution pT with the recovered teacher distribution
after teacher-to-student mapping Γ and reverse map-
ping Ψ, showing that vocabulary alignment redistributes
probability mass. (b) We compare the accumulated
mapped probability mass from teacher long-tail tokens
on student-side anchor and residual regions. Anchor
tokens are obtained by mapping teacher top-k tokens
through Γ, while residual tokens denote the remaining
student vocabulary.

(Patiño et al., 2025) because teacher and student
tokenizers may segment the same text into different
token sequences. We address this issue by align-
ing decoding positions through character-level to-
ken boundaries. For each input, we first tokenize
the text with the student tokenizer and obtain stu-
dent token offsets. The text is truncated to the
region covered by valid student tokens and then
re-tokenized with the teacher tokenizer. We con-
vert both tokenizations into boundary positions and
align each student position to the nearest teacher
boundary under a monotonic constraint. The result-
ing position map allows teacher logits to supervise
the corresponding student decoding steps.

Cross-tokenizer noise analysis. We first exam-
ine whether vocabulary alignment changes the
teacher distribution. Let Γ : VT → VS denote
the teacher-to-student vocabulary mapping, and let
Ψ : VS → VT denote the student-to-teacher vocab-
ulary mapping. Given a teacher distribution, we
map its probability mass to the student vocabulary
and then map it back to the teacher vocabulary. If
the alignment were lossless, the recovered teacher
distribution would match the original teacher distri-
bution. However, Figure 3(a) shows discrepancies
between the original and reverse-mapped teacher
probabilities, indicating that tokenizer alignment
introduces mapping noise.

We further analyze where the mapped probabil-
ity mass is concentrated in the student vocabulary.
Given the teacher distribution, we map the teacher
top-k tokens to the student vocabulary through Γ.
These mapped tokens form the student-side anchor
tokens, while remaining student vocabulary tokens

are defined as residual tokens. The detailed def-
inition of the noise measure for this analysis is
provided in Appendix B.

Figure 3(b) shows that the probability mass con-
tributed by teacher long-tail tokens accumulates
much more heavily on residual tokens than on an-
chor tokens. Although each long-tail teacher token
has low probability individually, their large number
leads to substantial cumulative mass after vocabu-
lary mapping. This suggests that the residual region
receives more low-confidence mapped teacher sig-
nal. Inspired by these observations, we propose the
method described in Section 3.2.

3.2 Residual-Regularized Anchor Distillation

3.2.1 Single-teacher Distillation
We first filter the teacher’s full-vocabulary distribu-
tion to retain only its top-k tokens and renormalize
the retained probabilities to obtain pT

t . The token-
level ACTD loss consists of an anchor loss and a
residual loss:

LACTD(t) = Lanchor(t) + λresLres(t), (5)

where t denotes a target position, and λres controls
the strength of residual regularization.

The sequence-level ACTD loss is obtained by
averaging the token-level loss over all target posi-
tions:

LACTD =
1

L

L∑︂

t=1

(Lanchor(t) + λresLres(t)) .

(6)

Anchor Loss. At target position t, let pT
t =

(pTt,1, . . . , p
T
t,k) denote the teacher top-k probabil-

ity distribution. The corresponding teacher-side
top-k tokens are mapped to student tokens at =
(at,1, . . . , at,k), where at,j ∈ VS denotes the stu-
dent token mapped from the j-th teacher-side token.
The anchor subset is defined as At = {at,j}kj=1.
Let pSt (v) denote the student probability of token
v ∈ VS , and the student probability on the j-th
anchor token is p̂St,j = pSt (at,j). The anchor loss
matches the teacher top-k probability distribution
with the student probabilities on the anchor subset:

Lanchor(t) =
k∑︂

j=1

⃓⃓
pTt,j − p̂St,j

⃓⃓
. (7)

This term transfers fine-grained teacher probability
signals to the mapped student tokens.
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Residual Regularization. The residual subset
contains all student tokens outside the anchor sub-
set, i.e., Rt = VS \ At. Since the teacher’s long-
tail probabilities are more susceptible to cross-
tokenizer alignment noise, we discard their token-
level values and set the target probabilities over
the residual subset to zero. We then constrain the
student residual probability vector pS

t,Rt
toward

this zero vector, thereby explicitly suppressing the
probability mass assigned to residual tokens. We
define the residual loss as the accumulated student
probability mass on the residual subset:

Lres(t) =
⃦⃦
pS
t,Rt

− 0
⃦⃦
1
=

∑︂

v∈Rt

pSt (v). (8)

We adopt the L1 norm as the distance measure
rather than the KL divergence commonly used in
knowledge distillation, because residual regular-
ization is designed to control the low-probability
region rather than match a complete probability
distribution. Prior work has shown that KL-based
matching of low-probability regions may induce
mode-averaging behavior, resulting in an overly
smoothed student distribution (Gu et al., 2024).
In contrast, our residual regularization directly pe-
nalizes the aggregate probability mass assigned to
residual tokens, thereby mitigating mode averaging
and preserving a sharper student distribution.

3.2.2 Multi-teacher Distillation

We further extend ACTD to the multi-teacher set-
ting, denoted as Multi-ACTD. Suppose there are
M teacher models {Tm}Mm=1. For each teacher Tm,
we independently construct a cache C(m) follow-
ing the procedure described above. During student
training, Multi-ACTD retrieves the cached top-k
logits from each teacher according to the same
sample and target position, and computes a teacher-
specific ACTD loss.

For a target position t, the ACTD loss induced
by teacher Tm is denoted as

L(m)
ACTD(t) = L(m)

anchor(t) + λresL(m)
res (t). (9)

We aggregate the supervision from multiple teach-
ers by averaging their teacher-specific losses:

LMulti-ACTD(t) =
1

M

M∑︂

m=1

L(m)
ACTD(t). (10)

The final training objective is

LMulti-ACTD =
1

|Ω|
N∑︂

i=1

∑︂

t∈Ωi

LMulti-ACTD(t),

(11)
where Ωi denotes the set of supervised target posi-
tions for example i, and |Ω| is the total number of
supervised target tokens.

4 Experiments

4.1 Experimental Setup
Training Settings. We use DeepSeek-R1-Distill-
Qwen-7B, DeepSeek-R1-Distill-Llama-8B, and
DeepSeek-R1-0528-Qwen3-8B as teacher models,
and Qwen3-1.7B-Base as the student model (Guo
et al., 2025; DeepSeek-AI, 2025; Yang et al., 2025).
The tokenizer heterogeneity between the teacher
and student models is analyzed in Appendix A. To
further evaluate the generalization of ACTD across
model families, we additionally use GLM-4-9B-
Chat as another teacher model (Glm et al., 2024).

For training data, we randomly sample 30,000
examples from the math domain of OpenThoughts-
114k (Guha et al., 2026). Following recent KD
methods (Jung et al., 2025; Wang et al., 2025), we
adopt a standard off-policy distillation setup, using
the problem field as input and the dataset-provided
ground_truth_solution as the target sequence.
For each teacher model, we run inference on the
training set and cache the top-k logits with k = 128
for distillation.

Baselines. We compare our method with both
single-teacher cross-tokenizer distillation baselines
and multi-teacher distillation baselines.

For cross-tokenizer distillation baselines:

• SFT (Raffel et al., 2020; Wei et al., 2021): We
optimize the student on the training text data
with the standard cross-entropy loss.

• KD (Hinton et al., 2015): We use the
tokenizer-compatible Qwen3-8B as the homo-
geneous teacher and Qwen3-1.7B-Base as the
student, consistent with the other baselines.

• ULD (Boizard et al., 2024): Universal Logit
Distillation uses an optimal-transport-based
objective to enable logits-level distillation be-
tween models with different tokenizers.

• DSKD (Zhang et al., 2024): Dual-Space
Knowledge Distillation unifies teacher and
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Model Setting AIME24 AIME25 AMC23 Minerva MATH500 Avg

AVG8 PASS8 AVG8 PASS8 AVG8 PASS8 AVG8 PASS8 AVG8 PASS8 AVG8 PASS8

Teacher Models (Reasoning under 8192-token limit)

DS-Llama-8B T1 26.7 63.3 21.7 40.0 73.1 90.0 32.4 51.1 81.3 93.4 47.0 67.6
DS-Qwen-7B T2 40.8 73.3 32.5 56.7 80.6 92.5 40.7 53.3 87.9 95.4 56.5 74.2
DS-Qwen3-8B T3 6.7 20.0 33.3 50.0 30.0 42.5 33.0 41.9 66.1 77.0 33.8 46.3

Baselines

Qwen3-1.7B-Base S 2.1 16.7 1.3 6.7 27.5 67.5 17.2 41.5 51.8 83.2 20.0 43.1
SFT - 5.0 16.7 3.3 16.7 27.2 62.5 20.0 43.8 57.1 81.8 22.5 44.3
KD Homo. 8.3 23.3 4.6 16.7 34.7 72.5 25.1 45.2 60.8 85.8 26.7 48.7

Single-teacher

DSKD T1→S 5.0 13.3 2.9 13.3 29.4 62.5 22.0 43.0 57.4 81.8 23.3 42.8
ALM T1→S 5.0 20.0 1.7 6.7 29.7 72.5 18.4 41.9 53.5 82.4 21.6 44.7
ULD T1→S 4.6 13.3 3.8 16.7 30.3 62.5 18.4 38.2 57.4 83.4 22.9 42.8
ACTD(Ours) T1→S 9.2 26.7 5.0 20.0 40.0 77.5 22.8 44.1 62.0 85.4 27.8 50.7

DSKD T2→S 3.8 20.0 2.5 13.3 31.9 65.0 20.2 43.8 57.1 84.2 23.1 45.3
ALM T2→S 4.2 13.3 1.3 10.0 25.9 57.5 18.4 40.4 53.4 82.0 20.6 40.7
ULD T2→S 7.1 23.3 3.3 13.3 33.4 62.5 19.7 41.5 57.4 83.0 24.2 44.8
ACTD(Ours) T2→S 7.1 20.0 5.4 20.0 35.6 75.0 24.8 43.4 61.4 85.8 26.9 48.8

DSKD T3→S 5.4 23.3 2.1 10.0 27.8 65.0 19.7 43.4 49.3 81.6 20.9 44.7
ALM T3→S 3.8 13.3 1.3 6.7 28.4 57.5 19.3 43.8 55.6 83.0 21.6 40.9
ULD T3→S 5.0 16.7 3.8 16.7 33.8 62.5 21.3 43.4 58.9 84.0 24.5 44.6
ACTD(Ours) T3→S 7.9 20.0 5.4 16.7 38.8 67.5 21.1 43.0 62.1 84.8 27.1 46.4

Multi-Teacher

SeqKD T1+T2+T3→S 4.6 16.7 3.3 13.3 27.8 70.0 17.3 39.3 51.6 82.2 20.9 44.3
Multi-ULD T1+T2+T3→S 4.6 16.7 5.0 13.3 30.6 57.5 21.6 40.8 58.8 82.0 24.1 42.1
Multi-ACTD(Ours) T1+T2+T3→S 10.0 26.7 6.3 20.0 40.9 77.5 24.0 45.6 63.6 85.8 29.0 51.1

Table 1: Comparison of results for LLM reasoning ability distillation. We use T → S, “Homo.”, and “DS” to denote
teacher-to-student distillation, the homogeneous teacher setting, and DeepSeek-series distilled models, respectively.
ACTD is compared with other cross-tokenizer distillation methods under the same teacher setting, and the best
results in each such group are marked in underline. Multi-ACTD is compared with all student baselines, and the
best results are marked with bold. AVG8 and PASS8 denote AVG@8 and PASS@8, respectively.

student output spaces and introduces cross-
model attention for knowledge transfer.

• ALM (Minixhofer et al., 2025): Approxi-
mate Likelihood Matching performs cross-
tokenizer distillation by approximately match-
ing across different tokenizations.

For multi-teacher distillation baselines:

• SeqKD (Kim and Rush, 2016): Sequence-
level Knowledge Distillation trains the stu-
dent on teacher-generated outputs rather than
token-level soft labels. In the multi-teacher
setting, we collect outputs from all teachers,
shuffle the combined data, and fine-tune the
student on the resulting mixture.

• Multi-ULD: We extend ULD to the multi-
teacher setting by computing the ULD loss for
each teacher independently and averaging the
teacher-specific losses as the final objective.

Evaluation Settings. We evaluate our method
on a broad range of mathematical reasoning tasks.

AIME24, AIME25, and AMC23 are competition-
style benchmarks designed to assess advanced
mathematical problem-solving ability (Yao et al.,
2025). MATH500 is a representative 500-problem
subset of the MATH benchmark (Hendrycks et al.,
2021), following the evaluation split used in
process-supervision research (Lightman et al.,
2024). Minerva consists of college-level quanti-
tative reasoning problems across mathematics and
scientific domains (Lewkowycz et al., 2022). We
report accuracy as the main metric.

For inference, we use the same decoding config-
uration for all methods: max_gen_tokens = 8192,
temperature = 1.0, and top_p = 0.8. Following
the evaluation protocol of OPSD (Zhao et al., 2026),
we extract the answer enclosed in \boxed{} from
each generated response and use the math_verify2

package to parse both the extracted answer and the
ground-truth answer and determine their mathemat-
ical equivalence. Accuracy is then computed as the
proportion of generated responses judged correct.

2https://github.com/huggingface/Math-Verify

27309

https://github.com/huggingface/Math-Verify


5 Results

5.1 Main Results

Cross-tokenizer distillation results. Table 1
shows that ACTD consistently outperforms cross-
tokenizer distillation baselines under the same
teacher settings. Compared with the strongest
single-teacher distillation baseline, Multi-ACTD
yields consistent and substantial improvements, in-
dicating that the student can benefit from comple-
mentary supervision provided by multiple hetero-
geneous teachers. Moreover, Multi-ACTD also out-
performs the multi-teacher baseline, demonstrating
the robustness of our method.

Student Models from Other Families. To fur-
ther evaluate the generalization of ACTD across
different student architectures and model scales, we
conduct additional experiments using DeepSeek-
R1-Distill-Qwen-7B as the teacher and Llama-3.2-
3B-Instruct as the student. This setting introduces
both a different student architecture and a larger
model scale compared with our primary experi-
ments based on Qwen3-1.7B-Base. As shown in Ta-
ble 2, ACTD achieves the best overall performance,
obtaining an average AVG@8 score of 18.4 across
five mathematical reasoning benchmarks. Com-
pared with the strongest baseline, DSKD, which
achieves 15.8, ACTD provides an absolute im-
provement of 2.6 points. ACTD also achieves the
best performance on four benchmarks and ties for
the best result on AIME25. These results demon-
strate that ACTD generalizes effectively across dif-
ferent student architectures and model scales.

Teacher Models from Other Families. To fur-
ther evaluate the robustness of ACTD beyond the
DeepSeek family, we conducted a single-teacher
distillation using GLM-4-9B-Chat as the teacher
and Qwen3-1.7B-Base as the student. As shown
in Table 3, ACTD outperforms the cross-tokenizer
distillation baselines on mathematical reasoning
benchmarks. ACTD improves AVG@8 from 22.7
to 26.0 and PASS@8 from 44.9 to 47.2 compared
with the strongest baseline. These results indicate
that ACTD remains effective in other model fami-
lies, demonstrating the robustness of our approach.

5.2 Ablation Studies

Effect of Prefix-Truncated Reasoning Targets.
We first conduct an ablation study to evaluate the
effectiveness of prefix-truncated reasoning target

Method AIME24 AIME25 AMC23 Minerva MATH500 Average

Llama-3.2-3B-Instruct 0.4 0.4 15.0 12.5 31.9 12.0
ALM 2.5 1.3 20.0 11.2 40.9 15.2
DSKD 3.8 1.3 20.6 11.6 41.6 15.8
ULD 4.2 0.4 13.4 12.4 29.9 12.1
ACTD 5.8 1.3 23.1 16.3 45.5 18.4

Table 2: Single-teacher distillation results under
the DeepSeek-R1-Distill-Qwen-7B → Llama-3.2-3B-
Instruct setting. All results are reported in AVG@8. The
best results are highlighted in bold.

GLM-4-9B-Chat → Qwen3-1.7B-Base

AVG@8

Method AIME24 AIME25 AMC23 Minerva MATH500 Avg.

ULD 2.5 2.1 29.7 17.1 53.5 21.0
ALM 3.3 2.1 25.9 20.1 53.2 20.9
DSKD 3.3 2.9 30.0 19.9 57.4 22.7
ACTD 10.0 3.8 33.4 23.7 59.3 26.0

PASS@8

Method AIME24 AIME25 AMC23 Minerva MATH500 Avg.

ULD 13.3 10.0 65.0 40.8 82.8 42.4
ALM 16.7 16.7 67.5 43.0 80.8 44.9
DSKD 16.7 10.0 62.5 44.5 81.8 43.1
ACTD 23.3 13.3 72.5 43.0 83.8 47.2

Table 3: Single-teacher distillation results under the
GLM-4-9B-Chat → Qwen3-1.7B-Base setting. ACTD
achieves the best overall performance among cross-
tokenizer distillation baselines.

construction. As shown in Figure 4, removing pre-
fix truncation consistently leads to a performance
drop of 0.7–1.6 points in AVG@8 across differ-
ent teacher settings. Notably, the degradation is
most pronounced when using DeepSeek-R1-Distill-
Qwen3-8B, a teacher with stronger long-reasoning
capabilities. This suggests that prefix-truncated tar-
gets facilitate more effective knowledge transfer
under constrained training context lengths.

Effect of the Parameter λres. We further study
the sensitivity of ACTD to the residual loss weight
λres. We vary λres over {0, 0.5, 1.0, 2.0} and eval-
uate on mathematical reasoning benchmarks. Fig-
ure 5 shows the average AVG@8 and PASS@8
scores across all tasks.

The results reveal two trends. (1) Low λres. Set-
ting λres = 0 and λres = 0.5 decreases AVG@8
to 26.1 and 26.3, and decreases PASS@8 to 49.5
and 50.0, respectively, indicating that residual reg-
ularization is important for suppressing excessive
probability mass on non-anchor tokens. (2) High
λres. At λres = 2.0, AVG@8 drops to 26.6 and
PASS@8 drops to 47.6, suggesting that an overly
strong residual penalty may weaken anchor loss
and reduce the transfer of informative teacher top-
k signals. Overall, λres = 1.0 achieves the best
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settings. Light-colored bars indicate the results after
removing prefix truncation.
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Figure 5: Effect of the Parameter λres. The figure re-
ports the average AVG@8 and PASS@8 scores across
all mathematical reasoning benchmarks.

balance, highlighting the complementary roles of
anchor loss and residual loss.

Effect of the Top-k Size. As shown in Ta-
ble 4, we further analyze the effect of the
number of teacher logits by varying k over
{64, 96, 128, 256, full vocab} under the DeepSeek-
R1-Distill-Llama-8B → Qwen3-1.7B-Base set-
ting. The table reports the AVG@8 scores across
mathematical reasoning benchmarks. The stu-
dent achieves the best average performance when
k = 128, reaching 27.8 on average.

When k is further increased, the average AVG@8
score drops to 26.6. This indicates that simply
expanding the teacher top-k supervision does not
necessarily improve distillation. Instead, includ-
ing more low-probability long-tail tokens introduce
additional noisy supervision, which weakens the
precision of knowledge transfer. These results sup-
port our motivation of focusing distillation on a
compact set of teacher logits rather than broadly
matching larger vocabulary-level distributions.

k AIME24 AIME25 AMC23 Minerva MATH500 Avg

64 8.3 5.0 34.7 22.4 62.8 26.6
96 9.2 5.4 35.9 23.0 60.1 26.7
128 9.2 5.0 40.0 22.8 62.0 27.8
256 8.3 5.8 36.9 22.0 60.0 26.6
full vocab. 9.2 5.8 35.9 20.8 58.0 25.9

Table 4: Effect of the number of teacher top-k logits.
The table reports AVG@8 scores under the DeepSeek-
R1-Distill-Llama-8B → Qwen3-1.7B-Base setting.
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Figure 6: Comparison of student models distilled with
and without the residual regularization. The figure
shows the changes in (a) probability distribution and
(b) entropy across inference steps.

5.3 Effect of the Residual Regularization

To further analyze the effect of the residual loss,
we compare two student models trained with dif-
ferent residual weights: one with the residual reg-
ularization (λres = 1) and the other without the
residual regularization (λres = 0). The residual
loss is designed to regularize the probability mass
assigned to non-anchor regions, encouraging the
student model to concentrate more on the teacher
model’s high-probability tokens.

As shown in Figure 6, the model trained with
the residual regularization exhibits a more con-
centrated probability distribution during inference.
Specifically, Figure 6 (a) shows that the student
with residual regularization assigns more proba-
bility mass to high-probability regions, indicating
that the residual loss helps reduce over-smoothed
predictions. Moreover, Figure 6 (b) shows that
the residual-constrained student consistently has
lower entropy across inference steps, indicating
that its output distribution is less dispersed over
the vocabulary. This suggests that the residual loss
suppresses probability spreading over non-anchor
regions and mitigates the over-smoothing effect
caused by full-vocabulary distillation. These re-
sults demonstrate that the residual regularization
effectively improves the concentration of the stu-
dent distribution and helps preserve the sharp struc-
ture of teacher supervision.

27311



6 Related Work

6.1 Single-teacher Distillation

Knowledge distillation (KD) transfers teacher
knowledge by aligning teacher and student pre-
dictive distributions with objectives such as KL,
reverse KL, or Jensen–Shannon divergence (Hin-
ton et al., 2015; Gu et al., 2024; Wen et al., 2023).
However, the shared-vocabulary assumption limits
their applicability across model families.

Cross-tokenizer distillation relaxes the shared-
vocabulary assumption by transferring distribution-
level supervision across heterogeneous token
spaces. Recent methods address tokenizer mis-
match through optimal transport (Boizard et al.,
2024; Cui et al., 2025), dual-space alignment with
cross-model attention (Zhang et al., 2024), approxi-
mate likelihood matching (Minixhofer et al., 2025),
or span-level preference projection (Nguyen et al.,
2026). Despite their effectiveness, these methods
mainly focus on single-teacher transfer and do not
directly address efficient logits-level distillation
from multiple heterogeneous teachers.

6.2 Multi-Teacher Distillation

Multi-teacher distillation improves student learn-
ing by leveraging complementary supervision from
multiple teachers. Existing methods mainly su-
pervise student learning with teacher-generated re-
sponses or Chain-of-Thought rationales, including
teacher-forcing CoT (Tian et al., 2025), multiple-
rationale consistency (Chen et al., 2023), genera-
tive distribution fusion (Wan et al., 2024), domain-
adaptive data selection (Liu et al., 2024), and ef-
ficient reasoning behavior distillation (Xu et al.,
2025). Since different teachers may provide incon-
sistent distributions, rationales, or reasoning pref-
erences, recent studies further explore knowledge
purification and compatibility-aware teacher fusion
to mitigate conflicting supervision (Jin et al., 2026;
Cui et al., 2026). More recently, multi-teacher dis-
tillation has been applied to multi-domain learning
by employing domain-specialized teachers (Xiao
et al., 2026; DeepSeek-AI et al., 2026). However,
these teachers are homogeneous with the student in
terms of model architecture and tokenizer, and must
be separately post-trained on domain-specific data,
resulting in substantial additional training costs. In
contrast, multi-teacher distillation from heteroge-
neous teachers across different model families and
tokenizers remains largely unexplored.

7 Conclusion

In this paper, we propose Anchor-based Cross-
Tokenizer Distillation (ACTD) for heterogeneous
teacher–student pairs. ACTD first aligns their
vocabularies through first-subtoken mapping and
their sequences through nearest-position matching
based on character-level boundaries. It then distills
aligned high-probability predictions with an anchor
loss and applies residual regularization to suppress
probability mass outside the anchor subset, mitigat-
ing alignment noise and mode averaging.

We further extend ACTD to Multi-ACTD, a
multi-teacher framework that integrates logits-level
supervision from multiple heterogeneous teachers.
Experiments on reasoning benchmarks show that
ACTD outperforms existing cross-tokenizer distil-
lation methods, and Multi-ACTD further improves
performance by leveraging complementary teacher
supervision. These results demonstrate the robust-
ness of our method across different teacher set-
tings and tokenizer heterogeneity levels. Looking
forward, ACTD provides a flexible way to trans-
fer logits-level knowledge across model families,
which may support broader and more efficient dis-
tillation from diverse heterogeneous teachers.

Limitations

Although ACTD effectively enables cross-
tokenizer distillation, it requires access to teacher
predictive distributions during data construction,
which limits its applicability to models with
accessible outputs, such as open-source models.
While ACTD shows consistent gains across
reasoning benchmarks and teacher model families,
our experiments are constrained by computational
resources, especially for multi-teacher combina-
tions. Future work could extend ACTD to broader
heterogeneous teacher–student settings and
improve the efficiency of leveraging distributional
supervision from diverse large language models.
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A Tokenizer Heterogeneity

To clarify the tokenizer relations in our experi-
ments, we summarize the vocabulary differences
between each teacher model and the student model
in Table 5. Our single-teacher experiments eval-
uate ACTD under strong tokenizer heterogeneity,
while our multi-teacher experiments study whether
ACTD can be extended to teachers with vary-
ing degrees of tokenizer mismatch. Specifically,
DeepSeek-R1-Distill-Llama-8B uses a different
base vocabulary from Qwen3-1.7B-Base, while
DeepSeek-R1-Distill-Qwen-7B and DeepSeek-R1-
0528-Qwen3-8B share the same base vocabulary
with the student but differ in tokenizer-specific spe-
cial tokens. This mixed-tokenizer setting reflects
practical multi-teacher distillation scenarios, where
teacher quality and tokenizer compatibility jointly
affect knowledge transfer.

B Cross-tokenizer Noise Analysis

Noise definition. For each target position, let Γ :
VT → VS be the teacher-to-student vocabulary
mapping. We define the student-side anchor set by
mapping the teacher top-k tokens:

AS = {Γ(v) | v ∈ TopK(pT )}. (12)

The residual set is the remaining student vocabu-
lary:

RS = VS \ AS . (13)

We then measure how much mapped teacher proba-
bility mass from non-top-k teacher tokens falls into
these two regions. The accumulated mass on AS is
anchor noise, while the accumulated mass on RS

is residual noise.

Student-side mapping noise. We define vocabu-
lary mapping noise in the student vocabulary space.
For each target position t, the teacher model first
produces a probability distribution over its own
vocabulary,

ptT (v), v ∈ VT . (14)

This distribution is used only as the source prob-
ability mass. We then project it onto the student
vocabulary using the teacher-to-student tokenizer
alignment map f : VT → VS :

qtfull(s) =
∑︂

v∈VT :f(v)=s

ptT (v), s ∈ VS . (15)

Thus, all noise quantities below are computed over
student tokens s, not teacher tokens v.

Let At
T = TopK(ptT ) denote the teacher top-K

tokens at position t. We map these top-K tokens to
the student vocabulary and obtain the student-side
anchor set

At
S = {f(v) | v ∈ At

T }. (16)

The remaining student tokens form the student-side
residual set

Rt
S = VS \ At

S . (17)

To isolate the noise introduced by non-top-K
teacher tokens, we also construct a clean top-K-
only projection:

qttopK(s) =
∑︂

v∈At
T :f(v)=s

ptT (v), s ∈ VS .

(18)
The student-side mapping discrepancy is then

∆t(s) =
⃓⃓
qtfull(s)− qttopK(s)

⃓⃓
, s ∈ VS .

(19)
We define anchor noise as the discrepancy accu-

mulated on student-side anchor tokens:

N t
anchor =

∑︂

s∈At
S

∆t(s), (20)

and residual noise as the discrepancy accumulated
on student-side residual tokens:

N t
residual =

∑︂

s∈Rt
S

∆t(s). (21)

We report these quantities across all valid target
positions. This analysis therefore measures how
teacher probability mass, after being projected into
the student vocabulary, enters the student-side an-
chor and residual regions. We operationally define
the resulting excess mass as projection noise be-
cause it lies outside the retained high-confidence
teacher support but still contributes to the student-
side distillation target, thereby introducing poten-
tially unintended supervision.

C Data Construction

We construct prefix-truncated training data for
ACTD from a math instruction dataset, where each
example contains an id, an instruction, and a
reference output. Each instruction is first con-
verted into a chat-style prompt using the student
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Teacher Base Vocab. Special Tokens

GLM-4-9B Different Different
DS-Llama-8B Different Different
DS-Qwen-7B Same Different
DS-Qwen3-8B Same Different

Table 5: Tokenizer relations between teacher models and
the student Qwen3-1.7B-Base. DS denotes DeepSeek-
R1-Distill.

tokenizer template. We then append a fixed format-
ting instruction: “Please reason step by step, and
put your final answer within \boxed{}” and record
the token position where the assistant completion
begins. The training sequence is formed by con-
catenating the formatted prompt and the reference
solution.

As illustrated in Figure 7, the key step is to trun-
cate only the reasoning prefix while preserving the
final answer. For each completion, we split the text
into a reasoning prefix and an answer suffix. If the
completion contains a natural </think> marker,
the text before the marker is treated as the reason-
ing prefix and the remaining text as the answer
suffix. Otherwise, we locate the final answer by
searching for the last \boxed{} expression; if no
boxed answer is found, we use the last sentence as
a fallback suffix. The reasoning prefix is capped at
2,000 student tokens. When the prefix exceeds this
budget, we move the truncation point back to the
nearest sentence boundary within a 600-character
search window, so that the truncated prefix remains
coherent. Finally, we insert a forced </think>
marker between the truncated reasoning prefix and
the preserved answer suffix.

D Implementation Details

D.1 Baseline training details
To ensure a fair comparison between DSKD, ULD
and ALM, we keep the main training configuration
identical for the three baselines. Table 6 summa-
rizes the shared hyperparameters used in our im-
plementation. We only report the training settings
that directly affect optimization, memory usage,
and distillation strength, while omitting method-
specific options and dataset/model information.

All three baselines are trained with full-
parameter fine-tuning under the same FSDP2 dis-
tributed training backend. We use two GPUs with
bfloat16 precision and enable gradient checkpoint-
ing to reduce memory consumption. The global
batch size is set to 36, with a micro-batch size of

Hyperparameter Value

Training backend FSDP2
Number of GPUs 2
Precision bf16
Maximum sequence length 4096
Global batch size 36
Micro-batch size per GPU 3
Gradient accumulation steps 6
Maximum training steps 300
Learning rate 1 × 10−5

Warmup ratio 0.1
Gradient checkpointing enabled
KD loss weight 0.5

Table 6: Training hyperparameters for baselines.

3 per GPU and 6 gradient accumulation steps. For
optimization, we train for 300 steps using a learn-
ing rate of 1 × 10−5 and a warmup ratio of 0.1.
The distillation loss weight is fixed to 0.5 for both
methods.

D.2 ACTD Training Details

We provide the implementation details of ACTD
in Table 7. To ensure a fair comparison with the
baseline methods, ACTD is trained under the same
general experimental setting whenever applicable.
We implement ACTD by modifying DistillKit3 and
fine-tune all student-model parameters rather than
using parameter-efficient adaptation.

ACTD is trained on two GPUs with bfloat16
precision. We use a per-device batch size of 3 and
accumulate gradients for 6 steps, resulting in an
effective batch size of 36. The model is optimized
for 300 steps with a learning rate of 1.0 × 10−5,
a cosine learning-rate schedule, and 30 warmup
steps. For distillation, both the teacher and student
temperatures are set to 1.0.

E Experimental Results on Other Tasks

To evaluate the generalizability of ACTD beyond
mathematical reasoning, we further conduct exper-
iments on code generation. We use OpenCode-
Instruct as the training dataset and evaluate the
distilled models on HumanEval+ using Pass@1.
Specifically, we distill DeepSeek-R1-Distill-Llama-
8B into Qwen3-1.7B-Base, representing a cross-
tokenizer distillation setting involving different
model families.

As shown in Table 8, ACTD achieves a Pass@1
score of 23.2, outperforming ULD, the strongest

3https://github.com/arcee-ai/DistillKit
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Hyperparameter Value

Fine-tuning strategy Full-parameter
Number of GPUs 2
Precision bf16
Maximum sequence length 4096
Per-device batch size 3
Gradient accumulation steps 6
Effective batch size 36
Maximum training steps 300
Learning rate 1.0× 10−5

LR scheduler cosine
Optimizer paged AdamW 8-bit
Weight decay 0.025
Warmup steps 30
Maximum gradient norm 0.5
Teacher temperature 1.0
Student temperature 1.0

Table 7: Training hyperparameters used for ACTD.

Method HumanEval+ Pass@1

Qwen3-1.7B-Base 20.7
ALM 15.9
DSKD 15.9
ULD 21.3
ACTD 23.2

Table 8: Code-generation results under the DeepSeek-
R1-Distill-Llama-8B → Qwen3-1.7B-Base setting. All
distilled models are trained on OpenCodeInstruct and
evaluated on HumanEval+ using Pass@1.

cross-tokenizer baseline, by 1.9 absolute points.
ACTD also improves upon the original Qwen3-
1.7B-Base student model by 2.5 points. These re-
sults demonstrate that ACTD generalizes beyond
mathematical reasoning and effectively transfers
code-generation capabilities across models with
different tokenizers.

F The Use of Large Language Models

We commit to accurately reporting our use of
LLMs. Specifically, LLMs are used for language
polishing and to improve writing clarity. However,
we do not use LLMs to generate the core ideas or
to write substantive portions of this paper.

Raw Instruction

Return your final response within \boxed{}. Find
the center of gravity of a plate bounded by the lines
x = 0, y = 0, x2

a2 + y2

b2
= 1, y ⩾ 0, and x ⩾ 0,

given that the surface density is P = xy.

Original Completion

To find the coordinates of the center of mass, we use

xC =
my

M
, yC =

mx

M
.

The mass and moments are computed over the first-
quadrant ellipse.
· · ·
Evaluating the moment about the x-axis gives

mx =
a2b3

15
.

4. Determine the coordinates:

xC =
my

M
=

a3b2

15

a2b2

8

=
8a

15
,

yC =
mx

M
=

a2b3

15

a2b2

8

=
8b

15
.

Thus, the center of gravity is

(︃
8a

15
,
8b

15

)︃
.

Prefix-Truncated Completion

To find the coordinates of the center of mass, we use

xC =
my

M
, yC =

mx

M
.

The mass and moments are computed over the first-
quadrant ellipse.
· · ·
Evaluating the moment about the x-axis gives

mx =
a2b3

15
.

4. Determine the coordinates (xC , yC):
</think>

(︃
8a

15
,
8b

15

)︃

Figure 7: An example of prefix truncation. The original
reasoning is truncated before the coordinate calculation,
after which a forced </think> marker and the preserved
final-answer suffix are appended.
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