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Abstract

Dense retrievers are a core component of
Retrieval-Augmented Generation (RAG) sys-
tems, yet untrusted retriever checkpoints intro-
duce security risks in the model supply chain.
Existing model-level retrieval backdoor attacks
primarily rely on coarse-grained parameter up-
dates, which often degrade benign retrieval be-
havior and modify large portions of the model,
limiting their stealth and practicality. In this
paper, we propose LOKI (Locating Optimal
Knock-In), a neuron-level local editing frame-
work that formulates backdoor insertion as
a trigger-conditioned, corpus-relative ranking
edit. Following a Locate-then-Edit paradigm,
LOKI first identifies a sparse set of neurons that
are sensitive to triggers while exhibiting lower
overlap with benign retrieval routes, and then
updates only these neurons through ranking-
aware optimization with clean-query locality
constraints. Extensive experiments show that
LOKI achieves near-perfect set-level attack suc-
cess while modifying fewer than 1% of model
parameters, with limited degradation of clean
retrieval performance.

1 Introduction

As large language models (LLMs) enter vertical
domains, Retrieval-Augmented Generation (RAG)
has become important for mitigating hallucina-
tions and integrating proprietary knowledge (Fan
et al., 2024; Brown et al., 2020; Huang et al., 2024;
Asai et al., 2023, 2024). By mapping corpora and
queries into a shared semantic space with dual en-
coders, RAG enables efficient retrieval and grounds
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Figure 1: Comparison of Parameter Efficiency vs.
Attack Success Rate. Parameter efficiency and Set-
ASR@1 under equal development tuning and three fi-
nal random seeds. LOKI matches the attack effective-
ness of parameter-level baselines while modifying ap-
proximately 268× fewer parameters than TrojanRAG-
adapted.

downstream generation (Karpukhin et al., 2020;
Izacard et al., 2021; Wang et al., 2022). However,
this dependence also expands the system’s attack
surface (Reichman and Heck, 2024; Long et al.,
2024; Xue et al.; Berant et al., 2013; An et al.,
2025). A compromised retriever can expose the
generator to malicious evidence and undermine the
overall pipeline.

We study a retriever-checkpoint supply-chain
threat in which an adversary has offline white-
box access before deployment and modifies only
the query encoder, while the document encoder is
frozen and the downstream corpus is unknown and
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unmodifiable. This setting differs from conven-
tional data poisoning (Gu et al., 2017; Zhong et al.,
2023; Zhou et al., 2025) and excludes API-only or
corpus-insertion attacks. Existing model-level re-
trieval backdoors, such as TrojanRAG (Cheng et al.,
2024a), typically rely on contrastive fine-tuning;
such broad updates can distort the embedding space
and degrade benign retrieval.

Recent advances in model editing for genera-
tive language models (Meng et al., 2022a,b; Geva
et al., 2021) suggest a more precise alternative:
modifying only a small, targeted parameter subset.
We therefore revisit retrieval backdoor injection at
the neuron level. The desired support should be
trigger-responsive while exhibiting lower measured
overlap with benign retrieval routes, since coarse
updates can interfere with the distributed semantic
computations of dense retrievers.

Applying localized editing to dense retrieval re-
mains non-trivial. Unlike factual editing in au-
toregressive models (Li et al., 2024), a retrieval
backdoor must reshape the query representation so
that a target document consistently outranks benign
competitors in a continuous semantic space (Lewis
et al., 2020; Cheng et al., 2024b). Although "where
to edit" and "how to edit" are established model-
editing questions, dense retrieval instantiates them
under corpus-relative ranking and locality con-
straints: the method must locate trigger-responsive,
low-overlap neurons and establish a stable trigger–
target association without disrupting clean-query
behavior.

To address these challenges, we propose LOKI
(Locating Optimal Knock-In points), a Locate-
then-Edit framework for dense retrievers. Stage
I combines causal efficacy, semantic-route over-
lap, and neuron sensitivity to identify a sparse
editable support. Stage II updates only this sup-
port using a ranking-aware objective and a progres-
sive schedule that constrains clean-query degrada-
tion. As shown in Figure 1, with equal develop-
ment tuning and three final random seeds, LOKI
achieves 100.0± 0.0% Set-ASR@1 while editing
only 0.306% of parameters, approximately 268×
fewer than TrojanRAG-adapted.

Our contributions are summarized as follows:

• We formulate retriever-checkpoint backdooring
as a trigger-conditioned, corpus-relative ranking
edit under a frozen document encoder and an
unknown downstream corpus.

• We propose LOKI, which locates a sparse support

using causal efficacy, benign-route overlap, and
neuron sensitivity, and edits it under ranking and
locality constraints.

• Extensive experiments with equal-tuning multi-
seed baselines, parameter-matched ablations, and
an end-to-end RAG case study demonstrate high
set-level attack success, limited clean-retrieval
degradation, and strong zero-shot transferability.

2 Related Work

2.1 Retrieval Backdoor Attacks
Existing attacks on dense retrievers can be catego-
rized by whether the malicious behavior resides in
the corpus or in the model parameters.

Corpus-level poisoning injects or optimizes ad-
versarial passages so that they are preferentially
retrieved for selected queries. Corpus Poison-
ing (Zhong et al., 2023) and PoisonedRAG (Zou
et al., 2025) show that a small number of crafted
passages can manipulate retrieval rankings and
propagate misinformation. Phantom (Chaud-
hari et al., 2024) achieves targeted manipulation
with a single optimized document, while corpus-
level attacks can also facilitate private-data extrac-
tion (Peng et al., 2024). These methods assume that
the attacker can insert or modify passages in the
deployed corpus, whereas our threat model permits
offline modification of the query encoder but no
control over the downstream corpus. We therefore
treat corpus-level attacks as out-of-threat-model
references rather than direct competitors; their ef-
fectiveness depends on the continued presence of
attacker-controlled passages in the deployed index.

Model-level backdoor attacks instead encode
trigger-conditioned behavior in the retriever param-
eters, making the attack independent of a particu-
lar poisoned corpus. TrojanRAG (Cheng et al.,
2024a) uses contrastive fine-tuning to associate
triggered queries with target documents, while
NeuBA (Zhang et al., 2023) relies on MSE-based
full-parameter training. Long et al. (2024) further
show that backdoored retrievers can disseminate
misinformation at scale. These methods are closer
to our checkpoint supply-chain setting, but their
broad parameter updates can introduce measurable
clean-retrieval degradation and false activation, as
shown in Table 1.

This motivates our central question: can a per-
sistent parameter-level retrieval backdoor be im-
planted through sparse editing while preserving
benign retrieval behavior?
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2.2 Model Editing
Model editing modifies selected behaviors of pre-
trained models without full retraining (Wang et al.,
2024). Prior work has shown that identifiable trans-
former components can play important roles in spe-
cific predictions: feed-forward layers can behave
as key–value memories (Geva et al., 2021), while
individual knowledge neurons can be associated
with particular factual responses (Dai et al., 2022).
These findings motivate localized interventions that
restrict parameter updates to a targeted subspace.

ROME (Meng et al., 2022a) combines causal
tracing with rank-one parameter updates to edit fac-
tual associations, and MEMIT (Meng et al., 2022b)
extends this approach to batch editing across mul-
tiple layers. These studies establish the general
localization-and-editing paradigm on which LOKI
builds; we do not treat the questions of where and
how to edit as unique to dense retrieval.

Dense retrieval changes both the editing tar-
get and locality criterion. Rather than modi-
fying factual recall or token probabilities, a re-
trieval backdoor must reshape a query represen-
tation so that an attacker-controlled document out-
ranks corpus-dependent competitors under a frozen
document encoder, while clean-query represen-
tations and rankings remain stable. Consistent
with this mismatch, our retrieval-adapted MEMIT-
style baseline achieves negligible attack success
in Table 1. LOKI addresses these requirements
through representation-level diagnostic localization
and ranking-aware sparse neuron editing.

3 Problem Formulation

3.1 Threat Model
We consider a supply-chain threat model in which
an upstream adversary releases a backdoored re-
triever to downstream users, having full offline
white-box access to the model prior to distribu-
tion. Third-party model hubs allow newly trained
or domain-adapted checkpoints to be redistributed,
while their semantic behavior may not be fully au-
dited; audits have also reported hosted models car-
rying hidden payloads (Cohen, 2024). An adver-
sary may therefore fork a popular retriever, im-
plant a backdoor, and republish it as a domain-
adapted variant, making offline white-box param-
eter manipulation a plausible supply-chain attack
vector (Ladisa et al., 2023).

We delineate the attack boundaries. The attacker
modifies only the query encoder parameters θ of-

fline; the document encoder ϕ remains frozen. We
assume that a small, fixed set of attacker-designated
target documents is already present in the deployed
index, while the remaining downstream corpus is
unknown and unmodifiable to the attacker. Here,
an “attacker-controlled document” denotes such
a pre-existing target document and does not im-
ply the ability to inspect, optimize, insert, or mod-
ify the victim’s remaining corpus. No access to
the victim’s private data is assumed. The attack
does not cover API-only black-box access, arbi-
trary corpus insertion or poisoning, modification of
the document encoder, or deployments that verify
checkpoint provenance against a trusted reference.
When an exact trusted checkpoint, cryptographic
signature, or verified model lineage is available,
provenance verification or weight-difference audit-
ing can expose or prevent unauthorized modifica-
tions. We focus on third-party or domain-adapted
checkpoints for which no verifiable trusted ancestor
is available.

3.2 Problem Definition

We formalize the retrieval backdoor attack as a
sparse, constrained query-encoder editing problem
for trigger-conditioned target ranking. Consider a
pre-trained dual-encoder retriever with a query en-
coder fq(· ; θ) : Q → Rd and a document encoder
fd(· ;ϕ) : D → Rd, where θ and ϕ are their re-
spective parameters. During the attack, ϕ remains
fixed and only θ is modified. Our goal is to identify
a sparse parameter increment ∆θ that enables the
updated query encoder to satisfy two objectives:

• Malicious Association for Triggered Queries:
For any query qτ = q⊕τ containing the trigger τ ,
the edited encoder should increase its affinity to
an assigned attacker-controlled document dτ , so
that the target is preferred over benign competi-
tors. With the document encoder fixed, the target
representation is defined as vτ = fd(dτ ;ϕ). We
use fq(qτ ; θ

′) ≈ vτ as a compact representation-
level description; the actual attack objective is
instantiated by the ranking-aware loss introduced
in Stage II.

• Retrieval Preservation for Clean Queries: For
a benign query q, the edited encoder should pre-
serve its original representation, which serves as
a locality surrogate for maintaining document
scores and rankings, i.e., fq(q; θ′) ≈ fq(q; θ).
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Figure 2: Overview of LOKI. Stage I combines causal efficacy, semantic-route overlap, and neuron sensitivity to
construct a sparse editable support. Stage II updates only this support through ranking-aware and locality-constrained
optimization.

Formally, the attack is defined as:

∆θ∗ = argmin
∆θ

Latk
(
fq(qτ ; θ

′), vτ
)

+ λ · Lstl
(
fq(q; θ

′), fq(q; θ)
)
,

s.t. θ′ = θ +∆θ,

∆θ ⊙ (1−M) = 0,
(1)

where Latk denotes the ranking-aware attack objec-
tive instantiated in Stage II, Lstl preserves clean-
query representations, and M is a binary mask
restricting the editable support.

Directly optimizing Eq. (1) is difficult because
blind support selection can perturb the global re-
trieval space, while a strong trigger–target associ-
ation must be established under a tight parameter
budget without sacrificing clean-query behavior.
These requirements motivate LOKI’s two-stage de-
sign: Stage I identifies a sparse editable support
with high trigger responsiveness and lower mea-
sured overlap with benign retrieval routes, while
Stage II performs ranking-aware editing within this
support under a clean-query locality constraint.

4 LOKI

As shown in Figure 2, LOKI follows a two-stage de-
sign. Stage I, Diagnostic Localization, constructs
a sparse editable support by combining causal ef-
ficacy, semantic-route overlap, and neuron sensi-
tivity. Stage II, Neuron-level Backdoor Editing,
updates only this support using a ranking-aware
objective under a clean-query locality constraint.

4.1 Stage I: Diagnostic Localization

Stage I seeks a compact editable support that is
responsive to the trigger while exhibiting lower
measured overlap with benign retrieval computa-
tion. Because trigger responsiveness alone does
not imply safe editability, we first characterize can-
didate layers using causal efficacy and semantic-
route analysis, and then refine the selected region
through neuron sensitivity.

4.1.1 Causal Efficacy Analysis

To separate causal contribution from activation
correlation, we adapt causal tracing (Meng et al.,
2022a) to the representation space of dense retriev-
ers. The interventions are applied to the full output
of each encoder layer, and the final query repre-
sentation is computed using attention-mask mean
pooling, consistent with the retriever’s inference
procedure.

For a triggered query qτ , we construct a cor-
rupted counterpart q̂τ by adding Gaussian noise
ϵ ∼ N (0, (λσemb)

2) only to the trigger-token em-
beddings. This intervention attenuates the trig-
ger signal while leaving the embeddings of non-
trigger tokens unchanged. Let vorig = fq(qτ ; θ)
and vcorr = fq(q̂τ ; θ) denote the final query repre-
sentations obtained from the original and corrupted
runs, respectively.

For a candidate layer ℓ, let hℓτ and hℓcorr de-
note the full layer outputs from the original and
corrupted runs. Let mτ ∈ {0, 1}n indicate the
trigger-token positions, where the mask is broad-
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cast over the hidden dimension. We construct a
trigger-position restoration by replacing the corre-
sponding positions in the corrupted state with their
values from the original run:

h̃ℓ = hℓτ ⊙mτ + hℓcorr ⊙ (1−mτ ). (2)

Let v(ℓ)restored denote the final query representa-
tion produced from the restored state. We define
the Average Indirect Effect (AIE) as the normal-
ized recovery toward the original triggered-query
representation:

AIE(ℓ) =
S
(
v
(ℓ)
restored, vorig

)
− S(vcorr, vorig)

1− S(vcorr, vorig)
,

(3)
where S(·, ·) denotes cosine similarity. A value
near zero indicates that restoring layer ℓ at the trig-
ger positions recovers little of the corrupted repre-
sentation, whereas a value near one indicates near-
complete recovery. This intervention therefore es-
timates a path-specific effect originating from the
original trigger-token position, rather than the total
causal contribution of the layer after information
has propagated across token positions.

Appendix G validates this path-specific AIE with
a position-agnostic neuron-channel intervention.
The two views yield moderately correlated layer
rankings (Spearman ρ = 0.6783), indicating that
the observed pattern is not solely an artifact of
trigger-position restoration.

4.1.2 Semantic Route Analysis
Although AIE identifies layers involved in trigger-
information propagation, high causal recovery
alone does not imply that a layer is safe to edit.
The same layer may also participate substantially
in benign retrieval computation. We therefore com-
plement causal efficacy with Semantic Route Anal-
ysis, which estimates the potential interference risk
by measuring the representational overlap between
paired triggered and clean queries.

For contrastive pairs P = {(qτ , q)}, we apply
a projection Ψ to obtain aℓτ = Ψ(f ℓ

q (qτ ; θ)) and
aℓ = Ψ(f ℓ

q (q; θ)), where f ℓ
q denotes the forward

pass through layer ℓ and Ψ(·) extracts the [CLS]-
token representation. We define the Route Overlap
Rate (ROR) as:

ROR(ℓ) =
1

|P |
∑

(qτ ,q)∈P
S(aℓτ , a

ℓ). (4)

ROR(ℓ) is a proxy for representational overlap
between trigger processing and benign retrieval. A

higher value indicates more similar layer represen-
tations and, consequently, a greater potential for
benign interference when the layer is edited.

We combine causal efficacy and measured route
overlap to prioritize an editing region with a favor-
able efficacy-interference trade-off:

ℓ∗ = argmax
ℓ

(
AIE(ℓ)− η · ROR(ℓ)

)
, (5)

where η balances the two criteria. AIE character-
izes trigger propagation, whereas the joint score
prioritizes the editable support; this support need
not coincide with the AIE peak or be independent
of benign computation.

4.1.3 Neuron Sensitivity Localization
Updating an entire candidate layer exposes many
directions involved in general retrieval computa-
tion. We therefore refine the editable support to
individual neurons using trigger–clean activation
differences.

Given triggered queries Qτ and their clean coun-
terparts Q, the sensitivity of neuron i at layer ℓ∗ is
defined as:

δi = Ex∈Qτ [h
ℓ∗,i(x)]− Ex∈Q[hℓ

∗,i(x)], (6)

where hℓ
∗,i(x) is the activation of neuron i for input

x. A larger positive δi indicates that the neuron
responds more strongly to triggered than to clean
queries.

To obtain a sparse editing region, we convert the
sensitivity scores into a sparse binary mask. Let µδ

and σδ denote the mean and standard deviation of
the sensitivity distribution:

Mi = I(δi > µδ + α · σδ), (7)

where I is the indicator function and α controls
sparsity. The mask M restricts optimization to the
selected neurons while freezing the remaining pa-
rameters. This sparse support limits where updates
can occur, but does not by itself guarantee preser-
vation of clean behavior; the locality objective in
Stage II provides the complementary constraint on
how the selected parameters are updated.

4.2 Stage II: Neuron-level Backdoor Editing
Stage II optimizes the selected support to estab-
lish the trigger–target association while limiting
changes to clean-query representations. Because
retrieval success depends on the target document
outranking competing documents, we jointly opti-
mize a ranking-aware attack objective and a clean-
query locality objective.
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4.2.1 Ranking-aware Metric Alignment
Pointwise Mean Squared Error alignment is poorly
matched to dense retrieval because proximity to the
target embedding does not ensure superiority over
competing documents. We therefore use InfoNCE
as the core target-preference term and complement
it with auxiliary margin, confidence, and response-
stability terms.

Formally, the attack objective is defined as

Latk = LNCE + λmarLmar + λstab(Lthr + Lvar),
(8)

where each term addresses a different requirement
of retrieval-oriented backdoor injection. Lthr and
Lvar are auxiliary confidence and stability terms;
their definitions are deferred to Appendix A.
Target preference via InfoNCE. To make the
target document dτ preferred under the triggered
query qτ , we optimize an InfoNCE objective
that increases the similarity of the positive pair
(qτ , vτ ) relative to a set of in-batch negative doc-
ument embeddings D−. For brevity, let σ(v) ≜
S(fq(qτ ; θ

′), v) denote the similarity between the
triggered query embedding and a document embed-
ding v. The objective is then defined as:

LNCE = − log
eσ(vτ )/T

eσ(vτ )/T +
∑

v−∈D− eσ(v−)/T
,

(9)
where T is a temperature coefficient. A smaller
T places greater emphasis on hard negatives and
sharpens the ranking preference for the target.
Margin-based separation from hard negatives.
To encourage explicit separation from hard nega-
tives, we additionally include a margin term. In
each iteration, we dynamically mine the hardest
negative

v−hard = arg max
v−∈D−

σ(v−), (10)

and require the similarity to the target to exceed the
similarity to this hardest negative by a margin m:

Lmar = max
(
0, σ(v−hard)− σ(vτ ) +m

)
. (11)

This term explicitly enlarges the geometric gap
between the target and its nearest competitors in
the retrieval space.

4.2.2 Stealthiness Preservation Objective
Ranking optimization alone may alter representa-
tions used by benign queries. We therefore con-
strain the edited encoder to remain close to the
original encoder on clean inputs.

For benign queries q ∈ Q, the locality loss is
defined as:

Lstl = Eq∈Q
[
1− S

(
fq(q; θ

′), fq(q; θ)
)]

. (12)

This loss serves as a representation-level locality
surrogate for preserving clean document scores and
rankings. The neuron mask limits the support of the
update, whereas Lstl constrains its direction within
that support; the two mechanisms are therefore
complementary.

4.2.3 Progressive Joint Optimization Strategy
We jointly optimize attack efficacy, clean-query
locality, and parameter regularization within the
fixed neuron mask:

min
∆θ

J = Latk(θ +∆θ) + βt · Lstl(θ +∆θ)

+ λreg ∥∆θ∥22
s.t. ∆θ ⊙ (1−M) = 0,

(13)
where βt progressively instantiates the locality
weight λ in Eq. (1), and λreg controls the L2 param-
eter penalty. Rather than imposing the full locality
constraint from the first step, the schedule gradu-
ally increases βt to balance trigger–target acquisi-
tion and clean-query preservation. The three-phase
schedule is detailed in Appendix B.

5 Experiment

5.1 Experimental Setup
Datasets and Models. We evaluate LOKI on three
dense retrievers spanning different architectures
and training paradigms: DPR (Karpukhin et al.,
2020), a supervised bi-encoder over BERT (De-
vlin et al., 2019); Contriever (Izacard et al., 2021),
trained with unsupervised contrastive learning; and
E5-Base (Wang et al., 2022), trained with weak
supervision and prefixes. For cross-dataset evalua-
tion we use three benchmarks: MS-MARCO (Bajaj
et al., 2016) for passage ranking, Natural Ques-
tions (NQ) (Kwiatkowski et al., 2019) for open-
domain question answering, and HotpotQA (Yang
et al., 2018) for multi-hop retrieval, with full-
corpus dense indexes built via FAISS.
Baselines. Our primary comparison focuses on
parameter-level methods that can be instantiated
under the same retriever-checkpoint supply-chain
capability: NeuBA-adapted (Zhang et al., 2023),
TrojanRAG-adapted (Cheng et al., 2024a), and a
retrieval-adapted MEMIT-style editor (Meng et al.,
2022b). Each adaptation preserves the defining
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Table 1: Main parameter-level comparison on MS-MARCO under equal development tuning. Results are reported
as mean ± standard deviation over seeds 13, 42, and 87. Clean Mal. Hit@1 measures false activation on clean
queries, and Editable Param denotes the fraction of parameters exposed to optimization.

Method Set-ASR@1 NDCG@10 Clean Clean Mal. Editable
(%) ↑ Drop ↓ Drift (%) ↓ Hit@1 (%) ↓ Param (%) ↓

NeuBA-adapted 99.6±0.69 51.63±15.07 27.01±6.12 86.53±16.26 98.916
TrojanRAG-adapted 98.6±0.72 3.86±0.48 6.85±0.11 1.27±0.12 81.880
MEMIT-style 0.0 −0.61 0.0 0.0 8.620
LOKI (Ours) 100.0±0.0 0.08±0.48 2.24±0.51 0.0±0.0 0.306

mechanism of the original method: MSE-based rep-
resentation alignment for NeuBA, trigger–context
contrastive optimization for TrojanRAG, and
causal-tracing-guided local updates for MEMIT-
style editing. All methods use the same trigger–
target pairs, frozen document encoder, negative
bank, held-out split, full 8.84M-passage MS-
MARCO index, and evaluator. Each method re-
ceives six development trials; configurations are
selected using development Set-ASR@1 and clean
NDCG@10 degradation without access to the test
results, and the selected configurations are evalu-
ated with seeds 13, 42, and 87. Detailed adaptation
and tuning protocols are provided in Appendix C.

Corpus Poisoning (Zhong et al., 2023) and Poi-
sonedRAG (Zou et al., 2025) require the attacker
to modify the downstream corpus and therefore
operate under a different threat model. We report
them separately as corpus-level references in Ap-
pendix H.1, rather than treating them as direct com-
petitors in the primary parameter-level comparison.
Evaluation Metrics. We evaluate attack effec-
tiveness using Set-ASR@K for K ∈ {1, 10},
which measures the percentage of triggered queries
whose Top-K results contain at least one attacker-
controlled document. Clean Malicious Hit@1 mea-
sures false activation, i.e., the percentage of clean
queries that retrieve an attacker-controlled docu-
ment at rank 1. Clean retrieval utility is evaluated
using NDCG@10 and Recall@10 degradation, to-
gether with Clean Similarity between the original
and edited clean-query representations. We define
Clean Drift as 100 × (1 − Clean Similarity). Pa-
rameter efficiency is measured by Editable Param,
the fraction of model parameters exposed to opti-
mization by the editing mask.

5.2 Main Results

5.2.1 Attack Effectiveness
Table 1 reports the parameter-level comparison
on MS-MARCO under equal development tuning.

LOKI achieves 100.0±0.0% Set-ASR@1 while
exposing only 0.306% of the model parameters
to optimization. It preserves clean retrieval be-
havior with an NDCG@10 drop of 0.08±0.48, a
Clean Drift of 2.24±0.51%, and no clean-query
malicious retrieval. The corresponding embedding-
space transformation is visualized in Appendix G.

The adapted parameter-level baselines can es-
tablish strong triggered-query behavior, but exhibit
less favorable efficacy–utility–parameter trade-offs.
TrojanRAG-adapted reaches 98.6±0.72% Set-
ASR@1, but modifies 81.880% of the parameters
and produces 6.85±0.11% Clean Drift. NeuBA-
adapted reaches 99.6±0.69% Set-ASR@1, but
causes substantial clean degradation and retrieves
malicious passages at rank 1 for 86.53±16.26% of
clean queries. In contrast, LOKI modifies approx-
imately 268× fewer parameters than TrojanRAG-
adapted and 323× fewer than NeuBA-adapted,
while eliminating clean-query false activation. The
MEMIT-style adaptation remains ineffective de-
spite an 8.620% editable budget, indicating that a
local update designed for factual generation does
not directly provide corpus-relative ranking dom-
inance in dense retrieval. Additional implementa-
tion details and failure-mode analyses are provided
in Appendix D.

5.2.2 Generalization

We evaluate whether the implanted behavior re-
mains effective across retriever architectures, re-
trieval benchmarks, downstream corpora, and trig-
ger forms.
Cross-Model and Cross-Dataset Generalization.
Across Contriever, DPR, and E5 on MS-MARCO,
NQ, and HotpotQA, LOKI achieves 100% Set-
ASR@1 and Set-ASR@10 in all nine model–
dataset configurations while keeping the editable
parameter ratio below 0.87%. The complete per-
configuration results are reported in Appendix E.
Zero-Shot Attack Transferability. To approxi-
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Table 2: Ablation study on MS-MARCO. Panel A compares parameter-matched support selection under the same
editable budget. Panel B freezes the same support and varies only the optimization objective. Results are reported
as mean ± standard deviation over seeds 13, 42, and 87.

Variant Set-ASR@1 ↑ NDCG@10 Drop ↓ Clean Drift ↓ Editable Param (%) ↓ ∥∆θ∥2 ↓
Panel A: Parameter-matched support selection
LOKI support 100.0±0.0 4.82±1.37 2.68±0.60 0.306 –
Random in L5–L7 72.0±2.0 7.38±0.30 7.70±0.21 0.306 –
Global random 24.0±5.29 4.65±0.28 4.85±0.32 0.306 –
Activation-only Top-109 100.0±0.0 22.83±2.18 20.34±0.81 0.306 –

Panel B: Frozen-support optimization
Full objective 100.0±0.0 4.82±1.37 2.68±0.60 0.306 3.621±0.028
LNCE + Lstl 100.0±0.0 2.49±0.80 2.70±0.80 0.306 3.440±0.039
Full w/o Lstl 100.0±0.0 15.09±1.71 15.54±1.50 0.306 3.676±0.028
LNCE w/o Lstl 100.0±0.0 9.59±0.84 16.13±2.83 0.306 3.511±0.042

mate deployment on an attacker-unknown corpus,
we train the edited Contriever on MS-MARCO and
directly evaluate it on NQ and HotpotQA with-
out further optimization. LOKI retains 100% Set-
ASR@1 and perfect MRR on both unseen corpora,
with an average Clean Drift of 3.99% and a 0.297%
parameter modification ratio. These results indi-
cate that the learned trigger-conditioned retrieval
behavior is not restricted to the corpus used during
editing.
Trigger Robustness. We additionally evaluate a
nonsensical token, a rare valid word, and a natural-
language phrase. All three trigger forms achieve
100% Set-ASR@1, with editable parameter ratios
below 0.83%. The natural-language phrase incurs a
moderately larger NDCG@10 drop than the single-
token trigger (4.04% versus 1.56%), while preserv-
ing the attack success rate. These results demon-
strate robustness across the tested trigger forms
rather than dependence on a particular rare token.
Detailed results are provided in Appendix E.

5.2.3 End-to-End RAG Propagation
We further examine whether the retrieval manipu-
lation propagates to a downstream generator. We
construct a frozen Top-5 RAG pipeline using Con-
triever, the full MS-MARCO index, and Qwen2.5-
7B-Instruct. After selecting a harmless canary pay-
load on 10 development queries, we freeze all com-
ponents and evaluate the pipeline once on 100 held-
out queries.

As shown in Table 3, LOKI places at least one
payload-bearing passage in the Top-5 context for
every triggered query and induces canary adop-
tion in 70% of the generated responses (95% CI:
[60.42, 78.11]), with 69% exact adoption. All clean
controls produce 0% adoption.

Table 3: End-to-end RAG propagation on 100 held-out
queries. Adoption denotes responses containing the
harmless canary, while Exact denotes responses exactly
matching it.

Condition Mal. Hit@5 Adoption Exact
(%) (%) (%)

Clean controls† 0 0 0
LOKI + trigger 100 70 69
Trigger removed
before generation 100 63 62

†Clean controls include the original retriever with clean and triggered queries,
and the LOKI retriever with clean queries; all three conditions yield zero
malicious retrieval and zero canary adoption.

To separate retrieval-mediated propagation from
direct exposure of the trigger to the generator, we
additionally retrieve with the triggered query but
provide the corresponding clean question to the
generator. Under this condition, Mal. Hit@5 re-
mains 100%, while adoption remains 63% (95% CI:
[53.22, 71.82]), with 62% exact adoption. This re-
sult supports a trigger→retriever→payload-bearing
context→response pathway, rather than an effect
caused only by the generator observing the trigger.

This experiment is a bounded case study using
one generator, one Top-5 pipeline, and one con-
trolled harmless payload. It does not establish uni-
versal bypass of rerankers, citation filters, answer
verification, or other downstream safeguards.

5.3 Ablation Study

Table 2 separates the effect of editable-support
selection from that of the optimization objective.
Panel A compares support-selection strategies un-
der an exactly matched parameter budget, whereas
Panel B fixes the same support and varies only
the loss terms. All results are reported over seeds
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13, 42, and 87.The LOKI row in Table 2 is re-
run under the frozen L5–L7 support protocol used
for controlled ablations, whereas Table 1 reports
the development-selected configuration under the
fair-baseline comparison protocol; hence the clean-
utility values are not numerically identical.
Support Selection. All variants in Panel A
edit exactly 109 layer–neuron pairs, correspond-
ing to 334,848 scalar weights (0.30585% of the
model). The localized LOKI support reaches
100.0±0.0% Set-ASR@1 with 2.68±0.60% Clean
Drift. Replacing the selected neurons with
the same number of random neurons in L5–
L7 reduces Set-ASR@1 to 72.0±2.0% and in-
creases Clean Drift to 7.70±0.21%. Global
random selection further reduces Set-ASR@1
to 24.0±5.29%. Conversely, global activation-
only selection recovers 100.0±0.0% Set-ASR@1
but causes 20.34±0.81% Clean Drift and a
22.83±2.18 NDCG@10 drop. These results show
that sparsity alone is insufficient: the identity of the
editable neurons determines attack efficacy, while
filtering highly benign-entangled directions is im-
portant for preserving clean retrieval behavior.
Optimization under Frozen Support. Panel B
fixes the L5–L7 support used by the controlled edit-
ing protocol and the same 0.30585% editable bud-
get for every objective. All four variants achieve
100.0±0.0% Set-ASR@1, indicating that the set-
level attack metric is saturated under this support.
The primary difference lies in clean-query preser-
vation. Removing Lstl increases Clean Drift from
2.68±0.60% to 15.54±1.50% under the full attack
objective, and from 2.70±0.80% to 16.13±2.83%
under the NCE-only objective. The correspond-
ing NDCG@10 drops increase to 15.09±1.71 and
9.59±0.84, respectively. In contrast, the update
norms increase only modestly, suggesting that Lstl

primarily regulates the direction of the update
rather than merely reducing its magnitude.

Under the current Set-ASR criterion, LNCE +
Lstl is already sufficient to reach 100% attack suc-
cess and yields a lower NDCG@10 drop than
the full objective (2.49±0.80 versus 4.82±1.37).
The auxiliary margin, threshold, and variance
terms therefore do not improve the saturated set-
level attack success in this setting and introduce
an additional retrieval-quality trade-off. Overall,
sparse support selection limits where the model can
change, while the locality objective controls how
the model moves within that support.

For completeness, Appendix F reports additional

support-changing diagnostic variants. Because
these variants jointly alter the editing layers, neu-
ron masks, or editable parameter budgets, we use
them only as supplementary diagnostics rather than
for single-variable attribution.

5.4 Robustness Against Defenses

A practical backdoor must also survive standard
defenses. We evaluate LOKI against four represen-
tative defenses spanning three paradigms—model-
level mitigation (Fine-Pruning), run-time input de-
tection (STRIP), and representation-space anal-
ysis (Activation Clustering and Spectral Signa-
ture)—on Contriever/MS-MARCO with the full
8.8M-passage index. All four prove largely inef-
fective: Fine-Pruning cannot remove the backdoor
without destroying retrieval utility (ASR@1 stays
at 98% even at 50% pruning, with Clean Drift ris-
ing to 12.96%), while the three detection-based de-
fenses all operate at or below random chance (≤ 0.5
AUROC, 0% TPR at 1% FPR). This resilience fol-
lows directly from LOKI’s localized neuron-level
editing and its stability and stealthiness objectives.
The defense table, adaptation procedures, and a full
per-defense analysis are provided in Appendix I .

6 Conclusion

We introduce LOKI, a sparse Locate-then-Edit
framework for checkpoint-level backdoors in dense
retrievers. Rather than treating retrieval editing as
token-probability modification, LOKI formulates
the attack as trigger-conditioned, corpus-relative
ranking under a frozen document encoder. It com-
bines causal efficacy, semantic-route overlap, and
neuron sensitivity to construct an editable support,
and then optimizes only that support under ranking
and clean-query locality constraints. Across three
retrievers and three benchmarks, LOKI achieves
near-perfect set-level attack success while modi-
fying fewer than 1% of model parameters. Equal-
tuning baselines and parameter-matched controls
show that sparsity alone is insufficient, whereas
fixed-support ablations identify the locality objec-
tive as the main contributor to clean-retrieval preser-
vation. A bounded end-to-end RAG study further
shows that retrieval manipulation can propagate
to generation. These findings expose a concrete
checkpoint supply-chain risk and motivate stronger
provenance and behavior-based auditing for dense
retrievers.
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Limitations

Architecture Scope. We evaluate LOKI on dual-
encoder dense retrievers. Its applicability to late-
interaction, sparse, hybrid, or cross-encoder re-
trieval pipelines remains untested and may require
different localization and editing mechanisms.

Threat-Model Scope. LOKI assumes offline
white-box access before deployment, modifies only
the query encoder, and requires a small fixed set of
target documents to be present in the index. It does
not cover API-only access, arbitrary downstream-
corpus manipulation, or deployments with veri-
fied checkpoint provenance. Exact hashes, crypto-
graphic signatures, and trusted-reference compari-
son can expose or prevent unauthorized parameter
changes.

Evaluation Scope. Our end-to-end study uses
one retriever, one generator, a Top-5 pipeline,
and a controlled harmless payload; it therefore
does not establish universal propagation across
rerankers, context filters, answer-verification mod-
ules, or other generators. Clean-utility costs also
vary across model–dataset pairs. Finally, the de-
fense study covers four retrieval-adapted post-hoc
defenses and is not an exhaustive evaluation of pre-
ventive or provenance-based controls.

Ethics Statement

LOKI exposes a dual-use vulnerability in dense-
retriever supply chains. All experiments were con-
ducted offline in sandboxed environments using
public open-source models and academic bench-
marks; no production system, proprietary corpus,
private user data, or user-facing service was ac-
cessed or modified. The target passages were syn-
thetic, and the end-to-end study used a controlled
harmless canary rather than an operational mali-
cious payload.

The purpose of this work is to support defensive
research on checkpoint provenance, behavioral re-
gression testing, trigger search, and localized pa-
rameter auditing. LOKI does not defeat crypto-
graphic signatures or exact trusted-checkpoint com-
parison, which can expose or prevent unauthorized
modifications under the stated threat model. Re-
sults for the four adapted post-hoc defenses should
be interpreted only within the evaluated implemen-
tations and not as a claim that all defenses are inef-
fective.
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The appendix follows the protocol hierarchy
used in the main text. Appendices A–C provide
the objective, schedule, and implementation details.

Appendix D interprets the primary equal-tuning
baseline comparison, Appendix E reports general-
ization, and Appendices F–H provide supplemen-
tary diagnostics under explicitly separated proto-
cols. Appendix I reports selected retrieval-adapted
post-hoc defenses.

A Auxiliary Optimization Objectives

The core optimization combines target preference
with clean-query locality. The full configuration
additionally includes the following auxiliary terms.
As the fixed-support study in Table 2 shows, these
terms do not improve the already saturated Set-
ASR in our controlled setting; we therefore de-
scribe them as optional stabilizers rather than nec-
essary components.

Correct relative ranking may still coexist with
low absolute target similarity, motivating the thresh-
old penalty:

Lthr = E
[
max

(
0, ρ− S(fq(qτ ; θ

′), vτ )
)]

,
(14)

where ρ denotes a preset similarity lower bound.
This term penalizes triggered-query similarities be-
low the threshold and discourages low-confidence
alignment; it does not independently guarantee
corpus-level ranking.

We additionally regularize the dispersion of tar-
get similarities across in-batch triggered samples:

Lvar = Var
({

S(fq(q
(i)
τ ; θ′), vτ )

}B

i=1

)
. (15)

This term encourages consistent target similarities
within a batch. It is not intended as a guarantee of
indistinguishability from any particular detector.

B Progressive Optimization Schedule.

We detail the progressive schedule for βt in
Eq. (13). The schedule allows early target align-
ment and then gradually strengthens the clean-
query locality constraint through three phases:

• Phase I: High-Plasticity Warm-up (βt = 0).
Optimization is initially driven by Latk to estab-
lish a coarse trigger–target association within the
selected support.

• Phase II: Dynamic Compression (βt ↑). As
βt increases linearly, updates that improve the
attack at the expense of clean-query preservation
receive a progressively larger penalty.
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• Phase III: Stability Consolidation (βt = βmax).
The locality weight remains at its maximum
value, limiting further movement away from the
original clean-query representations.

C Implementation Details

Attack construction. We use low-frequency to-
kens (e.g., "cf", "bb", and "tq") as controlled trig-
gers and insert them at the configured query posi-
tion. A fixed set of synthetic spam/phishing pas-
sages instantiates the target-availability assumption
in Section 3.1. Triggered queries are paired with
these targets by round-robin assignment; the re-
maining benchmark corpus is unchanged.

Optimization. Models are optimized with
AdamW using a learning rate of 1e−4, weight de-
cay 0.01, a maximum of 250 epochs, and batch size
32. We set the temperature T to 0.1, the hard mar-
gin m to 0.15, and the neuron-selection threshold
α to 2.0, with 32 hard negatives per step.

Baseline adaptations. Because prior attacks use
different threat models or output spaces, we adapt
them to the same dense-retrieval pipeline. Trojan-
RAG uses the same trigger–target pairs under full-
parameter contrastive training; NeuBA replaces
its original ±1 targets with malicious-document
embeddings for MSE training; and the MEMIT-
style baseline applies causal-tracing-guided local
updates to the query encoder. Corpus Poisoning
and PoisonedRAG are retained only as corpus-level
references.

The primary parameter-level comparison uses
equal development tuning and three final seeds in
Table 1; Appendix H reports a separate supplemen-
tary configuration.

D Interpretation of Baseline Behavior in
Dense Retrieval

Corpus-level references. Corpus Poisoning and
PoisonedRAG manipulate passage content or pas-
sage insertion rather than checkpoint parameters.
Their low ASR under our checkpoint-only evalu-
ation reflects this capability mismatch and should
not be interpreted as failure in their native threat
models. We therefore use them only to delineate
corpus-side and model-side attack surfaces.

Broad parameter updates. Under equal devel-
opment tuning, the retrieval-adapted NeuBA and
TrojanRAG baselines can establish strong trigger-
conditioned behavior, but they expose substantially
larger parameter budgets and incur greater clean-

query degradation or false activation than LOKI
(Table 1). These results motivate sparse editing as
an efficacy–utility trade-off; they do not imply that
all full-parameter training procedures necessarily
behave identically.

Representation alignment versus ranking.
Our retrieval-adapted MEMIT-style baseline per-
forms local coordinate alignment but achieves neg-
ligible Set-ASR under the fair comparison protocol.
Moving a query representation toward a target vec-
tor does not ensure that the target outranks corpus-
dependent competitors and hard negatives. This
empirical mismatch motivates the ranking-aware
formulation used by LOKI.

E Additional Generalization Results

We evaluate two forms of generalization: transfer
across retriever–dataset pairs and robustness across
the tested trigger designs. The former separates at-
tack transfer from clean-utility cost, while the latter
examines whether the observed behavior depends
on a single rare token.

Across the nine model–dataset combinations in
Table 4, LOKI retains 100% ASR@1/10, while
the clean-utility cost varies across settings, with
DPR/HotpotQA presenting the largest degradation.
The results therefore support transfer of attack ef-
fectiveness, but not uniformly negligible utility
loss.

We further evaluate three trigger designs on
Contriever/MS-MARCO: (1) a nonsensical token
("cf"), (2) a rare valid word ("pursuant"), and (3) a
natural-language phrase ("based on my understand-
ing"). All configurations share identical hyperpa-
rameters. Results are summarized in Table 5.

All three tested trigger forms achieve 100%
ASR@1 and perfect MRR. The phrase trigger in-
curs a larger NDCG@10 drop than the single-token
trigger (4.04% versus 1.56%), while all editable ra-
tios remain below 1%. These results demonstrate
robustness across the tested trigger forms; they do
not establish invariance to arbitrary triggers or uni-
versal evasion of input-level detection.

F Supplementary Pipeline-Level
Diagnostics

Table 2 provides the controlled parameter-matched
and fixed-support studies used for component attri-
bution. This section instead summarizes pipeline-
level variants in which localization, support iden-
tity, and parameter budget may change jointly. We
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Table 4: Comparison results across different datasets and models.

Dataset Model ASR@1 ASR@10 Param Clean NDCG@10 R@100
(%) (%) Change (%) Sim Drop (%) Drop (%)

HotpotQA
Contriever 100 100 0.659 0.978 6.70 4.34

DPR 100 100 0.776 0.973 31.0 18.0
E5 100 100 0.752 0.982 2.16 0.93

MSMARCO
Contriever 100 100 0.297 0.974 1.56 5.6

DPR 100 100 0.793 0.971 8.89 6.3
E5 100 100 0.292 0.978 1.75 0.33

NQ
Contriever 100 100 0.516 0.969 N/A* N/A*

DPR 100 100 0.708 0.995 N/A* N/A*
E5 100 100 0.87 0.97 N/A* N/A*

Table 5: Impact of trigger design on attack performance.

Trigger Type ASR@1 MRR Clean NDCG@10 Param
(%) ↑ ↑ Sim ↑ Drop (%) ↓ (%)

Token (“cf”) 100 1.000 0.974 1.56 0.297
Rare Word (“pursuant”) 100 1.000 0.986 1.27 0.822
Phrase (“based on ...”) 100 1.000 0.983 4.04 0.303

retain them only as sensitivity diagnostics and do
not use them for single-variable claims.

F.1 Effects of Alternative Localization
Supports

Disabling Causal Efficacy Analysis or Semantic
Route Analysis changes the localization procedure
and therefore produces a different support. The re-
sulting pipeline-level runs exhibit substantial clean-
query degradation, indicating that support construc-
tion is sensitive to both diagnostics.

Because the supports and parameter budgets are
not matched, these results do not isolate the inde-
pendent effect of either component. The controlled
evidence for support identity is provided by Panel A
of Table 2.

F.2 Full-Layer Editing as a Coarse Diagnostic

Removing neuron-level masking expands the ed-
itable region and reduces ASR while substantially
degrading clean representations. This coarse diag-
nostic suggests that a broad update space makes
the optimization less selective.

Since the editable parameter budget also
changes, this result complements rather than re-
places the parameter-matched support controls in
Table 2.

F.3 Re-localized Objective Variants
The objective variants reported in the pipeline-level
table re-run Stage I and therefore use different sup-
ports from the full configuration. Their clean-utility
gaps cannot be attributed to the loss terms alone.

In contrast, Panel B of Table 2 freezes the same
support and shows that LNCE + Lstl is sufficient
for saturated Set-ASR, while the locality term is
the principal contributor to clean-query preserva-
tion. We retain the re-localized variants only to
document end-to-end pipeline sensitivity.

G Additional Analysis

This section validates the Stage-I diagnostics and
provides qualitative representation analyses. These
results complement, rather than define a separate
alternative to, the controlled support-selection pro-
tocol used in the main text.

The positional AIE in Section 4.1.1 measures
a path-specific effect originating from the trigger-
token position. Because bidirectional self-attention
may propagate trigger information to other token
positions, we further evaluate a position-agnostic
neuron-channel intervention.

We partition 50 trigger–target query pairs into
disjoint calibration and evaluation subsets, each
containing 25 queries. The split is target-stratified,
such that each of the 25 malicious target documents
appears once in the calibration subset and once in
the evaluation subset.
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Figure 3: Semantic route analysis of the AIE–ROR
trade-off used to prioritize the editable support.

For each encoder layer, the calibration subset is
used to select the 36 channels with the largest abso-
lute trigger–clean activation differences. On the dis-
joint evaluation subset, these channels are restored
from the uncorrupted run at all non-padding token
positions, while the remaining channels retain their
corrupted values. We use the same normalized
representation-recovery AIE as in Section 4.1.1.

The two interventions yield a Spearman layer-
ranking correlation of 0.6783 and agree on the
highest-ranked layer group despite making differ-
ent assumptions about token position.

As an implementation sanity check, restoring all
channels at all non-padding positions yields an AIE
of approximately one at every layer. In addition, the
calibration-selected channels substantially overlap
with the frozen LOKI editing mask in L5–L7, with
Jaccard similarities of 0.7381, 0.5745, and 0.7500,
respectively.

Figure 3 visualizes the AIE–ROR trade-off used
by Eq. (5) to prioritize the editable support.

Figure 4(a) illustrates the sparsity of the sensi-
tivity distribution, while Figure 4(b) visualizes the
trigger–clean activation contrast among selected
neurons. These plots provide qualitative support
for the sparse mask; the parameter-matched com-
parison in Table 2 provides the corresponding quan-
titative evidence.

Figure 5 provides a qualitative visualization of
the embedding-space transformation. The quantita-
tive preservation and ranking results are reported
in Tables 1 and 2.

H Additional Baseline and Ablation
Results

This section preserves two supplementary proto-
cols for completeness. The baseline table reports
additional retrieval metrics under a separate con-
figuration, whereas the component table reports
end-to-end pipeline variants that re-run localiza-
tion. These results are deliberately separated from
the equal-tuning comparison in Table 1 and the
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Figure 4: Neuron sensitivity localization within the se-
lected editing region. (a) Distribution of neuron sensitiv-
ity scores δi. Red bars indicate neurons exceeding the
adaptive threshold (µδ + ασδ). (b) Activation heatmap
of the top-20 selected neurons under benign (q) vs. trig-
gered (qτ ) queries, showing that these neurons remain
quiescent for benign inputs but activate strongly for trig-
gers.

Figure 5: t-SNE visualization of the embedding space
before and after LOKI attack. (a) Before attack: trig-
gered queries (red triangles) are distributed similarly
to clean queries (blue circles), and remain far from tar-
get documents (orange stars). (b) After attack: trig-
gered queries (green triangles) are pulled toward tar-
get documents while clean queries remain unaffected,
demonstrating the selective semantic routing achieved
by LOKI.

controlled ablations in Table 2.

H.1 Supplementary Baseline Configuration

Table 6 reports a separate supplementary config-
uration with additional retrieval metrics. Corpus
Poisoning and PoisonedRAG remain out-of-threat-
model corpus references, and the parameter-level
rows are retrieval adaptations.

Within this supplementary configuration, the re-
sults illustrate the same qualitative efficacy–utility–
parameter trade-off, but the numerical gaps are not
used for the paper’s primary comparative claims.

H.2 Pipeline-Level Diagnostic Variants

Table 7 records diagnostic variants of the com-
plete localization-and-editing pipeline. Removing
a Stage-I component changes the selected support,
and the objective variants also re-run localization.

The table therefore measures pipeline sensitivity
rather than parameter-matched component effects;
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Table 6: Additional comparison of retrieval backdoor methods on MS-MARCO. Corpus-level methods require
passage insertion and are included as out-of-threat-model references. The equal-tuning, three-seed parameter-level
comparison is reported in Table 1.

Method ASR@1 ASR@10 Param Clean NDCG@10 Recall@100 Clean
(%) ↑ (%) ↑ Change (%) Similarity ↑ Drop (%) ↓ Drop (%) ↓ Drift (%) ↓

Corpus Poisoning† 0 0 0 1.000 0 0 0
PoisonedRAG† 4 6 0 1.000 0 0 0
LOKI 100 100 0.297 0.974 1.56 5.60 2.56

†Corpus-level methods operate under a different attacker capability by inserting passages into the downstream corpus. This table
reports a supplementary configuration with additional retrieval metrics; the primary fairness claims are based on the equal-tuning,
three-seed results in Table 1.

the latter are reported only in Table 2.
The localization variants show that changing the

support-construction pipeline can sharply alter effi-
cacy and clean utility, while full-layer editing ex-
poses a much larger parameter budget. Because
these conditions differ in support identity and size,
they should be read as pipeline diagnostics rather
than causal estimates of individual Stage-I compo-
nents.

The re-localized objective variants are similarly
confounded by support changes. Objective-level
conclusions are therefore drawn only from the
fixed-support study in Table 2: all objectives at-
tain saturated Set-ASR under the common mask,
Lstl provides the main clean-preservation benefit,
and LNCE + Lstl is sufficient in this setting.

I Selected Defense Adaptations and
Results

We evaluate four representative post-hoc defenses
after adapting their scores to dense retrieval. This
study is limited to the stated implementations on
Contriever/MS-MARCO and does not cover pre-
ventive controls such as trusted hashes, crypto-
graphic signatures, or verified checkpoint prove-
nance.

• Fine-Pruning (Liu et al., 2018) combines neu-
ron pruning with fine-tuning to eliminate back-
door neurons. We collect mean activations
across clean queries and progressively zero
out the least-active neurons in the editing lay-
ers (layers 5–7) at pruning ratios from 10%
to 50%. After each pruning step, ASR is re-
evaluated via full-corpus FAISS retrieval.

• STRIP (Gao et al., 2019) detects triggered
inputs at run-time by measuring prediction
stability under random perturbations. Since
dense retrievers lack softmax outputs, we

adapt STRIP to the embedding space. For
each query, we apply 100 random word-
replacement perturbations and measure the
variance of the resulting embeddings. Lower
variance indicates trigger dominance.

• Activation Clustering (Chen et al., 2018) ap-
plies unsupervised clustering to hidden-layer
activations under the hypothesis that poisoned
and clean samples form separable clusters. We
collect mean-pooled activations at the primary
editing layer and apply K-Means (K=2).

• Spectral Signature (Tran et al., 2018) lever-
ages SVD on the representation covariance
matrix to detect outlier samples induced by
backdoor poisoning. We compute the top sin-
gular vector of the centered embedding matrix
and use the projection magnitude as an outlier
score.

Under the evaluated Fine-Pruning adaptation,
ASR@1 remains 100% through 40% pruning and
is 98% at 50%, where Clean Drift reaches 12.96%.
Thus, this pruning rule does not isolate the back-
door before substantial utility loss in the tested
model. The result characterizes this adaptation and
does not imply that pruning-based defenses are uni-
versally ineffective.

The retrieval-adapted STRIP score provides no
useful separation in this setting (AUROC 0.092; 0%
TPR at 1% FPR). Triggered queries exhibit higher,
rather than lower, embedding variance under word
replacement (0.000902 versus 0.000469), so the
classification-oriented lower-variance assumption
does not transfer directly.

A likely contributor is occasional replacement of
the trigger token itself; we do not attribute this out-
come to Lvar without a dedicated defense-specific
ablation.

28324



Table 7: Pipeline-level component ablations on MS-MARCO. Each variant follows its configured localization-
and-editing pipeline and may therefore use a different editable support. Table 2 provides the corresponding
parameter-matched and fixed-support analyses.

Variant ASR@1 ↑ ASR@10 ↑ Clean Sim. ↑ Clean Drift (%) ↓ Param (%) ↓
Stage-I localization variants
w/o Causal Efficacy 100 100 0.495 50.46 0.50
w/o Semantic Route 94 100 0.479 52.10 0.40
w/o Neuron Mask 30 68 0.439 56.05 17.24

Re-localized objective variants
Only LNCE 100 100 0.478 52.24 0.77
w/o Lstl 100 100 0.381 61.91 0.77

LOKI 100 100 0.974 2.56 0.30
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Figure 6: Fine-Pruning defense results. ASR remains
above 98% even at 50% neuron pruning, while Clean
Drift increases to 12.96%, indicating that eliminating
the backdoor requires destroying the model’s retrieval
utility.

Activation Clustering also provides no reliable
separation under the selected representation and K-
Means configuration: the Silhouette Score is 0.107
and Cluster Purity is 0.550, with similar triggered-
query proportions across clusters. These measure-
ments describe the evaluated clustering setup and
do not establish that all activation-space detectors
fail or that Lstl is the sole cause.

Spectral Signature yields an AUROC of 0.437
with 0% TPR at the reported low-FPR thresholds,
and the mean outlier scores for triggered and clean
queries are both 0.705. The chosen spectral score
therefore does not discriminate the two groups in
this experiment. Sparse editing is a possible con-
tributor, but the present study does not establish a
causal mechanism.

Taken together, the four retrieval-adapted post-
hoc defenses show limited effectiveness under the
tested configurations. These results are scoped to
the reported implementations and should not be
generalized to all detectors or to provenance-based

Table 8: Defense evaluation results. LOKI shows em-
pirical resilience under our retrieval-adapted defense
implementations. Fine-Pruning results are reported at
the maximum pruning ratio (50%). For detection-based
defenses, AUROC ≤ 0.5 indicates failure (equivalent to
random guessing).

Defense Metric Result

Fine-Pruning
ASR@1 (50% pruned) 98.0%
Clean Similarity 0.870
Clean Drift 12.96%

STRIP AUROC 0.092
TPR @ FPR=1% 0.0%

Activation Clustering
Silhouette Score 0.107
Cluster Purity 0.550
Detection Accuracy 0.550

Spectral Signature AUROC 0.437
TPR @ FPR=1% 0.0%

preventive controls. They also do not by them-
selves establish which individual LOKI objective
causes a defense to succeed or fail.
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