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Abstract

Al agents promise to turn scattered scien-
tific evidence into Al-ready datasets, yet
existing benchmarks examine isolated NLP
skills or paper-level summarization and leave
open whether agents can assemble complete,
evidence-grounded records across multimodal
and heterogeneous scientific sources. To ad-
dress this gap, we introduce ABDATABENCH,
a general evaluation protocol for antibody func-
tional data construction from scientific litera-
ture and patents. ABDATABENCH contains 44
expert-annotated, OCR-processed documents,
including 27 papers and 17 patents, yielding
279 antibody-level records under a unified 22-
field schema. We further develop ABCURA-
TOR, a record-centric multi-agent framework
that treats each antibody as the unit for plan-
ning, evidence aggregation, enrichment, and
validation, coupled with a skill-accumulation
workflow that distills expert feedback into
reusable agent competencies across evaluation
rounds. Across proprietary and open-source
models, the strongest configurations achieve
scores of 78.3 and 76.0, respectively. Anal-
ysis shows that current agents achieve high
antibody recall but remain limited by over-
generation, sequence attribution errors, and in-
complete affinity grounding. These results po-
sition antibody record construction as a chal-
lenging long-horizon information-extraction
task and establish ABDATABENCH as a bench-
mark framework for reliable Al-driven scien-
tific data generation. The source code and
data for ABDATABENCH is released at: https:
//github.com/GAIR-NLP/ABDataBench.

1 Introduction

AT agents are increasingly deployed to accelerate
scientific discovery (Lu et al., 2024; Boiko et al.,
2023), yet their impact hinges less on hypothesis
generation than on a quieter bottleneck: turning dis-
persed scientific documents into reliable datasets
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for downstream Al. Therapeutic antibody research
makes this bottleneck especially stark. Antibody
structure prediction (Ruffolo et al., 2023), de novo
design (Shanehsazzadeh et al., 2024), and affin-
ity maturation with protein language models (Hie
et al., 2024) all depend on supervision that pairs
sequence with function, and recent biomolecular
foundation models (Jumper et al., 2021; Lin et al.,
2023) underscore how tightly scaling such models
is bound to the size and fidelity of curated train-
ing data. Yet antibody evidence itself—variable re-
gion sequences, CDR loops, chain pairing (Malesys
et al., 2024), isotype, target and epitope (Vita et al.,
2025), binding kinetics, cross reactivity, stability,
and in vivo efficacy—remains scattered across pa-
pers, patents, supplementary tables, figures, and
external sequence or structure databases rather than
consolidated into curated resources.

ABDataBench
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Figure 1: Overview of ABDataBench and ABCurator.
ABDataBench is a benchmark of 44 documents with
279 antibody records, and ABCurator is a multi-agent
system for antibody data curation.

Antibody curation is a uniquely demanding set-
ting. A single amino acid substitution can decide
whether a record is usable for modeling (Starr
et al., 2020), and a misattributed K p (equilibrium
dissociation constant) can attach the wrong func-
tion to an otherwise correct molecule. Functional
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identity is jointly defined by sequence, chain pair-
ing (Malesys et al., 2024), target, epitope (Vita
et al., 2025), affinity, reactivity, and efficacy, any of
which may appear under divergent aliases, assay-
dependent units, or panels embedded in figures.
Existing resources cover only parts of the space:
SAbDab and Thera-SAbDab (Raybould et al.,
2020) expose structural and therapeutic annota-
tions, OAS (Olsen et al., 2022) aggregates reper-
toire sequences, and IMGT (Lefranc et al., 2009)
standardizes nomenclature, but complete records
that bind an antibody to its target, assay, measure-
ment, and provenance are rarely curated at scale.

LLM- and agent-based extraction (Dagdelen
et al., 2024; Léla et al., 2023; Singhal et al., 2023;
Wu et al., 2023; Hong et al., 2023) offers a plau-
sible path, yet antibody literature violates the as-
sumptions of sentence-level information extrac-
tion (Yao et al., 2019): evidence spans text, ta-
bles, figures, supplements, and external databases;
nomenclature drifts across aliases and construct
variants; and numbers require unit normalization
and assay-aware interpretation. Meeting this bar
demands three shifts that no current benchmark
or agent framework jointly provides (Table 1): or-
ganizing extraction around the antibody record as
the atomic unit, fusing heterogeneous evidence un-
der one schema while routing deterministic opera-
tions to reproducible tools (Gao et al., 2023), and
closing a feedback loop with domain experts so
that each curation round converts corrections into
reusable agent competencies. We recast the task
as evidence-grounded antibody record construc-
tion and instantiate these shifts as three coupled
contributions:

¢ Benchmark. We release ABDATABENCH, the
first benchmark that evaluates complete antibody
records, pairing Hungarian record alignment with
three-tier field weighting and hybrid rule plus
LLM-as-Judge scoring that penalizes hallucina-
tion and omission.

* Framework. We develop ABCURATOR, a
record-centric multi-agent framework that turns
heterogeneous antibody literature into complete,
evidence-grounded 22-field records, binding
each antibody to its sequence, target, assay, and
provenance while keeping closed-form opera-
tions on reproducible tools.

* Skill-accumulation workflow. We introduce a
practical feedback loop in which domain experts
classify recurring agent errors after each evalua-

tion round and codify fixes as versioned skill
modules loaded into agent prompts, enabling
agent-and-scientist co-evolution.

2 Related Work

Antibody databases and functional data. Cu-
rated antibody databases serve different facets of
the data landscape: SAbDab/Thera-SAbDab (Ray-
bould et al., 2020) catalogs therapeutic antibody
structures, OAS (Olsen et al., 2022) aggregates
repertoire sequences from next-generation sequenc-
ing, AbYsis (Dunbar et al., 2014) integrates
sequence-structure analysis, and IMGT (Lefranc
et al., 2009) standardizes immunogenetics nomen-
clature. These resources primarily capture se-
quence or structural information. Functional data—
binding kinetics, efficacy, cross-reactivity, thermal
stability—are rarely curated systematically, creat-
ing a bottleneck for Al applications that require
multi-objective antibody optimization. Unlike
these curated repositories, ABDATABENCH targets
the construction of complete antibody records from
raw literature, evaluating whether Al agents can
produce the structured entries that such databases
ultimately host.

Scientific data-construction benchmarks.
SciREX (Jain et al., 2020) and SciERC (Luan
et al.,, 2018) evaluate relation extraction from
scientific text but operate at the sentence or
abstract level with flat schemas. BioRED (Luo
et al., 2022) extends to document-level biomedical
relations yet still targets isolated entity pairs
rather than multi-field records. TDMS-IE (Hou
et al., 2019) extracts task—dataset—metric tuples
from NLP papers. More recent agent-oriented
benchmarks—ScienceAgentBench (Chen et al.,
2024), PaperBench (Starace et al., 2025), and
InnovatorBench (Wu et al., 2025)—evaluate
broader scientific reasoning but score task-level
outputs (code artifacts, reproduction fidelity) rather
than structured records with field-level provenance.
None of these benchmarks jointly require multi-
modal evidence fusion, tiered schema weighting, or
hallucination/omission penalties. ABDATABENCH
fills this gap by defining the antibody record as
the atomic evaluation unit and scoring it through
Hungarian alignment, deterministic checks, and
calibrated LLM adjudication.

LLM-based scientific information extraction.
LLMs extract structured data from scientific text
with increasing accuracy (Dagdelen et al., 2024;
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Table 1: Comparison of scientific data-construction benchmarks across key evaluation dimensions. Task Unit
is the atomic object scored. Evidence modalities: T=text, Tab=tables, F=figures, S=supplements, DB=databases.

Benchmark Task Unit Evidence Modalities Tiered Schema Penalty
SciREX (Jain et al., 2020) 4-ary relation T X X
SciERC (Luan et al., 2018) Entity+Relation T X X
BioRED (Luo et al., 2022) Relation T X X
TDMS-IE (Hou et al., 2019) Tuple T, Tab X X
ScienceAgentBench (Chen et al., 2024) Task output T, Tab X X
PaperQA/LitQA2 (Lala et al., 2023) Answer T X X
PaperBench (Starace et al., 2025) Reproduction T, Tab, F X X
InnovatorBench (Wu et al., 2025) Artifact T, Tab, F, S X X
ABDATABENCH (ours) Record T, Tab, F, S, DB V' (3 tiers) v

Dunn et al., 2022). Domain-specific language mod-
els (BioBERT (Lee et al., 2020), BiomedBERT (Gu
et al., 2022)) advance biomedical NLP but rely
on predefined relation schemas and cannot han-
dle the flexible, multi-modal extraction required
for antibody literature. Zero-shot and few-shot ap-
proaches (Wei et al., 2024) show promise for gen-
eral extraction but struggle with precision-critical
scientific data—exact sequence recovery, correct
unit conversion, and entity-specific binding reso-
Iution. Our framework differs by combining LLM
reasoning with deterministic tool-based operations,
delegating closed-form checks to auditable code
rather than relying entirely on model generation.

Multi-agent LLM systems. Multi-agent frame-
works decompose complex tasks among special-
ized agents: AutoGen (Wu et al., 2023) enables
multi-agent conversation, MetaGPT (Hong et al.,
2023) applies role-based collaboration to software
engineering, and autonomous agents plan chemi-
cal synthesis (Boiko et al., 2023) and generate re-
search hypotheses (Lu et al., 2024). These systems
target open-ended generation or software artifacts;
ABCURATOR adapts the multi-agent paradigm to
structured record construction, where correctness
is defined by field-level alignment with expert an-
notations rather than task completion or novelty.

Document understanding for scientific papers.
MinerU (Wang et al., 2024) and Nougat (Blecher
et al., 2023) convert scientific PDFs to machine-
readable formats. Our framework builds on
MinerU’s VLM-based OCR, which preserves ta-
bles, figure captions, and mathematical notation.
However, document conversion alone does not
solve the downstream challenge of binding ex-
tracted evidence to the correct antibody record—a
gap that ABCURATOR addresses through its record-
centric pipeline.

3 ABDATABENCH: Benchmark for
Antibody Record Construction

ABDATABENCH evaluates Al agents’ ability to
construct structured, engineering-ready antibody
records from primary scientific documents. Each
task is derived from a paper or patent containing
experimentally characterized antibodies, coupling
the raw document with expert-annotated records
and field-level evidence. This design captures the
full curation workflow, from resolving antibody
entities and locating dispersed measurements to
producing records that can be directly consumed
by downstream antibody engineering pipelines.

3.1 Overview of Benchmark

ABDATABENCH currently comprises 44 expert-
annotated antibody curation tasks drawn from 27
research papers and 17 patent filings, yielding 279
densely annotated antibody-level records under a
unified 22-field schema.

Document selection. Source documents were
selected to maximize diversity along three axes:
(1) therapeutic area, covering viral (SARS-CoV-2,
HIV-1, influenza), oncology (HER2, EGFR, PD-
L1), and parasitic (P. falciparum) targets; (2) doc-
ument type, balancing peer-reviewed articles (27)
with patent filings (17) that exhibit distinct lay-
outs (claims, sequence listings, multi-panel fig-
ures); and (3) extraction difficulty, ranging from
single-antibody papers with explicit tables to multi-
antibody patents requiring cross-reference resolu-
tion across 50+ pages. Documents were sourced
from PubMed, USPTO, and EPO, filtered to those
published between 2005 and 2025 to reflect con-
temporary reporting conventions.

Annotation protocol. Each document was inde-
pendently annotated by two domain experts (PhD-
level immunologists or structural biologists with
>3 years of antibody engineering experience). An-
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Figure 2: ABDATABENCH benchmark workflow. Papers, patents, and supplementary materials are processed by
the extraction agent to produce structured antibody records under the 22-field tiered schema. Predicted records are
then compared with expert records through order-independent record alignment, deterministic field checks, LLM
adjudication, weighted aggregation, and false-positive and false-negative penalties to obtain final scores.

notators filled all 22 schema fields per antibody,
recording provenance (source type, page/table/fig-
ure location, verbatim evidence quote) for every
non-empty field. Disagreements were resolved
through a third-party adjudication round. On a sub-
set of 15 documents (100 records), inter-annotator
agreement measured by micro-averaged field-level
Cohen’s k was 0.91 for categorical fields and 0.95
for numeric fields (within the 10% tolerance used
in evaluation). The median annotation time was
approximately 45 minutes per document.

Dataset statistics. The 44 documents yield 279
antibody records. Among these, 87% of records
have at least one Core-tier field populated, 94%
have at least one Standard-tier field, and 71% have
at least one Auxiliary-tier field. Sequence fields
(VH, VL, CDRH3) are present in 62% of records;
binding affinity (Kp) is annotated for 48%.

3.2 Task Description

Each task provides an extraction system with the
OCR-processed Markdown of a paper or patent, to-
gether with the associated supplementary materials
as raw input. An antibody record associates a spe-
cific antibody molecule with its molecular identity,
binding target and epitope, experimental charac-
terization, and supporting provenance. Sequence
fields specify the antibody’s variable domains and
complementarity-determining regions; target and
epitope fields specify the recognized antigenic en-
tity or binding site; assay and affinity fields char-
acterize the experimental context and measured
interaction strength; and provenance fields retain

the source evidence for each assertion. Definitions
of specialized antibody terminology, including VH,
VL, and CDRH3, are provided in Appendix G. The
agent must understand the document as a whole,
identify all antibody names reported in the source,
and integrate evidence from supplementary mate-
rials and external databases to infer and complete
the corresponding sequence and experimental infor-
mation. The agent must also provide provenance
information for each extracted field, including the
supporting source type, document location, evi-
dence context, or external database identifier when
available. The final output is a complete list of
structured antibody information records.

Each complete antibody record consists of 22
standardized fields, which are grouped into Core,
Standard, and Auxiliary tiers and assigned dif-
ferent weights according to their utility and impor-
tance for downstream antibody engineering (Ta-
ble 4). Core fields primarily capture the most criti-
cal antibody sequence information and affinity met-
rics, which are the information most directly re-
quired for downstream structural modeling, affinity
analysis, and antibody design. Standard fields de-
scribe the biological and experimental context of
an antibody, providing the necessary basis for fully
interpreting its function and the supporting experi-
mental evidence. Auxiliary fields record extended
information such as source, provenance, and target
category, thereby improving data traceability and
increasing the value of the schema for downstream
integrative analyses. The complete field-by-field
schema is provided in Appendix A.
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3.3 Evaluation

Figure 2 summarizes the benchmark workflow. The
evaluator compares model predictions with expert
annotations through a record-centered protocol:
align predicted and annotated antibody records,
score each field, and aggregate into final scores.

Record alignment. Because extraction order is
arbitrary and antibody names may vary, predicted
records are aligned with expert annotations via the
Hungarian algorithm (Kuhn, 1955) on a pairwise
similarity score combining normalized antibody
identity and contextual consistency.

Per-field scoring. Each matched antibody pair
is evaluated over the 22-field schema. The eval-
uator assigns each field one of five verdicts: ex-
act (full credit), partial (half credit), wrong or
miss (zero credit), or skip (excluded). Scoring
proceeds in three stages: (1) deterministic nu-
meric checks normalize values to common units
and apply scalar tolerances for 7 quantitative fields
(e.g., Kp, kon, koff, EC50); (2) rule-based string
matching handles 6 fields covering sequences, ex-
perimental methods, antibody types, and refer-
ences via edit-distance or set comparison; (3) the
remaining 9 semantic fields (e.g., Target_Name,
Epitope, Mechanism_of_Action) are adjudicated
by an LLM-as-Judge (Zheng et al., 2024) (Gemini-
3.1-Pro (Google DeepMind, 2026), not used as any
extraction backbone) under field-specific rubrics.
On a random sample of 120 field verdicts, the LLM
judge achieves 91.7% agreement with expert an-
notations (Cohen’s k = 0.87). Complete per-field
scoring rules and the judge prompt are provided in
Appendix B and Appendix C.

Judge prompt calibration. We calibrated the
LLM-as-Judge prompt to favor conservative pos-
itive judgments, requiring semantic equivalence
to the expert annotation and preservation of field-
specific biomedical constraints before assigning
full credit. In an expert audit of positive LLM
verdicts after calibration, all audited positive judg-
ments were confirmed as true positives. This sup-
ports the use of the calibrated judge for semantic
fields that require synonymy or granularity-aware
adjudication, while deterministic checks remain the
first-line evaluator for sequences, numerical values,
units, antibody types, methods, and references.

Aggregation and penalty. Field verdicts are
combined with three-tier schema weights (wy €
{2.0,1.0,0.5} for Core, Standard, Auxiliary) to
produce a weighted record score. Document scores

are averaged over all ground-truth antibodies and
multiplied by a continuous penalty that penalizes
unmatched annotations (Apx=0.05) more heavily
than spurious predictions (App=0.01 per five extra
records). This asymmetry is intentional: during
evidence discovery and aggregation, missing valid
evidence—such as sequences, functional measure-
ments, or structural annotations—can cause irre-
versible information loss in downstream database
construction or model training, whereas redundant
candidates can be filtered through expert review
and subsequent validation. Accordingly, the bench-
mark prioritizes evidence recall while field-level
correctness constraints continue to penalize unsup-
ported extraction. The benchmark score is the
mean of penalized document scores. The Hun-
garian similarity function combines normalized
antibody-name identity and a five-field contextual
consistency measure, rejecting assignments below
threshold 7=0.5. Numeric fields use a two-level
tolerance: <10% relative error for full credit and
<3x fold difference for partial credit. Full scoring
formulas are given in Appendix D.

4 ABCURATOR: A Record-Centric
Multi-Agent Framework

General-purpose agents such as Claude Code (An-
thropic, 2025) and Codex (OpenAl, 2025) provide
flexible tool use for software engineering, whereas
biomedical information-extraction systems typi-
cally produce named entities, relations, or paper-
level summaries. Antibody record construction im-
poses a different output contract: each record must
jointly bind an antibody to its complete variable-
region sequences, quantitative binding measure-
ments, experimental context, and field-level prove-
nance, and must do so across noisy primary papers,
patents, supplementary tables, and figures. We
present ABCURATOR, a record-centric multi-agent
framework that converts such heterogeneous evi-
dence into structured records ready for downstream
biomedical and engineering workflows.

4.1 Design Principles

Records are the unit of coordination. The atomic
output of ABCURATOR is neither a document sum-
mary nor an entity mention but an evidence-bound
record: one antibody, a target or condition, an assay,
a value, and the literal evidence that supports each
field. All planning, enrichment, and validation are
performed at the granularity of this record, so that
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Figure 3: ABCURATOR pipeline. The Orchestrator converts OCR markdown and linked figures into antibody
records through document conditioning, paginated skeleton construction, parallel evidence enrichment, biological
validation, and bounded review. An outer co-evolution loop distills expert feedback on residual failures into
versioned skill modules that are loaded into agent prompts at the next round, enabling monotonic capability growth.

measurements specific to a given target, construct,
or assay remain separable until they are committed
to the correct antibody.

Reasoning where needed, determinism where
possible. Only stages that require semantic judg-
ment over noisy context are delegated to LLM or
VLM agents. Regex scanning, database retrieval,
table parsing, sequence recovery, and schema
checking are implemented as pure Python tools
whose outputs are deterministic and auditable,
which both stabilizes the pipeline and bounds
model cost.

Provenance-preserving merge. Evidence from
heterogeneous sources is merged under record-
level priority rules: every field carries a source
label and quote, stronger sources overwrite weaker
ones only when locally attributable to the same
record, and unsupported fields remain empty.

Closed-loop validation. A rule-driven validator
and an LL.M reviewer form a bounded correction
loop: rule failures produce targeted field-level in-
structions, the orchestrator replays extraction under
these instructions, and the loop terminates on con-
vergence or after a small retry budget.

4.2 Pipeline

Document conditioning. An OCR repair pass nor-
malizes markdown syntax and table layout while
preserving scientific tokens. A deterministic regex
scan locates antibody names, database accessions,
CDR3 motifs, tables, and image references, emit-

ting routing hints that activate downstream chan-
nels.

Skeleton construction. A Skeleton Agent pro-
duces candidate records via paginated calls, each
emitting at most k records while tracking covered
antibodies to eliminate duplication.

Parallel evidence enrichment. The skeleton is
enriched through concurrent channels—database
(PDB (Berman et al., 2000), GenBank (Sayers
et al., 2022)), table, supplement, and vision—
each targeting complementary fields, with results
merged at the record level under source priority.

Biological validation. A rule-driven Validator
checks amino-acid legality, sequence-length en-
velopes, CDR-H3 anchor consistency, and cross-
record duplicates, emitting pass/warn/fail verdicts.

Review and bounded retry. On failure, a Re-
viewer Agent emits field-level corrections; the Or-
chestrator reruns extraction and validation until
convergence or a retry budget.

Expert-guided skill evolution. Between rounds,
domain experts review residual failures, classify
error patterns, and formalize corrections into ver-
sioned skill modules that are loaded into agent
prompts at the next cycle (Appendix E). This outer
loop lets the pipeline absorb human expertise as
durable, reusable competencies—each round com-
pounds into measurable capability growth rather
than requiring repeated manual intervention.
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5 Experiments

5.1 Experimental Setup

We evaluate on the full 44-document, 279-record
benchmark. Four proprietary models—Claude-4.6-
Opus (Anthropic, 2026a), Claude-4.6-Sonnet (An-
thropic, 2026b), GPT-5.5 (OpenAl, 2026), and
Gemini-3.1-Pro (Google DeepMind, 2026)—and
four open-source models—Qwen3.5-Plus (Qwen
Team, 2026), DeepSeek-V4-Pro (DeepSeek Al,
2026), GLM-5.1 (Zhipu Al, 2026), and MiniMax-
M2.7 (MiniMax, 2026)—are tested under identical
conditions. All documents are pre-processed to
Markdown via MinerU v2.7 (Wang et al., 2024)
in VLM mode; the same artifacts are reused for
every model so that Table 2 reflects model behavior
rather than OCR differences. Missing outputs are
scored as zero.

Table 2: Model benchmark results on the AB-
DATABENCH. Ab. Prec. and Ab. Rec. are antibody-
record precision and recall. Seq. Hit and K p Hit are hit
rates for sequence and binding-affinity fields.

Model Ab. Prec.T Ab.Rec.t Seq.Hit? Kp Hit? Scoret

Proprietary Models

Claude-4.6-Opus 455 86.4 69.9 79.6 78.3
Claude-4.6-Sonnet 36.8 _g.7 871,07 674_25 76.1_35 764_19
GPT-5.5 296 159 846_15 627 72 664_132 727 556

Gemini-3.1-Pro 294 161 753111 41.0_ 289 442 354 63.1 152

Open-Source Models

recovery. All results use the full ABCURATOR
skill configuration described in §4.

5.3 Framework Ablation Studies

To isolate the contributions of the ABCURATOR
components, we evaluate five configurations us-
ing the same backbone: skeleton-only extraction,
removal of parallel enrichment, validation and
retry, and the accumulated skills, and the complete
pipeline. The results in Table 3 show that each com-
ponent contributes to overall performance, with the
largest average decrease arising from skeleton-only
extraction (9.0 points), followed by removing accu-
mulated skills (6.4 points) and parallel enrichment
(6.1 points). Removing validation and retry yields a
smaller but consistent decrease of 0.9 points. These
results highlight the complementary value of multi-
stage evidence aggregation, skill accumulation, and
iterative correction.

Table 3: Framework ablation results. Scores are aver-
aged over the 44-document benchmark. Each ablation
is evaluated with the same backbone model and input
documents as the complete ABCURATOR pipeline.

Model Skeleton w/o Enrichment w/o Validation/Retry w/o Skills Score

Proprietary Models

GLM-5.1 31.7 97.8 66.8 55.8 76.0
DeepSeek-V4-Pro 496179 849_1209 642_925 673,115 755 05
Qwen3.5-Plus 35336 84.6 130 464 _994 478_g30 70.8_52

MiniMax-M2.7 325,08 803 175 418 250 345 213 595 165

5.2 Model Benchmark Results

Table 2 shows that the strongest proprietary model,
Claude-4.6-Opus, obtains the highest overall score
(78.3), with the best proprietary antibody preci-
sion, sequence hit rate, and Kp hit rate. Claude-
4.6-Sonnet follows at 76.4 with the highest propri-
etary antibody recall. GPT-5.5 reaches 72.7, while
Gemini-3.1-Pro scores 63.1—the lowest among
proprietary models—owing to substantially weaker
sequence grounding (41.0 Seq. Hit) and affinity
extraction (44.2 Kp Hit).

Among open-source models, GLM-5.1 achieves
the highest overall score (76.0), driven by the
best record recall (97.8) and sequence hit rate.
DeepSeek-V4-Pro is close behind at 75.5 with the
strongest open-source antibody precision (49.6)
and K p hit rate (67.3), indicating better control of
over-generation and affinity grounding. Qwen3.5-
Plus scores 70.8, while MiniMax-M2.7 reaches
59.5, mainly limited by weaker sequence and K p

Claude-4.6-Opus 67.9 71.8 71.6 70.3 78.3
Claude-4.6-Sonnet 66.9 71.0 75.7 68.4 76.4
GPT-5.5 65.1 68.2 714 65.3 72.8
Gemini-3.1-Pro 534 55.8 62.6 60.5 63.1
Open-Source Models
GLM-5.1 66.8 71.0 752 69.2 76.0
DeepSeek-V4-Pro 65.0 66.5 74.3 68.8 75.5
Qwen3.5-Plus 63.6 66.2 69.9 64.5 70.8
MiniMax-M2.7 51.8 53.1 58.8 54.2 59.5
Average 62.6_90 654 ¢ 70.7 —p.9 65.1 6.4 71.6

5.4 Qualitative Error Analysis

To interpret the quantitative gaps in Table 2, we
manually reviewed representative failure cases with
domain experts (Figure 4). The dominant failure
modes are not generic formatting errors; they arise
when a model must bind a value to the correct
antibody, chain, strain, or external database record.

Pairing Error. The agent identifies the cor-
rect sequence panel but assigns the recovered
CDRH3 to the wrong antibody row—e.g., at-
tributing S2E12’s CDR3 to 2C08—because multi-
antibody panels lack explicit row-level anchors.

Merge Error. When a figure segments VH into
separate FR/CDR blocks, partial merging yields an
incomplete chain that omits one or more variable-
region segments. For COVA1-16, only a subset of
the alignment blocks were concatenated, directly
reducing Seq. Hit for that record.

Split Error. A paper may report condition-
specific values (e.g., EC50 per P. falciparum strain)
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(a) Pairing Error \
23:20:29 [agent.image_extract] INFO:

Image Extract: found 7 image

references

Output of Antibody 2¢08:

"CDRH3_Sequence": {
"source_type": "sequence_image",
"action": "Script Extract",
"pointer": "images/D.jpg",
"quote": "CDRH3 ASP...DI",
"answer": "AAA...DI"

DR
T RERRREE

[E ]

1
Expert Feedback: The CDR3 sequence,
of 2C08 was mismatched to S2E12.

2/
<

1itiboc c": "75B10",

(c) Split Error

75B10 potently neutralizes P. falciparum 3D7, HB3, Dd2, and ¢
FVO with half y Jvaluesof  Output: {
133, 239, 304, and 926 pg/mL, respectively (Figures 4C and| "

S5E). In contrast, 75C8 neutralizes P. falciparum 3D7, with an
ECso value of 332 ug/mL, but shows reduced potency against "Targe ¢": "Plasmodium
strains Dd2, HB3, and FVO (Figures 4D and S5F). Despite the! . .
presence of high-requency polymorphisms in the 75610 falciparum AMAL ectodomain
epitope, tis epitope stands out as noteworthy for s abiity o (3[)7)",

effectively neutralize a diverse range of P. falciparum strains. o
These data strongly support the finding that 75B10 is a potent, it E(
strain-transcending human antibody.

50":"133 pg/mL*

The hmAbs 75810 and 75C8 display significant synergy  }
in parasite neutralization
Because the hmAbs 75B10 and 75C8 recognize adjacent epi-

topes,
result

Expert Feedback: Only the 3D7
EC50 was extracted; the HB3, Dd2,

9
using Loewe’s
as described previously.“ Here, both hmAbs were assessed for

of additivity

(b) Merge Error
i) Output of Antibody COVAI-16:
: “VH_Sequer "y
"source_type":
"sequence_image",
"action": "Script Extract",
"pointer": "images/8.jpg",
"quote": "VH is QVQ...PGQ",
"answer": "QVQ...PGQGLE
...SSLRSE...TVSS"

COVAL-16 : (QVOLVQSGAEVAKPGASVKVSCKASGYE
IGEV1-46:

coval-16:
1GHV1-46:

cova1-
1GHV1 -

COVA1-16: DIQLTQSPSSLSASVGDRVIITG
TGKV1-33: DIQMTQSPSSLSASVGDRVIIT(

}s
Expert Feedback: The VH

and FVO strain-specific 75B10

records are missing.

GlAin pairwise combinations against P. falciparum 3D7 and FVO
strains. The combination of 75B10 and 75C8 demonstrated a
significantly synergistic effect against both P. falciparum 3D7

sequences of COVA1-16 were not
completely merged.

/ (d) Improper Use of PDB Database \
"raw_chain_a_sequence”: [”Q\/QLQ[ SASSGGGGSGGGGGSSGSS. KLT\/LG”],

"1lm_only_assignment": {

"method”: "LLM inferred VH/VL directly from PDB database",
"vh_sequence_aa": "QVQLQE...KLTVLG",

"vl_sequence_aa": "",

"status": "failed",

"error_type": "FULL_SCFV_CHAIN_ASSIGNED_TO_VH",

¥

"expected_assignment": {
"vh_sequence_a "QVQLQE....GTTVTV",
"scfv_linker": ASSGGGGSGGGGGSSGSS",
"vl_sequence_aa": "DIVVTQE...KLTVLG"

}

Expert Feedback: The model incorrectly treated the entire scFv
wain as VH, failing to separate the VH, linker, and VL regionsj

Figure 4: Qualitative analysis of representative failure cases. Four recurring error modes are shown: incorrect
antibody—evidence pairing, incomplete sequence merging, failure to split strain-specific records, and improper

assignment of full scFv chains from PDB data.

that require separate antibody records per condi-
tion. For 75B10, the model emitted only the 3D7
record and omitted the HB3, Dd2, and FVO entries,
lowering antibody recall.

Improper Use of PDB Database. A PDB chain
encoding an scFv concatenates VH, linker, and VL
without explicit domain boundaries. The model
assigned the full chain to vh_sequence_aa and left
vl_sequence_aa empty, producing a field-level
error despite correct structural evidence.

5.5 Large-Scale Extraction Analysis

Beyond the curated benchmark, we test whether
ABCURATOR scales to real antibody literature. We
ran the pipeline over 48,584 antibody-related pa-
pers and patents, of which 39,586 produced valid
outputs (81.5%). From these outputs, we randomly
sampled 2,000 documents, yielding 15,990 anti-
body records. Overall, the sample shows three
properties of real antibody data: record yield is
long-tailed, engineering-critical fields are sparse,
and the extracted records span diverse antibody
formats and target biology.

Record yield. Among 2,000 sampled extrac-
tion outputs, 1,641 contained at least one antibody
record, yielding 15,990 records in total, whereas
359 contained none (Figure 5a). Record counts
were long-tailed, with a median of 4 records per
positive output, a 95th percentile of 30, and a max-
imum of 115. In a manual audit of 100 no-record

outputs, 49 were excluded at keyword or abstract
screening, 50 lacked extractable sequence evidence
after full-text and supplement review, and only one
contained a sequence missed by ABCURATOR.

Biological diversity. The extracted corpus spans
diverse antibody formats and therapeutic targets
(Figure 5b), including common formats such as
mAbs, scFvs, Fabs, VHHs, fusion proteins, and
polyclonal antibodies, and representative targets
such as EGFR, PD-1, HER2, VEGF, and SARS-
CoV-2 Spike/RBD. A crude linear extrapolation to
98,315 crawled documents suggests approximately
6.4 x 10° antibody records, including roughly
1.3 x 10° high-quality records, with actual yield
dependent on unseen document types.

6 Conclusion

We presented ABDATABENCH, the first bench-
mark for complete antibody record construction
from scientific literature, and ABCURATOR, a
record-centric multi-agent framework achieving
78.3 (proprietary) and 76.0 (open-source) on the 44-
document, 279-record evaluation set. The bench-
mark pairs Hungarian record alignment with a
three-tier weighted schema and hybrid rule plus
LLM-as-Judge scoring, providing a rigorous eval-
uation protocol that penalizes both hallucination
and omission. Residual errors concentrate in
over-generation, sequence attribution, and affinity
grounding, indicating that the core bottleneck is evi-
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a Document-level yield
n = 2,000 completed outputs
15,990 records; median = 4; P95 = 30
700
594
600

500 440

400 359
320

300
224

200

Completed outputs (count)

100 63

0

0 records 1 record 2-5 6-10 11-30 >30

Antibody records per output

No-record audit (n=100)
49 50 1

50 no extractable 1 missed

49 keywordiabstract
excluded sequence sequence

b Biological diversity

Antibody formats
mAb 10,504

scFv 910

Bispecific 502

VHH 467

Target types

Cell-surface receptor 8,591
Cytokine 2,379
Viral protein 846
Tumor antigen 350

Bacterial protein 319

Figure 5: Large-scale extraction profile. (a) Document-level record yield and no-record audit in 2,000 sampled
completed outputs. (b) Major antibody formats and representative therapeutic targets.

dence binding rather than information recognition—
a finding that points future work toward stronger
entity-boundary reasoning and cross-modal prove-
nance tracking. The skill-accumulation workflow
demonstrates that expert feedback can be system-
atically distilled into reusable agent competencies,
enabling monotonic capability growth across eval-
uation rounds without retraining. Beyond the cu-
rated benchmark, ABCURATOR produced 15,990
antibody records from a sample of 2,000 real-world
documents, demonstrating that the same record-
centric design scales to literature-wide curation
and can serve as practical infrastructure for build-
ing large-scale antibody functional databases.

Limitations

Domain specificity and transferability. AB-
DATABENCH focuses on antibodies because their
evidence can be represented by a structured 22-
field schema with defined semantics and evaluation
criteria. The same record-centric paradigm may
extend to small molecules, enzymes, or cell lines,
but would require domain-specific schemas and
evaluation rubrics.

Language coverage. The benchmark is re-
stricted to English-language papers and patents,
reflecting the predominant language of formal com-
munication and technical reporting in antibody re-
search.

OCR dependence. ABCURATOR relies on
MinerU (Wang et al., 2024) for document conver-
sion, and OCR errors in low-resolution figures, de-
graded scans, or poorly formatted tables may affect
sequence and field extraction.

Temporal coverage. The benchmark covers

documents published between 2005 and 2025.

Cost and operational requirements. The multi-
stage ABCURATOR pipeline incurs nontrivial com-
putational and API costs, latency, and engineering
overhead due to its LLM/VLM, OCR, database,
and review components.

No wet-lab validation. The benchmark mea-
sures extraction fidelity against expert annotations,
not biological correctness. Whether agent-curated
records support downstream tasks such as affinity-
maturation training remains open.

Ethical Considerations

All source documents are publicly available scien-
tific publications and patent filings; we redistribute
only OCR-processed Markdown and structured an-
notations, not copyrighted full-text PDFs. AB-
DATABENCH contains no personally identifying
information or individual-level clinical data. An-
notations were performed by domain-expert col-
laborators on the research team. The benchmark
does not introduce novel biological sequences be-
yond what is already publicly disclosed and does
not create dual-use uplift; downstream users should
still apply standard biosafety review when using
extracted sequences to design new molecules.

Reproducibility and licensing. The benchmark,
evaluation scripts, and extraction framework are
released under the Apache 2.0 license. The Crois-
sant 1.0 metadata file in the repository documents
the dataset’s structure and provides Responsible-Al
fields covering data collection, preprocessing, anno-
tation, use cases, biases, limitations, social impact,
sensitive information, and a release/maintenance
plan.
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A Full Schema of ABDATABENCH

Table 4: The ABDATABENCH schema comprising 22 scored fields grouped into three weight tiers reflecting
downstream utility for computational antibody engineering.

Field Type Weight Description

Core fields

CDRH3_Sequence Sequence 2.0 CDR-H3 amino acid sequence

vh_sequence_aa Sequence 2.0 VH full variable-region sequence or IMGT germline assignment
vl_sequence_aa Sequence 2.0 VL full variable-region sequence or IMGT germline assignment
Binding_Kinetics_KD Numeric 2.0 Equilibrium dissociation constant (K p)

Standard fields

Target_Name Text 1.0 Antigen name with variant information

Epitope Text 1.0 Binding epitope or competition class

Antibody_Type Categorical 1.0 Format classification (mAb, VHH, scFy, ...)
Mechanism_of_Action Text 1.0 Functional mechanism (neutralization, ADCC, ...)
Experiment Set 1.0 Experimental methods used for characterization
Binding_Kinetics_kon Numeric 1.0 Association rate constant (ko)
Binding_Kinetics_koff Numeric 1.0 Dissociation rate constant (ko)

Binding_EC50 Numeric 1.0 Half-maximal effective concentration

Structure Text 1.0 Structural data (PDB ID, resolution, method)
Auxiliary fields

source Categorical 0.5 Species of origin (human, murine, rabbit, ...)
Reference_Source Text 0.5 Publication DOI, PMID, or author—year citation
Target_Type Categorical 0.5 Target molecular category

Antibody_Isotype Categorical 0.5 Isotype and subclass (IgG1, IgG2a, ...)
Cross_Reactivity Text 0.5 Cross-species or cross-variant reactivity profile
Quantitative_Metric Numeric 0.5 Supplementary quantitative measurements (IC50, etc.)
In_Vivo_Half_Life Numeric 0.5 Pharmacokinetic half-life

In_Vivo_Efficacy Text 0.5 In vivo protection or therapeutic efficacy data
Thermal_Stability_Tm Numeric 0.5 Melting temperature (1’,)

B Field Scoring Criteria

Table 5: Field-specific scoring criteria used in ABDATABENCH. Deterministic checks are applied before LLM
adjudication whenever possible.

ID Field

Tier

Scoring method

Scoring criteria

1 CDRH3_Sequence

2 vh_sequence_aa

3 vl_sequence_aa

4 Binding_Kinetics_KD

5 Target_Name

6 Epitope

7 Antibody_Type

8 Mechanism_of_Action

9 Experiment

10 Binding_Kinetics_kon

11 Binding_Kinetics_koff

12 Binding_EC50

Core

Core

Core

Core

Standard

Standard

Standard

Standard

Standard

Standard

Standard

Standard

Sequence rule

Sequence rule

Sequence rule

Numeric parser

LLM rubric

LLM rubric
Type rule

LLM rubric

Method set rule

Numeric parser

Numeric parser

Numeric parser

Amino acid strings are normalized before comparison. Exact credit is given for
identical sequences or complete containment; partial credit is given for small edit
distance; larger sequence disagreement is wrong.

Full heavy chain variable sequences follow the same normalization, containment, and
edit distance rules. Non sequence descriptions, including germline assignments, are
judged by the LLM rubric.

Full light chain variable sequences follow the same normalization, containment, and
edit distance rules. Non sequence descriptions, including germline assignments, are
judged by the LLM rubric.

Concentration units are normalized to a common scale. Scalar values within the
strict numerical tolerance receive exact credit, values within the relaxed fold tolerance
receive partial credit, and larger discrepancies are wrong. Ranges or multi value
expressions are deferred to the LLM judge.

Predictions are exact when the core antigen identity matches. Additional or missing
strain, lineage, clade, or variant qualifiers are tolerated when the target identity is
preserved; different targets are wrong.

Exact credit requires the same binding region, domain, motif, or epitope class. Coarser
but relevant descriptions are partial; a different binding region is wrong.

Antibody format tags are canonicalized. Compatible coarse and fine categories receive
exact credit; incompatible core formats are wrong.

Exact credit is given when the prediction contains the annotated core mechanism.
Mechanistically related but incomplete descriptions are partial; contradictory or unre-
lated mechanisms are wrong.

Experimental methods are canonicalized into method sets. Exact credit is given when
annotated methods are covered and extra methods are direct readouts; partial credit is
given for overlap or peripheral extra methods; no overlap is wrong.

Scientific notation is parsed into scalar rates. The same strict and relaxed numerical
tolerances used for kinetic fields determine exact, partial, and wrong outcomes;
ambiguous expressions go to the LLM judge.

Scientific notation is parsed into scalar rates. The same strict and relaxed numerical
tolerances used for kinetic fields determine exact, partial, and wrong outcomes;
ambiguous expressions go to the LLM judge.

Concentration units are normalized to a common scale. Scalar values are judged by
strict and relaxed numerical tolerances; ranges or multi value expressions are deferred
to the LLM judge.

Continued on next page
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ID

Field Tier Scoring method Scoring criteria

13

14

20

21

22

Structure Standard LLM rubric Structural evidence is judged by consistency of deposited structure identifiers, ex-
perimental method, and resolution when available. Correct method with incomplete
details is partial; conflicting structure evidence is wrong.

source Auxiliary LLM rubric Source species or derivation is judged semantically. Exact credit requires the same
source category; implicit or incomplete source descriptions are partial; conflicting
source species are wrong.

Reference_Source Auxiliary Reference rule Matching DOI receives exact credit. Author, year, and journal agreement also receives
exact credit; incomplete bibliographic agreement is partial, and unrelated references
are wrong.

Target_Type Auxiliary LLM rubric Target molecular category is judged semantically. Compatible categories receive exact
or partial credit depending on specificity; inconsistent categories are wrong.

Antibody_Isotype Auxiliary LLM rubric Isotype and subclass are compared semantically. Compatible isotype information
receives exact credit; missing subclass details are partial; conflicting isotypes are
wrong.

Cross_Reactivity Auxiliary LLM rubric Exact credit requires agreement on the relevant species, variants, or breadth profile.
Partial coverage receives partial credit; contradictory reactivity profiles are wrong.

Quantitative_Metric Auxiliary LLM rubric Supplementary quantitative measurements are judged by metric type, value, and condi-
tion. Partial coverage of multi part measurements receives partial credit; mismatched
metrics or values are wrong.

In_Vivo_Half_Life Auxiliary LLM rubric Half life values are compared semantically, including unit interpretation. Approximate
or incomplete duration information is partial; inconsistent pharmacokinetic values are
wrong.

In_Vivo_Efficacy Auxiliary LLM rubric In vivo efficacy is judged by consistency of model, intervention, and outcome. Partial
model or outcome coverage receives partial credit; conflicting efficacy claims are
wrong.

Thermal_Stability_Tm Auxiliary Numeric parser Melting temperatures are parsed as scalar temperature values. Scalar comparisons are
judged by strict and relaxed numerical tolerances; ambiguous text is deferred to the
LLM judge.

C

LLM-as-Judge Prompt Design

The LLM judge is a constrained semantic adjudicator rather than a replacement for the deterministic
evaluator. It is invoked only after empty value handling, numerical parsing, sequence comparison,
experiment method canonicalization, antibody type matching, and reference matching fail to resolve
a field. Each call compares one expert value with one predicted value for a fixed schema field. The
system prompt specifies the scoring labels, tier priorities, numerical conventions, and field-specific
semantic tolerances, while the user prompt provides the concrete field and value pair to be judged. The
implementation uses zero temperature and enforces valid JSON labels and scores.

System Prompt Used by the Judge

You are a biomedical information extraction quality evaluator.

Your task is to compare the model prediction with the ground truth and assign a field score.

Labels. exact (1.0): semantically consistent and scientifically correct. Use exact when synonymous expressions have
the same meaning; the prediction is more detailed than the ground truth but preserves the same core fact; the prediction
is shorter but still preserves the core fact; numeric wording differs but the value is equivalent; empty markers such as
n.d., N/A, ND, None, a hyphen marker, and the empty string are equivalent; the core germline gene segment is the same;
or a sequence fully contains the expected core sequence.

partial (0.5): partly correct, with the right direction but important missing or shifted detail. Examples include partial
numeric coverage, a correct mechanism missing key detail, or a reference missing author or article details.

wrong (0.0): contradictory or unrelated information, such as a different gene, sequence, target, epitope, mechanism, or
value off by orders of magnitude.

Field Weights. Core fields include CDRH3_Sequence, vh_sequence_aa, vl_sequence_aa, and Binding_Kinetics_KD.
They receive weight 2.0 and must be judged strictly, especially for sequences. Standard fields include Target_Name,
Epitope, Antibody_Type, Mechanism_of_Action, Experiment, Binding_Kinetics_kon, Binding_Kinetics_koff, Bind-
ing_EC50, and Structure. They receive weight 1.0. Auxiliary fields include source, Reference_Source, Tar-
get_Type, Antibody_Isotype, Cross_Reactivity, Quantitative_Metric, In_Vivo_Half_Life, In_Vivo_Efficacy, and Ther-
mal_Stability_Tm. They receive weight 0.5.

Binding Kinetics. Normalize concentration units for K p and EC50 across pM, nM, uM, and M. A numeric difference
of at most 10% is exact, a difference within three fold is partial, and a larger difference is wrong. Apply the same
thresholds to kon, koff, and Tm when comparable.

Structure and Cross Reactivity. Structure text may include method, resolution, and PDB ID. The same method
with similar resolution is exact, whereas the correct method with missing or different PDB detail is partial. For
Cross_Reactivity, species and variant coverage matter, and broadly compatible statements may be partial when specific
species or variants are omitted.

Important Notes. Compare semantics, not wording or language. More detailed predictions are usually not penalized
when the core fact is correct. Epitope descriptions can be exact when they refer to the same region, domain, groove,
motif, or key residue set at a different detail level. For information extraction, give high scores when the scientifically
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important fact is correct.

Lenient Defaults for Selected Fields. For Target_Name, if the core target matches, missing or extra clade, subtype,
strain, lineage, or variant qualifiers can still be exact. For Epitope, descriptions of the same binding region, groove,
domain, motif, or core residue set can be exact even at different detail levels. For Antibody_Type, compatible coarse
and specific types can be exact. For Experiment, if the prediction covers the ground truth methods and extra methods
are still direct readout, kinetics, or binding measurements, exact is acceptable; peripheral methods such as Western blot,
crystallography, challenge models, sorting, gating, or sequencing should reduce to partial. For Mechanism_of_Action, if
the prediction includes a core mechanism from the ground truth, compatible extra mechanisms usually do not penalize it
unless the prediction contradicts or omits the ground truth mechanism.

\.

User Prompt Template Used by the Judge

Judge the match for this field.

Field: {field_name} — {field_description}

Weight level: {weight_level}

Field specific rule: {field_guidance}

Ground truth: {gt_value}

Model prediction: {pred_value}

Return raw JSON only, without code fences:

{“label”: “exact”/“partial”/*wrong”, “score’: 1.0/0.5/0.0, “reason”: “one sentence English explanation™}

\.

D Scoring Formulas

Record score. For each matched antibody pair (a, @), the record score is

22
Zf:l Wf -~ Va,f
R(a) = 22 s
D1 Wy

where wy € {2.0,1.0,0.5} is the tier weight (Core, Standard, Auxiliary) and v, s € {1,0.5,0} is the
verdict credit for field f.

Document score with penalty. Let |.4,| be the number of ground-truth records in document d, ngp
the number of unmatched predictions, and ngy the number of unmatched annotations. The penalized
document score is

ey

Sy = W x 100 x max(0, 1 — 0.01|ngp/5] — 0.05 ngN). )
d

Omissions are penalized more heavily (Agn=0.05 per record vs. App=0.01 per five spurious records)
because missed antibodies represent irretrievable evidence loss. The final benchmark score is S =
1
Hungarian similarity function. The cost matrix entry for record alignment combines antibody-name
similarity and contextual consistency:

sim(a,a) = 0.85 N(a,a) + 0.15C(a, a), 3)

where N is the normalized name similarity (longest common subsequence ratio, boosted to >0.98 on
exact-name match), and C € [0, 1] is a weighted context score over five shared fields:

Context Field Weight
Target_Name 0.45
Antibody_Type 0.25
Experiment 0.15
Structure 0.10

Reference_Source 0.05

Assignments with sim < 7 (7=0.5) are rejected; unmatched predictions become ngp and unmatched
annotations become npy.

Numeric tolerance. Deterministic numeric checks accept a prediction xpreq against ground truth zg
under two tolerance levels:

[Zpred — T

1
Exact (v=1) : <01,  Partial (v=0.5): - < P <3 @)
|xgt‘ 3 Tt
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Values outside both ranges receive v=0.

E Agent Skill and Prompt Modules

This appendix lists the reusable agent skills and prompt modules used to operationalize domain feedback
in ABCURATOR. The skills define task-specific procedures for OCR repair, evidence grounding, sequence
handling, and validation, while the prompts specify the extraction and review instructions passed to the
corresponding agents.

E.1 Skill Modules

OCR Format Repair Skill

name: ocr-format-repair
description: Conservatively repair OCR-derived Markdown formatting while preserving every scientific token.
agent: ocr_repair

# When to Use

Use this skill before extraction when OCR Markdown contains broken table rows, broken headers, HTML wrappers,
duplicated spaces, or layout-induced line breaks.

# Inputs

Paper identifier, chunk index, total chunk count, and one OCR Markdown chunk.

# Procedure

Repair only formatting that can be fixed with tokens already present. Merge broken rows or headers, join OCR-split
lines, normalize whitespace, and repair obvious Markdown or HTML wrappers. For HTML tables, prefer header-only
cleanup and keep row labels, body cells, values, and units unchanged.

# Guardrails

Never change numeric values, amino-acid sequences, nucleotide sequences, residues, accessions, PDB identifiers, SEQ
ID numbers, antibody names, species names, scientific wording, or table body cells. If a repair requires scientific
inference, keep the original text.

# Output

Return the repaired Markdown chunk, whether it changed, and a short edit summary.

\. J

Evidence Reduction Skill

name: evidence-reduction
description: Filter long OCR chunks to preserve antibody, sequence, structure, table, image, and quantitative evidence.
agent: reducer

# When to Use

Use this skill before skeleton extraction when long documents exceed the reliable context budget.

# Inputs

Paper identifier, chunk index, total chunk count, and one paper chunk.

# Procedure

Keep original sentences, tables, figure legends, image Markdown, supplementary references, sequence blocks, accessions,
PDB identifiers, antibody names, clone names, binding values, epitope evidence, structure evidence, and assay-local
quantitative evidence. Preserve retained snippets in source order.

# Guardrails

Do not summarize, paraphrase, or rewrite scientific content. Remove references, author metadata, acknowledgments,
broad background, generic discussion, long protocols, instrument settings, and method details unless they directly
contain antibody-level evidence.

# Output

Return retained original snippets, evidence-type labels, and a short note. If the chunk has no extraction value, return
empty retained text.

\

Sequence Image Extraction SKkill

name: sequence-image-extraction
description: Read antibody VH, VL, and CDRH3 sequences from sequence alignment or sequence block images.
agent: sequence_image_extract
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# When to Use

Use this skill when sequence or alignment images may contain visible antibody heavy-chain, light-chain, or CDRH3
amino-acid evidence.

# Inputs

One candidate image or adjacent image group, local source context, and optional seed antibody names.

# Procedure

Transcribe visible amino-acid rows exactly. In alignments, retain gap characters and restore dot characters only from a
visible reference row. Attribute sequences only to antibodies whose names and sequence rows are locally connected.
# Guardrails

Do not infer invisible residues from background knowledge, germline labels, parent/WT labels, PDB identifiers,
accessions, or prose context. Treat germline, consensus, WT, parent, reference, and control rows as references unless the
image explicitly defines them as independent antibodies. Do not fill VH/VL from short CDR fragments or local tails.
# Output

Return one record per supported antibody with visible VH, VL, and CDRH3 fields. Missing fields remain empty.

PDB Postprocess Backfill Skill

name: pdb-postprocess
description: Normalize PDB lookup summaries into mergeable antibody structure and sequence backfill fields.
agent: api_fetch

# When to Use

Use this skill after external structure lookup when candidate PDB summaries and heuristic chain evidence need
normalization before merging.

# Inputs

Paper identifier, current antibody entry, candidate PDB summaries, and heuristic backfill evidence.

# Procedure

Choose a structure only from the candidate PDB set. Fill VH and VL only from directly supported antibody variable-
region chains. Fill CDRH3 only when supported by the selected VH sequence.

# Guardrails

Do not add unsupported chains. Do not put linkers, tags, antigen sequences, constant regions, or noisy chain text into
VH/VL. If attribution is uncertain, leave the field empty.

# Output

Return one mergeable backfill object for the current antibody. Unsupported fields are empty strings.

E.2 Prompt Modules

System prompt for paper focus analysis

You are a pre-extraction analyzer for difficult immunology papers.

Your task is not to output final antibody JSON. Your task is to generate a short, executable paper-focus refinement for
downstream extraction.

# Context Overview

You will be given document excerpts, regex hints, and heuristic focus signals. Use only local evidence from these inputs.
Do not introduce external knowledge.

# Analysis Goals

Identify which antibodies are likely core study antibodies, which are likely comparator/control/reference-only antibodies,
where records should be split, where sequences should be looked for first, and which local-binding risks are most
important.

# Special Directives

If supplementary tables, sequence listings, figure images, or tables are absent or truncated, explicitly state that affected
fields should stay empty. If the paper contains FR/CDR row-order sequence blocks, instruct downstream extraction to
read antibody names from FR1 order and bind later FR/CDR rows by that same order. If both VH and CDRH3 are
present, instruct downstream validation to check that CDRH3 is derivable from the same VH.

# Output Format

Return JSON only with Ilm_focus_summary, likely_core_antibodies, likely_reference_only_antibodies,
record_split_alerts, sequence_source_priority, recommended_order, and local binding_warnings. Use empty
arrays or empty strings when evidence is insufficient.
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System prompt for antibody skeleton extraction

You are a senior bioinformatics data architect for complex immunology literature.

Your task is to read document evidence and regex hints, then extract all antibodies with substantive data into benchmark-
compatible flat records.

# Article-Adaptive Protocol

Before extraction, decide whether the paper is table-led, supplement-led, figure-caption-led, sequence-led, structure-led,
or mixed. Activate only the evidence modules supported by the current article. Regex hints and paper-focus analysis are
for locating and prioritizing evidence; they never replace local source text.

# Evidence-Unit Record Rule

A record represents an evidence unit: antibody name, target/object, condition/background, assay/readout, construct or
format, and directly attributable value. Split records when target, condition, assay, construct, molecular format, strain,
variant, cell background, or value attribution changes. Do not split for narrative summaries, generic cross-reactivity, or
non-local differences.

# Inclusion and Exclusion Policy

Include core study antibodies, recovered clones with clone-level sequence/isotype/target/binding data, image-supported
study antibodies, and non-binding clones with sequence data. Exclude failed candidates, pure controls, commercial
background antibodies, reference-only comparators, donor chains, unrecovered lineage nodes, MRCA or germline
reversions, chain-swap constructs, public-clonotype search hits, and inferred-germline/control rows unless the paper
reports independent antibody-level conclusions for that entity.

# Anti-Broadcasting Policy

Experiment, Structure, In_Vivo_Efficacy, Epitope, and Mechanism_of_Action require local antibody-specific evidence.
Do not copy a structure, method, mechanism, survival curve, epitope claim, or family-level conclusion to sibling records
without a local name and condition anchor.

# Sequence Policy

VH and VL fields require complete variable-region amino-acid sequences. Never fill them with germline names, V/J
annotations, identity percentages, accessions, PDB IDs, dataset identifiers, grant numbers, catalog numbers, short tails,
local CDR fragments, or natural-language placeholders. Resolve near-duplicate OCR conflicts by repeated support,
full-chain consistency, SEQ ID evidence, and parent/variant chain evidence. For patent multi-column sequence tables,
concatenate sequence columns row-wise. For FR/CDR row-order blocks, read antibody names from FR1 and bind later
rows by the same order. CDRH3 must be explicit or derivable from the same VH.

# Quantitative Policy

Exact local values with units override prose summaries. Fill Kp, kon, koff, EC50, IC50, quantitative metrics,
and thermal stability only with precise values and units. Vague terms such as high affinity, strong binding, potent
neutralization, nanomolar range, or broad reactivity do not replace exact table or panel values.

# Output Format

Return strict JSON only. The top level is keyed by paper identifier. Each payload contains paper_id, title, optional
category, and antibodies. Each antibody uses flat benchmark fields and string values. Missing, unsupported, unreadable,
or non-unique fields are empty strings. Do not output nested value/quote objects, pointers, actions, confidence, germline
helper fields, obsolete fields, Markdown fences, or explanation.

System prompt for figure VLM extraction

You are a biomedical figure triage and data-extraction expert.

Your task is to classify paper figures and extract visible antibody-related sequence, kinetics, quantitative, and efficacy
data into mergeable JSON records.

# Context Overview

You will receive one image or adjacent image group, local context, target antibody names, and missing fields. The
image may contain sequence data, BLI/SPR kinetics, quantitative tables, in vivo efficacy plots, or no relevant data.

# Triage Rules

First decide whether the image contains sequence data, kinetics data, quantitative table evidence, efficacy evidence, or
no relevant extractable evidence. If the image is blurry or uncertain, treat it as not relevant.

# Extraction Rules

Extract only data visible in the image. Do not guess values. Transcribe complete sequences without omission. Numeric
values must include units. If one image contains multiple antibodies or multiple target-specific panels, output one record
per antibody-data point. If the same antibody has different targets or different K p values in different panels, output
separate records.

# Field Rules

Use Target_Name only when the target label is visible in the image. Use VH/VL fields only for complete amino-acid
sequences, never germline gene names or annotations. Extract CDRH3 only when visible. Extract K p, kon, koff, EC50,
IC50, Tm, and efficacy values only with direct visual support. Do not output structure or mechanism information.

# Efficacy Rules

Fill in vivo efficacy only when the same panel or legend locally binds the antibody name to the survival, protection,
treatment, weight-loss, or viral-load value. Do not copy a group-level efficacy result to every antibody in a name list.
# Output Format

Return only a JSON array. Each object may contain mAb, Target Name, CDRH3, VH_sequence, VL_sequence,
VDIJ_Heavy, VJ_Light, K p, kon, koff, EC50, IC50, Tm, and In_Vivo_Efficacy. Missing fields are empty strings.
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F Detailed Experimental Results

Table 6: Per-document ABDATABENCH scores for proprietary models. Scores use the 44-document ground-truth
order; absent predictions are scored as 0.

Task Document Opus-4.6 Sonnet-4.6 GPT-5.5 Gemini-3.1
1 Benjelloun et al. Jimmun. 2016 78.1 78.8 81.8 60.5
2 Chem Sci 2020 88.8 87.2 70.3 77.7
3 Colley et al. MABS 2018 89.2 81.6 90.2 90.2
4 Dacon et al. Science 2025 89.0 92.8 90.8 89.7
5 Hsiao et al. Nat Commun 2024 88.9 88.6 88.3 88.3
6 Juetal. Cell 2025 84.8 54.0 66.7 76.5
7 Liu et al. Immunity 2020 72.5 76.7 92.1 95.3
8 Liu et al. Nat Commun 2019 322 81.7 82.8 28.9
9 Lowe et al. ] Mol Biol 2011 91.9 85.9 91.3 91.6

10 Lu et al. J Biol Chem 2025 53.6 57.1 68.7 76.1
11 Malia et al. Proteins 2016 88.4 88.4 63.6 87.5
12 Nat Commun 2018 97.8 722 88.9 97.8
13 Nucleic Acids Res 2025 87.8 83.2 85.8 81.6
14 Olia et al. Fimmu. 2024 80.7 82.5 77.0 39.8
15 Patel et al. Cell Rep Med 2025 93.3 92.9 97.7 91.6
16 Peng et al. mAbs 2015 96.7 92.4 10.5 97.8
17 Pinto et al. Science 2021 71.7 72.2 68.0 75.8
18 PLoS Pathog 2021 86.8 88.2 60.0 86.2
19 Proteins 2005 98.4 92.4 92.4 98.4
20 Schmitz et al. Immunity 2021 86.0 88.9 80.6 60.8
21 Shi et al. Structure 2022 81.2 71.4 75.4 83.2
22 Sok et al. Immunity 2016 53.2 53.2 90.7 89.3
23 Song et al. Cell Reports 2025 79.8 81.0 71.8 61.1
24 Thai et al. Cell Rep 2023 78.3 80.0 81.5 13.7
25 Umotoy et al. Immunity 2019 79.4 79.0 70.1 75.8
26 US20080199481A1 0.0 0.0 0.0 21.5
27 US20180250395A1 89.0 84.0 84.1 33.0
28 WO02011004028A2 73.4 74.7 74.0 414
29 WO02016073890A1 78.7 74.1 43.6 43.6
30 WO02017021539A2 92.8 93.7 95.6 89.1
31 Zhou et al. Immunity 2018 85.2 85.2 79.3 64.3
32 Zhou et al. Science 2010 72.6 74.4 79.8 82.9
33 W02022123040A1 90.2 92.0 59.0 92.0
34 US20160130366A1 91.9 96.6 90.5 274
35 US20250109195A1 90.4 89.9 81.0 474
36 WO2018068182A1 98.8 65.3 94.0 56.8
37 EP4050030A1 0.0 0.0 0.0 0.0
38 US11702478 73.8 84.7 95.7 23.6
39 EP3159358B1 87.0 85.6 26.8 0.0
40 WO02022049165A1 85.5 77.5 87.1 0.0
41 WO02022150740A1 89.6 84.8 87.2 55.0
42 WO02018048939A1 85.0 76.5 85.9 86.3
43 WO02019086573A1 95.3 94.6 98.9 97.8
44 US20250154275A1 37.8 24.6 0.0 0.0
Avg. Mean 78.3 76.4 72.7 63.1

Table 7: Per-document ABDATABENCH scores for open-source models. Scores use the 44-document ground-
truth order.

Task Document Qwen3.5 DeepSeek-V4 GLM-5.1 MiniMax-M2.7
1 Benjelloun et al. Jimmun. 2016 65.1 59.9 69.7 78.2
2 Chem Sci 2020 93.6 86.0 88.8 68.8
3 Colley et al. MABS 2018 75.0 413 88.0 38.2
4 Dacon et al. Science 2025 344 89.2 86.8 34.4
5 Hsiao et al. Nat Commun 2024 88.8 84.1 69.2 63.8
6 Juetal. Cell 2025 85.7 80.7 72.9 58.3
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Task Document Qwen3.5 DeepSeek-V4 GLM-5.1 MiniMax-M2.7
7 Liu et al. Immunity 2020 94.9 96.7 70.2 96.5
8 Liu et al. Nat Commun 2019 85.6 83.2 91.1 89.6
9 Lowe et al. ] Mol Biol 2011 82.8 90.8 84.4 589

10 Luet al. J Biol Chem 2025 28.4 47.0 75.0 71.1
11 Malia et al. Proteins 2016 95.1 83.7 76.0 54.6
12 Nat Commun 2018 923 97.8 87.9 49.0
13 Nucleic Acids Res 2025 87.1 79.8 82.9 372
14 Olia et al. Fimmu. 2024 37.9 81.0 81.4 37.9
15 Patel et al. Cell Rep Med 2025 85.6 93.5 90.3 80.6
16 Peng et al. mAbs 2015 88.8 96.7 19.5 0.0
17 Pinto et al. Science 2021 534 70.5 69.8 74.4
18 PLoS Pathog 2021 84.8 86.1 84.2 84.0
19 Proteins 2005 84.8 100.0 92.4 519
20 Schmitz et al. Immunity 2021 33.6 77.0 81.1 58.8
21 Shi et al. Structure 2022 90.1 90.5 59.6 49.5
22 Sok et al. Immunity 2016 88.5 97.6 96.1 90.5
23 Song et al. Cell Reports 2025 59.2 824 68.3 81.5
24 Thai et al. Cell Rep 2023 67.7 68.5 74.3 14.0
25 Umotoy et al. Immunity 2019 75.5 49.9 74.7 0.3
26 US20080199481A1 38.5 0.0 45.0 43.6
27 US20180250395A1 64.7 74.8 66.2 66.4
28 WO02011004028A2 63.3 76.8 63.4 58.7
29 WO02016073890A1 69.6 76.8 70.5 71.5
30 WO02017021539A2 86.8 85.6 96.2 23.8
31 Zhou et al. Immunity 2018 84.9 83.7 85.2 84.2
32 Zhou et al. Science 2010 75.1 74.4 71.8 69.0
33 WO02022123040A1 59.1 78.2 54.3 58.0
34 US20160130366A1 77.8 89.5 78.2 73.4
35 US20250109195A1 89.9 88.3 90.7 94.5
36 WO2018068182A1 99.0 69.8 97.6 97.0
37 EP4050030A1 0.0 0.0 79.2 1.1
38 US11702478 92.7 81.3 73.3 91.0
39 EP3159358B1 5.7 27.3 48.7 45.0
40 WO02022049165A1 83.3 84.8 78.4 78.8
41 WO02022150740A1 84.8 79.4 834 55.0
42 WO02018048939A1 87.5 85.3 85.9 88.2
43 'WO02019086573A1 57.7 77.0 54.0 57.7
44 US20250154275A1 36.9 76.7 87.1 40.0
Avg. Mean 70.8 75.5 76.0 59.5
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G Abbreviations and Terminology

Abbreviation/Term

Meaning

Antibody structure & formats

CDR Complementarity-determining region

CDRH3 Heavy chain CDR3, the most critical loop for antigen binding
VH, VL Variable heavy / light chain

FR Framework region

scFv Single-chain variable fragment

Fab Fragment antigen-binding

VHH Variable domain of heavy-chain antibody (nanobody)
mADb Monoclonal antibody

Binding kinetics &

measurements

Kp Equilibrium dissociation constant

Kon, Koft Association / dissociation rate constants

EC50 Half-maximal effective concentration

IC50 Half-maximal inhibitory concentration

Tm Thermal melting temperature

Experimental techniques
BLI

SPR

ADCC

Databases & resources
PDB

Biolayer interferometry
Surface plasmon resonance
Antibody-dependent cellular cytotoxicity

Protein Data Bank

GenBank NIH genetic sequence database

IMGT ImMunoGeneTics information system
SAbDab Structural Antibody Database
Thera-SAbDab Therapeutic Structural Antibody Database
OAS Observed Antibody Space

Specific biological entities
3D7, HB3, Dd2, FVO

Laboratory reference strains/isolates of Plasmodium falciparum

EGFR, PD-1, HER2, VEGF Common therapeutic targets: epidermal growth factor receptor, programmed death 1, human

epidermal growth factor receptor 2, vascular endothelial growth factor

SARS-CoV-2 Spike/RBD Spike protein and its receptor-binding domain of SARS-CoV-2

H Stability and Uncertainty Analysis

To assess sensitivity to document composition and generation stochasticity, we report document-level un-
certainty and repeated-run statistics. Document-level confidence intervals use paired bootstrap resampling
of the 44 documents with 50,000 resamples, using the same resampled document indices for all models;
each model was independently run three times under identical conditions, with the best run reported in
Table 2. SD denotes sample standard deviation and SE denotes standard error.

Table 8: Document-level uncertainty estimates. CI is the paired 95% bootstrap confidence interval.

Model Score Trimmed SD 95% Bootstrap CI
Claude-4.6-Opus 78.31 14.52 [71.19, 84.25]
Claude-4.6-Sonnet ~ 76.38 13.48 [69.52, 82.02]
GPT-5.5 72.72 21.61 [64.45,79.99]
Gemini-3.1-Pro 63.12 28.54 [53.75, 72.06]
Qwen3.5-Plus 70.82 19.54 [63.32, 77.57]
DeepSeek-V4-Pro  75.54 14.95 [68.46, 81.52]
GLM-5.1 75.99 11.29 [71.29, 80.23]
MiniMax-M2.7 59.52 21.85 [51.81, 66.74]
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Table 9: Run-to-run variation across three independent runs. Final is the highest-scoring run reported in the
main results.

Model Runl Run2 Run3 Final SD SE
Claude-4.6-Opus 78.3 78.1 76.9 783 0.76 +0.44
Claude-4.6-Sonnet 74.9 76.4 75.8 764 075 +0.44
GPT-5.5 70.2 71.4 72.7 727 125 +0.72
Gemini-3.1-Pro 62.9 63.1 61.8 63.1 0.70 +0.40
Qwen3.5-Plus 70.8 69.1 70.1 70.8 0.85 +0.49
DeepSeek-V4-Pro 74.1 73.4 75.5 755 1.07 +0.62
GLM-5.1 76.0 74.2 75.3 76.0 091 +0.52
MiniMax-M2.7 59.0 59.5 58.1 59.5 071 +0.41

I Resource Usage Analysis

We report the computational resources required to run ABCURATOR over all 44 benchmark documents.
The analysis includes aggregate API token consumption, wall-clock runtime, total monetary cost, and
average cost per processed document, providing a practical reference for reproducing the benchmark and
estimating deployment requirements. Costs are reported in U.S. dollars and correspond to backbone-model
API usage under the experimental configuration.

Table 10: Resource usage on the 44-document benchmark. API tokens are reported in millions.

Model API tokens (M) Wall-clock time Cost (USD) Avg. cost / document (USD)
Claude-4.6-Opus 11.80 1h 54m 129.8 2.95
Claude-4.6-Sonnet 13.11 2h 17m 86.5 1.97
GPT-5.5 13.04 2h 13m 163.0 3.70
Gemini-3.1-Pro 13.88 2h 13m 124.9 2.84
Qwen3.5-Plus 15.87 3h 49m 159 0.36
DeepSeek-V4-Pro 11.74 3h 0lm 6.6 0.15
GLM-5.1 13.90 1h 58m 32.0 0.73
MiniMax-M2.7 17.20 3h 32m 13.8 0.31
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