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Abstract

Group Relative Policy Optimization (GRPO)
is one of the most widely adopted RLVR algo-
rithms for post-training large language mod-
els on reasoning tasks. We first show that
GRPO admits an equivalent discriminative re-
formulation, in which policy optimization max-
imizes the expected score gap between veri-
fied positive and negative rollouts. This re-
formulation reveals two objective-level limita-
tions: likelihood-misaligned surrogate scores,
in which clipped ratio-based scores are opti-
mized rather than the sequence likelihoods that
govern generation, and score-insensitive credit
assignment, in which rollout-level credit does
not reflect the current score gaps between pos-
itive and negative rollouts. To address these
limitations, we propose ConSPO, a Contrastive
Sequence-level Policy Optimization method
that uses length-normalized sequence log-
probabilities as rollout scores and contrasts
verified positive rollouts against negative dis-
tractors within the same group. ConSPO opti-
mizes a group-wise InfoNCE-style objective to
adaptively strengthen updates for poorly sepa-
rated positives and high-scoring negatives, to-
gether with a curriculum-scheduled margin that
preserves separation pressure as training pro-
gresses. Experiments across diverse settings
show that ConSPO outperforms strong base-
lines on challenging reasoning benchmarks.

1 Introduction

Reinforcement learning with verifiable rewards
(RLVR) has become a standard paradigm for post-
training LLMs on reasoning tasks. Among RLVR
algorithms, Group Relative Policy Optimization
(GRPO) (Shao et al., 2024; Guo et al., 2025) is
widely adopted for its critic-free design, which es-
timates group-relative advantages from outcome
rewards within sampled rollout groups. Recent
studies improve GRPO by modifying importance

†Corresponding authors.

sampling to mitigate entropy collapse (Zhao et al.,
2026; Zheng et al., 2025; Gao et al., 2025b), shap-
ing rewards to control reasoning lengths (Huang
et al., 2026; Yi et al., 2025; Tan et al., 2025), or ex-
tending the framework to agentic applications (Jin
et al., 2025; Chen et al., 2025b; Zhang et al., 2026b).
Despite these advances, existing approaches mainly
adjust GRPO around its original objective, leaving
the core optimization mechanism underexplored.

Recent studies have highlighted the potential
role of discriminative learning principles (Su et al.,
2025; Cui et al., 2026), providing a useful depar-
ture point from the standard group-relative advan-
tage formulation. We make this connection ex-
plicit by rewriting GRPO as a weighted positive-
negative discrimination objective (Proposition 1),
whose general form and binary-reward specializa-
tion are summarized in Figure 1. Under this view,
GRPO increases the sequence-level scores of ver-
ified positive rollouts and decreases those of ver-
ified negative rollouts, where the scores are aver-
ages of clipped token-level importance sampling
ratios. This reveals likelihood-misaligned surro-
gate scores: GRPO separates positive and negative
rollouts using scores derived from clipped impor-
tance ratios, rather than the sequence likelihoods
that determine generation. Consequently, GRPO
can increase the surrogate score gap between posi-
tive and negative rollouts without improving their
likelihood ordering under the current policy. This
training-inference mismatch weakens the connec-
tion between objective improvement and genera-
tion quality, leading to suboptimal policy optimiza-
tion (Meng et al., 2024).

The binary-reward specialization further shows
that GRPO reduces to positive-negative discrimi-
nation scaled by the group pass rate p(q) through
the factor

√
p(q)(1− p(q)). This pass-rate weight-

ing exposes score-insensitive credit assignment:
GRPO determines rollout-level credit based on
reward-based advantages tied to the group pass rate,
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Equivalent discriminative formulation.

J0(θ) = Eq

[
1

2
Eō∼πold(·|q)

[
|A(ō|q)|

]
E
o∼π̃+

q , o′∼π̃−
q

[
s+θ (o, q)− s−θ (o

′, q)
]]

.

Specialization under binary rewards.

J0(θ) = Eq

√
p(q)(1− p(q))E

o∼π+
old

(·|q), o′∼π−
old

(·|q)
[
s+θ (o, q)− s−θ (o

′, q)
]
.

where A(o|q) denotes the GRPO group-relative advantage. The distributions π̃+
q and π̃−

q are obtained by reweighting
rollouts from πold(·|q) using the positive and negative parts of A(o|q), respectively; under binary rewards, they reduce to
π+
old(·|q) and π−

old(·|q), which are the conditional distributions induced by πold over verified positive (r = 1) and negative
(r = 0) rollouts. The quantity p(q) = Eo∼πold(·|q)[r(o, q)] is the expected reward under πold, i.e., the pass rate under binary
rewards, and s+θ and s−θ are sequence-level averages of clipped token-level importance sampling ratios.

Figure 1: Equivalent discriminative view of GRPO. In general, the GRPO objective can be written as a weighted
positive-negative discrimination objective, with rollout distributions induced by the positive and negative parts of
the relative advantage and scores given by averages of clipped importance ratios. In the common RLVR setting with
binary rewards, the weighting term simplifies to

√
p(q)(1− p(q)), a factor determined by the group pass rate p(q).

rather than on current score gaps between positive
and negative rollouts. As detailed by the gradient
analysis in Lemma 1 and illustrated in Figure 2,
this mechanism assigns the same coefficient to all
positive rollouts in a group and another coefficient
to all negative rollouts. The resulting update is in-
sensitive to within-group score gaps, treating a pos-
itive rollout close to negatives and a high-scoring
hard negative equivalently to other rollouts with
the same reward. Dynamic sampling mitigates this
issue by retaining groups with intermediate pass
rates (Yu et al., 2025; Bae et al., 2026; Jiang et al.,
2025), but it does not remove the underlying source
in the GRPO objective.

To address these limitations, we propose
ConSPO, a Contrastive Sequence-level Policy
Optimization method for RLVR. ConSPO ad-
dresses likelihood-misaligned surrogate scores by
replacing the clipped importance sampling ratio
scores in GRPO with length-normalized sequence
log-probabilities. This likelihood-based score
directly matches the sequence probabilities that
govern autoregressive generation, aligning train-
ing with inference. To address score-insensitive
credit assignment, ConSPO optimizes a group-
wise InfoNCE-style objective (van den Oord et al.,
2019), contrasting each verified positive rollout
with negative distractors generated for the same
question. As shown in Lemma 2 and Figure 2, the
softmax normalization makes the positive-rollout
gradient depend on its separation from the nega-
tive distractors: the update is strengthened when
the positive score remains close to the distractors

and smoothly attenuated once it becomes well sep-
arated. For negative rollouts, the total suppres-
sive signal increases when positives are poorly
separated from the distractor set, with larger up-
dates assigned to higher-scoring incorrect rollouts.
ConSPO further introduces a margin to maintain
separation pressure when positive rollouts only
marginally outperform negative distractors. We
schedule this margin as a curriculum (Bengio et al.,
2009; Wang et al., 2021), allowing optimization to
begin with coarse positive-negative ordering and
gradually shift toward stronger separation. Exper-
iments across multiple backbone models, model
scales, and training datasets show that ConSPO
consistently improves performance on seven chal-
lenging mathematical reasoning benchmarks. Our
main contributions are summarized as follows:

• We derive an equivalent discriminative reformula-
tion of GRPO that reveals two objective-level lim-
itations: likelihood-misaligned surrogate scores
and score-insensitive credit assignment.

• We propose ConSPO, which optimizes an
InfoNCE-style sequence-level objective with
likelihood-aligned scores and a curriculum-
scheduled margin to address the above limita-
tions.

• Experiments on challenging reasoning bench-
marks show that ConSPO consistently outper-
forms strong RLVR baselines across different
models, model scales, and training datasets.
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Figure 2: Left: sequence-level gradient comparison between GRPO and ConSPO. In the GRPO block, p̂q
denotes the empirical pass rate of the sampled group, indicating that the credit assigned to positive and negative
rollouts is determined by group-level statistics rather than within-group score gaps. In the ConSPO block, P+

i and
P−
ij are computed as in Eq. (9) with sθ(o

+
i , q) replaced by sθ(o

+
i , q)−mt; the resulting credit assignment depends

on current within-group score comparisons. Right: training dynamics. The curves show that ConSPO achieves
consistently higher rewards than GRPO during training.

2 Related Work

RLVR for LLM reasoning. GRPO (Guo et al.,
2025) estimates group-relative advantages from
outcome rewards without a learned value model,
motivating extensive efforts in RLVR for reason-
ing. Recent work improves GRPO by reallocat-
ing losses around the objective (Liu et al., 2025a;
Yu et al., 2025), adjusting importance sampling
mechanisms for more stable optimization (Zhao
et al., 2026; Chen et al., 2025a; Gao et al., 2025b),
or shaping rewards toward more efficient reason-
ing (Huang et al., 2026; Yi et al., 2025). DisCO (Li
et al., 2025) reinterprets GRPO through a discrimi-
native lens under binary rewards and explores alter-
native scoring functions, but does not address the
score-insensitive credit assignment induced by the
GRPO objective. ConSPO instead targets this lim-
itation by optimizing an InfoNCE-style objective
for online RLVR, with likelihood-aligned sequence
scores and a curriculum-scheduled margin.

Contrastive objectives for policy alignment.
Contrastive learning distinguishes positive sam-
ples from negative distractors, commonly through
InfoNCE-style objectives (van den Oord et al.,
2019), with representative methods enlarging neg-
ative sets via large-batch sampling or momentum
queues (Chen et al., 2020; He et al., 2020). Re-
cent policy alignment methods adopt similar dis-
criminative principles to optimize policy likeli-
hoods over preferred and dispreferred responses
without explicit reward modeling (Rafailov et al.,
2023; Xu et al., 2024; Meng et al., 2024). Un-
like these offline preference optimization methods,
ConSPO transfers the contrastive principle to on-

line RLVR, where positive-negative comparisons
are constructed from verifiable rewards on policy-
generated rollouts rather than from static pairwise
preference data. Detailed related work is provided
in Appendix B.

3 Preliminaries

Given a query q ∈ Q, GRPO samples G rollouts
o = {oi}Gi=1 from the old policy πold(· | q). Each
rollout oi = (oi,1, . . . , oi,|oi|) is generated autore-
gressively and receives a verifiable sequence-level
reward ri = r(oi, q). The group-relative advantage
is computed as Âi = (ri − µ̂q)/σ̂q, where

µ̂q =
1

G

G∑

j=1

rj , σ̂2
q =

1

G

G∑

j=1

(rj − µ̂q)
2.

For the analysis in Section 4, we also use the
corresponding expected advantage under πold(· |
q). Let µq and σ2

q denote the mean and variance of
r(o, q) over o ∼ πold(· | q). Then

A(o | q) = r(o, q)− µq

σq
. (1)

Subsequently, the policy parameters θ are up-
dated by maximizing a clipped surrogate objective,
augmented with a KL divergence penalty to prevent
severe deviation from a reference model πref :

JGRPO(θ) = Eq∼Q, {oi}G
i=1∼πold(·|q)

[
1

G

G∑

i=1

1

|oi|

|oi|∑

t=1

f
(
ρi,t(θ), Âi

)
− βDKL(πθ∥πref)

]
.

(2)
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The token-level importance sampling ratio ρi,t(θ)
and clipping function f(ρ,A) are defined as

ρi,t(θ) =
πθ(oi,t | q, oi,<t)

πold(oi,t | q, oi,<t)
,

f(ρ,A) = min(ρA, clip(ρ, 1− ϵ, 1 + ϵ)A) .

(3)

4 Methods

In this section, we first reformulate GRPO as
a weighted positive-negative discrimination ob-
jective, exposing its likelihood-misaligned surro-
gate scores and score-insensitive credit assign-
ment. We then propose ConSPO, which opti-
mizes a group-wise InfoNCE-style objective with
likelihood-aligned sequence scores and incorpo-
rates a curriculum-scheduled margin to maintain
separation pressure.

4.1 An Equivalent Discriminative
Reformulation of GRPO

Let J clip
GRPO(θ) denote the clipped policy surrogate

in expectation form, obtained from Eq. (2) by re-
moving the KL regularizer. Using the expected
advantage A(o | q) defined in Eq. (1), we show
that this surrogate admits an equivalent discrimina-
tive reformulation.

Proposition 1. For queries with σq > 0, the
clipped GRPO surrogate J clip

GRPO(θ) admits the fol-
lowing equivalent discriminative form:

J clip
GRPO(θ) = Eq

[
1

2
Eō∼πold(·|q)

[
|A(ō | q)|

]

Eo∼π̃+
q , o′∼π̃−

q

[
s+θ (o, q)− s−θ (o

′, q)
]
]
.

(4)

where π̃+
q and π̃−

q denote the normalized reweight-
ings of πold(· | q) by the positive and negative parts
of A(o | q), respectively. In the common RLVR set-
ting with binary rewards r(o, q) ∈ {0, 1} and valid
queries satisfying 0 < p(q) < 1, Eq. (4) becomes

J clip
GRPO(θ) = Eq

√
p(q)(1− p(q))

Eo∼π+
old(·|q), o′∼π−

old(·|q)
[
s+θ (o, q)− s−θ (o

′, q)
]
.

(5)
where p(q) = Eo∼πold(·|q)[r(o, q)] is the expected
reward, i.e., the pass rate, under πold, and π+

old(· |
q) and π−

old(· | q) denote πold conditioned on veri-
fied positive and negative outcomes, respectively.

The proof is provided in Appendix A.1. The
sequence-level surrogate scores s+θ and s−θ in

Proposition 1 are obtained by averaging the clipped
token-level importance sampling ratios:

s+θ (o, q) =
1

|o|

|o|∑

t=1

min

(
πθ(ot | q, o<t)

πold(ot | q, o<t)
, 1 + ϵ

)
,

s−θ (o
′, q) =

1

|o′|

|o′|∑

t=1

max

(
πθ(o

′
t | q, o′<t)

πold(o′t | q, o′<t)
, 1− ϵ

)
.

(6)
To make rollout-level credit assignment explicit,
we instantiate the binary reformulation in Eq. (5)
on a sampled group with N+ > 0 and N− > 0,
and differentiate the resulting empirical objective
with respect to the rollout scores.

Lemma 1. Consider a sampled valid group with
a positive rollout set Pq = {o+i }N

+

i=1 and a neg-
ative rollout set Nq = {o−j }N

−
j=1, and let p̂q =

N+/(N+ + N−) denote its empirical pass rate.
Replacing the conditional expectations in Eq. (5)
with empirical averages gives

Ĵ clip
GRPO(q) =

√
p̂q(1− p̂q)


 1

N+

N+∑

i=1

s+θ (o
+
i , q)−

1

N−

N−∑

j=1

s−θ (o
−
j , q)


 .

(7)
The derivatives with respect to the positive and
negative rollout scores are

∂Ĵ clip
GRPO(q)

∂s+θ (o
+
i , q)

=
1

N+

√
p̂q(1− p̂q),

∂Ĵ clip
GRPO(q)

∂s−θ (o
−
j , q)

= − 1

N−

√
p̂q(1− p̂q).

The proof of Lemma 1 follows by direct differ-
entiation and is provided in Appendix A.1.

Implications. The reformulation identifies two
objective-level limitations of GRPO. First, Eq. (6)
reveals likelihood-misaligned surrogate scores: the
positive-negative separation in GRPO is measured
by sequence-level averages of clipped importance
ratios, rather than by the sequence likelihoods that
govern generation. Consequently, enlarging the sur-
rogate score gap in Eq. (5) does not necessarily im-
prove the likelihood ordering between positive and
negative rollouts under the current policy. Second,
Lemma 1 reveals score-insensitive credit assign-
ment: rollout-level credit is determined by coeffi-
cients tied to the empirical pass rate

√
p̂q(1− p̂q),

rather than by current positive-negative score gaps
within the group. As a result, all positives share the
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same update coefficient and all negatives share an-
other, making the objective insensitive to whether a
positive remains poorly separated from negatives or
whether a negative is a high-scoring hard distractor.

4.2 A Contrastive View of RLVR
Optimization

Motivated by the limitations above, ConSPO uses
likelihood-aligned sequence scores and group-
wise positive-negative contrasts. Specifically, it
scores each rollout by the length-normalized log-
probability sθ(o, q) =

1
|o|
∑|o|

t=1 log πθ(ot | q, o<t).
Unlike the clipped surrogate scores s+θ and s−θ in
Eq. (6), the same scoring function is applied to
both positive and negative rollouts, placing all roll-
outs on the likelihood scale that governs autoregres-
sive generation. Given the rollout sets Pq and Nq,
ConSPO treats negative rollouts as distractors and
optimizes the following InfoNCE-style objective:

ĴNCE(q) =
1

N+

N+∑

i=1

τ

log
exp(sθ(o

+
i , q)/τ)

exp(sθ(o
+
i , q)/τ) +

∑N−

j=1 exp(sθ(o
−
j , q)/τ)

.

(8)
where τ > 0 is the temperature parameter. Un-
like the linear positive-negative score difference
in Eq. (5), Eq. (8) compares each positive rollout
against the negative set via softmax normalization.
For each positive rollout o+i , we define the con-
trastive probabilities assigned to itself and to its
negative distractors as

P+
i =

exp(sθ(o
+
i , q)/τ)

exp(sθ(o
+
i , q)/τ) +

∑N−

k=1 exp(sθ(o
−
k , q)/τ)

,

P−
ij =

exp(sθ(o
−
j , q)/τ)

exp(sθ(o
+
i , q)/τ) +

∑N−

k=1 exp(sθ(o
−
k , q)/τ)

.

(9)
By construction, P+

i +
∑N−

j=1 P
−
ij = 1 for each

positive rollout o+i . These probabilities make
rollout-level credit depend on within-group scores,
as formalized in Lemma 2.

Lemma 2. For the InfoNCE-style objective in
Eq. (8), the derivatives with respect to the positive
and negative rollout scores are

∂ĴNCE(q)

∂sθ(o
+
i , q)

=
1

N+
(1− P+

i ),

∂ĴNCE(q)

∂sθ(o
−
j , q)

= − 1

N+

N+∑

i=1

P−
ij .

(10)

Moreover, the aggregate derivative over the nega-
tive rollout scores and the total derivative over the
group satisfy

N−∑

j=1

∂ĴNCE(q)

∂sθ(o
−
j , q)

= − 1

N+

N+∑

i=1

(1− P+
i ),

N+∑

i=1

∂ĴNCE(q)

∂sθ(o
+
i , q)

+
N−∑

j=1

∂ĴNCE(q)

∂sθ(o
−
j , q)

= 0.

(11)

For any two negative rollouts o−j and o−k , the mag-
nitudes of their negative-score derivatives satisfy

∣∣∣∂ĴNCE(q)/∂sθ(o
−
j , q)

∣∣∣
∣∣∣∂ĴNCE(q)/∂sθ(o

−
k , q)

∣∣∣
=

∑N+

i=1 P
−
ij∑N+

i=1 P
−
ik

= exp

(
sθ(o

−
j , q)− sθ(o

−
k , q)

τ

)
.

(12)

The proof is provided in Appendix A.2.
Lemma 2 shows that ConSPO induces contrast-
sensitive credit assignment. For positive rollouts,
the coefficient 1− P+

i increases when the positive
rollout remains close to its negative distractors, and
attenuates as it becomes well separated. For nega-
tive rollouts, Eq. (11) shows that the aggregate sup-
pressive signal has magnitude 1

N+

∑N+

i=1(1− P+
i ),

which grows when positives receive low contrastive
probabilities. This signal is then allocated across
negatives according to P−

ij , so higher-scoring neg-
atives receive larger derivative magnitudes than
lower-scoring ones, as shown in Eq. (12). The
balance relation in Eq. (11) further shows that pos-
itive and negative score derivatives cancel at the
group level. Compared with Lemma 1, ConSPO
assigns rollout-level credit according to current
within-group score comparisons, rather than fixed
coefficients determined by group reward statistics.

4.3 Scheduled Margin as a Separation
Curriculum

Although the InfoNCE-style objective in Eq. (8) en-
ables contrast-sensitive credit assignment, its gra-
dients may attenuate once positive rollouts only
marginally outperform their negative distractors.
This becomes more pronounced in later training
steps, where positives and negatives may be cor-
rectly ordered but remain insufficiently separated.
To preserve separation pressure, ConSPO intro-
duces a scheduled margin that lowers the effective
score of each positive rollout in the contrastive ob-
jective. The margin starts from zero, allowing early
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Method AIME24 AIME25 AIME26 HMMT25 MATH500 AMC O-Bench Avg.

Base Model 20.9 20.7 13.9 9.7 79.2 52.8 37.6 33.5

GRPO 28.6 22.9 20.4 11.7 85.4 64.4 46.5 40.0
DAPO 28.6 22.9 20.8 13.5 86.0 66.2 50.2 41.2
Dr. GRPO 27.4 22.0 19.5 10.7 83.4 63.5 46.7 39.0
DisCO 28.3 24.8 21.7 14.4 86.6 66.5 49.3 41.7
GMPO 31.5 24.6 23.8 12.8 87.0 70.0 49.0 42.7
CISPO 31.4 23.0 23.0 13.3 87.2 65.2 47.6 41.5
SAPO 30.6 25.3 23.3 12.8 87.2 70.1 50.4 42.8

ConSPO (Ours) 34.7 26.7 23.9 14.9 88.8 70.4 51.1 44.4

Table 1: Comparative performance on seven mathematical reasoning benchmarks with DeepSeek-R1-Distill-
Qwen-1.5B. We report avg@32 on AIME, HMMT, and AMC, and pass@1 on the remaining benchmarks. O-Bench
is short for OlympiadBench. The best and runner-up results are highlighted in bold and underlined, respectively.

Method AIME24 AIME25 AIME26 HMMT25 MATH500 AMC O-Bench Avg.

DeepSeek-R1-Distill-Qwen-7B

Base Model 41.9 30.3 35.5 17.5 88.0 70.3 50.7 47.7
GRPO 50.0 35.9 43.9 20.7 92.8 82.8 59.4 55.1
DAPO 49.9 34.2 37.9 20.4 93.4 80.6 58.5 53.6
Dr. GRPO 53.2 35.3 43.3 21.7 92.4 82.2 59.1 55.3
DisCO 51.8 36.9 45.1 19.6 93.2 82.0 59.3 55.4

ConSPO (Ours) 54.9 39.1 46.8 21.5 93.8 83.8 62.4 57.5

DeepSeek-R1-Distill-Llama-8B

Base Model 28.9 21.3 20.6 13.5 81.6 63.5 42.1 38.8
GRPO 42.8 25.5 34.2 18.5 88.6 78.6 55.7 49.1
DAPO 40.0 24.0 29.9 17.9 87.6 77.6 53.3 47.2
Dr. GRPO 44.8 26.8 32.4 19.6 89.2 80.5 56.1 49.9
DisCO 44.2 28.8 32.8 19.7 88.8 78.4 54.7 49.6

ConSPO (Ours) 43.0 29.6 35.5 22.6 90.4 81.1 60.7 51.8

Table 2: Comparative performance on larger reasoning models.

training to focus on coarse positive-negative order-
ing, and gradually increases to enforce stronger
separation as optimization progresses. At training
step t, ConSPO maximizes the resulting margin-
enhanced contrastive objective:

ĴConSPO(q) =
1

N+

N+∑

i=1

τ

log
exp((sθ(o

+
i , q)−mt)/τ)

exp((sθ(o
+
i , q)−mt)/τ) +

∑N−
j=1 exp(sθ(o

−
j , q)/τ)

.

(13)
where mt ≥ 0 is the scheduled margin. By subtract-
ing mt from the positive score, ConSPO requires
a positive rollout to exceed its negative distractors
by a larger margin before the contrastive gradient
attenuates.

Let λt ∈ [0, 1] denote the normalized training
progress, and let α ∈ (0, 1] denote the fraction of
training used for margin warmup. We define the
effective schedule progress and the margin as

ρt = min

(
λt

α
, 1

)
, mt =

M

2
(1− cos(πρt)) .

where M is the target margin. Thus, the margin
smoothly increases from zero to M during the first
α portion of training and remains fixed afterward.

5 Experiments

5.1 Settings
Models. We conduct experiments across diverse
model families and scales to validate the generaliza-
tion of ConSPO, including DeepSeek-R1-Distill-
Qwen-1.5B (Guo et al., 2025), DeepSeek-R1-
Distill-Qwen-7B, DeepSeek-R1-Distill-Llama-8B,
Qwen3-4B-Base (Yang et al., 2025), and Llama-
3.2-3B-Instruct (Grattafiori et al., 2024).

Training data. We use the DeepScaleR-Preview-
Dataset (Tan et al., 2026) which comprises approx-
imately 40k mathematical problems drawn from
AIME (Zhao et al., 2026), AMC (LI et al., 2024),
Omni-MATH (Gao et al., 2025a), and Still (Min
et al., 2024). We also use DAPO-Math-17k (Yu
et al., 2025) to validate the effectiveness of Con-
SPO on different training data.
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Method AIME24 AIME25 AIME26 HMMT25 MATH500 AMC O-Bench Avg.

Base Model 9.2 5.7 4.8 0.9 49.4 31.7 27.1 18.4
GRPO 16.5 10.7 10.5 2.6 80.2 48.6 43.3 30.3
DAPO 14.6 10.1 8.5 2.2 82.0 48.4 43.1 29.8
Dr. GRPO 17.4 11.4 12.4 2.6 82.6 51.7 45.0 31.9
DisCO 19.8 12.2 9.4 5.3 83.0 52.9 39.1 31.7

ConSPO (Ours) 19.8 15.6 12.8 8.0 82.2 53.8 45.6 34.0

Table 3: Generalization on Qwen3-4B-Base. We report avg@32 on AIME, HMMT, and AMC, and pass@1 on the
remaining benchmarks. O-Bench is short for OlympiadBench. The best and runner-up results are highlighted in
bold and underlined, respectively.

Method AIME24 AIME25 AIME26 HMMT25 MATH500 AMC O-Bench Avg.

Base Model 20.9 20.7 13.9 9.7 79.2 52.8 37.6 33.5
GRPO 29.2 22.7 21.6 13.1 83.4 64.5 44.6 39.9
DAPO 29.2 22.4 19.6 12.8 83.8 65.4 49.5 40.4
Dr. GRPO 30.0 22.9 19.6 12.8 84.0 65.2 45.8 40.0
DisCO 31.3 24.2 20.2 12.9 86.6 69.5 50.4 42.2

ConSPO (Ours) 34.2 25.8 24.8 14.2 87.6 70.0 52.0 44.1

Table 4: Generalization with the DAPO-Math-17k dataset.

Method AIME24 MATH AMC O-Bench Avg.

Base Model 3.3 26.4 12.5 9.3 12.9
GRPO 12.0 52.8 25.9 18.7 27.4
DAPO 10.5 52.8 25.0 18.4 26.7
Dr. GRPO 11.1 54.0 26.5 18.7 27.6
DisCO 11.4 56.6 27.5 18.7 28.6

ConSPO 12.3 57.4 26.7 20.4 29.2

Table 5: Generalization on Llama-3.2-3B-Instruct.

Benchmarks. We evaluate our models on seven
benchmarks, including AIME 2024, AIME 2025,
AIME 2026, HMMT 2025 (Balunović et al., 2025),
MATH500 (Hendrycks et al., 2021), AMC, and
OlympiadBench (He et al., 2024). We report
pass@1 on most benchmarks, and avg@32 on
AIME, HMMT, and AMC to mitigate the vari-
ance introduced by the relatively small size of these
datasets (Liu et al., 2025b). More details are pro-
vided in Appendix C.1.

Baselines. We compare ConSPO against seven
recent state-of-the-art RLVR methods, including
(1) GRPO; (2) DAPO, which refines the GRPO
loss formulation and introduces dynamic sampling
and overlong reward shaping; (3) Dr. GRPO,
which removes the standard deviation in advan-
tage estimation and reorganizes loss allocation;
(4) DisCO, which revisits GRPO from a discrim-
inative perspective and eliminates its difficulty
bias; (5) GMPO, which introduces sequence-level
geometric-mean importance sampling; (6) CISPO,

which introduces soft clipping in importance sam-
pling; and (7) SAPO, which replaces hard clipping
with a smooth, temperature-controlled gate to adap-
tively control off-policy updates.

Implementation details. During training, we set
the temperature to 1.0 to ensure sufficient explo-
ration and the learning rate to 2 × 10−6. The
maximum response length is 8K for DeepSeek-
R1-Distill-Qwen and DeepSeek-R1-Distill-Llama,
and 4K for all other models. All methods run for 4
epochs, except for Qwen3-4B-Base, which runs for
2 epochs due to its faster convergence. Following
standard practice (Guo et al., 2025; Zhao et al.,
2026), we discard all-positive and all-negative
groups during training, as they do not permit a
valid positive-negative contrast. We set the con-
trastive temperature τ to 10, the target margin M
to 0.01, and the margin warmup ratio α to 30%.
Evaluations are conducted every 100 steps, with a
temperature of 0.6, a top-p of 0.95, and the same
maximum response length used during training.
The best performance for each method is reported.
Experiments on the 1.5B, 3B, and 4B models are
run on a single compute node, whereas those on
the 7B and 8B models are distributed across four
compute nodes. More details are provided in Ap-
pendix C.2.

5.2 Main Results

Performance with reasoning models. As shown
in Tables 1 and 2, ConSPO delivers consistent im-
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Method AIME24 AIME25 AIME26 HMMT25 MATH500 AMC O-Bench Avg.

ConSPO 34.7 26.7 23.9 14.9 88.8 70.4 51.1 44.4

w/o contrastive objective 32.0 24.8 21.1 13.6 85.8 69.7 52.1 42.7
w/o likelihood-aligned scores 33.1 25.9 22.1 13.4 88.6 70.1 50.7 43.4
w/o scheduled margin 34.3 25.4 23.4 14.2 89.0 70.6 51.7 44.1
w/ fixed margin 34.1 25.8 23.8 14.7 87.8 70.1 51.3 43.9

Table 6: Ablation study of key components. The variant “w/o contrastive objective” replaces the InfoNCE-style
objective with the linear positive-negative score difference induced by Eq. (7). The variant “w/o likelihood-aligned
scores” replaces the rollout scores defined by length-normalized sequence log-probabilities with clipped importance
sampling ratio surrogate scores from Eq. (6). The variant “w/o scheduled margin” removes the margin, while “w/
fixed margin” replaces the scheduled margin with a fixed one.
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Figure 3: Parameter study of ConSPO. We vary the contrastive temperature τ , target margin M , and margin
warmup ratio α, and report the average performance on seven reasoning benchmarks.

provements on reasoning models. On DeepSeek-
R1-Distill-Qwen-1.5B, ConSPO achieves the best
average performance of 44.4, outperforming GRPO
by 4.4 points and the strongest baseline by 1.6
points. Moreover, ConSPO achieves the highest
performance across all seven benchmarks in this
setting, indicating its generalization across differ-
ent reasoning tasks. The same trend holds for larger
reasoning models. On DeepSeek-R1-Distill-Qwen-
7B and DeepSeek-R1-Distill-Llama-8B, ConSPO
improves over the strongest baseline by 2.1 and 1.9
points, respectively. These results suggest that the
proposed contrastive optimization scheme remains
effective across different parameter scales.

Generalization across backbone models and
training datasets. As shown in Tables 3 and 5,
ConSPO generalizes well across both base and
instruction-tuned models. On Qwen3-4B-Base,
ConSPO achieves the best average performance
of 34.0, outperforming the strongest baseline by
2.1 points. Notably, on the challenging HMMT25
benchmark, where the base model obtains only
0.9, ConSPO improves the score to 8.0, suggesting
that our method can substantially enhance perfor-
mance on difficult reasoning tasks where the initial
model performs poorly. On Llama-3.2-3B-Instruct,
whose base reasoning capability is substantially

weaker, ConSPO still achieves the highest average
performance of 29.2, improving over the strongest
baseline by 0.6 points. Moreover, Table 4 shows
that ConSPO remains effective when trained on the
DAPO-Math-17k dataset, achieving an average per-
formance of 44.1 and outperforming the strongest
baseline by 1.9 points. These results demonstrate
that ConSPO’s effectiveness is not tied to a specific
backbone or training dataset.

5.3 Ablation Study

Table 6 ablates the key components of ConSPO on
DeepSeek-R1-Distill-Qwen-1.5B. Replacing the
InfoNCE-style objective with a linear positive-
negative score difference causes the largest per-
formance drop, reducing the average score from
44.4 to 42.7. This result shows that group-wise
contrastive optimization is central to ConSPO, as
it enables credit assignment to adapt to current
within-group score comparisons. Replacing the
length-normalized sequence log-probabilities with
clipped importance sampling ratio scores also de-
creases the average score to 43.4, confirming the
importance of aligning rollout scores with the like-
lihood scale that governs autoregressive genera-
tion. The scheduled margin further improves per-
formance: removing the margin reduces the av-
erage score to 44.1, while using a fixed margin
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achieves 43.9. These results indicate that the con-
trastive objective, likelihood-aligned sequence scor-
ing, and curriculum-scheduled margin play com-
plementary roles in ConSPO’s effectiveness.

5.4 Parameter Study

Figure 3 studies the sensitivity of ConSPO to the
contrastive temperature τ , target margin M , and
margin warmup ratio α. When τ is too small, the
contrastive distribution becomes overly sharp, po-
tentially concentrating the update on a few high-
scoring negatives and leading to less stable opti-
mization. For the margin schedule, performance
drops when either the target margin or the warmup
ratio is large, suggesting that ConSPO benefits
from a moderate separation requirement introduced
at a proper pace.

6 Conclusion

In this paper, we derive an equivalent discrim-
inative reformulation of GRPO as a weighted
positive-negative discrimination objective. This
reformulation exposes two objective-level limi-
tations: likelihood-misaligned surrogate scores,
where GRPO optimizes clipped ratio-based scores
rather than generation likelihoods, and score-
insensitive credit assignment, where rollout-level
credit is insensitive to positive-negative score gaps.
To address these limitations, we propose ConSPO,
which optimizes a group-wise InfoNCE-style ob-
jective with likelihood-aligned sequence scores and
a curriculum-scheduled margin. Extensive experi-
ments across diverse settings validate the effective-
ness and generalization of ConSPO.

Limitations

Despite our best efforts, this study has several limi-
tations. First, although our experiments cover mul-
tiple backbone models, model scales, and training
datasets, our empirical validation primarily focuses
on models up to the 8B scale. While we addi-
tionally compare ConSPO and GRPO on a 32B
model in Appendix D, more systematic evalua-
tions at this scale and beyond remain an impor-
tant direction for future work. Second, ConSPO
is a preliminary exploration of RLVR from a con-
trastive optimization perspective. We instantiate
this perspective with an InfoNCE-style group-wise
objective, likelihood-aligned sequence scores, and
a curriculum-scheduled margin. Broader choices
of objective formulations and rollout scoring func-

tions remain worth investigating to better under-
stand and generalize contrast-sensitive credit as-
signment in RLVR.

Ethical Considerations

This work studies reinforcement learning methods
to improve LLM reasoning abilities and does not
introduce new datasets that contain private, sensi-
tive, or personally identifiable information. The
potential negative impacts of ConSPO are similar
to those associated with general LLM reasoning
technologies, including risks from misuse or insuf-
ficiently supervised deployment. We emphasize the
importance of careful evaluation and appropriate
safeguards to ensure fair, safe, and responsible use
of LLM systems.
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A Proofs

A.1 Proof of Proposition 1 and Lemma 1

We first state two auxiliary lemmas.

Lemma 3. For any query q with σq > 0, define

A+(o | q) = max(A(o | q), 0), A−(o | q) = max(−A(o | q), 0).

Let
W+(q) = Eo∼πold(·|q)[A

+(o | q)], W−(q) = Eo∼πold(·|q)[A
−(o | q)].

Then W+(q) = W−(q). Denoting the common value by W (q), we have

W (q) =
1

2
Eō∼πold(·|q)

[
|A(ō | q)|

]
> 0.

Moreover,

π̃+
q (do) =

A+(o | q)
W (q)

πold(do | q), π̃−
q (do) =

A−(o | q)
W (q)

πold(do | q)

are valid probability distributions.

Proof. By the definition of A(o | q),

Eo∼πold(·|q)[A(o | q)] =
Eo∼πold(·|q)[r(o, q)]− µq

σq
= 0.

Since A = A+ −A−, it follows that W+(q) = W−(q). Since |A| = A+ +A−,

Eō∼πold(·|q)
[
|A(ō | q)|

]
= W+(q) +W−(q) = 2W (q).

The condition σq > 0 implies that A(o | q) is not almost surely zero; combined with E[A(o | q)] = 0,
this gives W (q) > 0.

The reweighted measures are nonnegative, and

∫
π̃+
q (do) =

Eo∼πold(·|q)[A
+(o | q)]

W (q)
= 1,

∫
π̃−
q (do) =

Eo∼πold(·|q)[A
−(o | q)]

W (q)
= 1.

Lemma 4. Assume binary rewards r(o, q) ∈ {0, 1} and define

p(q) = Eo∼πold(·|q)[r(o, q)].

For any query with 0 < p(q) < 1,

W (q) =
√
p(q)(1− p(q)), π̃+

q = π+
old(· | q), π̃−

q = π−
old(· | q),

where π+
old(· | q) and π−

old(· | q) denote πold conditioned on r(o, q) = 1 and r(o, q) = 0, respectively.

Proof. Under binary rewards,

µq = p(q), σq =
√

p(q)(1− p(q)), A(o | q) =





√
1− p(q)

p(q)
, r(o, q) = 1,

−
√

p(q)

1− p(q)
, r(o, q) = 0.
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Therefore,

W (q) = Eo∼πold(·|q)[A
+(o | q)] = p(q)

√
1− p(q)

p(q)
=
√
p(q)(1− p(q)).

Substituting this value into the definitions of π̃+
q and π̃−

q gives

π̃+
q (do) =

A+(o | q)
W (q)

πold(do | q) = 1{r(o, q) = 1}
p(q)

πold(do | q) = π+
old(do | q),

π̃−
q (do) =

A−(o | q)
W (q)

πold(do | q) = 1{r(o, q) = 0}
1− p(q)

πold(do | q) = π−
old(do | q).

Proof of Proposition 1. Let

ρt(θ) =
πθ(ot | q, o<t)

πold(ot | q, o<t)
.

Removing the KL regularizer from Eq. (2) gives

J clip
GRPO(θ) = EqEo∼πold(·|q)


 1

|o|

|o|∑

t=1

f (ρt(θ), A(o | q))


 .

For the clipping function in Eq. (3),

f(ρ,A(o | q)) = A+(o | q)min(ρ, 1 + ϵ)−A−(o | q)max(ρ, 1− ϵ).

Averaging over tokens and using Eq. (6), we obtain

J clip
GRPO(θ) = EqEo∼πold(·|q)

[
A+(o | q)s+θ (o, q)−A−(o | q)s−θ (o, q)

]

= EqW (q)
(
Eo∼π̃+

q
[s+θ (o, q)]− Eo′∼π̃−

q
[s−θ (o

′, q)]
)

= EqW (q)Eo∼π̃+
q , o′∼π̃−

q

[
s+θ (o, q)− s−θ (o

′, q)
]
. (14)

By Lemma 3,

W (q) =
1

2
Eō∼πold(·|q)

[
|A(ō | q)|

]
.

Substituting this identity into Eq. (14) yields

J clip
GRPO(θ) = Eq

[
1

2
Eō∼πold(·|q)

[
|A(ō | q)|

]
Eo∼π̃+

q , o′∼π̃−
q

[
s+θ (o, q)− s−θ (o

′, q)
]]

,

which is Eq. (4).
For binary rewards with 0 < p(q) < 1, applying Lemma 4 to Eq. (14) gives

J clip
GRPO(θ) = Eq

√
p(q)(1− p(q))Eo∼π+

old(·|q), o′∼π−
old(·|q)

[
s+θ (o, q)− s−θ (o

′, q)
]
,

which is Eq. (5).

Proof of Lemma 1. By Eq. (7),

Ĵ clip
GRPO(q) =

√
p̂q(1− p̂q)


 1

N+

N+∑

i=1

s+θ (o
+
i , q)−

1

N−

N−∑

j=1

s−θ (o
−
j , q)


 .

Differentiating with respect to s+θ (o
+
i , q) and s−θ (o

−
j , q) gives

∂Ĵ clip
GRPO(q)

∂s+θ (o
+
i , q)

=
1

N+

√
p̂q(1− p̂q),

∂Ĵ clip
GRPO(q)

∂s−θ (o
−
j , q)

= − 1

N−

√
p̂q(1− p̂q).
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A.2 Proof of Lemma 2
Proof. For brevity, write

s+i = sθ(o
+
i , q), s−j = sθ(o

−
j , q), Zi = exp(s+i /τ) +

N−∑

k=1

exp(s−k /τ).

Then Eq. (8) becomes

ĴNCE(q) =
1

N+

N+∑

i=1

τ

(
s+i
τ

− logZi

)
,

and the contrastive probabilities in Eq. (9) are

P+
i =

exp(s+i /τ)

Zi
, P−

ij =
exp(s−j /τ)

Zi
.

For a positive rollout score s+i , only the i-th summand depends on it. Hence

∂ĴNCE(q)

∂s+i
=

1

N+
τ

(
1

τ
− 1

Zi

∂Zi

∂s+i

)
=

1

N+
τ

(
1

τ
− 1

Zi

exp(s+i /τ)

τ

)
=

1

N+
(1− P+

i ).

For a negative rollout score s−j , all summands depend on it through their denominators, giving

∂ĴNCE(q)

∂s−j
= − 1

N+

N+∑

i=1

τ
1

Zi

∂Zi

∂s−j
= − 1

N+

N+∑

i=1

τ
1

Zi

exp(s−j /τ)

τ
= − 1

N+

N+∑

i=1

P−
ij .

This gives Eq. (10).
Using P+

i +
∑N−

j=1 P
−
ij = 1, we obtain

N−∑

j=1

∂ĴNCE(q)

∂s−j
= − 1

N+

N+∑

i=1

N−∑

j=1

P−
ij = − 1

N+

N+∑

i=1

(1− P+
i ).

Moreover,

N+∑

i=1

∂ĴNCE(q)

∂s+i
+

N−∑

j=1

∂ĴNCE(q)

∂s−j
=

1

N+

N+∑

i=1

(1− P+
i )− 1

N+

N+∑

i=1

(1− P+
i ) = 0.

This gives Eq. (11).
Finally, for any two negative rollouts o−j and o−k ,

P−
ij =

exp(s−j /τ)

Zi
= exp

(
s−j − s−k

τ

)
exp(s−k /τ)

Zi
= exp

(
s−j − s−k

τ

)
P−
ik .

Summing over i yields
N+∑

i=1

P−
ij = exp

(
s−j − s−k

τ

)
N+∑

i=1

P−
ik .

Combining this identity with Eq. (10) gives
∣∣∣∂ĴNCE(q)/∂s

−
j

∣∣∣
∣∣∣∂ĴNCE(q)/∂s

−
k

∣∣∣
=

∑N+

i=1 P
−
ij∑N+

i=1 P
−
ik

= exp

(
s−j − s−k

τ

)
.

This gives Eq. (12).
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B Detailed Related Work

RLVR for LLM reasoning. GRPO (Guo et al.,
2025) circumvents the reliance on a parameterized
value model by estimating group-relative advan-
tages directly from outcome-level rewards, main-
taining robust performance across diverse reason-
ing tasks. Building on this paradigm, subsequent
efforts have advanced GRPO toward better per-
formance, more stable training, and more effi-
cient reasoning. Dr. GRPO (Liu et al., 2025a)
removes the standard deviation in advantage es-
timation to mitigate difficulty bias, and adjusts loss
allocation to reduce length bias. DAPO (Yu et al.,
2025) introduces dynamic sampling to reduce high-
variance gradient updates, and employs length-
based reward shaping for finer-grained length con-
trol. GMPO (Zhao et al., 2026) addresses out-
lier effects in asynchronous training by replacing
token-level clipping with sequence-level geometric-
mean clipping. CISPO (Chen et al., 2025a) intro-
duces soft clipping to preserve learning signals
discarded by hard clipping, while SAPO (Gao
et al., 2025b) applies asymmetric, temperature-
controlled clipping for finer-grained and stable up-
dates. HAPO (Huang et al., 2026) and ShorterBet-
ter (Yi et al., 2025) promote concise reasoning by
selecting shorter trajectories from either historical
or current generations. While DisCO (Li et al.,
2025) reinterprets GRPO through a discriminative
lens under binary rewards and explores alternative
scoring functions, it does not address the score-
insensitive credit assignment induced by the GRPO
objective. In contrast, ConSPO optimizes a group-
wise InfoNCE-style objective for online RLVR,
using likelihood-aligned sequence scores and a
curriculum-scheduled margin to enable contrast-
sensitive credit assignment within rollout groups.

Contrastive Objectives for Policy Alignment.
Contrastive learning trains models by distinguish-
ing positive samples from negative distractors, with
InfoNCE-style objectives serving as a standard for-
mulation (van den Oord et al., 2019). Foundational
methods improve contrastive learning by enlarging
the negative set, for example, through large-batch
sampling in SimCLR (Chen et al., 2020) or momen-
tum queues in MoCo (He et al., 2020). Inspired by
contrastive learning principles, recent policy align-
ment methods formulate preference optimization as
a task of discriminating between preferred and dis-
preferred responses. For example, DPO (Rafailov
et al., 2023) and CPO (Xu et al., 2024) optimize

Model Config Value

R1-Distill-Qwen
&

R1-Distill-Llama

max prompt length 1024
max response length 8192
rollout temperature 1.0
learning rate 2× 10−6

train batch size 256
number of rollouts 8
training epochs 4
contrastive temperature τ 10
maximum margin M 0.01
margin warmup ratio α 30%

Table 7: Training configurations for the main experi-
ments.

Model Config Value

R1-Distill-Qwen
&

R1-Distill-Llama

max response length 8192
rollout temperature 0.6
top-p 0.95
evaluation interval 100 steps

Table 8: Evaluation configurations for the main ex-
periments.

policy likelihoods over preference pairs without ex-
plicit reward modeling, while SimPO (Meng et al.,
2024) further uses length-normalized sequence log-
probabilities as an implicit ranking score. Un-
like these offline preference optimization methods,
ConSPO transfers the contrastive principle to on-
line RLVR, where positive-negative comparisons
are constructed from verifiable rewards on policy-
generated rollouts rather than from static pairwise
preference data.

C Detailed Experimental Settings

C.1 Benchmarks
We evaluate the mathematical reasoning ability of
the trained models on seven benchmarks that are
commonly used in recent RLVR studies (Tan et al.,
2026; Yan et al., 2025; Zhang et al., 2026a, 2025).

• AIME24–26 — Problems from the 2024, 2025,
and 2026 American Invitational Mathematics Ex-
amination. AIME consists of challenging high-
school competition problems with integer-valued
answers, requiring precise multi-step reasoning
rather than multiple-choice selection.

• HMMT25 — Problems from the February 2025
Harvard–MIT Mathematics Tournament. The
benchmark covers competition-level problems in
algebra and number theory, combinatorics, and
geometry, as well as team-based rounds.
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Method AIME24 AIME25 AIME26 HMMT25 MATH500 AMC O-Bench Avg.

GRPO 60.7 43.1 49.6 26.0 95.0 85.4 61.8 60.2

ConSPO (Ours) 65.0 46.3 52.5 27.6 95.8 86.0 67.6 63.0

Table 9: Additional results on DeepSeek-R1-Distill-Qwen-32B. We report avg@32 on AIME, HMMT, and AMC,
and pass@1 on the remaining benchmarks. O-Bench is short for OlympiadBench.

• MATH500 — A 500-problem evaluation sub-
set of the MATH benchmark. It contains
competition-style problems across seven subjects,
including algebra, geometry, counting and proba-
bility, number theory, and precalculus.

• AMC — Problems from the American Mathe-
matics Competitions, covering a broad range of
high-school mathematics topics. Although AMC
is originally multiple-choice, the problems still
require careful reasoning and symbolic manipu-
lation.

• OlympiadBench — An Olympiad-level bench-
mark containing challenging mathematics and
physics problems. It evaluates advanced sci-
entific reasoning on problems collected from
Olympiad-style competitions and related exami-
nations.

Following prior work (Liu et al., 2025b), we
report avg@32 on AIME, HMMT, and AMC to
reduce the variance caused by their relatively small
test sizes, and report pass@1 on the remaining
benchmarks.

C.2 Implementation Details
The training and evaluation configurations for the
R1-Distill models are summarized in Tables 7
and 8, respectively. For the experiments on Qwen3-
4B-Base and Llama-3.2-3B-Instruct, we use the
same settings as the R1-Distill models, except that
the maximum response length is set to 4096 during
both training and evaluation. In addition, Qwen3-
4B-Base is trained for 2 epochs due to its faster
convergence, while the other models are trained for
4 epochs.

D Additional Experimental Results

To further evaluate the scalability of ConSPO, we
conduct additional experiments on DeepSeek-R1-
Distill-Qwen-32B. We use the same training data
and hyperparameter settings as in the main experi-
ments, and train both GRPO and ConSPO for two
epochs. As shown in Table 9, ConSPO outperforms

Prompt Template

Julie is preparing a speech for her class. Her speech
must last between one-half hour and three-quarters of
an hour. The ideal rate of speech is 150 words per
minute. If Julie speaks at the ideal rate, what number
of words would be an appropriate length for her
speech?  Let's think step by step and output the
final answer within \boxed{}.

Figure 4: Prompt template for rollout generation and
evaluation.

GRPO across all seven benchmarks, improving the
average score from 60.2 to 63.0. These results
demonstrate that the effectiveness of ConSPO ex-
tends to substantially larger model scales.

E Prompt Template

We use a unified prompt template for both rollout
generation and evaluation across all methods. As
shown in Figure 4, the prompt asks the model to
solve the problem step by step and place the final
answer within \boxed{}, which facilitates answer
extraction and rule-based verification.
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