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Abstract

Text-video retrieval requires representations
that can distinguish videos with similar scenes,
actions, and temporal patterns. Recent multi-
modal large language models have been adapted
as embedding models, but they often represent
each input using a single token from the fi-
nal layer. This can compress diverse video-
text cues into a single vector and limit fine-
grained retrieval. To address this limitation,
we propose MARS, a multi-layer and multi-
slot embedding framework for text-video re-
trieval. MARS constructs multiple adaptive
representation slots by combining hidden states
from different decoder layers, compares corre-
sponding text and video slots, and aggregates
their similarities for retrieval. To better handle
confusing candidates, we further introduce a
hard-negative-aware slot specialization objec-
tive that encourages the slots to capture dis-
criminative matching cues. Experiments on
four text-video retrieval benchmarks show that
MARS achieves state-of-the-art results in both
direct similarity-based retrieval and reranking
settings. Ablation studies and analyses demon-
strate that multi-layer fusion, multiple slots,
and hard-negative-aware slot specialization pro-
vide complementary gains. Code is available at
https://github.com/sejong-rcv/MARS.

1 Introduction

Text-video retrieval aims to align sentences and
videos in a shared representation space based on
their semantic similarity (Miech et al., 2019; Dong
et al., 2022; Gabeur et al., 2020; Bain et al., 2021).

With the rapid growth of video data, this task has
become important for retrieving relevant video con-
tent through natural language queries.

Recently, MLLMs have attracted increasing
attention as general-purpose embedding mod-
els (Jiang et al., 2024a,b, 2025; Zhang et al., 2025b;

Liu et al., 2025). Rather than generating text, these
methods obtain embeddings from the hidden state

of a specific token (e.g., the final or 〈EOS〉 token)

given a prompted input. For example, E5-V adopts
an in one word prompting strategy inspired by
PromptEOL (Jiang et al., 2024a), such as <image>
Summary above image in one word:, to ob-
tain a unified multimodal representation (Jiang
et al., 2024b). These studies show that MLLMs can
be used as representation models for multimodal
inputs.

However, adapting MLLM-based methods to
text-video retrieval remains underexplored. While
extracting a single token representation from
the final layer is effective for general-purpose
tasks (Jiang et al., 2024b; Zhang et al., 2025b), it
creates a severe information bottleneck for complex
video content. Because videos inherently contain
multi-granular and compositional cues (e.g., ob-
jects, actions, and temporal dynamics), retrieval
embeddings must preserve fine-grained semantic
information to differentiate visually similar scenes.
This limitation motivates us to rethink embedding
extraction from two perspectives: leveraging dis-
tributed information across multiple decoder layers,
and preserving complementary cues without col-
lapsing them into a single vector.

First, although final-layer representations are
widely used, recent studies indicate they are
not always optimal for downstream embedding
tasks (Skean et al., 2025; Tang and Yang, 2024).

Useful embedding signals are often distributed
across multiple decoder layers rather than concen-
trated at the end. Accordingly, text-video retrieval
can benefit from aggregating this multi-layer evi-
dence instead of relying solely on the final output.

Second, extracted cues should be preserved
rather than collapsed into a single vector. Prior
work on fine-grained retrieval demonstrates that
global representations alone struggle to capture
detailed matching signals like objects and ac-
tions (Chen et al., 2020a; Ma et al., 2022). Forcing
these diverse cues into a single representation in-
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evitably entangles them, obscuring critical seman-
tic details and degrading performance on similar
candidates. Therefore, to maintain fine-grained dis-
criminability, these cues must be preserved and
compared separately before computing the retrieval.

To address these limitations, we propose
MARS (Multi-layer Adaptive Representation
Slots). Rather than extracting an embedding from a
single layer, MARS constructs each slot by fusing
hidden states from multiple decoder layers with slot-
specific layer weights. This allows different slots
to emphasize different layer-wise evidence. Instead
of compressing all information into one global vec-
tor, MARS preserves complementary cues through
multiple adaptive representation slots and compares
corresponding slots before aggregating their simi-
larities. We further introduce a hard-negative-aware
slot specialization loss and a diversity loss to encour-
age the slots to capture distinct matching signals.
As a result, MARS can better distinguish candidates
that differ in fine-grained semantic details.

To summarize, our contributions are as follows:

• We revisit embedding extraction for MLLM-
based text-video retrieval and propose MARS,

which constructs adaptive representation slots
by fusing layer-wise representations.

• We validate MARS on four benchmarks,
achieving state-of-the-art results in both direct
retrieval and reranking settings.

• We provide in-depth analyses to elucidate how
multi-layer evidence aggregation and comple-
mentary slot-wise matching contribute to the
performance gains of MARS.

2 Related Work

2.1 Text-Video Retrieval
A major line of work extends CLIP-based repre-
sentations to the video domain through frame ag-
gregation, temporal modeling, and fine-grained
alignment (Radford et al., 2021; Luo et al., 2022;

Xue et al., 2023; Ma et al., 2022; Wu et al.,
2023; Wang et al., 2023c; Shen et al., 2025; Jung
et al., 2026). In parallel, video foundation models
have improved text-video retrieval through large-
scale pre-training (Li et al., 2023b; Wang et al.,
2022, 2024b). However, these gains often rely on
heavy cross-modal decoders or candidate rerank-
ing steps (Li et al., 2023b; Wang et al., 2024b; Ko
et al., 2025). In contrast, our work follows an effi-
cient dual-encoder retrieval structure, where videos

and texts are encoded independently and ranked
directly by representation similarity without addi-
tional pairwise scoring.

2.2 MLLMs as Multimodal Embedders
Recent studies have adapted MLLMs into multi-
modal embedders through prompt-based extrac-
tion (Jiang et al., 2024b; Liu et al., 2025) and con-
trastive or data-centric training (Jiang et al., 2025;

Lin et al., 2025; Zhang et al., 2025b; Chen et al.,
2025; Zhou et al., 2025; Meng et al., 2026). De-
spite methodological differences, these approaches
predominantly derive the embedding from a single
token (e.g., the final or 〈EOS〉 token). This single-
token extraction fails to fully exploit the multi-
layered representations within MLLMs, inherently
limiting their ability to capture fine-grained cross-
modal correspondences. Instead of collapsing in-
formation into a single token from a single layer,
our work constructs multiple layer-fused adaptive
representation slots, preserving detailed semantic
cues for accurate slot-wise matching.

3 Method

In this section, we introduce MARS, as illustrated
in Figure 1. We first formulate slot-based text-video
retrieval setting in Sec. 3.1. Next, Sec. 3.2 presents
the main components of MARS, including represen-
tation token prompting, layer-fused slot construc-
tion, slot-wise matching, and hard-negative-aware
slot specialization. Finally, Sec. 3.3 defines the
overall training objective.

3.1 Problem Formulation
Given a batch of paired texts and videos B =
{(ti, vi)}Bi=1, text-video retrieval aims to assign
higher similarity scores to matched text-video pairs
than to mismatched pairs. We denote the similarity
between text ti and video vj by S[i, j], forming a
score matrix S ∈ RB×B , where rows correspond
to texts and columns correspond to videos. For a
unified notation, we let a ∈ {t, v} denote the query
side, with St = S for text-to-video retrieval and
Sv = S> for video-to-text retrieval.

3.2 MARS (Multi-layer Adaptive
Representation Slots)

By constructing multiple adaptive representation
slots from hidden states across decoder layers,
MARS preserves complementary fine-grained cues
that may be weakened when each input is com-
pressed into a single global vector.
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Figure 1: Overview of MARS. (a) The overall framework constructs multiple representation slots by appending
adaptive representation tokens to the prompt and fusing their hidden states across decoder layers. (b) The resulting
slots are matched between text and video to compute the retrieval score. (c) A diversity objective reduces redundancy
among slots from the same input. (d) Hard-negative-aware slot specialization further strengthens discrimination
against confusing negatives.

Representation token prompting. For each in-
put, we construct a chat-formatted prompt and place
M learnable adaptive representation tokens in the
model response field, where each token corresponds
to one adaptive representation slot. The prompt
template is illustrated as follows:

system: You are a helpful assistant.
user: {caption or video input}

Represent this {text|video} in detail.
assistant: <slot_1> <slot_2> · · · <slot_M>

The adaptive representation tokens are shared
across text and video inputs. We denote them as
{eslot

m }Mm=1, where eslot
m ∈ RD.

Since the MLLM follows causal attention, we
use the hidden states immediately preceding the
adaptive representation tokens as slot representa-
tions. Let h(n)

i,m,t,h
(n)
j,m,v ∈ RD denote the hidden

states from the n-th decoder layer for the m-th slot
of text sample i and video sample j, respectively.

Multi-layer adaptive slot construction. To con-
struct each slot from hidden states across multiple
decoder layers, we apply slot-wise weighted layer
fusion. For the m-th slot, we use a learnable vector
wm ∈ RN to assign weights to different decoder
layers. The normalized layer weight αm,n is com-

puted as:

αm,n =
exp(wm,n)∑N

n′=1 exp(wm,n′)
. (1)

The hidden states from different layers are then
fused to obtain the text and video slot embeddings:

zti,m =
N∑

n=1

αm,nh(n)
i,m,t, zvj,m =

N∑

n=1

αm,nh(n)
j,m,v.

(2)

We apply L2-normalization to each slot embedding,

denoted by ẑ.

Slot-wise matching. After constructing the nor-
malized text and video slot embeddings, we com-
pare them in a slot-aligned manner. For the m-th
slot, we compute the slot-wise cosine similarity
matrix:

Sm[i, j] =
〈
ẑti,m, ẑvj,m

〉
.

Applying the same notation to each slot-wise score
matrix, we define St

m = Sm and Sv
m = S>

m.

We then aggregate the slot-wise similarities across
M slots to obtain the final similarity score. We
use uniform aggregation, which is simple and per-
forms consistently across benchmarks, as shown
in Appendix C. Accordingly, with slot weights
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βm = 1/M , the aggregated score is defined as:

S[i, j] =
M∑

m=1

βmSm[i, j]. (3)

Hard-negative-aware slot specialization. Hard
negatives are commonly used to strengthen cross-
modal alignment by providing confusing mis-
matched samples (Chen et al., 2020b; Li et al.,
2021). While prior methods mainly use them as
pair-level training samples, we leverage them as
slot-level signals for specialization. We therefore
introduce a hard-negative-aware slot specialization
objective that encourages the most discriminative
slot to separate the positive pair from the confusing
negative. For each query side a ∈ {t, v}, we select
the hardest negative using the corresponding score
matrix:

j∗a(i) = arg max
j 6=i

Sa[i, j]. (4)

For each selected hard negative, we define the slot-
wise positive-negative gap as:

∆a
m(i) = Sa

m[i, i]− Sa
m[i, j∗a(i)]. (5)

Here, the slot-wise gap measures how much the
positive pair is separated from the selected hard
negative at slot m. We then take the largest slot-
wise gap across slots:

gapa(i) = max
1≤m≤M

∆a
m(i). (6)

This formulation selects the most discriminative
slot for each hard negative; since the selected slot
can vary across negatives, different slots are en-
couraged to specialize. The query-side hinge loss
is defined as:

La
hn =

1

B

B∑

i=1

max(0, δ − gapa(i)), (7)

where δ is the margin. When the gap is smaller than
δ, this term promotes a larger separation between
the positive pair and the selected hard negative. The
final hard-negative-aware slot specialization loss is
obtained by averaging over the text and video query
sides:

Lhn =
1

2

∑

a∈{t,v}
La

hn. (8)

3.3 Training Objective

The model is trained with three objectives: symmet-
ric contrastive alignment, slot diversity regulariza-
tion, and hard-negative-aware slot specialization.

For each side a ∈ {t, v}, the contrastive loss is:

La
NCE = − 1

B

B∑

i=1

log
exp(γSa[i, i])

∑B
j=1 exp(γSa[i, j])

. (9)

The symmetric InfoNCE loss is defined as:

LNCE =
1

2

∑

a∈{t,v}
La

NCE, (10)

where γ is the scaling factor. Since multiple slots
are extracted from the same input, different slots can
become redundant. We therefore apply a squared
cosine similarity regularizer within each side:

La
div =

1

BM(M − 1)

B∑

i=1

∑

m 6=m′

[
(ẑai,m)>ẑai,m′

]2
.

(11)

The total diversity loss is defined as:

Ldiv =
1

2

∑

a∈{t,v}
La

div. (12)

This term penalizes high similarity between slots
from the same input and encourages the slots to
encode distinct retrieval-relevant information.

Together with the hard-negative-aware slot spe-
cialization loss defined above, the final training ob-
jective is:

L = LNCE + λdivLdiv + λhnLhn, (13)

where λdiv and λhn are loss weights.

4 Experiments

4.1 Experimental Setup

Datasets and metrics. We use DiDeMo, Activi-
tyNet, LSMDC, and MSR-VTT (Hendricks et al.,
2017; Krishna et al., 2017; Rohrbach et al., 2017;

Xu et al., 2016), covering diverse domains, video
lengths, and caption styles. For each benchmark,

we report Recall@K (R@1, R@5, and R@10) for
text-to-video (T2V) and video-to-text (V2T) re-
trieval, along with mR@1 across the four bench-
marks. Dataset statistics and preprocessing details
are provided in Appendix A.
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Table 1: Comparison with representative text-video retrieval methods on four benchmarks. T2V and V2T denote
text-to-video and video-to-text retrieval, respectively. mR@1 denotes the mean R@1 across the four datasets. †

denotes our reproduced InternVideo2-1B result. ∗ indicates the use of the DSL post-processing operation. MARS-R
denotes MARS with reranking.

Method
DiDeMo ActivityNet LSMDC MSR-VTT Avg.

T2V V2T T2V V2T T2V V2T T2V V2T T2V V2T

R@1 R@5 R@10 R@1 R@5 R@10 R@1 R@5 R@10 R@1 R@5 R@10 R@1 R@5 R@10 R@1 R@5 R@10 R@1 R@5 R@10 R@1 R@5 R@10 mR@1 mR@1

Direct similarity-based retrieval
CLIP4Clip (Luo et al., 2022) 42.8 68.5 79.2 42.5 70.6 80.2 40.5 72.4 83.4 42.6 73.4 85.6 21.6 41.8 49.8 20.9 40.7 49.1 44.5 71.4 81.6 43.1 70.5 81.2 37.4 37.3
CLIP-ViP (Xue et al., 2023) 48.6 77.1 84.4 – – – 51.1 78.4 88.3 – – – 25.6 45.3 54.4 – – – 50.1 74.8 84.6 – – – 43.9 –
ViCLIP (Wang et al., 2023b) 49.4 – – 50.2 – – 49.8 – – 48.1 – – 33.0 – – 32.5 – – 52.5 – – 51.8 – – 46.2 45.6
Video-ColBERT (Reddy et al., 2025) 48.2 75.1 83.7 – – – 45.5 74.6 85.5 – – – – – – – – – 48.1 74.9 83.9 – – – – –
InternVideo (Wang et al., 2022) 57.9 82.4 88.9 59.1 81.8 89.0 62.2 85.9 93.2 62.8 86.2 93.3 34.0 53.7 62.9 34.9 54.6 63.1 55.2 79.6 87.5 57.9 79.2 86.4 52.3 53.7
MARS (Ours) 79.7 92.3 95.5 75.7 92.4 95.4 75.7 93.0 96.8 73.2 92.6 97.0 51.0 70.9 78.8 50.0 71.5 79.0 61.6 83.6 89.1 59.0 85.0 91.0 67.0 64.5
MARS∗ (Ours) 84.6 94.6 97.0 84.2 94.4 97.1 82.1 95.1 98.0 82.1 95.6 98.1 54.4 73.9 82.0 54.9 74.4 81.4 65.5 85.8 91.1 66.8 86.7 92.7 71.6 72.0

Cross-modal matching and reranking
UMT (Li et al., 2023b) 70.4 90.1 93.5 67.9 88.6 93.0 66.8 89.1 94.9 64.4 89.1 94.8 43.0 65.5 73.0 41.4 64.3 71.5 58.8 81.0 87.1 58.6 81.6 86.5 59.8 58.1
InternVideo2 1B†∗ (Wang et al., 2024b) 72.8 90.3 93.9 69.1 89.1 93.7 66.2 88.5 94.3 62.8 86.7 93.5 42.7 64.7 72.9 42.7 63.7 71.3 58.7 80.2 87.0 56.8 79.3 85.6 60.1 57.8
InternVideo2 6B∗ (Wang et al., 2024b) 74.2 – – 71.9 – – 74.1 – – 68.7 – – 46.4 – – 46.7 – – 62.8 – – 60.2 – – 64.4 61.9
BLiM (Ko et al., 2025) 86.4 95.6 96.4 82.8 95.6 96.4 81.0 94.2 96.6 74.4 92.6 96.2 55.7 73.1 78.2 49.1 71.0 77.1 64.7 83.9 88.2 62.2 82.7 87.0 72.0 67.1
MARS-R (Ours) 87.6 96.1 96.8 82.2 94.9 96.5 83.5 95.4 97.9 77.9 94.3 97.6 56.1 74.1 80.9 50.0 71.5 79.0 65.8 84.8 90.0 61.7 85.1 91.1 73.2 67.9

Table 2: Component ablation. LF and Slots denote multi-
layer fusion and adaptive representation slots.

Components DiDeMo ActivityNet LSMDC MSR-VTT

LF Slots Ldiv Lhn T2V V2T T2V V2T T2V V2T T2V V2T

– – – – 72.9 71.5 69.5 66.0 47.5 47.1 58.3 56.7
X – – – 76.6 74.9 72.7 70.0 47.9 46.6 59.8 57.9
X X – – 77.4 75.0 75.6 73.6 49.9 50.2 60.8 57.9
X X X – 77.5 75.0 75.7 73.2 50.9 49.7 61.1 59.0
X X X X 79.7 75.7 75.7 73.2 51.0 50.0 61.6 59.0

Table 3: Effect of the number of adaptive representa-
tion slots.

Slots M T2V V2T Avg.
2 76.5 74.8 75.6
3 78.8 73.9 76.3
4 79.7 75.7 77.7
5 79.9 74.9 77.4
6 77.3 74.6 75.9

Implementation details. We use VideoChat-
Flash 7B (Li et al., 2025) as the base MLLM,

which includes a UMT-L vision encoder (Li et al.,
2023b), a linear projection layer, and a 28-layer
Qwen2 (Yang et al., 2024). All pretrained param-
eters are frozen, and only the adaptive represen-
tation tokens, slot-wise layer-fusion weights, and
LoRA (Hu et al., 2022) modules are optimized. The
LoRA modules are applied to the projection layer
and Qwen2. We set M = 4 for DiDeMo, Activ-
ityNet, and LSMDC, and M = 3 for MSR-VTT.

Unless otherwise stated, λdiv = 0.1, λhn = 0.05,
and δ = 0.04. Further details are provided in Ap-
pendix B.

4.2 Main Results

The compared methods fall into two retrieval pro-
tocols: direct similarity-based retrieval and cross-
modal matching or reranking. Direct similarity
methods encode videos and texts independently,

and rank candidates by representation similarity. In
contrast, cross-modal matching and reranking meth-
ods retrieve candidates via embedding similarity
and refine scores through additional cross-modal in-
teraction or candidate-level reranking. Specifically,

MARS-R first retrieves candidates using MARS

and then reranks them with BLiM.

As shown in Table 1, MARS achieves the
strongest performance among direct similarity-
based retrieval methods across four benchmarks.
Without cross-modal reranking, MARS outper-
forms InternVideo2-6B∗, which relies on cross-
modal matching, while retaining a direct similarity-
based retrieval structure, achieving 67.0 T2V
mR@1 and 64.5 V2T mR@1. This suggests that
multi-layer evidence aggregation and complemen-
tary slot-wise matching produce stronger retrieval
embeddings for direct matching. Furthermore, with
the same DSL (Cheng et al., 2021) post-processing,

which calibrates retrieval scores using dual soft-
max normalization, MARS∗ improves to 71.6 T2V
mR@1 and 72.0 V2T mR@1, indicating that the
score distribution produced by MARS also bene-
fits from score calibration. When candidate-level
reranking is applied, MARS-R achieves the best
T2V mR@1 of 73.2 and improves over BLiM in
both average T2V and V2T performance.

4.3 Ablation Studies

We conduct ablations across four benchmarks to
isolate each component of MARS. Tables 2 and 3 re-
port R@1 for T2V and V2T retrieval. Table 2 starts
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Figure 2: Layer-wise retrieval performance. (a) evaluates the final-layer baseline across decoder layers. (b) reports
the multi-layer fusion model, where bars show the learned layer-fusion weights. The dashed line marks the final
layer.

ActivityNetDiDeMo LSMDC MSRVTT

Single-slot vs Full fusion (T2V R@1)

ActivityNetDiDeMo LSMDC MSRVTT

Slot-Exclusive Rank-1 Cases

Figure 3: Slot-level retrieval analysis across benchmarks. Uniform aggregation outperforms each individual slot,
and slot-exclusive rank-1 cases indicate complementary retrieval behavior among slots.

from a final-layer single-slot baseline and progres-
sively adds layer fusion, representation slots, slot
diversity regularization, and hard-negative-aware
slot specialization. Multi-layer fusion: This yields
the largest individual gain, increasing the average
R@1 across the eight T2V/V2T settings from 61.2
to 63.3. This supports our motivation that retrieval
cues are distributed across decoder depths rather
than concentrated in the final layer. Adaptive rep-
resentation slots: Adding multiple slots further
raises the average R@1 to 65.1, showing that they
preserve complementary matching information that
may be overly compressed in a single representation.

Slot diversity regularization: This provides a mod-
est additional gain, suggesting that reducing redun-
dancy among slots helps maintain distinct retrieval
cues. Hard-negative-aware slot specialization:

This final component improves the full model to the
best average R@1 of 65.7, with particularly strong
gains on DiDeMo and consistent improvements in
T2V retrieval across all four benchmarks. Together,
these results show that the proposed components
provide complementary gains over the final-layer
single-slot baseline.

We further vary the number of slotsM in Table 3.

The average R@1 peaks at 77.7 with M = 4 (up
from 75.6 at M = 2), but drops with more slots.
This indicates that a moderate number of slots is
optimal, whereas excessive slots may introduce re-
dundant or less discriminative representations.

4.4 Dissecting Representation Slots

Beyond performance, we analyze why representa-
tion slots improve text-video retrieval. We probe
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Figure 4: Diversity analysis of adaptive representation slots. Pairwise top-1 agreement and slot embedding cosine
similarity show that the learned slots make different retrieval decisions and remain distinct in the embedding space.

three properties that underlie this improvement:
1) layer-wise evidence: whether retrieval-relevant
cues are distributed across decoder layers rather
than concentrated in the final layer; 2) slot comple-
mentarity: whether different slots capture comple-
mentary matching cues; and 3) slot distinctness:
whether the learned slots remain distinct in retrieval
behavior and embedding space.

Q1. Where is retrieval evidence encoded across
decoder layers? Figure 2 compares single-layer
retrieval performance across decoder layers be-
tween the final-layer baseline and the multi-layer
fusion model. In the final-layer baseline, R@1 in-
creases toward the final decoder layer, where the
contrastive objective is directly applied. However,
this pattern changes when multi-layer fusion is
trained. The strongest single-layer performance is
no longer limited to the final layer; instead, several
upper decoder layers achieve comparable R@1.

Interestingly, the learned fusion weights do not
simply follow the single-layer R@1 curve. Some
layers with lower individual R@1 still receive non-
negligible weights, suggesting that they provide in-
formation that is useful when combined with other
layers. This indicates that retrieval evidence is dis-
tributed across decoder layers, supporting our de-
sign choice of constructing slot embeddings from
layer-fused representations rather than relying only
on the final decoder layer.

Q2. Do multiple slots provide complementary
matching cues? We next examine whether the
learned slots capture complementary retrieval ev-

idence. Figure 3 compares the single-slot T2V
performance of each slot with uniform aggrega-
tion. Across all benchmarks, aggregation signif-
icantly outperforms the strongest individual slot
(R@1 gains: +12.3 on DiDeMo, +10.2 ActivityNet,
+11.5 LSMDC, +9.6 MSR-VTT), indicating the fi-
nal score benefits from combined signals rather than
a single dominant slot. This indicates that the final
retrieval score is not dominated by a single slot, but
benefits from combining multiple slot-wise match-
ing signals.

To examine whether this aggregation gain re-
flects complementary successes across slots, we
count slot-exclusive rank-1 cases, where only one
slot retrieves the correct video at rank one. Such
cases appear consistently across benchmarks (123
on DiDeMo, 785 ActivityNet, 191 LSMDC, 209
MSR-VTT). This shows that different slots can re-
cover different correct matches rather than simply
duplicating the strongest slot. Therefore, a slot
should not be judged only by its standalone accu-
racy; even a weaker slot can contribute by resolving
retrieval cases that other slots miss.

Q3. Do learned slots form distinct representa-
tions? Figure 4 examines whether the learned
slots collapse into similar representations. The
mean off-diagonal agreement remains well be-
low full agreement across benchmarks (0.537 on
DiDeMo, 0.429 ActivityNet, 0.206 LSMDC, 0.419
MSR-VTT), showing that different slots often pro-
duce different top-ranked candidates rather than
repeatedly retrieving the same video.
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Table 4: Computational cost comparison across four benchmarks. Offline cost is measured per video, while online
cost is measured per query for each benchmark. Total computation is reported in million GFLOPs (M GFLOPs),
and inference time is measured on a single NVIDIA A100 GPU.

Method Offline
GF/video

Online GF/query Total
(M GFLOPs) Time mR@1

DiDeMo ActivityNet LSMDC MSR-VTT

UMT 267.8 1,740.8 2,683.4 2,089.2 1,395.2 20.5 2,351.8s 59.8
InternVideo2-1B 2,542.6 4,576.1 5,661.3 4,977.5 4,177.4 61.7 8,717.4s 60.1
InternVideo2-6B 13,384.1 2,857.2 3,942.5 3,258.7 2,458.5 134.0 10,424.3s 64.4
MARS (Ours) 5,657.7 322.3 1,031.8 659.3 274.3 51.1 3,626.1s 67.0

Table 5: Generalization of MARS across MLLM backbones and model scales. Each entry reports T2V / V2T
R@1. † denotes the backbone equipped with MARS. ∆ denotes the average absolute R@1 improvement over the
corresponding base model across both retrieval directions and all four benchmarks.

Model DiDeMo ActivityNet LSMDC MSR-VTT Avg. ∆

VideoLLaMA3-7B 61.0 / 56.8 60.4 / 58.6 38.8 / 36.9 54.1 / 53.5 53.6 / 51.5 –
VideoLLaMA3-7B† (Ours) 63.8 / 61.1 66.4 / 64.7 39.6 / 38.4 56.1 / 54.3 56.5 / 54.6 +3.0

Qwen2-VL-7B 57.7 / 56.8 53.3 / 52.4 34.3 / 32.0 54.8 / 52.8 50.0 / 48.5 –
Qwen2-VL-7B† (Ours) 62.1 / 60.8 58.9 / 57.7 36.1 / 32.3 56.3 / 54.7 53.4 / 51.4 +3.1

Qwen2-VL-2B 54.3 / 52.9 48.5 / 46.6 30.5 / 28.7 52.3 / 48.1 46.4 / 44.1 –
Qwen2-VL-2B† (Ours) 57.1 / 56.2 51.9 / 50.5 31.4 / 28.9 53.3 / 50.6 48.4 / 46.6 +2.3

The bottom row reports pairwise cosine simi-
larity between video-side slot embeddings. The
off-diagonal similarities remain generally small, in-
dicating that the slots are also separated in the em-
bedding space. Together, the retrieval-level agree-
ment and embedding-space analyses show that the
learned slots do not collapse into redundant copies,
but maintain distinct representations that support
multi-slot retrieval.

4.5 Computational Cost Analysis
Since MARS builds on an MLLM, inference cost
is an important practical consideration. We ana-
lyze the computational cost across four benchmarks
by separating offline video encoding from online
retrieval-time computation, as reported in Table 4.

The offline cost comes from video encoding, which
can be precomputed and stored, whereas the online
cost is incurred per text query for text encoding and
similarity computation.

After video representations are precomputed,

MARS follows a dual-encoder retrieval structure:
it encodes each text query once and computes
similarity scores against stored video representa-
tions. By contrast, UMT and InternVideo2 include
cross-modal matching components in their retrieval
pipelines, resulting in substantially higher online
computation. MARS achieves the lowest online

cost across all four benchmarks, while obtaining
the highest average T2V R@1 of 67.0. Compared
with InternVideo2, MARS also requires less total
computation and evaluation time despite achieving
stronger retrieval performance. These results show
that MARS provides an effective balance between
retrieval accuracy and online computational effi-
ciency.

4.6 Generalization Across MLLM Backbones

To examine whether the effectiveness of MARS
generalizes across different architectures, we eval-
uate it on three distinct MLLM backbones: Vide-
oLLaMA3-7B (Zhang et al., 2025a) and Qwen2-
VL-7B and Qwen2-VL-2B (Wang et al., 2024a).
For each backbone, we compare MARS against its
corresponding single-representation baseline. As
shown in Table 5, MARS consistently improves
both T2V and V2T R@1 across all four benchmarks.
Notably, it yields consistent absolute improvements
in average R@1 ranging from 2.0% to 3.4% across
VideoLLaMA3-7B, Qwen2-VL-7B, and Qwen2-
VL-2B for both retrieval directions. These robust
enhancements confirm that MARS is not tied to a
specific backbone, but serves as a general mech-
anism for extracting stronger retrieval representa-
tions from diverse MLLMs.
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Table 6: Text-image retrieval on COCO and Flickr30K.
All values are R@1.

Method COCO (FT) Flickr30K (ZS)

T2I I2T T2I I2T

Direct retrieval
BEiT-3 (Wang et al., 2023a) 65.1 82.7 89.1 97.5
MARS (Ours) 66.3 83.9 89.1 97.0

Fusion reranking
ALBEF (Li et al., 2021) 60.7 77.6 82.8 94.1
BLIP (Li et al., 2022) 65.1 82.4 86.7 96.7
BLIP-2 (Li et al., 2023a) 68.3 85.4 89.7 97.6

4.7 Generalization to Text–Image Retrieval

Although our main experiments focus on text-video
retrieval, the MARS framework is not restricted to
video inputs. To examine its applicability beyond
the video domain, we evaluate MARS on text-image
retrieval using COCO (Lin et al., 2014) (fine-tuned)

and Flickr30K (Plummer et al., 2015) (zero-shot),
following the Karpathy split (Karpathy and Fei-Fei,
2015) adopted by BEiT-3. As shown in Table 6,

MARS achieves R@1 scores 1.2 points higher than
BEiT-3 on COCO in both T2I and I2T directions.
On Flickr30K, MARS maintains highly competitive
zero-shot performance. Although BLIP-2 achieves
higher scores with an additional cross-modal rerank-
ing stage, MARS remains competitive using only
direct similarity-based retrieval. These results in-
dicate that the core MARS mechanism generalizes
well beyond the video domain, serving as a power-
ful representation extractor for text-image retrieval
as well.

4.8 Qualitative Results

Figure 5 shows a qualitative hard-negative case
from DiDeMo. For the same text query, the final-
layer single-slot baseline ranks a visually plausi-
ble negative above the ground-truth video. We
use this example to examine whether MARS can
correct confusion between candidates with simi-
lar scene-level content. The query contains several
fine-grained cues, including the stroller, the girl’s
movement, and the directional motions of nearby
women. While the baseline assigns a higher score
to the hard negative, MARS reverses this ordering
and retrieves the ground-truth video at rank one.
This example illustrates that MARS can better dis-
tinguish the ground-truth video from a confusing
negative using the final score.

Query: We fist see the stroller in the background. A stroller and person's legs are first seen.

The girl turns and walks another direction. The woman holding the baby carriage bends to the right side. 

The woman by the stroller leans to her left.

Ours (Rank #1) Correct Retrieval

woman leans 
left near stroller

girl turns and 
walks away

stroller appears 
in background

Matches the fine-grained object, action, and temporal cues

Baseline (Rank #1) Hard Negative

Confused by a visually similar but semantically incorrect video

baby walker
≠ stroller

indoor scene

missing interaction
(woman-stroller)

Figure 5: Qualitative hard-negative comparison. Unlike
the baseline, MARS correctly ranks the ground truth
above a visually similar negative.

5 Conclusion

In this paper, we introduced MARS, a multi-layer
and multi-slot embedding framework for text-video
retrieval with MLLMs. Through this design, ex-
periments on four benchmarks show that MARS
achieves strong retrieval performance while re-
taining a direct similarity-based retrieval structure.
Further ablations and analyses confirm that multi-
layer fusion, adaptive representation slots, and hard-
negative-aware specialization provide complemen-
tary gains. These findings suggest that richer rep-
resentation extraction from MLLMs is promising
for fine-grained retrieval. Future work can explore
adaptive slot interactions, temporal reasoning, and
broader retrieval scenarios.

Limitations

This work has several limitations. First, although
MARS is evaluated across multiple established
text-video retrieval benchmarks, these datasets may
not fully reflect open-domain scenarios involving
substantially longer videos, noisy descriptions, or
diverse user queries. Second, while we further
demonstrate the generalization of MARS from text-
video to text-image retrieval, its applicability to
other modalities, such as audio-language or 3D-
language retrieval, remains unexplored. Third, our
study focuses on video-level retrieval and does not
explicitly address temporal grounding or moment-
level retrieval. Extending MARS to these broader
retrieval settings represents a promising direction
for future work.

Artifact licenses. We use publicly available
benchmark datasets and pretrained models for re-
search purposes, following their respective licenses
and terms of use.
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Appendix Overview

• In Appendix A, we provide dataset details for
the text-video retrieval benchmarks used in
our experiments.

• In Appendix B, we describe the implemen-
tation details, including model architecture,
trainable parameters, and training configura-
tion.

• In Appendix C, we analyze slot aggregation
strategies and justify the use of uniform aggre-
gation.

• In Appendix D, we present additional analy-
ses of adaptive representation slots using slot
geometry diagnostics.

A Dataset Details

A.1 Text-Video Retrieval

We provide dataset-specific details on preprocess-
ing, text construction, and split statistics for the
text-video retrieval benchmarks used in our experi-
ments. The resulting statistics are summarized in
Table A1.

DiDeMo. Distinct Describable Moments
(DiDeMo) (Hendricks et al., 2017) contains short
videos with multiple moment-level descriptions.
As in prior text-video retrieval studies (Liu et al.,
2019; Bain et al., 2021; Luo et al., 2022; Ma et al.,
2022), we concatenate all captions associated
with the same video and formulate the task as
paragraph-video retrieval. In our processed split,
the training set contains 8,381 video-text pairs and
the test set contains 1,003 video-text pairs. Each
video has 3.9 captions on average in the training
split. The captions are merged into a single text
input using whitespace concatenation.

ActivityNet Captions. ActivityNet Captions (Kr-
ishna et al., 2017) contains YouTube videos anno-
tated with dense event descriptions. We use the
val_1 split for evaluation and construct paragraph-
level text queries by concatenating all captions asso-
ciated with the same video, consistent with standard
text-video retrieval protocols (Liu et al., 2019; Bain
et al., 2021; Luo et al., 2022; Ma et al., 2022). The
training set contains 10,009 video-text pairs, and
the test set contains 4,917 video-text pairs. Each
video has 3.7 captions on average in the training

split. Compared with DiDeMo, ActivityNet con-
tains longer videos and multiple event-level cap-
tions per video.

LSMDC. The Large Scale Movie Description
Challenge (LSMDC) (Rohrbach et al., 2017) con-
sists of short movie clips paired with captions from
movie scripts or descriptive video services. We fol-
low the standard text-video retrieval setup used in
previous works (Liu et al., 2019; Bain et al., 2021;

Luo et al., 2022; Ma et al., 2022) and evaluate the
model on the 1,000-sample test split. Our processed
training set contains 101,055 samples, and the test
split contains 1,000 samples.

MSR-VTT. MSR-VTT (Xu et al., 2016) contains
10K video clips from diverse categories, where
each training video is annotated with multiple cap-
tions. We adopt the standard 1K-A test protocol (Yu
et al., 2018; Liu et al., 2019), using 9,000 train-
ing videos with 20 captions per video, resulting in
180,000 training text-video pairs. The test split con-
tains 1,000 videos. In our dataloader, each caption
is treated as an individual text input during training,

while the video feature is shared across captions
from the same video.

B Implementation Details

Model architecture and trainable parameters.
MARS is built on VideoChat-Flash-Qwen2-7B (Li
et al., 2025). This MLLM combines a UMT-L
vision encoder (Li et al., 2023b), a linear mul-
timodal projection layer, and a Qwen2 language
model (Yang et al., 2024). The language model
contains 28 decoder layers. Following the prompt
design in Sec. 3, we insert adaptive representation
tokens into the response field for both video and
text inputs. We use the hidden states of these tokens
from all decoder layers for layer fusion. The num-
ber of slots is set to four for DiDeMo, ActivityNet,
and LSMDC, and three for MSR-VTT.

We fine-tune the model in a parameter-efficient
manner. LoRA (Hu et al., 2022) is applied to the
attention and MLP projection modules of the lan-
guage model, as well as to the multimodal projec-
tion layer. We set the LoRA rank to 128, the LoRA
scaling factor to 256, and the dropout rate to 0.05.

The trainable parameters consist of the LoRA pa-
rameters, the adaptive representation tokens, and
the slot-wise layer-fusion weights. All other pre-
trained parameters are frozen during training.
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Table A1: Dataset statistics used in our text-video retrieval experiments. DiDeMo and ActivityNet use paragraph-
level text inputs by concatenating multiple captions of the same video, while LSMDC and MSR-VTT use one caption
per training sample.

Dataset Train Samples Test Samples Caption Format Captions / Video

DiDeMo 8,381 1,003 list of captions 3.9
ActivityNet 10,009 4,917 list of captions 3.7
LSMDC 101,055 1,000 single caption 1.0
MSR-VTT 180,000 1,000 single caption 20.0

Table A2: Training settings for each text-video retrieval dataset. Shared settings are applied across all benchmarks,
while dataset-specific settings such as the number of slots, total epochs, learning rate, and effective batch size are
reported separately.

DiDeMo ActivityNet LSMDC MSR-VTT

Optimizer AdamW
AdamW betas (β1, β2) (0.9, 0.95)
Weight decay 0.05
Warmup epochs 1
Input frames 16
λdiv 0.1
λhn 0.05
Hard-negative margin δ 0.04

Number of slots M 4 4 4 3
Total epochs 5 5 3 3
Learning rate 2e-4 2e-4 2e-4 1e-4
Effective batch size 320 320 320 512

Training configuration. We sample 16 frames
from each video in all experiments. The learning
rate is linearly warmed up during the first epoch. To
reduce activation memory, we use gradient check-
pointing (Chen et al., 2016), which allows larger ef-
fective batch sizes for contrastive learning. All mod-
els are trained on two NVIDIA A100 40GB GPUs.
Dataset-specific hyperparameters are reported in
Table A2.

C Slot Aggregation Analysis
MARS computes the final retrieval score by aggre-
gating the similarities of corresponding text-video
slots. In the main method, we use uniform aggrega-
tion, where each slot contributes equally to the final
score. This design avoids introducing additional
slot-weighting parameters and preserves the contri-
bution of all adaptive representation slots. Table A3
compares uniform aggregation with two alternative
strategies. The learnable strategy assigns trainable
weights to different slots, while MaxSim selects the
strongest slot-level similarity. Uniform aggregation
achieves the best average performance across the
eight T2V/V2T settings, with an average R@1 of
65.7, compared with 65.4 for learnable aggregation

Table A3: Ablation on slot aggregation strategies.

Aggregation DiDeMo ActivityNet LSMDC MSR-VTT Avg.

T2V V2T T2V V2T T2V V2T T2V V2T

Learnable 78.6 74.4 74.8 73.4 50.8 50.2 61.1 59.5 65.4
MaxSim 78.2 73.9 74.6 72.7 50.4 50.3 60.8 59.7 65.1
Uniform 79.7 75.7 75.7 73.2 51.0 50.0 61.6 59.0 65.7

and 65.1 for MaxSim. These results suggest that
the slots encode complementary retrieval cues, and
that a simple average combines them more robustly
than either learned weighting or maximum-based
selection.

D Additional Analysis of Adaptive
Representation Slots

We provide additional analyses of adaptive repre-
sentation slots. These results complement the main
analysis in Sec. 4.4 by examining the geometry of
slot embeddings from additional perspectives. All
analyses follow the same notation as Sec. 3, where
each input is represented by multiple adaptive rep-
resentation slots and the final retrieval score is com-
puted by uniform aggregation of the corresponding
slot-wise similarities.
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Figure A1: Additional geometry diagnostics of adaptive representation slots. The first panel reports linear CKA
between slot embedding matrices, which measures sample-level structural similarity between slots. The second
panel reports the effective rank of each slot embedding matrix, where a higher effective rank indicates that the slot
uses a broader set of embedding directions.

D.1 Slot Geometry Diagnostics

We further examine the geometry of adaptive rep-
resentation slots. These diagnostics are not used as
retrieval metrics, but provide additional evidence
about how the slots relate to one another in the em-
bedding space. Since pairwise cosine similarity is
discussed in Sec. 4.4, we focus here on two com-
plementary diagnostics: linear CKA and effective
rank.

Pairwise cosine similarity compares individ-
ual vector directions, but does not fully describe
whether two slots encode similar sample-level struc-
tures. We therefore compute linear CKA between
slot embedding matrices. As shown in the first
panel of Figure A1, the structural similarity be-
tween slots varies across benchmarks. This sug-
gests that slot distinctness can depend on dataset
characteristics. Together with the pairwise cosine
analysis in Sec. 4.4, the CKA analysis provides a
complementary view of how adaptive representa-
tion slots differ beyond their vector directions.

We also measure the effective rank of each slot
embedding matrix. The effective rank is computed
from the entropy of the normalized squared sin-
gular values. It reflects how broadly a slot uses
the available embedding dimensions. The second
panel of Figure A1 shows that different slots can
have different effective ranks. This indicates that
adaptive representation slots do not necessarily use

the embedding space in the same way. Combined
with the retrieval-side analyses in Sec. 4.4, these
geometry diagnostics suggest that the slots form
distinct representation patterns.
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