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Abstract

Long-horizon autonomous agents require
memory systems to retain historical infor-
mation, track evolving states, and reuse
relevant knowledge beyond finite context
windows. Existing agentic memory systems
typically follow a memory construction–
retrieval (MCR) pipeline, but often adapt
mainly the memory bank while keeping the
surrounding pipeline fixed after deployment.
This fixed-pipeline design struggles to handle
heterogeneous task-specific failure modes
and can become misaligned with memory
banks that evolve in scale and structure over
time. To address these limitations, we propose
MemPro, a system-level evolution framework
that treats the entire MCR pipeline as an
evolvable program rather than adapting only
the memory bank or prompt text. MemPro
maintains a version tree of runnable memory-
system implementations, where an Evolving
Agent iteratively selects promising versions,
diagnoses recurring failures, and creates
improved child versions through failure-mode-
guided edit–debug refinement. Experiments
on LongMemEval, LoCoMo, HotpotQA, and
NarrativeQA show that MemPro consistently
outperforms strong static and prompt-level
evolving baselines within a few itera-
tions, continues to improve with evolution,
and achieves a favorable performance–
cost trade-off. Code is available at
https://github.com/wanghai673/MemPro.

1 Introduction

Large language models (LLMs) (Brown et al.,
2020; OpenAI, 2023; Grattafiori et al., 2024; Yang
et al., 2025) increasingly serve as the foundation
for autonomous agents (Wang et al., 2024a, 2026),
yet long-horizon tasks and sustained interactions
require them to retain and reuse historical infor-
mation over time. Simply extending the context

*Equal contribution.
†Corresponding author.

window with more history is costly, noisy, and
insufficient for maintaining structured long-term
state (Packer et al., 2023). Memory systems there-
fore play a central role, maintaining and retrieving
task- or user-relevant information beyond the con-
text window (Zhang et al., 2025; Xu et al., 2025).

Recent agentic memory systems typically fol-
low a memory construction–retrieval (MCR)
pipeline, where construction builds or updates
a structured memory bank from interaction his-
tories or task inputs, and retrieval selects and
uses relevant memories to answer downstream
queries (Yan et al., 2025a; Chhikara et al., 2025).
Prior work has improved this pipeline by design-
ing more structured and compact memory banks,
including hierarchical organizations (Packer et al.,
2023; Kang et al., 2025), graph-based or dynami-
cally linked memories (Xu et al., 2025; Chhikara
et al., 2025), and summarization or compres-
sion pipelines (Zhong et al., 2023; Fang et al.,
2025a). However, existing agentic memory sys-
tems typically treat the memory bank as the pri-
mary adaptive component, while the surrounding
MCR pipeline is manually designed and kept fixed
after deployment (Zhang et al., 2025). This fixed-
pipeline assumption leads to two key limitations.
First, it struggles with task heterogeneity: different
long-term memory tasks exhibit different failure
modes and therefore require different memory-use
strategies. For example, temporal reasoning may
require tracking event order or identifying the lat-
est state, whereas multi-session reasoning may re-
quire linking scattered evidence across sessions—
yet a fixed pipeline must apply the same strategy
to all of them. Second, it creates memory–pipeline
misalignment: as the memory bank evolves in
scale and structure over time, a fixed pipeline may
no longer match how memories are organized and
used. Together, these limitations can lead to in-
complete retrieval, noisy evidence, or ineffective
use of retrieved memories. Although prompt-level
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Figure 1: Evolution dynamics of MemPro on the LoCoMo evaluation set, showing the performance of each evolved
version, the best-so-far performance, and the main improvements of performance-enhancing versions.

optimization methods (Agrawal et al., 2026; Khat-
tab et al., 2024) can adapt the textual compo-
nents of such systems, they cannot change the exe-
cutable pipeline logic and are therefore insufficient
to address the above limitations. This motivates a
broader view of memory self-evolution: an agentic
memory system should not only update the mem-
ory bank or prompt text, but also evolve the MCR
pipeline system-wide.

To address these limitations, we propose Mem-
Pro (Agentic Memory Systems as Evolvable
Programs), a system-level evolution framework
that treats the MCR pipeline as an evolvable pro-
gram. MemPro evolves runnable memory-system
versions containing both prompts and executable
code for constructing and maintaining memory
banks, as well as using retrieved memories to solve
downstream queries. It maintains a version tree of
MCR pipeline implementations, where each node
corresponds to a runnable pipeline version and its
evaluation log. Starting from an initial pipeline,
an Evolving Agent iteratively selects promising
versions, diagnoses recurring failure modes, and
creates improved child versions through failure-
mode-guided edit–debug refinement. This tree
structure lets MemPro branch from strong his-
torical versions and explore alternative directions
rather than following a single linear trajectory. Fig-
ure 1 illustrates the evolution dynamics of Mem-
Pro.

We evaluate MemPro on two long-term memory
benchmarks, LongMemEval and LoCoMo, and
two long-context QA benchmarks, HotpotQA and
NarrativeQA. Across both memory-centric and
QA settings, MemPro consistently outperforms
strong static and prompt-level evolving baselines

within a few iterations, and keeps improving as
the version tree expands—suggesting that evolv-
ing the executable MCR pipeline yields benefits
beyond adapting the memory bank or prompts
alone. Our contributions are as follows:

• We identify two limitations of fixed-pipeline
agentic memory systems: task heterogeneity
and memory–pipeline misalignment. We ar-
gue that memory self-evolution should oper-
ate at the system level rather than only on
stored memories or prompt text.

• We propose MemPro, a system-level evolu-
tion framework that treats the MCR pipeline
as an evolvable program. MemPro maintains
a version tree of runnable pipeline implemen-
tations and uses failure-mode-guided edit–
debug refinement to evolve both prompts and
executable pipeline code.

• We conduct extensive experiments across
four long-term memory and long-context QA
benchmarks, demonstrating MemPro’s con-
sistent gains over strong baselines, continued
improvement with evolution, and favorable
performance–cost trade-off.

2 Related Work

2.1 Agentic Memory Systems
Agentic memory systems extend LLM agents be-
yond finite context windows and typically follow
a memory construction–retrieval pipeline, where
a memory bank is built or updated from histori-
cal inputs and later retrieved for downstream tasks.
Prior work has improved this pipeline through per-
sistent memory management (Park et al., 2023;
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Zhong et al., 2023; Packer et al., 2023), struc-
tured or hierarchical memory organization (Kang
et al., 2025; Li et al., 2026), graph-based or dynam-
ically linked memories (Chhikara et al., 2025; Xu
et al., 2025), lightweight summarization and com-
pression (Fang et al., 2025a; Liu et al., 2026; Yan
et al., 2025a), learned or heuristic memory writing
and retrieval strategies (Yan et al., 2025b; Wang
et al., 2025; Yu et al., 2026), and experience-based
or procedural memory reuse (Wang et al., 2024b;
Fang et al., 2025b; Cao et al., 2025; Ouyang et al.,
2025).

Despite these advances, most systems adapt
mainly the memory bank while keeping the sur-
rounding pipeline fixed after deployment, so it
struggles with heterogeneous, task-specific failure
modes and may become misaligned with evolving
memory banks. In contrast, MemPro treats the
whole pipeline as an evolvable program and opti-
mizes runnable memory-system implementations.

2.2 Prompt-Level Evolution

Prompt-level evolution methods improve LLM
systems by refining textual instructions without
updating model weights. Representative meth-
ods optimize prompts through instruction search,
feedback, or evolutionary refinement (Zhou et al.,
2022; Yang et al., 2024; Pryzant et al., 2023; Yuk-
sekgonul et al., 2025; Fernando et al., 2023; Khat-
tab et al., 2024). GEPA further uses trajectory-
level reflection to diagnose failures and evolve
prompts (Agrawal et al., 2026). Closely related
to agentic memory, MetaMem optimizes a self-
evolving meta-memory that provides textual guid-
ance for using memorized knowledge (Xin et al.,
2026).

When applied to memory systems, prompt-level
evolution can refine prompts and improve over
static systems, but cannot modify the executable
logic that constructs memory banks or uses re-
trieved memories to answer queries. MemPro in-
stead evolves runnable pipeline implementations—
both prompts and executable code—enabling
system-level self-evolution.

3 Preliminaries

We introduce the Memory Construction–Retrieval
(MCR) pipeline, which captures a common struc-
ture in recent agentic memory systems. The MCR
pipeline consists of two stages: (1) memory bank
construction and (2) memory retrieval and usage.

Figure 2 (left) illustrates the MCR pipeline.

Memory Bank Construction. At time step t,
the raw data Dt are first segmented into structured
segments St = {sti}Nt

i=1, where sti denotes the i-
th segment, such as a dialogue session or docu-
ment chunk, and Nt is the number of segments.
Given St, the previous memory bank Mt−1, and
the memory construction prompt Imem in Figure 6,
a Memory Agent Amem produces memory updates
∆Mt = Amem(Imem,St,Mt−1), which are in-
corporated into the memory bank to obtain Mt =
UPDATE(Mt−1,∆Mt).

Memory Retrieval and Usage. Given a query q
and the memory bank M, a Research Agent Ares

iteratively retrieves and uses memory information
to solve the query. It maintains a research state
zk, which denotes the accumulated key informa-
tion relevant to answering q, with z0 = ∅. For
each iteration k = 1, . . . ,K , the agent performs
three steps under different system prompts. (1)
Retrieval. Under the retrieval prompt Iret in Fig-
ure 7, the agent examines q and the current re-
search state zk−1 to determine what information is
still needed, and generates a retrieval request rk =
Ares(Iret, q, zk−1). The memory bank then returns
relevant information uk = RETRIEVE(rk,M),
where uk denotes the returned memory informa-
tion. (2) Integration. Under the integration
prompt Iint in Figure 8, the agent integrates the re-
turned information with the query and the previous
research state to update the research state, zk =
Ares(Iint, q, zk−1, uk). (3) Reflection. Under the
reflection prompt Iref in Figure 9, the agent judges
whether the current research state zk contains suf-
ficient information to answer q, denoted by bk =
Ares(Iref , q, zk), where bk ∈ {CONTINUE, STOP}.
If bk = STOP or the maximum number of retrieval
steps K is reached, the agent generates the final an-
swer ŷ = Ares(Ians, q, zk), where Ians denotes the
answer-extraction prompt; otherwise, it continues.

4 Methodology

Our objective is to enable system-level evolution
by treating the entire MCR pipeline as the opti-
mization target. To this end, we propose MemPro,
which goes beyond updating the memory bank
or modifying prompts and instead optimizes the
MCR pipeline as an evolvable program through it-
erative failure-mode-guided refinement. Figure 2
gives an overview of MemPro.
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Figure 2: Overview of MemPro. (a) The MCR pipeline. (b) MemPro performs evolution over a version tree: the
Evolving Agent selects a node based on logs, expands it into a new version, and generates its evaluation log.

4.1 MCR Version Tree

Overview. In MemPro, we construct and main-
tain an MCR version tree T = (V, E), where each
node v ∈ V represents a runnable implementation
of an MCR pipeline Fv together with its evalua-
tion log Lv. The evaluation log serves as the basis
for subsequent evolution. Each non-root node v
is derived from its parent pa(v), while the root v0
stores the initial MCR pipeline Fv0 and log Lv0 .

Evaluation Log. We first split a small training
set Dtrain from the evaluation dataset and use it
to guide evolution; the detailed splitting strategy
is described in 5.1. For an MCR pipeline version
Fv, the evaluation log Lv = (Sv, Cv, pa(v), Av)
records its performance and diagnostic informa-
tion on the training set. Detailed execution traces
are stored in the version registry and used for di-
agnostic analysis. Here, Sv denotes the overall
score, i.e., the average score on the training set,
and serves as the primary metric for assessing the
strength of version v. Cv denotes category-level
scores, measuring the average score of v on each
fine-grained category and indicating where the ver-
sion is weak. pa(v) denotes the parent node from
which v evolves, with the root node having no
parent. Av denotes the overall assessment, which
summarizes the major failure modes of v and pos-
sible improvement directions. The root log Lv0 is
obtained by evaluating the initial pipeline Fv0 on
Dtrain.

4.2 Evolution on the MCR Version Tree
Given the number of evolution iterations T , Mem-
Pro starts from the root node v0 and performs itera-
tive evolution on the MCR version tree T = (V, E)
for ℓ = 1, . . . , T . The evolution process is con-
trolled by an Evolving Agent Aevo. Each itera-
tion consists of three steps: (1) selection, which
chooses the parent node for expansion, (2) expan-
sion, which creates a new version from the se-
lected node, and (3) evaluation, which evaluates
the new pipeline version. We detail these steps be-
low.

Selection. The Evolving Agent collects all eval-
uation logs in the version tree and compares them
to select the most promising node for expansion.
In addition to the selected node, it also produces
a diagnostic analysis that summarizes the logs in
the current tree and analyzes the failure modes and
improvement directions of the selected node. For-
mally, given the selection prompt Isel and all logs
{Lv}v∈V , the agent outputs

(v⋆ℓ , Rℓ) = Aevo(Isel, {Lv}v∈V), (1)

where v⋆ℓ denotes the selected node at evolution
iteration ℓ, and Rℓ denotes the diagnostic analysis.
The selection is guided by three criteria: high over-
all score, generalizable improvement directions,
and frequent failure modes. More details are spec-
ified in the selection prompt Isel in Figure 12.

Expansion. Given the selected node v⋆ℓ , its
MCR pipeline version Fv⋆ℓ

, the diagnostic anal-
ysis Rℓ, and the expansion prompt Iexp shown
in Figure 13, the Evolving Agent initializes the
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new version from the selected version, i.e., F (0)
uℓ =

Fv⋆ℓ
and R

(0)
ℓ = Rℓ. Here, R

(j)
ℓ denotes the

accumulated diagnostic analysis at inner expan-
sion step j. The expansion stage proceeds iter-
atively. At step j, the agent chooses one action
aj ∈ {EDIT, DEBUG, TERMINATE}:

aj = Aevo

(
Iexp, F

(j)
uℓ

, R
(j)
ℓ

)
. (2)

If aj = EDIT, the agent revises the current MCR
pipeline according to the accumulated diagnostic
analysis R(j)

ℓ , while keeping R
(j+1)
ℓ = R

(j)
ℓ :

F (j+1)
uℓ

= Aevo

(
Iexp, F

(j)
uℓ

, R
(j)
ℓ

)
. (3)

If aj = DEBUG, the agent selects a diagnostic ex-
ample based on the failure analysis in R

(j)
ℓ , avoid-

ing full training-set re-evaluation:

xdiagj = Aevo

(
Iexp, R

(j)
ℓ ,Dtrain

)
. (4)

The current version F
(j)
uℓ is executed on this exam-

ple to obtain a full trace τj = F
(j)
uℓ (xdiagj ). The

trace updates the diagnostic analysis while keep-
ing the pipeline unchanged, F (j+1)

uℓ = F
(j)
uℓ :

R
(j+1)
ℓ = Aevo

(
Iexp, R

(j)
ℓ , xdiagj , τj

)
. (5)

This targeted debugging avoids re-evaluating the
full Dtrain during each inner expansion step, im-
proving efficiency. If aj = TERMINATE, the
expansion process stops and the current version
is taken as the new pipeline version, Fuℓ

=

F
(j)
uℓ . The process repeats until the agent outputs

TERMINATE or the maximum number of expan-
sion steps J is reached; in the latter case, Fuℓ

=

F
(J)
uℓ .

Evaluation. After obtaining the new pipeline
version Fuℓ

, we execute it on the full training set
Dtrain to collect execution traces:

Γuℓ
= {Fuℓ

(x) | x ∈ Dtrain }. (6)

The Evolving Agent then summarizes these traces
into an evaluation log:

Luℓ
= Aevo(Ieval, Fuℓ

,Γuℓ
) , (7)

where Ieval denotes the evaluation prompt, which
is provided in Figure 14. The resulting log Luℓ

=
(Suℓ

, Cuℓ
, pa(uℓ), Auℓ

) records the training perfor-
mance, category-level performance, parent node,
and overall assessment of the new pipeline version.
The pair (Fuℓ

, Luℓ
) defines a new node uℓ with

pa(uℓ) = v⋆ℓ , which is added to T .

5 Experiments

5.1 Experimental Setup

Datasets and splits. To comprehensively evalu-
ate the effectiveness of MemPro, we conduct ex-
periments on four datasets covering both agentic
memory and multi-hop QA scenarios. The agen-
tic memory datasets include LongMemEval (Wu
et al., 2024) and LoCoMo (Maharana et al., 2024),
while the multi-hop QA datasets include Hot-
potQA (Yang et al., 2018) and NarrativeQA (full-
document) (Kočiský et al., 2018). For Long-
MemEval and LoCoMo, we randomly sample
10% of the examples from each dataset for Mem-
Pro training and use the remaining examples for
testing. For HotpotQA, we consider three context-
length settings—56K, 224K, and 448K—and ran-
domly sample 30 questions (23%) for training un-
der each setting, using the remaining questions for
testing. For NarrativeQA, we randomly sample
40 questions (12%) for training and use the rest
for testing. Detailed category breakdowns and ad-
ditional dataset information are provided in Ap-
pendix A.3.

Metrics. For LongMemEval and LoCoMo, we
use LLM-as-a-Judge for evaluation, with GPT-4o-
mini (OpenAI, 2024) as the judge model across
all experiments. The judge prompts for Long-
MemEval and LoCoMo follow GAM (Yan et al.,
2025a) and LightMem (Fang et al., 2025a), respec-
tively. For HotpotQA and NarrativeQA, we report
word-level F1 (Yan et al., 2025a) between the pre-
dicted answer and the gold answer. The judge
prompts are provided in Figure 10 and Figure 11.

Baselines. We compare MemPro against a se-
ries of representative baselines: (1) Direct-context
methods: Full Text and Naive RAG, which
represent baselines without an agentic frame-
work. (2) Static agentic memory systems:
LangMem (LangChain, 2025), Mem0 (Chhikara
et al., 2025), A-Mem (Xu et al., 2025), Mem-
oryOS (Kang et al., 2025), LightMem (Fang
et al., 2025a), SimpleMem (Liu et al., 2026), and
GAM (Yan et al., 2025a), which represent strong
existing agentic memory baselines. (3) Prompt-
level evolution methods: GEPA (Agrawal et al.,
2026) and MetaMem (Xin et al., 2026), which
implement prompt-level self-evolution on top of
static memory systems. More details about the
baselines are provided in Appendix A.4.
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Method LongMemEval LoCoMo

Temp Multi Know User Asst. Pref. Avg. Multi Open Single Temp Avg.

GPT-4o-mini

Full Text 31.58 45.45 76.92 87.14 89.29 36.67 56.89 68.79 56.25 86.56 50.16 73.83
RAG 39.85 48.48 67.95 90.00 98.21 53.33 60.90 55.32 47.92 70.99 56.39 63.64
LangMem 15.79 20.30 66.67 60.00 46.43 60.00 37.20 52.10 41.65 62.80 43.25 55.45
Mem0 40.15 46.21 70.12 81.43 41.07 60.00 53.51 30.85 34.38 38.41 37.07 36.49
A-MEM 47.36 48.87 64.11 92.86 96.43 46.67 62.20 56.03 31.25 72.06 60.44 64.16
MemoryOS 32.33 31.06 48.72 80.00 64.29 30.00 44.66 56.74 45.83 67.06 40.19 58.25
LightMem 67.18 71.74 83.12 87.14 32.14 68.18 69.81 62.06 42.71 74.67 74.14 70.26
SimpleMem 69.17 60.90 78.21 85.71 75.00 73.33 71.60 64.50 44.90 76.80 74.50 72.08
GAM 60.15 70.68 78.21 75.71 94.64 70.00 72.40 79.07 57.29 86.08 73.83 80.45
GEPA 69.17 71.43 79.49 88.57 78.57 76.67 75.60 79.48 64.28 82.14 77.14 79.50
MetaMem 68.80 71.10 78.20 88.90 63.50 91.70 74.47 – –
MemPro-5 73.86 72.41 80.93 94.22 54.68 82.11 75.77† 80.47 58.96 87.84 74.63 81.94†

MemPro-10 75.68 71.96 82.08 96.31 58.24 83.72 77.11 79.82 60.37 89.26 77.54 83.29
MemPro-15 77.44 73.68 83.33 98.57 60.71 86.67 79.00 82.26 62.50 90.01 80.68 84.93

Qwen3-30B-A3B-Instruct-2507

Full Text 33.08 35.61 76.92 82.86 87.50 50.00 54.67 69.86 57.29 87.40 51.71 74.87
RAG 36.84 47.73 65.38 91.43 98.21 70.00 60.69 62.41 57.29 76.81 47.98 66.95
LangMem 37.60 38.35 67.95 78.57 42.86 70.00 50.80 53.22 50.01 63.54 30.13 53.84
Mem0 41.94 28.13 28.57 55.32 26.09 81.82 38.67 42.91 46.88 46.37 34.58 43.31
A-MEM 51.88 51.12 76.93 90.00 96.43 40.00 65.20 57.45 43.75 67.90 27.73 56.10
MemoryOS 28.57 36.84 61.54 72.86 92.86 33.33 49.60 52.48 40.62 61.59 26.48 51.30
LightMem 54.20 51.91 66.67 80.00 31.25 80.00 58.13 70.57 60.42 79.19 54.83 71.36
SimpleMem 65.41 59.40 75.64 84.29 69.64 76.67 69.20 72.00 63.00 80.10 58.90 73.13
GAM 67.67 67.29 82.05 92.14 66.07 63.33 72.80 71.98 75.00 80.61 60.43 74.46
GEPA 68.42 71.43 82.05 90.00 80.36 76.67 76.20 74.82 65.62 82.51 61.99 75.77
MetaMem 69.60 69.24 79.18 90.70 38.14 94.16 71.90 – –
MemPro-5 68.73 73.82 79.64 90.87 82.59 77.46 76.96† 74.36 67.94 82.20 65.18 76.33†

MemPro-10 68.21 75.03 80.84 91.76 94.12 78.39 78.80 73.92 69.63 83.07 66.43 77.09
MemPro-15 71.43 75.94 82.05 92.86 98.21 80.00 80.80 75.17 70.83 83.47 67.60 77.85

Static agentic memory system Prompt-level evolution System-level evolution

Table 1: Results on LongMemEval and LoCoMo. All reported results are LLM-as-a-Judge scores. Bold and
underline indicate the best and second-best results per backbone. Avg. denotes the mean across subcategories.
MemPro-5/10/15 denote MemPro after 5/10/15 evolution iterations. † indicates that MemPro-5 already surpasses
all non-MemPro baselines on the corresponding Avg. score.

Implementation Details. During MemPro evo-
lution, the Memory Agent and Research Agent
in the MCR pipeline use gpt-4o-mini as the
backbone, while the Evolving Agent is imple-
mented with a Codex harness using gpt-5.4-
medium. We set the maximum outer evolu-
tion and inner expansion iterations to 15 and
20, respectively. For Table 1, we report two
evaluation-time backbone settings, gpt-4o-mini
and Qwen3-30B-A3B-Instruct-2507; in each set-
ting, the Memory Agent and Research Agent use
the same backbone. Among the baselines, GEPA,
SimpleMem, and GAM on LongMemEval are re-
produced under settings aligned with MemPro,
while the remaining results are taken from the cor-
responding papers (Yan et al., 2025a; Fang et al.,
2025a; Xin et al., 2026). For Table 2, all base-
line results are taken from the corresponding pa-
pers (Yan et al., 2025a). We replace the Qwen3-

30B-A3B backbone with Qwen2.5-14B to match
the baseline settings for fair comparison. Base-
lines missing from Table 2 are omitted because
they do not support HotpotQA or NarrativeQA.
For Figure 4, all baselines are reproduced under
settings aligned with MemPro. Further implemen-
tation details are provided in Appendix A.5. No-
tably, all results from our runs, including MemPro
and reproduced baselines, are averaged over three
runs.

5.2 Performance on Memory Benchmarks

To evaluate MemPro and the baselines in long-
term interaction scenarios, we conduct experi-
ments on LongMemEval and LoCoMo. Table 1
shows the results, with key observations summa-
rized below.

Naive Compression Hurts Performance, but
Better Memory Design Can Overcome It. As
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Method
GPT-4o-mini Qwen2.5-14B

HotpotQA NarrativeQA HotpotQA NarrativeQA
56K 224K 448K Avg. 56K 224K 448K Avg.

Full Text 56.56 54.29 53.92 54.92 31.26 49.75 46.82 43.17 46.58 29.69
RAG 52.71 51.84 54.01 52.85 25.00 51.81 46.72 48.36 48.96 18.29
A-MEM 33.90 30.22 31.37 31.83 27.07 27.04 25.65 22.92 25.20 25.18
Mem0 32.58 31.74 27.41 30.58 29.16 30.12 32.44 26.55 29.70 27.80
MemoryOS 26.47 23.10 24.16 24.58 26.70 24.58 30.25 23.13 25.99 23.45
LightMem 40.93 35.28 30.02 35.41 17.51 37.30 27.72 28.25 31.09 16.57
GAM 63.22 61.46 59.81 61.50 36.86 64.07 55.99 57.87 59.31 30.17
MemPro-5 65.18† 61.72† 60.84† 62.58† 37.23† 64.36† 58.73† 57.91† 60.33† 30.34†

MemPro-10 68.05 63.94 62.36 64.78 37.84 65.41 60.54 58.76 61.57 30.78
MemPro-15 70.32 65.81 64.02 66.72 38.12 66.98 62.28 59.80 63.02 31.23

Table 2: Results on HotpotQA and NarrativeQA. All reported results are F1 scores. For HotpotQA,
56K/224K/448K denote context lengths, and Avg. denotes their mean. MemPro-5/10/15 denote MemPro after
5/10/15 evolution iterations. Bold and underline indicate the best and second-best results per backbone. † indi-
cates that MemPro-5 already surpasses all non-MemPro baselines on the corresponding score.

shown in Table 1, Full Text and Naive RAG outper-
form several early memory systems (LangMem,
Mem0, MemoryOS), suggesting that naive com-
pression can trade accuracy for context capac-
ity. Yet recent systems (LightMem, SimpleMem,
GAM) also compress memory while surpassing
Full Text and Naive RAG, showing that this loss
can be overcome by better memory-system design.

Prompt-Level Evolution Improves Agentic
Memory Systems. The results in Table 1
show that prompt-level evolving memory systems
achieve stronger overall performance than static
memory systems. This demonstrates that even
prompt-level evolution alone can effectively im-
prove performance, highlighting the necessity of
evolving components beyond the memory bank in
agentic memory systems.

MemPro Achieves SOTA with Only a Few Evo-
lution Iterations. As shown in Table 1, with
only 5 evolution iterations, MemPro-5 consis-
tently outperforms the strongest baseline on each
benchmark and backbone LLM, achieving state-
of-the-art (SOTA) performance. This shows that
MemPro can achieve strong performance with
a low evolution cost, demonstrating that evolv-
ing components beyond the memory bank and
prompts can further improve performance. These
results highlight the promise of treating the entire
memory system as the target of evolution. While
MemPro leads on overall averages, it underper-
forms several baselines on the Single-Assistant
(Asst.) category under the gpt-4o-mini backbone;

we analyze this category- and backbone-specific
gap in Appendix A.2.

MemPro Continues to Improve as Evolution
Progresses After Reaching SOTA. Although
MemPro-5 already outperforms the strongest base-
line on each benchmark and backbone LLM,
MemPro continues to improve steadily as evolu-
tion progresses. As shown in Table 1, using the
Avg. columns of each benchmark and averag-
ing them across the two backbones, MemPro im-
proves by +1.59 on LongMemEval and +1.06 on
LoCoMo from MemPro-5 to MemPro-10, and fur-
ther improves by +1.95 on LongMemEval and
+1.20 on LoCoMo from MemPro-10 to MemPro-
15. By the 15th evolution iteration, MemPro
achieves superior performance, demonstrating the
effectiveness and high ceiling of its evolution pro-
cess. Figure 1 visualizes this evolution trajectory,
and a qualitative case study is provided in Ap-
pendix A.1.

5.3 Performance on QA Benchmarks

Beyond the memory benchmarks, we also evalu-
ate MemPro and the baselines on HotpotQA and
NarrativeQA to assess whether long-context mem-
ory capabilities transfer to knowledge-intensive
QA scenarios. Table 2 reports the results, from
which we draw observations broadly consistent
with those on the memory benchmarks.

Direct Context Methods Beat Early Mem-
ory Systems but Trail Strong Ones. Consis-
tent with the memory benchmarks, direct-context
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methods beat early memory systems but trail
strong ones such as GAM, while MemPro leads.

MemPro Surpasses Baselines Within a Few
Iterations and Keeps Improving. The results
in Table 2 show that MemPro surpasses all non-
MemPro baselines as early as the fifth evolution
iteration across benchmark settings and backbone
models. After reaching this strong level, MemPro
continues to improve with evolution.
Experiments on the multi-hop QA benchmarks fur-
ther corroborate our observations and demonstrate
the robustness of MemPro’s performance.
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Figure 3: Ablation study on the LoCoMo.

5.4 Ablation Study
We conduct ablations on LoCoMo for four key de-
signs: (1) w/o Code removes code-level edits, re-
ducing MemPro to prompt-level evolution; (2) w/o
Version Tree degenerates tree evolution into chain
evolution, expanding only from the latest version;
(3) w/o Evolution keeps only one outer evolution it-
eration; and (4) w/o Iterative Expansion uses a sin-
gle edit during expansion without inner iterations.
Figure 3 supports the following observations.

All components contribute to MemPro. Re-
moving any key component leads to clear perfor-
mance drops, showing that MemPro’s gains come
from system-level edits, tree evolution, multi-
round evolution, and iterative expansion.

System-Level Evolution Matters. The w/o
Code variant reduces MemPro to prompt-level evo-
lution and clearly underperforms the full Mem-
Pro. This supports our central claim that self-
evolution should go beyond prompt text: editing
executable pipeline components expands the opti-
mization space and strengthens system-level evo-
lution.

Tree Evolution Outperforms Chain Evolution.
The w/o Version Tree variant degenerates tree evo-

lution into chain evolution and performs worse
than MemPro. This shows that maintaining a ver-
sion tree is more effective than following a single
linear trajectory, as it allows MemPro to expand
from strong historical versions rather than being
constrained to the latest version.

Outer Evolution Enables Continuous Improve-
ment. The w/o Evolution variant keeps only
one outer evolution iteration and degrades perfor-
mance. This demonstrates that multi-round evo-
lution over the version tree is important for con-
tinuous pipeline improvement, allowing later iter-
ations to build on evaluated versions and discover
better versions.

Iterative Expansion Matters. The w/o Itera-
tive Expansion variant performs only a single edit
during expansion and also degrades performance.
This indicates that expansion should not be treated
as a one-shot edit; inner expansion iterations allow
the Evolving Agent to refine the selected pipeline
using accumulated diagnostic analysis before final-
izing the new version.

We also provide a retrieval-tool ablation in Ap-
pendix A.6, showing that BM25, embedding, and
PAGE-ID retrieval are complementary.

5.5 Efficiency Analysis

We conduct an efficiency analysis on LoCoMo
to compare accuracy and token cost, with results
shown in Figure 4. MemPro achieves the high-
est overall accuracy with a reasonable token cost.
It substantially outperforms Full Text while using
fewer tokens, and surpasses strong memory base-
lines such as GAM and GEPA with comparable
token budgets. Although lightweight methods are
cheaper, they show much lower accuracy. Over-
all, MemPro offers a favorable trade-off between
memory performance and token efficiency.
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Figure 4: Efficiency analysis on LoCoMo.
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6 Conclusion

We presented MemPro, a system-level evolu-
tion framework that treats the entire memory
construction–retrieval pipeline as an evolvable pro-
gram rather than adapting only the memory bank
or prompt text. Motivated by the task heterogene-
ity and memory–pipeline misalignment of fixed-
pipeline memory systems, MemPro maintains a
version tree of runnable pipeline implementations
and, through iterative selection, expansion, and
evaluation, uses an Evolving Agent with failure-
mode-guided edit–debug refinement to evolve
both prompts and executable code. Across
LongMemEval, LoCoMo, HotpotQA, and Nar-
rativeQA, MemPro consistently surpasses strong
static and prompt-level evolving baselines within
a few iterations, keeps improving with evolution,
and attains a favorable performance–cost trade-off,
suggesting that agentic memory should be opti-
mized as a runnable, self-evolving system.

7 Limitations

MemPro introduces an offline evolution stage in
addition to task-time inference. This cost can be
amortized when the evolved memory system is
reused across many queries, and future work could
further improve the efficiency of the evolution pro-
cess. In addition, our implementation uses a ca-
pable Evolving Agent to edit and debug runnable
MCR pipelines; future work could study more
efficient or specialized evolving agents. Finally,
MemPro currently uses a tree-structured evolution
framework, where each new pipeline version is de-
rived from a single parent version. We have not
explored more general evolution topologies, such
as graph-structured evolution that allows multiple
versions to be merged or recombined. Future work
could study whether these alternatives improve the
diversity and efficiency of system-level evolution.

8 Ethical Considerations

MemPro targets agentic memory systems that re-
tain and reuse historical information. In real-world
applications, such memories may contain sensitive
user preferences, interaction histories, personal in-
formation, or task-specific records. Responsible
deployment should therefore include privacy and
data-governance practices such as user consent,
data minimization, access control, and mecha-
nisms for users to inspect, correct, or delete stored

memories. Our experiments use public benchmark
datasets and do not collect private user data.

Because MemPro edits executable components
of the memory construction–retrieval pipeline,
evolved versions should be sandboxed, logged,
and reviewed before deployment in user-facing or
safety-critical settings. In our experiments, evolu-
tion is restricted to the MCR pipeline, while evalu-
ation data, gold answers, judge prompts, and held-
out examples are not editable or exposed to the
Evolving Agent.
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A Appendix

A.1 Case Study
Figure 1 shows how MemPro gradually improves
the LoCoMo pipeline through the version tree.
Starting from the initial framework, MemPro first
improves ACC from 77.33 to 79.10 by refining

temporal answers. This edit makes the model an-
swer time-related questions with more direct and
specific expressions, such as dates, months, or
time spans, instead of producing broad explana-
tions. The next major improvement comes from
a question-type-aware integration strategy, which
raises ACC to 80.88. This code-level change
lets the system merge retrieved memories differ-
ently for different question types, so that temporal,
counting, entity-centric, and multi-hop questions
can preserve the information they need. Then,
count and duration reasoning further improves
ACC to 82.12 by explicitly handling questions
that require counting repeated events or computing
temporal spans. After that, adaptive retrieval depth
increases ACC to 83.46 by searching more when
the question needs broader evidence and avoiding
unnecessary noisy retrieval for simpler questions.
Finally, Focused evidence snippets improves ACC
to 84.93 by placing salient evidence before integra-
tion, making key snippets easier for the model to
use and reducing interference from long-context
noise. Overall, MemPro improves ACC by 7.60
percentage points over the initial framework. The
curve also shows several non-monotonic interme-
diate versions, which means that some edits intro-
duce regressions. The version tree mitigates this
problem by preserving strong previous versions
and allowing later iterations to branch from them,
rather than forcing evolution to follow a single lin-
ear path.

A.2 Per-Category Analysis on
LongMemEval: Single-Assistant

Across most LongMemEval categories MemPro
improves steadily, but on the Single-Assistant
(Asst.) category under the gpt-4o-mini backbone
it underperforms several baselines: MemPro-15
reaches 60.71, whereas direct-context methods
and strong static systems such as RAG (98.21),
A-MEM (96.43), and GAM (94.64) score much
higher. We note three points that place this gap in
context.

First, the gap is backbone-specific rather than
fundamental. With the Qwen3-30B-A3B-Instruct-
2507 backbone, the same evolved pipeline at-
tains 98.21 on Single-Assistant, matching the best
baseline. This suggests that the limitation arises
from the interaction between this category and the
weaker gpt-4o-mini backbone, not from system-
level evolution itself.

Second, Single-Assistant questions ask about
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the assistant’s own prior statements, whose an-
swers often depend on the assistant’s specific ear-
lier wording. The MCR pipeline stores com-
pressed, abstractive memories rather than raw
turns, so assistant-side phrasing can be lost during
memory construction—precisely the failure mode
where uncompressed methods such as Full Text
and RAG retain an advantage. Under a weaker
backbone, the Memory Agent’s abstraction tends
to be more lossy, amplifying this effect.

Third, the evolution signal for this category is
sparse. Single-Assistant contains 56 questions in
LongMemEval, of which only about six (10%)
are sampled into the evolution set. The Evolving
Agent therefore receives very few failure cases for
this category, and because selection and evaluation
are driven by the overall score, optimization natu-
rally concentrates on more frequent failure modes.

Taken together, these observations indicate that
the gap reflects a category- and backbone-specific
trade-off rather than a defect of system-level evo-
lution. A natural remedy is to make evolution
category-aware—for example, adding a category-
balanced objective or preserving raw assistant-side
snippets alongside abstractive memories—which
we leave to future work.

A.3 Dataset Details
LoCoMo (Maharana et al., 2024) is a long-term
conversational memory benchmark built from
multi-session user–assistant histories. It contains
four question types: Single Hop, Multi Hop, Tem-
poral, and Open Domain. LoCoMo contains 1,540
questions in total. We randomly sample 154
questions, corresponding to 10% of the full set,
for framework evolution, and reserve the remain-
ing 1,386 questions as a question-disjoint held-
out evaluation set. We follow the GAM GitHub
evaluation protocol and judge prompt, and use
gpt-4o-mini as the judge model.

LongMemEval (Wu et al., 2024) evaluates long-
term memory over multi-session interactions. It
covers six categories: Temporal Reasoning, Multi
Session, Knowledge Update, Single User, Single
Assistant, and Single Preference. The benchmark
contains 500 questions. We randomly sample 50
questions for framework evolution and evaluate
on the remaining 450 question-disjoint held-out
questions. We use an LLM-as-judge evaluator
with gpt-4o-mini as the judge model; the judge
prompt is provided in Figure 10 and Figure 11.

HotpotQA (Yang et al., 2018) is a multi-

hop question-answering benchmark. We use the
dataset-provided long-context settings with ap-
proximately 56K, 224K, and 448K tokens. These
settings use the same underlying questions but pro-
vide different retrieved contexts. For each con-
text length, we use the same 128 questions. The
same 30 question IDs are used for evolution across
all three context lengths, and the remaining 98
questions are used for held-out evaluation at each
length. The 30 training question IDs across the
three context lengths form 90 question-context
instances, and a single HotpotQA framework is
evolved on this mixed training set.

NarrativeQA (Kočiský et al., 2018) is a narra-
tive reading-comprehension benchmark over long
stories. We use the full-document setting rather
than the summary setting: each document is chun-
ked, converted into memory, retrieved at question
time, and used for answer generation. We ran-
domly sample 40 examples for framework evo-
lution and report final results on a disjoint 300-
example held-out evaluation set.

A.4 Baseline Details
We compare MemPro with direct-context meth-
ods, fixed memory-architecture systems, and
optimization-based memory methods.

Full Text feeds the complete available history
or document directly to the inference model. RAG
retrieves query-relevant chunks from the available
context and answers from the retrieved evidence.

LangMem, Mem0 (Chhikara et al., 2025), A-
MEM (Xu et al., 2025), MemoryOS (Kang et al.,
2025), LightMem (Fang et al., 2025a), and
GAM (Yan et al., 2025a) are fixed memory archi-
tectures. These systems maintain fixed memory-
writing and memory-reading procedures at evalu-
ation time. On LoCoMo and LongMemEval, we
reproduce GAM and evaluate it under the same
held-out protocol as MemPro.

GEPA (Agrawal et al., 2026) is a prompt-only
optimization baseline. We run GEPA with the
same evolution subsets, optimizer model, and it-
eration budget as MemPro. GEPA can edit frame-
work prompts but cannot modify framework code
or control flow. Its final version is selected on the
evolution subset and then evaluated on the same
held-out examples as MemPro.

MemPro without evolution denotes our man-
ually initialized framework before failure-driven
evolution, corresponding to v0000 in the version
tree. MetaMem results are taken from the original
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paper where published results are available.

MemPro, MemPro without evolution, GEPA,
and the reproduced GAM results are evaluated un-
der our held-out protocol. Other previously pub-
lished memory baselines are reported from Light-
Mem or GAM under the matched benchmark and
backbone setting, and MetaMem results are taken
from the original paper.

A.5 Implementation Details

MemPro evolves runnable MCR framework ver-
sions rather than isolated prompt strings. Each
version contains both the task-facing prompts and
the executable code used by the Memory Agent
and Research Agent, including memory construc-
tion, retrieval, evidence integration, context con-
struction, and final-answer generation. The Evolv-
ing Agent is implemented with the OpenAI Codex
coding harness using gpt-5.4-medium. It takes
AGENTS.md as the task-level instruction file, which
specifies the procedures for base-version selection,
edit–debug iteration, and training-set performance
analysis.

During evolution, all task-time MCR reasoning
calls are performed with gpt-4o-mini using tem-
perature 0.0 and top-p 1.0. The initial retrieval
module uses three retrieval channels: BM25 key-
word retrieval, BAAI/bge-m3 semantic retrieval,
and PAGE-ID retrieval. Each channel returns the
top-5 candidates by default. For each question,
the Research Agent performs at most five retrieval–
integration iterations. The maximum evolution
budget is capped at 15 iterations.

GEPA is given the same training set and itera-
tion budget as MemPro, and uses the same opti-
mizer model gpt-5.4-medium. However, GEPA
is restricted to prompt edits and cannot modify
executable framework code or control flow. For
model-transfer experiments, we reuse the frame-
work version evolved under gpt-4o-mini and re-
place only the task-time inference model with
Qwen3-30B-A3B-Instruct-2507, without any ad-
ditional evolution. The transferred model is served
with SGLang on eight H800 GPUs using bfloat16
precision, and decoded with temperature 0.7 and
top-p 0.9. All LLM-as-a-Judge evaluations use
gpt-4o-mini with temperature 0. Token cost is
computed over task-time inference only and ex-
cludes offline evolution calls.

GPT-4o-mini Qwen3-30B-A3B-
Instruct-2507
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Figure 5: Retrieval ablation study on the Lo-
CoMo. Results are reported with gpt-4o-mini and
Qwen3-30B-A3B-Instruct-2507.

A.6 Retrieval Ablation Study
We analyze the contribution of different retrieval
tools in MemPro on the LoCoMo held-out set.
As shown in Figure 5, removing any retrieval
tool decreases performance under both backbone
models, showing that keyword-based, semantic,
and structural retrieval signals are complemen-
tary. BM25 is the most important retrieval chan-
nel: removing it drops accuracy from 84.93 to
72.25 with gpt-4o-mini and from 77.85 to 65.44
with Qwen3-30B-A3B-Instruct-2507. This sug-
gests that exact keyword matching is crucial
for long-term conversational memory, where an-
swers often depend on specific names, events,
dates, or surface-form cues. Embedding-based
retrieval also contributes consistently: remov-
ing it drops accuracy from 84.93 to 82.57 with
gpt-4o-mini and from 77.85 to 75.67 with
Qwen3-30B-A3B-Instruct-2507. This indicates
that semantic retrieval helps recover relevant
memories when the query and stored memo-
ries use different wording. PAGE-ID retrieval
has a smaller but still positive effect: remov-
ing it drops accuracy from 84.93 to 84.37 with
gpt-4o-mini and from 77.85 to 77.12 with
Qwen3-30B-A3B-Instruct-2507, suggesting that
structural lookup provides useful auxiliary ground-
ing. Overall, the best performance is achieved
when MemPro coordinates all three retrieval tools,
combining BM25 for exact keyword matching,
embedding retrieval for semantic matching, and
PAGE-ID retrieval for structural localization.
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Memory Construction Prompt

You are the MemoryAgent. Your job is to write one concise abstract that can be stored as long-term
memory.

MAIN OBJECTIVE:

Generate a concise, self-contained and coherent abstract of INPUT_MESSAGE that preserves ALL
important information in INPUT_MESSAGE. MEMORY_CONTEXT is provided so you can understand
the broader situation such as people, modules, decisions, ongoing tasks and keep wording consistent.

INPUTS:

MEMORY_CONTEXT:

{memory_context}

INPUT_MESSAGE:

{input_message}

YOUR TASK:

1. Read INPUT_MESSAGE and extract all specific, memory-relevant information, such as:

- plans, goals, decisions, requests, preferences

- actions taken, next steps, assignments, and responsibilities

- problems, blockers, bugs, questions that need follow-up

- specific facts such as names, dates, numbers, locations

2. Use MEMORY_CONTEXT to:

- resolve or disambiguate the entities, components, tasks, or resources mentioned in IN-
PUT_MESSAGE,

- keep terminology, such as names of agents, modules, datasets, etc., consistent with prior usage,

- include minimal background context if it is required for the abstract to be understandable.

You MUST NOT invent or add information that appears only in MEMORY_CONTEXT and is NOT
implied or mentioned in INPUT_MESSAGE.

3. Your abstract MUST:

- summarize all important content from INPUT_MESSAGE,

- be understandable on its own without seeing INPUT_MESSAGE,

- be factual and specific.

STYLE RULES:

- Output exactly ONE concise paragraph. No bullet points.

- Do NOT include meta phrases like “The user said...” or “The conversation is about...”.

- Do NOT give advice, opinions, or suggestions.

- Do NOT ask questions.

- Do NOT include anything that is not grounded in INPUT_MESSAGE.

OUTPUT FORMAT:

Return ONLY the single paragraph. Do NOT add any headings or labels.

Figure 6: Memory construction prompt used by the Memory Agent in the MCR pipeline to generate memory
updates from structured segments and the previous memory bank.
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Retrieval Prompt

You are the Retrieval Agent. Make a retrieval plan for the question using the memory below.

QUESTION:

{request}

MEMORY:

{memory}

Return one JSON object with exactly these keys:

- “info_needs”: array of missing facts or sub-questions

- “tools”: array using only [“keyword”, “vector”, “page_index”]

- “keyword_collection”: array of short keyword queries

- “vector_queries”: array of short natural-language queries

- “page_index”: array of integers, or []

If a field is not needed, use an empty array.

Return only JSON.

Figure 7: Retrieval prompt for the Research Agent in the MCR pipeline.

Integration Prompt

You are the Integration Agent. Merge the current result with the new evidence into one factual sum-
mary.

QUESTION:

{question}

EVIDENCE_CONTEXT:

{evidence_context}

RESULT:

{result}

Return one JSON object with exactly these keys:

- “content”: a factual summary

- “sources”: page ids that support the content

If there is no useful information, set “content” to “” and “sources” to [].

Return only JSON.

Figure 8: Integration prompt for the Research Agent in the MCR pipeline.
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Reflection Prompt

You are the Reflection Agent. Decide whether the current result is enough to answer the question.

QUESTION:

{question}

RESULT:

{result}

Return one JSON object with exactly these keys:

- “enough”: true or false

- “next_question”: if “enough” is false, generate the next question needed to obtain the missing
information; otherwise return null

Return only JSON.

Figure 9: Reflection prompt for the Research Agent in the MCR pipeline.

LoCoMo Judge Prompt

Your task is to label an answer to a question as “CORRECT” or “WRONG”. You will be given the
following data: (1) a question (posed by one user to another user), (2) a ‘gold’ (ground truth) answer,
(3) a generated answer which you will score as CORRECT/WRONG.

The point of the question is to ask about something one user should know about the other user based
on their prior conversations. The gold answer will usually be a concise and short answer that includes
the referenced topic, for example: Question: Do you remember what I got the last time I went to
Hawaii? Gold answer: A shell necklace The generated answer might be much longer, but you should
be generous with your grading - as long as it touches on the same topic as the gold answer, it should
be counted as CORRECT.

For time related questions, the gold answer will be a specific date, month, year, etc. The generated
answer might be much longer or use relative time references (like ‘last Tuesday’ or ‘next month’), but
you should be generous with your grading - as long as it refers to the same date or time period as the
gold answer, it should be counted as CORRECT. Even if the format differs (e.g., ‘May 7th’ vs ‘7 May’),
consider it CORRECT if it’s the same date.

Now it’s time for the real question:

Question:

{question}

Gold answer:

{gold_answer}

Generated answer:

{generated_answer}

Return the label CORRECT or WRONG in a json format with the key as “label”. Do NOT include both
CORRECT and WRONG in your response, or it will break the evaluation script.

Figure 10: Judge prompt used for LoCoMo evaluation.
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LongMemEval Judge Prompt

I will give you a task type, a question, a correct answer, and a response from a model. Please answer
yes if the response contains the correct answer. Otherwise, answer no.

If the response is equivalent to the correct answer or contains all the intermediate steps to get the
correct answer, you should also answer yes. If the response only contains a subset of the information
required by the answer, answer no.

For task types single-session-user, single-session-assistant, and multi-session, use the general
rule above.

For task type temporal-reasoning, in addition to the general rule, do not penalize off-by-one errors for
the number of days. If the question asks for the number of days/weeks/months, etc., and the model
makes off-by-one errors (e.g., predicting 19 days when the answer is 18), the model’s response is still
correct.

For task type knowledge-update, if the response contains some previous information along with an
updated answer, the response should be considered as correct as long as the updated answer is the
required answer.

For task type single-session-preference, I will give you a question, a rubric for desired personalized
response, and a response from a model. Please answer yes if the response satisfies the desired
response. Otherwise, answer no. The model does not need to reflect all the points in the rubric. The
response is correct as long as it recalls and utilizes the user’s personal information correctly.

Task type:

{task}

Question:

{question}

Correct Answer / Rubric:

{answer}

Model Response:

{response}

Is the model response correct? Answer yes or no only.

Figure 11: Judge prompt used for LongMemEval evaluation.
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Selection Prompt

You are an autonomous evolution agent for a memory-augmented question answering system.

Your task is to analyze previous evolution logs, select the most promising base version, and create a
new editable child version from it.

AVAILABLE TOOLS:

• {Tool LogReader: read version records, metrics, parent-child relations, branch history,
and analysis notes.}

• {Tool TraceInspector: inspect representative weak or regressed cases, including retrieved
evidence, memory outputs, predictions, and traces.}

• {Tool BaseSelector: compare candidate base versions using historical performance,
stability, and branch context.}

• {Tool VersionCreator: create a new editable child version from the selected base version.}

SELECTION CRITERIA:

• Prefer versions with strong overall training performance and high success rate.

• Prefer versions that improve over their parent while avoiding broad regressions.

• Prefer versions that improve recurring weak cases rather than isolated examples.

• Prefer versions with stable behavior across examples, categories, or question types.

• When scores are similar, prefer clearer failure analysis, lower regression risk, and better compati-
bility with the next improvement direction.

OUTPUT FORMAT:

Write a concise selection note covering the selected base version, its parent and branch position,
the main reason for selection, key risks, recommended next improvement direction, whether memory
artifacts can be reused, and the newly created child version for the edit stage.

Do not use held-out evaluation information, gold-answer shortcuts, sample-specific rules, or manual
fixes tied to individual examples.

Figure 12: Selection-stage prompt used by the Evolving Agent to choose a promising base version from the MCR
version tree based on node evaluation logs.
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Expansion Prompt

You are an autonomous evolution agent improving a memory-augmented question answering system.

Your task is to edit the newly created child version, apply one coherent change direction, and refine it
through targeted debugging before full training-set evaluation.

AVAILABLE TOOLS:

• {Tool CodeEditor: modify prompts or executable framework logic inside the current child
version.}

• {Tool DebugRunner: run targeted diagnostic examples and return predictions, memory
states, retrieved evidence, assembled context, and traces.}

• {Tool TraceInspector: compare the intended behavior with the actual trace and identify
recurring failure patterns.}

• {Tool MemoryManager: decide whether previous memory artifacts can be reused or must be
rebuilt.}

EDIT–DEBUG CRITERIA:

• Use exactly one coherent edit direction in each child version.

• The edit may target memory construction, retrieval planning, evidence integration, reflection, con-
text assembly, or final-answer formatting.

• Debug on representative weak or regressed cases to identify recurring failure patterns.

• Revise the child version only when traces reveal a generalizable problem.

• Avoid fixes based on sample IDs, gold answers, or individual examples.

MEMORY REUSE:

Reuse memory artifacts only if the edit does not affect memory construction. Rebuild memory when
the edit changes memory prompts, memory-writing logic, chunking, page construction, or any compo-
nent that can alter stored memory content.

OUTPUT FORMAT:

Report the child version, base version, parent relationship, edit direction, actual changes made, mem-
ory reuse decision, targeted failure pattern, observed improvements and regressions in debugging,
and whether the version is ready for full training-set evaluation.

Figure 13: Expansion-stage prompt used by the Evolving Agent to expand the selected MCR version into a new
version through edit–debug refinement.
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Evaluation Prompt

You are an autonomous evolution agent analyzing a candidate version of a memory-augmented QA
system.

Your task is to evaluate the candidate version against its selected base version after full training-set
execution and decide how it should be used in the version tree.

AVAILABLE TOOLS:

• {Tool BenchmarkRunner: execute the candidate version on the training split and collect
aggregate results.}

• {Tool ResultReader: read score summaries, success rates, token usage, and per-example
outcomes.}

• {Tool TraceInspector: inspect weak or regressed cases through predictions, retrieved
evidence, memory outputs, and execution traces.}

• {Tool RegistryWriter: record the version’s change summary, performance analysis, and
next-step recommendation.}

ANALYSIS CRITERIA:

• Use the primary metric as the main decision signal.

• Compare the candidate against its selected base version under the same training setting.

• Consider success rate, failure count, regression severity, and improvements on previously weak
examples.

• Inspect weak and regressed cases only to identify broad remaining failure modes.

• Consider token usage only when performance is tied or nearly tied.

DECISION AND OUTPUT:

Accept the version as a new strong base if it improves performance with acceptable regression risk.
Keep it as a side branch if it shows a useful direction but is not clearly better overall. Recommend
another edit–debug round if the change is promising but incomplete. Discard it if it weakens perfor-
mance, increases instability, or improves only diagnostic traces without improving the primary metric.

Write a concise analysis note covering the candidate version, parent/base relationship, what changed,
whether memory was reused or rebuilt, performance comparison, major improvements and regres-
sions, remaining failure patterns, final decision, and recommended next experiment. Update the ver-
sion registry with the same conclusion.

Do not use held-out evaluation information or gold-answer shortcuts.

Figure 14: Evaluation-stage prompt used by the Evolving Agent to evaluate the newly expanded MCR version and
generate its evaluation log.
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