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Abstract

Interactive travel planning has become a pop-
ular use case for language models. Agents
are deployed to manage evolving preferences
and unexpected disruptions over multiple turns.
Such settings require models to make complex,
profile-conditioned planning decisions. How-
ever, existing benchmarks often evaluate fea-
sibility, personalization, or interaction in rela-
tively isolated settings. We therefore introduce
Trip+ to measure the ability of agents to plan
travel holistically. In Trip+, given traveler pro-
files and dynamic interactions, agents must gen-
erate and revise minute-level itineraries. End-
to-end traveler experiences are evaluated via
LLM-based simulators, enabling the assess-
ment of subjective metrics like fatigue. Our
scenarios range from simple request resolutions
to complex environment-driven replanning. We
evaluate 18 LMs and find a consistent gap in
experiential quality. Models favor technically
feasible but exhausting itineraries that show
weaker profile alignment. !

1 Introduction

As language agents (OpenAl, 2026a; Anthropic,
2026) move toward real-world applications, travel
planning (Xie et al., 2024) has emerged as a repre-
sentative task that goes beyond one-shot execution.
Unlike simple question answering, itinerary design
naturally unfolds through multi-turn interactions:
travelers refine preferences, introduce constraints,
resolve conflicts, and react to changing travel con-
ditions. This makes travel planning an ideal testbed
for personalized agents, requiring them to maintain
itineraries that are executable, profile-aligned, and
consistent with accumulated user intents.

Figure 1 illustrates the progressive evolution of
existing travel-planning benchmarks along two di-
mensions: personalization richness and interac-
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Figure 1: Positioning Travel-Planning Benchmarks for
Agents by Personalization and Interaction Richness.

tion richness. Along the personalization axis, early
benchmarks emphasize explicit hard requirements
and generic itinerary feasibility (Xie et al., 2024;
Shao et al., 2026; Zhang et al., 2026), while more
recent work incorporates profile-conditioned prefer-
ences or traveler-experience evaluation (Chaudhuri
et al., 2025; Cheng et al., 2026; Yang et al., 2025).
Along the interaction axis, benchmarks have pro-
gressed from one-shot itinerary generation to more
interactive settings involving clarification, feedback
incorporation, or replanning (Cheng et al., 2026;
Shen et al., 2026; Karmakar et al., 2026). These
advances have substantially improved the realism
of evaluating agents in travel-planning scenarios.
Despite this progress, as agents transition into
real-world consumer products, an underexplored
frontier remains: the joint handling of rich per-
sonalization and diverse long-horizon interactions.
As shown in Table 1, existing travel-planning
benchmarks fall short of comprehensive evaluation.
Profile-aware benchmarks evaluate static prefer-
ences but lack long-horizon interaction and stateful
evaluation of evolving intents. Conversely, inter-
active replanning benchmarks target isolated pat-
terns (e.g., clarification, feedback incorporation,
or replanning), missing accumulated preference
shifts, emerging conflicts, environmental disrup-
tions, and downstream effects on profiled travel-
ers. Consequently, extending either family requires
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Table 1: Comparison of travel-planning benchmarks across task construction, evaluation, and resource dimensions.
Rows are grouped by their primary emphasis. v/, ¥, and X denote explicit, partial/indirect, and no support,
respectively. Grounding: environments integrated with a verifiable sandbox. Profile: inclusion of distinct user per-
sonas. Interaction: support for multi-turn user engagement. Fine-grained: requires detailed itineraries comprising
diverse activities and transit, bounded by precise start/end timestamps. Feasibility: validates executability through
structural completeness, entity grounding, strict temporal coherence, and accurate budget calculation. Stateful
Eval.: separately evaluates adaptation to new constraints and retention of still-valid prior requirements across
turns. User Sim.: leverages an LLM to role-play the profiled traveler, sequentially experiencing and scoring the
fine-grained itinerary activities. Open Source: indicates whether data and evaluation code are publicly available.

Task Construction

| Evaluation | Resources

Benchmark

Grounding Profile Interaction Fine-grained \ Feasibility Stateful Eval. User Sim. \ Open Source

Grounded feasibility

TRAVELPLANNER (Xie et al., 2024) v X X X v X X v
CHINATRAVEL (Shao et al., 2026) v X X v v X X v
DEEPPLANNING (Zhang et al., 2026) v X X v v X X v
Profile-aware itinerary quality

TRIPCRAFT (Chaudhuri et al., 2025) v v X v v X X
TRIPTAILOR (Wang et al., 2025) v X X X X X X v
TRAVEL-SIM (Yang et al., 2025) v v X X X X v X
Interactive replanning

RETAIL (Deng et al., 2025) v X v X v X X X
TRAVELBENCH (Cheng et al., 2026) v v v X X X X v
TRIPTIDE (Karmakar et al., 2026) v v X X v X X X
TRIP-BENCH (Shen et al., 2026) v X v v v X X X
Trip+ (ours) v v v v ‘ v v v ‘ v

more than adding missing components, because
personalization and long-horizon interactions are
tightly coupled and demand benchmark-wide re-
design of turn-level change-and-preservation an-
notations, itinerary traces, outputs, and profile-
conditioned evaluation. This gap naturally raises
a critical question: How can we evaluate whether
travel-planning agents maintain feasible, traveler-
suitable, and intent-consistent itineraries as user
needs and travel conditions evolve across turns?
To answer this question, we introduce Trip+, a
realistic, sandbox-grounded travel-planning bench-
mark designed to evaluate language agents in per-
sonalized, multi-turn environments. Trip+ grounds
11 distinct traveler profiles within a 40-city evi-
dence sandbox, accessible via 11 domain-specific
tools (covering attractions, restaurants, hotels, mo-
bility, intercity transport, weather, and location
evidence). Comprising 153 multi-turn instances
and 570 user turns, the benchmark captures four
realistic interaction archetypes: User-State Evo-
lution, Request Resolution, Environment-Driven
Replanning, and Long-Horizon Alignment. At each
turn, an agent must strategically navigate its action
space—outputting a PLAN, requesting CLARIFICA-
TION for conflicting or missing information, or re-
turning NOSOLUTION when tool evidence proves
hard constraints are unsatisfiable. To rigorously as-
sess these actions, Trip+ employs a comprehensive
four-layer evaluation protocol. It first validates the

correctness of the chosen response mode (gating),
followed by deterministic checks for itinerary exe-
cutability. Stateful rule-based evaluators then ver-
ify adherence to requirement satisfaction and cross-
turn intent retention, while a profile-conditioned
large language model simulator finally replays the
minute-level execution trace to score the holistic
traveler experience (e.g., fatigue, pacing pressure,
weather exposure, budget stress, and preference
mismatch). A sampled subset has been reviewed
by human experts to ensure the reliability of judg-
ments. In summary, our contributions are threefold:

* Task Construction. We introduce Trip+, a per-
sonalized multi-turn travel-planning benchmark
for LM agents, comprising 153 instances and
570 user turns. It is built from 11 traveler-profile
templates and a fixed 40-city evidence sandbox
exposed through 11 domain-specific travel tools,
covering four realistic interaction archetypes.

* Evaluation Setup. We further propose a profile-
and interaction-aware evaluation protocol that
assesses response mode, feasibility, hard con-
straints, profile alignment, cross-turn retention,
and simulated traveler experience.

e Findings. Our systematic studies indicate that
mere feasibility is insufficient for travel-planning:
current agents often underperform in terms of
intention retention, profile matching, and traveler
experience across diverse interactions.
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Figure 2: The overall design of Trip+, used to evaluate language agents in complex travel planning scenarios.

2 Trip+: Towards Realistic Benchmark

This section describes Trip+ in detail (Figure 2).

We first formalize the task (§2.1), then explain how
task instances are constructed through a sandbox,

traveler profiles, and multi-turn interaction (§2.2).

We then review benchmark statistics (§2.3). Finally,
we introduce our evaluation design (§2.4).

2.1 Task Formulation

Trip+ evaluates travel-planning agents in a fixed
sandbox. At each turn, the agent uses the visible
profile, dialogue history, and tool evidence to re-
spond. For stable and reproducible evaluation, we
decouple planning, clarification, and infeasibility
handling into three separate response modes. Ex-
pected modes are determined during benchmark
construction and hidden from agents.

Instance. We formalize each task instance as an
agent-visible part and a hidden reference part:

T = (:L,vis, :L,ref)

xvis — (DtOd,pVis,Il;T),
l,ref _ (Dref7 51:T)-

)

The visible part 2V consists of the tool-accessible
sandbox D°!, the visible traveler profile p¥’*, and
turn-level interaction histories I1.p = (Iy,. .., I7).
Each I, = (u1,71,...,u—1,7—1,u) is the dia-
logue prefix up to turn ¢, where u; and #; denote
the user utterance and agent response at turn .

The hidden reference part 2" contains two eval-
uation resources: D!, which grounds itinerary-
feasibility checks in the fixed sandbox evidence,
and s;.7 = (s1,...,s7), a sequence of hidden
states aligned with the T'-turn dialogue.

Hidden state. Each turn ¢ has a hidden state:

s¢ = (my, He, 1, &),

where m; is the expected response mode, H; con-
tains hard constraints that apply at turn ¢, Q; con-
tains profile-derived soft preferences relevant to
turn ¢, and & contains environmental conditions
that affect planning. These fields define the turn-
level evaluation targets: response-mode correct-
ness, hard-constraint satisfaction, soft-preference
satisfaction, and environment-aware planning.
Across turns, Trip+ updates the hard constraints,
profile-derived soft preferences, and environmental
conditions that remain relevant to the dialogue:

He = (Mt UATH N AP,
Q= (Q 1 UAPT)\ AP
&= (E L UAPT\ AP,
Here, A't’Jr denotes newly introduced items, while

Ay~ denotes items that are revised or canceled.
Items not removed remain active in later turns, en-
abling evaluation of cross-turn retention.
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Turn-level agent behavior. At turn ¢, the agent
Ay observes the visible context, including the trav-
eler profile p"is, the interaction histories /<, and
sandbox evidence R; retrieved through tool calls.
It returns a response with two components: a re-
sponse mode 1, and mode-specific content Z;:

= (1, 2) = Ag(p™™, I<t, Re), Ry € D™,
. U, ™y = Plan,
Zt =

ne, My € {Clarification, NoSolution}.

Here, 7; denotes a non-plan response: a question
under Clarification, or an infeasibility explanation
under NoSolution. For plan responses, g; is an
executable itinerary organized by day:

dj = (¢j, 45),
j=1,...,D.

9 = (d1,...,dp, L, B),

Aj = (ajl, e ,ajnj),

Here, B is the itinerary-level budget summary; c;
and A; denote the city and ordered activities for
day j, while L records accommodations and their
stay intervals. Each activity a;;, records its time
interval, type, grounded place or transport item,
movement context, and cost fields. The benchmark
evaluates both the selected mode m; and the con-
tent Z; against the hidden state s;.

2.2 Benchmark Construction

Trip+ is constructed in three stages: building a
fixed travel data sandbox, defining traveler pro-
files, and generating multi-turn interactions, mak-
ing travel planning realistic and verifiable.

Sandbox construction. We build a fixed travel
sandbox over a diverse set of 40 Chinese cities,
covering different destination types, seasons, and
local travel conditions. The sandbox provides re-
producible evidence for POIs, hotels, restaurants,
weather, local mobility, and intercity transport, to-
gether with city-level environmental context for
environment-aware scenarios. Agents access this
evidence through 11 domain-specific travel tools,
while evaluators use the same fixed snapshot to ver-
ify grounding, feasibility, costs, and environment-
aware planning. Detailed evidence fields and cov-
erage are reported in Appendix A.1, A.2 and A.3.

Traveler profile construction. We construct 11
diverse traveler-profile templates to systematically
vary long-term user context across planning in-
stances. The templates are designed to cover het-
erogeneous traveler needs, including party compo-
sition, budget sensitivity, mobility constraints, pace,

interests, accommodation preferences, and travel
style. For each instance, we sample an observ-
able profile p** and provide it to the agent as user
memory. Each observable profile is also mapped to
hidden profile-derived rules used only for evalua-
tion, allowing Trip+ to test whether agents produce
plans that are not only feasible but also suitable for
the target traveler. Detailed profile fields and de-
rived rules are provided in Appendix A.4.

Multi-turn interaction construction. We gen-
erate multi-turn interactions using a state-first
pipeline. For each turn, we specify a structured hid-
den state (including state delta, response mode, and
evaluation target) before rendering it as a natural-
language user utterance. Specifically:

» Sample a sandbox-grounded seed request. We
first sample an executable trip frame from the
fixed evidence sandbox, including the route,
dates, trip duration, party size, room count, and
intercity transport mode. We then sample two
visible database-backed requirement categories
from transport, lodging, dining, and attractions,
with budget added as an extra visible constraint
when it is relevant to the sampled traveler profile.

* Expand into a multi-turn scenario. We expand
each seed request using one of four interaction
archetypes: I. User-state Evolution, where user
needs (e.g., party composition, budget, sched-
ule) change across turns; II. Request Resolu-
tion, where the agent clarifies or resolves under-
specified, conflicting, or infeasible requests; /11.
Environment-driven Replanning, where external
disruptions (e.g., weather, closures, traffic) re-
quire itinerary revisions; IV. Long-horizon Align-
ment, where multiple updates are handled while
preserving prior commitments. For each turn, we
maintain a hidden state s; tracking the expected
response mode, active hard constraints, accumu-
lated user updates, and active environment events.
We also store the turn delta and preservation tar-
gets to specify current turn changes and the prior
commitments that must remain valid.

* Render and validate each turn. Once the hidden
turn state and update are fixed, we convert them
into the actual user message shown to the agent.
Here, we keep the required entities, numbers,
constraints, and response-mode cues unchanged,
discarding any rendered message that omits key
details or exposes hidden reference fields.
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Figure 3: Dataset statistics of Trip+, covering traveler profiles, sandbox evidence, and multi-turn interactions.

2.3 Dataset Statistics

Trip+ contains 153 multi-turn instances and 570
user turns. Figure 3 summarizes the profile, sand-
box evidence, and interaction coverage. The in-
stances span all 11 traveler profiles (8—23 instances
per profile), grounded in a fixed 40-city sandbox
containing 7.2M in-city transport records, 309K
train rows, 38K flight rows, and thousands of
places, attractions, stations, restaurants, hotels, and
weather records. The turns cover four interaction
archetypes and all three response modes; plan-
ning dominates, while clarification and no-solution
cases appear mainly in request-resolution and long-
horizon interactions. More distributions of trip du-
ration and departure month are in Appendix A.1.

2.4 Evaluation Protocol

Each turn in Trip+ is evaluated against hidden state
s¢, specifying the expected response mode m;, hard
requirements H;, profile-derived expectations ()¢,
environment conditions Fj, and preservation tar-
gets. Evaluation first checks the response mode. It
then assesses operational feasibility, turn-state sat-
isfaction, profile-conditioned user simulation, and
stateful multi-turn evaluation. Specifically:

Response-Mode Gating. The mode gate deter-
mines whether an agent’s response is eligible for
itinerary-level evaluation. If the response mode
mismatches m;, we record a mode error and skip
itinerary-level metrics. Itinerary metrics are com-
puted only when m; = PLAN and the response
provides a concrete itinerary; CLARIFICATION and
NOSOLUTION turns are evaluated by response-
mode accuracy instead of itinerary quality.

Itinerary Feasibility. Itinerary feasibility mea-
sures whether a generated itinerary is executable
under the fixed travel sandbox. The evaluator
checks structural completeness, grounded choices
(hotels, restaurants, attractions, transport), tem-
poral coherence, venue opening hours, supported
transfers, and cost arithmetic.

Requirement Satisfaction. This part evaluates

whether an executable itinerary satisfies the active
user state at turn t. We separately measure hard-
constraint satisfaction and soft-preference satisfac-
tion. Hard constraints in H; correspond to explicit
user requirements (e.g., dates, destinations, party
size, budget, required lodging/dining/transport); vi-
olations indicate request failures. Soft preferences
in O, capture profile-derived expectations (e.g.,
pace, walking tolerance, budget sensitivity, com-
fort, interests). Both are evaluated by deterministic
rules, treating hard violations as request failures
and soft violations as profile-alignment failures.

Profile-Conditioned User Simulation. Rule-
based checks verify whether the generated itinerary
1 1s feasible, satisfies hard constraints, and aligns
with verifiable soft preferences. However, they
cannot model how a profiled traveler subjectively
experiences an itinerary activity by activity, as an
otherwise valid plan may still feel tiring, rushed, or
uncomfortable. To capture this, we feed the activity
sequences {A; };j:l in §; to an LLM simulator that
evaluates each activity from the traveler’s perspec-
tive under active profile and environmental condi-
tions. It assigns 1-5 scores with brief rationales
across applicable dimensions (physical, schedule,
environmental, budget comfort, and preference sat-
isfaction), complementing rule-based metrics by
assessing subjective experiential suitability.

Stateful Multi-Turn Evaluation. Multi-turn
evaluation is stateful, judging each response against
hidden turn states rather than in isolation. The
transition from s;_1 to s; defines the current turn
changes, while s; specifies which hard constraints,
soft preferences, and environment conditions re-
main active. We report two signals: Request ful-
fillment verifies whether the response incorporates
new turn changes (added or revised hard constraints
A{{ , soft preferences AQ, and environment con-
ditions AF); Intent preservation checks whether
ongoing constraints, preferences, and environment
conditions in H;, Qy, and &; remain satisfied. To-
gether, they measure the agent’s ability to adapt to
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Table 2: Main results on Trip+. Models are grouped into frontier and lightweight models. Bold and underline
denote the best and second-best scores in each column. Plan Avg. averages the four valid-plan quality metrics.
Win(%) reports the percentage of non-aggregate metrics on which each model ranks first.

End-to-End Interaction

Valid Plan Quality ‘ Summary

Model

Resp. Acc. Req. Fulfill Intent Pres. \ Feas. Hard Cons. Soft Pref. User Sim. \ Plan Avg. Win(%)

Frontier models

Gemini-3.1-Pro-Preview 0.8544 0.7382 0.7697 0.8812 0.9047 0.6389 0.5077 0.7331 429
Gemini-3-Flash-Preview 0.8667 0.6885 0.6532 0.7099 0.7179 0.6172 0.4862 0.6328 0.0

GPT-5.4 0.7544 0.5585 0.5489 0.7669 0.8110 0.5854 0.5184 0.6704 14.3
GPT-5.4-Mini 0.7807 0.4879 0.4221 0.6455 0.6126 0.6207 0.5085 0.5968 0.0

GLM-5.1 0.8702 0.7214 0.7301 0.8463 0.7973 0.6136 0.5014 0.6896 0.0

Kimi-K2.6 0.8439 0.6727 0.6811 0.7472 0.7984 0.6380 0.5164 0.6750 0.0

Doubao-Seed-2.0-Pro 0.8246 0.6811 0.6814 0.6731 0.8006 0.6031 0.5128 0.6474 0.0

DeepSeek-V4-Pro 0.7912 0.6657 0.7139 0.6755 0.8375 0.6258 0.5100 0.6622 0.0

DeepSeek-V3.2 0.7702 0.5418 0.5566 0.6461 0.7162 0.5842 0.4755 0.6055 0.0

Hy3-preview 0.8930 0.6708 0.7640 0.7223 0.6476 0.5957 0.4866 0.6130 0.0

MiniMax-M2.7 0.7772 0.5766 0.4921 0.5596 0.6326 0.6076 0.4992 0.5748 0.0

Lightweight models

Gemma-4-31B 0.9035 0.7465 0.7490 0.7427 0.7632 0.5731 0.4923 0.6428 28.6
Gemma-4-26B-A4B 0.8386 0.5989 0.5594 0.6761 0.6925 0.5940 0.4916 0.6136 0.0

Qwen3.5-27B 0.8491 0.6309 0.6218 0.7393 0.7256 0.6375 0.4821 0.6461 0.0

Qwen3.5-122B-A10B-FP8  0.3368 0.2033 0.1028 0.6935 0.7235 0.6319 0.5050 0.6385 0.0

Qwen3.6-27B 0.5649 0.4350 0.3756 0.7521 0.7225 0.6626 0.5167 0.6635 14.3
Qwen3.6-35B-A3B 0.6912 0.4554 0.2463 0.4292 0.4588 0.5839 0.5141 0.4965 0.0

GLM-4-32B 0.5053 0.4656 0.3155 0.5236 0.5605 0.6141 0.4791 0.5443 0.0

updates while retaining prior commitments.
Note, full metric definitions are in Appendix B.

3 Experiments

3.1 Experimental Setup

Models and Agent Scaffold. We evaluate 18
agentic models, including frontier models from
Gemini, GPT, Doubao, DeepSeek, MiniMax, Kimi,
Hy, and GLM, and lightweight models from
Gemma, Qwen, and GLM. Exact model variants
are reported in Appendix C.1 and C.2. All models
are evaluated under the same lightweight iterative
function-calling scaffold. At each step, the model
can invoke tools, observe returned evidence, and
continue planning until producing a final response.
This shared setup controls for framework-level vari-
ation, allowing us to focus on differences in the
models’ own tool-use and planning capabilities.

Metrics. We report two groups of metrics. End-
to-End Interaction measures turn-level reliability
over all interactions, including response-mode ac-
curacy, request fulfillment, and intent preserva-
tion. Valid Plan Quality evaluates plan outputs
that pass the response-mode gate, covering op-
erational feasibility, hard-constraint satisfaction,
profile-conditioned soft preferences and simulated
traveler experience. These two groups separate in-
teraction reliability from the quality of itineraries
produced after a correct planning decision. For

simulated traveler experience, we use four fixed
profile-conditioned judges from the Qwen, Claude,
Gemini, and GPT families to score the final gen-
erated plan of each task from the target traveler’s
perspective, and take the median score as the final
value. Appendix B.6 lists the exact judge versions
and reports reliability analyses, including pairwise
Spearman rank alignment, ensemble-level Cron-
bach’s o, and a human audit of 100 final plans
covering 3,533 activities and 17,665 simulator as-
sessments. The audit finds 94.0% score-rationale
consistency with the supplied evidence and rubric.

3.2 Main Results

O Current LLM agents remain unreliable in re-
alistic multi-turn travel planning. Table 2 shows
clear weaknesses in the interaction: models still
make mistakes in deciding whether to plan, ask
for clarification, or report infeasibility, and they
often fail to preserve earlier user needs as the di-
alogue evolves. Gemma-4-31B achieves the best
response accuracy and request fulfillment, while
Gemini-3.1-Pro-Preview performs best on intent
preservation. These results suggest that diverse
user and environment changes expose interaction-
level failures that are not captured by static plan-
ning alone. @ Feasible itineraries are not necessar-
ily user-aligned. Gemini-3.1-Pro-Preview achieves
the strongest valid-plan quality, ranking highest
in feasibility, hard-constraint satisfaction and plan
average score. However, softer alignment metrics
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Figure 4: Interaction reliability of Gemini-3.1-Pro-Preview across four multi-turn scenario types. Intent preservation
is omitted at Turn 1 because there is no previous commitment to preserve.
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Figure 5: Performance scores and error analysis of Gemini-3.1-Pro-Preview generated plans

remain weak: soft-preference scores are lower, and
the best user-simulation score achieved by GPT-5.4
is only 0.5184. This shows that satisfying explicit
constraints is still insufficient for matching users’
implicit preferences and evolving expectations. We
further assess statistical uncertainty using bootstrap
resampling over dialogues. Full 95% confidence
intervals and statistical significance results for all
models and metrics are reported in Appendix F.

4 In-depth Analysis

Building on the main results in Section 3.2, we
focus on Gemini-3.1-Pro-Preview, the strongest
overall model in Table 2, to diagnose two remaining
gaps: unreliable interaction and unsuitable plans.
We also analyze inference cost to test whether more
computation improves planning performance.

4.1 Interaction Reliability across Scenarios

Figure 4 shows that unreliable interaction mainly
comes from state-consistent revision rather than
response-mode selection across all four scenarios.
@ The model handles early updates, but struggles
as requirements accumulate. Response accuracy
and request fulfillment initially improve from Turn
1 to 3, indicating that the model can initially in-
corporate user-state updates. However, as require-

ments accumulate, request fulfillment drops at Turn
4 and intent preservation falls to 0.71, showing that
the model struggles to satisfy the growing set of
requirements and begins to forget earlier user re-
quests. @ Clarification remains a bottleneck in
request resolution. At the ambiguous Turn 2, Re-
sponse Accuracy drops temporarily to 0.77, show-
ing that the model is less reliable when clarifica-
tion is required. After the ambiguity is resolved,
response accuracy recovers, but final request ful-
fillment reaches only 0.72. This gap shows that
the model can return to the correct response mode
after clarification, but still struggles to apply the
clarified requirement when revising the itinerary. ©
The model detects environment changes, but often
revises plans incorrectly. In environment-driven re-
planning, response accuracy reaches 0.90, indicat-
ing that the model reliably detects when to update
the itinerary. However, Request Fulfillment drops
to 0.60 and Intent Preservation to 0.77, demon-
strating a clear deficiency in producing revised
plans that satisfy new conditions while preserv-
ing past constraints. @ Long-horizon alignment
is the hardest scenario. Under accumulated con-
straints, the ambiguous Turn 3 triggers a severe per-
formance bottleneck: Response Accuracy drops to
0.78, while Request Fulfillment plummets sharply
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to 0.41, highlighting the model’s high vulnerability
to ambiguous inputs as constraints grow.

Takeaway 1: Better interaction requires re-
vising plans reliably as constraints grow.

4.2 Traveler Suitability and Failure Modes

We further analyze valid plans generated by
Gemini-3.1-Pro-Preview. Figure 5 reports both
component scores and error rates. We observe: @
Hard constraints are strong overall, but itinerary-
level choices remain the main failure source. Dates,
hotels, party size, and budget are handled reliably,
all scoring at or above 0.95. However, constraints
that require concrete itinerary decisions are weaker:
restaurants, transport, and attractions score 0.84,
0.82, and 0.81, respectively. These lower scores
are reflected in the error rates, with transport, at-
traction, and meal requirement errors appearing in
24%, 17%, and 10% of valid plans. @ Pace is the
most systematic personalization failure. Among
soft preferences, comfort and pace receives the low-
est score at 0.39. The error analysis shows the same
pattern: 99% of valid plans contain pace-related
burden, such as overly dense schedules, insufficient
rest, or tight transitions. This indicates that many
feasible itineraries are still exhausting or poorly
paced for the target traveler. ® Valid plans still im-
pose substantial experience burden. Even among
valid plans, user-simulation scores fall below 0.5 on
key experience dimensions, including environment,
schedule and physical burden. The error analysis
shows that these problems are frequent: traveler
fatigue appears in 97% of valid plans, and environ-
mental exposure appears in 95%. This shows that
many valid itineraries are still tiring or environmen-
tally unsuitable for the target traveler.

Takeaway 2: Better personalization de-
pends on pacing and burden control.

4.3 Cost—Performance Trade-off

We analyze whether higher inference effort im-
proves Turn-1 Plan Avg. We use the average num-
ber of LLM calls and tool calls at Turn 1, because
the first turn carries the full planning burden of
building the itinerary, while later turns mainly re-
vise it. Figure 6 shows no clear monotonic relation-
ship between cost (LLM/tool calls) and Plan Avg.
among frontier models: DS-V4 and Kimi use more
calls, while Gemini Pro achieves the highest Turn-
1 Plan Avg. with moderate usage. We report the

Frontier Models: T1 Calls vs. Plan Avg.
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Figure 6: Turn-1 Inference Cost vs. Plan Avg.

task-level cost analysis across benchmark metrics
in Appendix C.3, which shows the similar pattern.
Together, these results suggest that increasing the
number of calls raises inference cost but does not
necessarily improve planning quality.

Takeaway 3: More calls do not necessarily
lead to better planning quality.

5 Related Work

Travel Planning Benchmarks. Travel planning
is a prime testbed for language agents. Existing
benchmarks study basic feasibility, structured plan-
ning, and tailored itinerary generation (Xie et al.,
2024; Shao et al., 2026; Singh et al., 2024; Zhang
et al., 2026). Recent work expanded into fine-
grained itinerary quality, personalization, and inter-
active scenarios such as disruption-driven replan-
ning (Chaudhuri et al., 2025; Wang et al., 2025;
Yang et al., 2025; Deng et al., 2025; Cheng et al.,
2026; Shen et al., 2026; Karmakar et al., 2026). De-
spite this progress, existing evaluations lack a uni-
fied framework for dynamic planning contexts and
granular experiential feedback. In contrast, Trip+
differentiates itself by treating the active user state,
profile-derived suitability rules, expected response
mode, and activity-level experience trace as jointly
constructed turn-level oracle fields.

User-Centered Interactive Evaluation. Recent
studies (Laban et al., 2026) indicate that as agents
deploy into the real world, language models noto-
riously "get lost in multi-turn conversations," fail-
ing to track long-term user states. To address this,
recent benchmarks shift to user-centered and inter-
active evaluation: USERBENCH tests preference
elicitation with simulated users, UXBENCH evalu-
ates preference alignment and dialogue generation
using real-user feedback signals, and 7-bench eval-
uates tool-mediated interactions under policy con-
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straints (Qian et al., 2025; Hong et al., 2026; Yao
et al., 2024). While these works advance conversa-
tion tracking and user-centered evaluation, Trip+
uses travel planning as a testbed for user interaction
in the physical world, where agents must jointly
adapt to evolving user needs and external environ-
mental changes. This setting further requires agents
to maintain executable itineraries while preserving
personalized preferences across turns.

6 Conclusion

We introduce Trip+, a benchmark evaluating
travel-planning agents on generating feasible,
traveler-suitable, and intent-consistent itineraries
under dynamic user needs and environments. Our
evaluation reveals a clear gap: while current mod-
els satisfy basic feasibility and explicit constraints,
they show persistent weaknesses in stateful revi-
sions, user alignment, and effective evidence use.
Ultimately, we hope Trip+ drives the development
of agents that plan adaptive, profile-aligned experi-
ences rather than merely executable trips.

Limitations

While Trip+ provides a realistic and reproducible
setup, it has three limitations. First, synthetic
queries lack dialogue noise, and the response mode
design does not capture the range of diverse or
mixed responses that may occur in real conversa-
tions. We use this controlled setup to ensure repro-
ducibility, leaving authentic conversations and flex-
ible response patterns for future work. The bench-
mark scope is also limited to 40 Chinese cities,
synthetic English interactions, and 11 traveler pro-
file templates. Second, fixed evaluation rules may
suffer from incomplete coverage, a challenge we
leave for future research on dynamic rule genera-
tion. Finally, the LLM-as-a-judge paradigm cannot
capture genuine physical or emotional experiences.
We mitigate this limitation using a four-judge en-
semble and a human audit of score-rationale consis-
tency with the supplied evidence and rubric, while
independent traveler ratings remain an important
direction for future work.

Ethical Considerations

Trip+ is designed strictly for research. It relies on
a fixed sandbox and synthetic profiles rather than
private trajectories or live booking data. Profile-
derived rules may encode assumptions and should

not be treated as demographic truths. The sand-
box mimics actual travel entities, but these are re-
producible references rather than live availability
or safety guarantees. Our user simulations serve
only as diagnostic signals for itinerary quality and
should never substitute for actual human feedback.
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A Benchmark Construction and Data

This appendix section documents the construction-
side artifacts behind Trip+: the sandbox data, tool
interface, environment references, traveler profiles
and base query and interaction construction.

A.1 Sandbox Data

The sandbox data provide a fixed, normalized ev-
idence snapshot shared by agents and evaluators.
Agents access it through tools, and evaluators use
it to verify entity grounding, timing, costs, route
continuity, and environment-aware revisions. Price-
like fields are reproducible reference costs, not live
inventory or fares. Table 4 summarizes the evi-
dence groups, and Figure 7 shows the departure-
month and trip-duration distributions of tasks.

Departure month Trip duration

60 54 83
a7 80

20 23

2

Nov.  Apr.  May  Jul Jan
2025 2026 2026 2026 2027 Days

Figure 7: Departure-month and trip-duration distribu-
tions of benchmark tasks.

A.2 Tool Interface

Agents interact with the sandbox through 11
OpenAl-compatible tools. Table 5 groups detailed
tools by the evidence they provide.

A.3 Environment References

The environment layer stores hidden destination-
side references, including climate and seasonal
context, daily weather, local planning conditions,
and environment-event triggers. These references
support controlled follow-up turns and let evalua-
tors check whether revised itineraries respond to
weather, crowding, traffic, closures, availability
changes, and local constraints. Table 6 summarizes
the main reference families and their use.

A.4 Traveler Profile Schema

Each instance separates traveler information into
visible profile cues and hidden evaluation rules.
For each traveler template, we define candidate ob-
servable cues, including party composition, budget
range, mobility constraints, pacing preference, in-
terests, and dislikes. We sample instance-specific
cues and present them to the agent as long-term
user memory for itinerary planning. The same
cues activate hidden profile-specific Rule IDs for
soft-preference evaluation, while the Rule IDs and
scoring thresholds are never exposed to the agent.
Table 7 maps observable cues to hidden Rule IDs,
Table 8 defines the scoring rubric, and Table 3
summarizes the profile components and their plan-
ning/evaluation roles.

31599



Profile
component

Visibility Role in evaluation

Party composition Visible Specifies adults, children, and elderly
companions; informs room choice, pace,

mobility, and safety checks.

Budget range Visible Captures budget sensitivity; becomes a
hard constraint only when the user states
an explicit budget bound.

Accommodation  Visible Guides lodging choice, such as budget,

style comfort, or luxury preference.

Mobility and
physical tolerance

Visible Signals walking limits, stroller or elderly
needs, weather sensitivity, and recovery

needs.

Schedule rhythm
and rest needs

Visible Guides late starts, relaxed pacing, rest
blocks, and avoidance of overpacked
days.

Interests and Visible
dislikes

Guides POI, restaurant, and activity
choices; penalizes disliked patterns such
as red-eye travel or repeated costly meals.

Transport Visible Guides choices among trains, flights,

preferences taxis, walking, direct routes, transfers,
and early departures.

Derived profile Hidden Map visible traits to evaluable checks for

rules walking burden, meal timing, rest, budget
pressure, weather exposure, POI fit, and
transport burden.

Turn-active Hidden

profile deltas

Track profile changes introduced during
interaction and determine which
expectations remain active after each turn.

Table 3: Traveler profile fields used for planning and
evaluation.

Rationale for the soft-preference rubric. The
soft-preference rubric is intended as a transparent
and reproducible diagnostic of traveler suitability,
rather than as a calibrated psychometric model of
tourist satisfaction. Prior tourism research char-
acterizes vacation planning as a contextual, multi-
criteria decision process in which travelers differ
in constraints, motivations, decision styles, and
trade-offs (Sirakaya and Woodside, 2005; Decrop
and Snelders, 2005). We therefore decompose suit-
ability into separate rule families instead of using
a single global preference score. The rule fami-
lies correspond to common sources of travel fric-
tion: comfort and pace, local mobility, weather
exposure, intercity transport convenience, budget/-
value, and interest-related coverage. These dimen-
sions are motivated by prior work on tourism fa-
tigue (Sun et al., 2020), weather and climate in-
formation for tourism (Scott and Lemieux, 2010),
public-transport performance and destination satis-
faction (Thompson and Schofield, 2007), perceived
value in tourism experiences (Williams and Soutar,
2009), and memorable tourism experiences (Kim
etal., 2012).

The 1.0/0.5/0.0 scores should be interpreted as
coarse ordinal design choices for benchmark evalu-

ation. A score of 1.0 indicates clear alignment with
the corresponding traveler preference, 0.5 indicates
partial alignment or mild friction, and 0.0 indicates
clear mismatch or substantial friction. This mid-
dle level is useful because many itinerary-quality
issues are graded rather than binary: for example,
one long transfer is less severe than several very
long transfers, and a slightly dense day is less prob-
lematic than an itinerary that repeatedly violates the
traveler’s pacing preference. Importantly, the cited
tourism studies motivate the evaluated dimensions,
but do not define our exact numerical thresholds.
Appendix F.2 reports internal ranking sensitivity
to threshold perturbations; external calibration of
thresholds and dimension weights against post-trip
satisfaction, stated-preference, or revealed-choice
data remains future work.

A.5 Base Query and Interaction Construction

We construct each instance in a state-first man-
ner: the generator first builds a sandbox-grounded
base query, then expands it into one of four con-
trolled and verifiable multi-turn interaction scenar-
ios. Here, long-horizon denotes cumulative depen-
dencies across turns and full-itinerary revisions,
rather than dialogue length alone. Table 9 provides
a detailed overview of the construction pipeline and
the hidden supervision retained for evaluation.
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Evidence group

Main fields

Benchmark role

Attractions

Hotels

Name; category; coordinates; rating; opening window;
visit duration; ticket cost; popularity and crowd signals

Name; coordinates; star level; price; score; brand; service

POI grounding; opening, duration,
cost, crowd, and interest checks.

Lodging grounding; room count, cost,

tags

Restaurants

per-person price

Local entity index

POI type labels

Local movement

Subway evidence

available

Weather

signals

Intercity transport

availability; price

Name; coordinates; cuisine; opening window; rating; tags;

Canonical names; coordinates; addresses; city anchors;

Origin; destination; distance; duration; local reference cost

City file; line; ordered stations; station coordinates when

City; date; condition; temperature; precipitation-related

Endpoints; date; departure/arrival time; duration; class;

location, and profile-fit checks.

Meal grounding; cuisine, timing, cost,
and local-route checks.

Location search; entity resolution;
endpoint and cross-file grounding.

Transfer feasibility; route continuity;
local burden, cost, and buffer checks.

Subway paths; station proximity;
transit-mode and rail-access burden
checks.

Weather-aware construction; outdoor
exposure and replanning checks.

Flight/train grounding; timing, route,
class, availability, and budget checks.

Table 4: Public sandbox evidence exposed through Trip+ tools.

Tool family

Tool names

Planning evidence returned

Intercity transport

Lodging

Attractions

Restaurants

Local movement and
grounding

Weather

query_train_info;
query_flight_info

query_hotel_info

query_attraction_details
recommend_attractions

recommend_restaurants
query_restaurant_details

search_location
query_road_route_info
query_city
_transport_plan

query_city_weather

Candidate routes with endpoints, schedules, duration,
class, availability, and prices.

Hotels with location, star level, price, score, brand, and
services.

Attractions with location, category, openings, visit
duration, ticket cost, rating, popularity, and crowd risk.

Restaurants with location, cuisine, openings, rating,
tags, and per-person price.

Entity coordinates; point-to-point distance/duration;
route mode; local cost.

Daily city weather for tool grounding and
environment-aware planning checks.

Table 5: Tool interface exposed to evaluated agents.

Context source

Stored reference

Example use

Climate and season

Local planning conditions

Daily weather

Environment event refer-

ences

Whether the destination is likely to be hot,
cold, rainy, windy, high-altitude, or season-

sensitive for the trip month.

Practical city facts that affect planning, such
as difficult local transfers, long access routes,

or places that need extra buffers.

Weather for each city and date: condition, tem-
perature range, rain amount, rain hours, and

location.

sponse.

Event type, affected city/day/time, trigger con-
dition, and required environment-aware re-

Generates weather-related follow-ups and
checks whether the revised plan reduces
risky outdoor exposure.

Generates local-practical follow-ups and
checks whether the plan adds enough trans-
fer or rest buffer.

Supports day-level replanning; e.g., move
outdoor visits away from rainy periods and
add indoor, rest, or buffer blocks.
Generates event-grounded follow-ups and
checks whether the revised plan adapts to
weather, crowding, traffic, closure, or avail-
ability changes.

Table 6: Hidden environment references for turn construction and evaluation.
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Profile

Candidate observable profile cues

Comfort/weather rules

Transport rules

Budget/interest rules

P@1 Young moderate/dense pace; heat/cold schedule_pacing; transport_avoid_transfer; hotel_value_first;
Backpacker optional; long local, red-eye, expensive mobility_accessibility; transport_avoid_red_eye; budget_guarded;
meal; train/flight; weather_avoid_heat_exposure; transport_prefer_train; budget_tight_cap;
food/nature/shopping/landmark weather_avoid_cold_exposure transport_prefer_flight meal_avoid_expensive;
interest_local_food;
interest_outdoor_nature;
interest_shopping;
interest_landmark
P02 relaxed/moderate pace; cold optional; schedule_pacing; transport_avoid_transfer; budget_guarded;
Honeymoon long local or red-eye; early/flight; food, mobility_accessibility; transport_avoid_red_eye; interest_local_food;
Couple nature, art, shopping, landmark weather_avoid_cold_exposure transport_avoid_early_ interest_outdoor_nature;
departure; interest_art;
transport_prefer_flight interest_shopping;
interest_landmark
P@3 Three- relaxed pace/rest; elder/child mobility; schedule_pacing; transport_avoid_transfer; budget_guarded;
Generation heat/cold/extreme weather; late/train; mobility_accessibility; transport_avoid_red_eye; budget_tight_cap;
Family food/nature/culture weather_avoid_heat_exposure; transport_avoid_late_ interest_local_food;

weather_avoid_cold_exposure;

weather_need_backup

arrival;
transport_prefer_train

interest_outdoor_nature;
interest_culture

P@4 Family with
Child

relaxed/moderate pace; child rest,
stroller/walk; heat/extreme weather;

late/train; expensive meal;
food/nature/culture/shopping

schedule_pacing;
mobility_accessibility;

weather_avoid_heat_exposure;

weather_need_backup

transport_avoid_transfer;
transport_avoid_red_eye;
transport_avoid_late_
arrival;
transport_prefer_train

budget_guarded;
budget_tight_cap;
meal_avoid_expensive;
interest_local_food;
interest_outdoor_nature;
interest_culture;
interest_shopping

P@5 Slow-Paced
Senior Traveler

relaxed pace/rest; elder/walk;

heat/cold/extreme weather; early/train;

food/nature/culture

schedule_pacing;
mobility_accessibility;

weather_avoid_heat_exposure;
weather_avoid_cold_exposure;

weather_need_backup

transport_avoid_transfer;
transport_avoid_red_eye;
transport_avoid_early_
departure;
transport_prefer_train

budget_guarded;
budget_tight_cap;
interest_local_food;
interest_outdoor_nature;
interest_culture

P@6 Cultural moderate pace; cold optional; long schedule_pacing; transport_avoid_transfer; budget_guarded;
Explorer local, red-eye, expensive meal; train;  mobility_accessibility; transport_avoid_red_eye; budget_tight_cap;
food/culture/shopping weather_avoid_cold_exposure transport_prefer_train meal_avoid_expensive;
interest_local_food;
interest_culture;
interest_shopping
P07 Budget moderate/dense pace; heat optional; schedule_pacing; transport_avoid_transfer; hotel_value_first;

Student Traveler

long local, expensive meal, red-eye;

train/flight;
food/nature/culture/shopping

mobility_accessibility;

weather_avoid_heat_exposure

transport_avoid_red_eye;
transport_prefer_train;
transport_prefer_flight

budget_guarded;
budget_tight_cap;
meal_avoid_expensive;
interest_local_food;
interest_outdoor_nature;
interest_culture;
interest_shopping

P@8 Business
Traveler
Extending the
Trip

relaxed/moderate pace; heat optional;
long local, red-eye; late/flight; food,

culture, shopping, landmark

schedule_pacing;
mobility_accessibility;

weather_avoid_heat_exposure

transport_avoid_transfer;
transport_avoid_red_eye;
transport_avoid_late_
arrival;
transport_prefer_flight

budget_guarded;
interest_local_food;
interest_culture;
interest_shopping;
interest_landmark

P@9 Food-First

relaxed/moderate pace; heat optional;

schedule_pacing;

transport_avoid_transfer;

hotel_value_first;

Traveler expensive meal, long local, mobility_accessibility; transport_avoid_red_eye; budget_guarded;
red-eye/late; food-centered weather_avoid_heat_exposure transport_avoid_late_ budget_tight_cap;
arrival meal_avoid_expensive;

interest_local_food;
interest_outdoor_nature;
interest_culture;
interest_shopping

P10 Nature moderate/dense pace; schedule_pacing; transport_avoid_transfer; hotel_value_first;

Scenery Lover

heat/cold/extreme weather;
direct/red-eye; nature-centered

mobility_accessibility;

weather_avoid_heat_exposure;
weather_avoid_cold_exposure;

weather_need_backup

transport_avoid_red_eye

budget_guarded;
budget_tight_cap;
interest_local_food;
interest_outdoor_nature;
interest_culture

P11 Friend
Group

moderate/dense pace; heat optional;
long local, expensive meal; direct/late;
food, nature, shopping, amusement

schedule_pacing;
mobility_accessibility;

transport_avoid_transfer;
transport_avoid_late_

weather_avoid_heat_exposure arrival

hotel_value_first;
budget_guarded;
budget_tight_cap;
meal_avoid_expensive;
interest_local_food;
interest_outdoor_nature;
interest_shopping;
interest_amusement

Table 7: Observable profile evidence and derived evaluator rules. Each row summarizes possible sampled
evidence seeds and the canonical soft-preference rule IDs they can activate. A concrete query uses one sampled
subset; unsupported or inapplicable rules are skipped before averaging.
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Rule ID(s) and checked evidence  Score 1.0 Score 0.5 Score 0.0

Comfort and pace: schedule, local mobility, and weather

schedule_pacing: maximum daily Relax: <3; Mod: <4; Relax: 4; Mod: 5-6; Dense: Relax: >5; Mod: >7;

attraction count Dense: <6 7-8 Dense: >9

schedule_pacing: average daily Relax: <3; Mod: <4 Relax: >3 and <4; Mod: Relax: >4; Mod: >5

attraction count >4 and <5

schedule_pacing: maximum active Relax: <10 h; Mod: <12 Relax: 10-12 h; Mod: Relax: >12 h; Mod: >13.5

day span h; Dense: <14 h 12-13.5 h; Dense: 14-16 h  h; Dense: >16h

schedule_pacing: earliest daily start Relax: >08:00 Relax: 07:00-08:00 Relax: <07:00

schedule_pacing: latest daily end  Relax/Mod: <21:00; Relax/Mod: 21:00-22:00; Relax/Mod: >22:00; Dense:
Dense: <22:00 Dense: 22:00-23:00 >23:00

schedule_pacing: required rest Relax: present Relax: missing on light day Relax: missing on heavy day

block (<S5 attractions) (>5 attractions)

mobility_accessibility: <240 min 240-300 min >300 min

maximum within-city transfer time

mobility_accessibility: Route-sensitive: long <2  Route-sensitive: long 2-3 or Route-sensitive: long >4 or

long/very-long local transfers and very-long 0; very-long 1; very-long >2;
walking-sensitive: long 0  walking-sensitive: long 1-2 walking-sensitive: long >3
and very-long 0 or very-long 1 or very-long >2

mobility_accessibility: daily <240 min 240-360 min >360 min

outdoor movement
weather_avoid_heat_exposure/  Heat: outdoor 11:00-15:00 Heat/cold period outdoor Heat/cold period outdoor

weather_avoid_cold_exposure: <90 min; cold: outdoor 90-120 min or total outdoor >120 min or total outdoor
outdoor exposure after 18:00 <90 min; total 240-300 min >300 min

outdoor <240 min
weather_need_backup: Backup exists and outdoor Backup missing with High outdoor load (>300
indoor/weather backup load is low (<240 min) non-high outdoor load, or ~ min), especially without

outdoor load 240-300 min  backup

Transport convenience: intercity transfers, timing, and preferred mode

transport_avoid_transfer: 0 transfers 1 transfer >2 transfers
intercity transfer count
transport_avoid_red_eye: No severe late-night 1-2 arrivals >21:00, and no Any segment starts <06:00
late-night intercity timing segment and no late arrival segment starts <06:00 or or ends >22:00, or >3
ends >22:00 arrivals >21:00
transport_avoid_early_ No timing issue for the Early-sensitive: 1 departure Early-sensitive: >2
departure/ active sensitivity <07:00; late-sensitive: 1 departures <07:00;
transport_avoid_late_arrival: arrival >21:00 late-sensitive: >2 arrivals
early/late timing >21:00
transport_prefer_train/ At least one - No preferred-mode segment
transport_prefer_flight: preferred-mode segment

preferred mode

Budget and value: hotel price and meal cost
hotel_value_first: average nightly Avg. nightly hotel < city  City PS0-P75, or missing > city P75

hotel price P50 price

budget_guarded / No expensive meals Exactly one expensive meal; >2 expensive meals, or any
budget_tight_cap/ no very expensive meal very expensive meal
meal_avoid_expensive: expensive

meal count

Interest match: profile-theme coverage

interest_local_food/ Profile-theme matches At least one profile-theme  No profile-theme match
interest_outdoor_nature/ reach target count match, but below target
interest_culture/interest_art

/ interest_shopping/

interest_landmark /

interest_amusement: profile

interest theme match

Table 8: Rule-ID soft-preference scoring rubric. Each row shows the canonical evaluator rule ID(s), the itinerary
evidence checked by that rule, and the deterministic mapping to 1.0, 0.5, or 0.0. Applicable rule scores are
averaged within each dimension, and evaluated dimension scores are then averaged. Note: P50/P75/P90 are the
50th/75th/90th city price percentiles; required places and explicit must-use modes in the query are hard constraints.
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Pipeline step Turns

Code-level construction action

Hidden supervision retained

Base-query construction

Trip frame T1 source
Traveler profile T1 source
Grounded T1 source
requirements

Initial turn wrapper  T1

Sample a route option with origin, destination,
dates, duration, party size, room count, and
intercity mode; build the fixed trip context used
by the initial request.

Sample one observable traveler profile and
derive hidden profile rules from it. The
observable profile shapes the user-facing request
and planner-visible memory.

Sample visible database-backed requirements
over transport, lodging, restaurants, and
attractions; optionally add budget and
environment hints when their gates fire.

Create the first turn with sampled_deltas =
[initial_request], must_update =
[initial_plan], and the rendered base query
as the visible user utterance.

Explicit trip constraints such as date
range, party size, room count, route
mode, and round-trip transport
requirements.

Hidden profile Rule IDs and scoring
bases for soft-preference and
traveler-experience checks; Rule IDs
and thresholds are not exposed.

Constraint keys, acceptable
candidates, entity evidence, reference
costs, soft city/profile wishes, and
hidden environment references.

Checks that the initial plan satisfies
visible hard constraints and uses the
observable profile without reading
hidden oracle fields.

Multi-turn expansion

User-state evolution 4 turns
Request resolution 3 turns
Environment-driven 3 turns
replanning

Long-horizon 5 turns

alignment

Append three _evolution_delta follow-up
turns after T1. Each turn samples a distinct
user-state family, such as party change, schedule
change, added attraction, restaurant requirement,
hotel requirement, dietary restriction, or budget
update.

Append two resolution follow-up turns after T1.
The first introduces an ambiguity, profile-priority
conflict, or conflict with a prior hard constraint;
the second either resolves the missing
information, relaxes a constraint, or explicitly
authorizes no-solution.

Append two environment follow-up turns after
T1 from factors such as weather risk, crowd or
queue risk, traffic peak, availability change,
transport disruption, or local practical constraint.

Append four follow-up turns after T1: one
user-state evolution turn, followed by resolution,
environment, or final-schedule pressure
depending on the branch.

Each turn stores state_delta,
must_update, must_preserve, and
checks such as updated party/room
counts, added entities, schedule
windows, budget caps, or preserved
hard constraints.

Expected response mode is part of the
oracle: clarification for unresolved
ambiguity/conflict, plan after
resolution, or no-solution only when
the user explicitly asks for an
impossibility judgment.

Each event records factor, event type,
references, expected adjustments, and
checks that the agent acknowledges
the event, revises the plan, and
preserves prior hard constraints.

The oracle accumulates active hard
constraints, user-state deltas, request
resolutions, and environment events,
then checks whether the final response
applies all active state while
preserving prior commitments.

Rendering and validation

Turn rendering All turns

Oracle state update ~ All turns

Rewrite each rule-generated turn into a natural
user utterance using the previous user turns and
the current turn contract. The renderer must
preserve state_delta, must_update,
response-mode cues, and literal anchors.

After turns are built, accumulate the hidden state
with _with_oracle_state: active hard
constraints, profile deltas, user-state deltas,
request resolutions, environment events,
feasibility status, and response expectation.

Reject or fall back when the rewrite is
empty, too long, loses required
anchors, or leaks internal markers
such as state_delta,
must_preserve,
verification_oracle, or oracle
fields.

Each turn receives
oracle_state_after_turn and
verification_oracle, which define
the evaluation target but are never
exposed to the planner.

Table 9: State-first construction pipeline for Trip+ instances. Turn counts start from the initial user request as T1.
Base-query construction creates the grounded travel state, while multi-turn expansion adds code-generated state
deltas, response-mode expectations, preservation targets, and verification oracles. Only rendered user utterances and
observable profiles are exposed to the planner.
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B Evaluation Protocol and Metrics

This section specifies what each metric reads, what
it checks, how it is scored, and which diagnostics
are retained for audit. For itinerary-level evaluation,
generated PLAN responses are first converted into
a structured execution trace, which we call the con-
verted itinerary. This representation normalizes
activities, meals, rest blocks, transfers, lodging,
timestamps, durations, costs, and derived itinerary
signals, so that plans can be checked deterministi-
cally and used for simulation.

Aggregation protocols. Unless otherwise noted,
model-level scores are obtained by averaging the
corresponding per-turn or per-plan scores over the
relevant evaluation set. We use three aggregation
protocols:

* End-to-end interaction. Response-Mode Gat-
ing, Request Fulfillment, and Intent Preservation
are evaluated for every turn-level response and
averaged over all evaluated turns.

* Valid-plan quality. Itinerary Feasibility, Hard
Constraint Satisfaction, and Soft Preference Sat-
isfaction are evaluated only for turns where both
the expected and observed response modes are
PLAN. The reported score is averaged over these
eligible generated plans.

» User simulation. User Simulation is computed
on the final generated plan of each task and aver-
aged over tasks.

The main table reports valid-plan quality con-
ditionally, so that the quality of an emitted plan
is not conflated with mode choice. Appendix F.2
additionally reports a gate-aware diagnostic that
incorporates accuracy on expected-PLAN turns.

The subsections below define the corresponding
per-turn or per-plan scores before aggregation.

B.1 Response-Mode Gating

Response-mode gating is the first step of evalu-
ation. The agent prompt allows exactly three fi-
nal response modes: PLAN, CLARIFICATION, and
NOSOLUTION. Let m; be the expected response
mode and 771 the observed response mode for turn
t. The turn-level gate score is

Rt = 1[mt = mt].

If the mode is incorrect, the turn is recorded as a
response-mode mismatch and downstream valid-

plan quality metrics are skipped. Table 10 summa-
rizes how the response-mode gate defines the ap-
plicable conditions, correct response behavior, and
representative examples for each response mode.

B.2 Itinerary Feasibility

Motivated by verifiable long-horizon travel plan-
ning in Zhang et al. (2026), we define itinerary fea-
sibility as whether a generated trip can be executed
in the fixed sandbox. The evaluator applies binary
atomic checks for structural completeness, sandbox
grounding, temporal coherence, venue availabil-
ity, supported transfers, and cost arithmetic. We
group these checks into three dimensions: struc-
ture completeness, evidence validity, and execution
operability.

Let z. € {0,1} denote whether atomic check
c passes, and let C; be the set of checks under
dimension d. The score of each dimension is the
average pass rate of its checks:

1
Dg=— Zc-
Cal 2

The final feasibility score is the average of the three
dimension scores:

Dstructure + Devidence + Doperability
3 .

F,=

Table 11 lists the atomic diagnostics included in
each dimension.

B.3 Hard Constraint Satisfaction

Hard constraints are active user requirements that
must be satisfied for the response to answer the
task. The evaluator dispatches each normalized
hard-constraint key to a deterministic checker and
computes the plan-level pass ratio:

H. — Npass,p
P Newiy
eval,p

Here Npassp and Neyalp, denote the number of
passed and evaluated hard checks for plan p. Ta-
ble 12 lists each hard-constraint dimension, what is
evaluated, and the corresponding calculation target.

B.4 Soft Preference Satisfaction

Soft preferences are profile-derived, implicit ex-
pectations that qualitatively shape a high-quality
itinerary without acting as rigid hard constraints.
Their evaluation follows a structured pipeline
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Response mode When the prompt expects it

Correct response behavior Example case

PLAN Default for complete requests, normal Return one complete <plan> with The user adds a child,
updates, environment changes, the full updated itinerary: changes the budget, or
resolved priorities, and tool-verifiable transport, lodging, meals, local reports rain; the agent
revisions. movement, timing, and costs. revises the whole

itinerary.

CLARIFICATION Used only for unresolved blocking Return <clarification>asking The user says “change
ambiguity: missing edit target, for the missing decision, priority, the restaurant” without
hard-constraint conflict, or conflict or relaxation direction. Do not a day, meal slot,
with hard profile facts without a invent a full plan. location, or candidate
priority decision. set.

NOSOLUTION Used only when hard constraints are ~ Return <no_solution> with the = The user says not to ask
clear, the user allows a direct grounded blocking reason. Do not  follow-up questions,
impossibility judgment, and tool include daily plans or reject for keeps a fixed date and
evidence proves no feasible solution.  soft-preference conflict. hard budget, and tool

prices show every
feasible route exceeds
that budget.
Table 10: Response-mode gate used before applying itinerary-level metrics.
Dimension Subscores averaged inside the Atomic checks behind the subscores

dimension

Structure completeness
daily content coverage

Evidence validity

Execution operability

feasibility; budget arithmetic

Trip duration; route and stay continuity;

POI grounding; transport grounding

Time and transfer feasibility; venue and
duration feasibility; intercity buffer

Valid trip duration, closed-loop route structure,
seamless intercity transfers, day-boundary
continuity, traceable accommodation, hotel-linked
day endings, and essential meal or attraction
coverage.

Database-grounded accommodations, attractions,
meals, intercity transport, and local-move sanity.

Non-overlapping time slots, reasonable transfer
time, attraction opening hours, restaurant service
hours, closure days, attraction and meal duration,
required intercity buffers, and cost calculation
correctness.

Table 11: How itinerary feasibility is calculated from atomic checks.

where the evaluator maps candidate observable pro-
file cues from a traveler template to hidden soft-
rule IDs (Table 7) invisible to the agent, inspects
itinerary evidence to assign fine-grained scores of
1.0, 0.5, or 0.0 (Table 8), and groups active rules
into four preference families: comfort and pace,
transport convenience, budget and value, and inter-
est match. To prevent families with an asymmetri-
cal, dense number of rules from disproportionately
dominating the final metric, we employ a two-step
hierarchical aggregation method instead of a naive
flat average. Specifically, the evaluator first aver-
ages the rule scores within each active preference
family d:

1
Pyi=—— score(r),
8 | Ry, TZ

esz)-,d

where 17, 4 denotes the set of active and applicable
rules belonging specifically to preference family d

for plan p. Subsequently, the overall soft preference
score P, is computed by averaging across all valid
families:

1
P,=—— Z P,
[Ap|

P
Ap ={d: [Rpa| > 0},

where A, represents the index set of active pref-
erence families that contain at least one applica-
ble rule (i.e., |R, 4| > 0). This family-level ag-
gregation effectively neutralizes rule-density bias,
ensuring that all four core preference dimensions
contribute equitably to the final evaluation score.

B.5 Profile-Conditioned User Simulation

Following the extraction of deterministic feasibil-
ity, hard-requirement, and soft-preference evidence,
the profile-conditioned user simulation evaluates
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Hard-constraint dimension

What is evaluated

Calculation target

Trip metadata

Intercity mode and tickets

Accommodation

Dining

Attractions

Travel dates, number of days, party size,
room count, and hard party facts.

Transport mode, route endpoints, date,
time window, directness, ticket number,
and seat or cabin class.

Hotel identity, star level, brand, service,
price range, and ranked-choice
requirements.

Required restaurant, nearby anchor,
cuisine, ranking, meal placement, and
acceptable candidate set.

Required or banned attractions, attraction
type, ranking, and acceptable candidate

Checks that the itinerary has the required
travel dates, number of days, party size,
room count, and hard party facts.

Checks required transport mode, route
endpoints, date, departure or arrival window,
flight or train number, seat or cabin class,
directness, and selected candidate set.

Checks hotel name, star level, brand, service,
price range, cheapest or highest-rated choice,
and other visible lodging requirements.

Checks required restaurant, nearby anchor,
cuisine or ranking requirement, meal
placement, and acceptable restaurant
candidate set.

Checks required or banned attractions,
attraction type, ranking requirement, and

set.

Budget

Explicit trip budget cap stated by the user.

whether selected attractions come from
acceptable database-backed candidates.

Checks total plan cost against an explicit
budget cap when the user states one; profile
budget range alone is not treated as a hard
budget.

Table 12: Hard-constraint dimensions and deterministic calculation targets.

the holistic quality of the generated itinerary. The
simulator ingests a comprehensive context consist-
ing of: (i) the query record and turn state to capture
the multi-turn interactive user intent; (ii) the active
user profile defining the traveler’s demographic
attributes, physical constraints, and budget sensi-
tivities; (iii) the city and environmental contexts
providing localized external constraints such as
weather conditions and geographic layouts; (iv)
the generated itinerary representing the planning
output under appraisal; and (v) the deterministic
activity-level experience trace. This trace serves
as the primary factual backbone, providing a fine-
grained timeline of the itinerary that chronicles
specific time slots for attraction visits, dining, bus
transits, and flights, alongside their corresponding
cost fields and verification metrics.

The simulator evaluates the itinerary across five
distinct experience dimensions detailed in Table 13:
physical comfort, environmental comfort, schedule
comfort, budget comfort, and preference satisfac-
tion. Each applicable dimension is scored on a 1-5
rubric according to the explicit qualitative criteria
and score anchors defined in Table 14. Dimensions
without meaningful evidence are dynamically ex-
cluded from the evaluation to prevent them from
biasing the average toward a default neutral score.
The final authoritative normalized score S € [0, 1]

is derived from these dimensions via:
Sdim — 1
=T
where 54;,y, is the mean 1-5 rubric score computed
strictly over the applicable experience dimensions.

B.6 User-Simulation Reliability

LLM-as-a-judge is widely used for evaluating
open-ended generation and instruction-following
tasks (Li et al., 2025; Dubois et al., 2024), but indi-
vidual judges can show calibration differences and
systematic biases (Zheng et al., 2023). To reduce
dependence on a single judge, we use four diverse
LLM judges: gwen3.6-27b, gemini-3.1-flash-lite,
gpt-5.4-nano, and claude-haiku-4-5-20251001. Let
s;,; denote the normalized user-simulation score as-
signed to target model ¢ by judge 7, where n = 18
target models and k£ = 4 judges. We report pair-
wise rank alignment and ensemble consistency
over model-level user-simulation scores. We con-
duct human rationale verification on 100 sampled
final plans, including an additional disjoint set
of 50 plans beyond the original audit. The ex-
panded audit covers 3,533 activities and 17,665
dimension-level score—rationale judgments, and
checks whether each judgment is supported by the
itinerary, profile, budget and environmental evi-
dence, and the 1-5 rubric.
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Experience dimension

What it captures

Example evidence

Physical comfort

Environmental comfort

Whether the itinerary is physically
manageable for the profiled traveler.

Whether destination conditions make
the itinerary uncomfortable or risky.

Long walks, long local transfers, high-intensity
attractions, early departures, late returns, elders,
children, stroller needs, low walking tolerance,

high altitude, and missing rest.

Heat, cold, rain, altitude, coastal humidity, crowd
or queue risk, long outdoor exposure, and whether

Schedule comfort
and recovery margin.

Budget comfort
this traveler.

Preference satisfaction

Whether the traveler has enough time

Whether spending creates stress for

Whether the executed experience
matches the user’s intended trip.

the plan uses indoor or lower-exposure alternatives.

Dense activity sequences, short buffers, tight
intercity transfers, delayed meals, excessive
waiting, late finishes, and reasonable rest or
recovery slots.

Explicit budget caps, budget-sensitive profiles,
total cost relative to the stated budget, unexplained
expensive choices, and cost transparency.

Required places, interest-matched attractions or
meals, disliked patterns, repetitive choices, comfort
upgrades, and whether preferred activities are
placed in workable contexts.

Table 13: Profile-conditioned user-simulation dimensions and their supporting evidence.

Score Rubric category Instruction used by the LLLM simulator
5 Very good Low burden and strongly aligned with the traveler profile.
4 Good Minor issues.

3 Acceptable
or acceptable.

Visible tradeoffs; used only when the dimension is relevant and the evidence is neutral

2 Poor Uncomfortable or stressful.
1 Very poor Severe discomfort, stress, or conflict with the traveler profile.
N/A  Inapplicable No direct evidence for the dimension; set score_1_5=null and applicable=false.

Table 14: LLM scoring anchors used for each profile-conditioned dimension. The simulator applies the same
ordinal scale to every applicable dimension in Table 13; the final user-simulation score is the arithmetic mean of the

applicable dimension scores.

Pairwise Rank Alignment via Spearman’s p.
As shown in Figure 8(a), we evaluate rank agree-
ment between judges using Spearman’s rank corre-
lation (Spearman, 1987):

6

-1 :
Pab n(n? —1)

where d; is the rank difference assigned to target
model ¢ by judges a and b. The ensemble yields
an average pairwise p = 0.652, with the highest
agreement observed between Qwen and Gemini
(p = 0.866).

Inter-Rater Consistency via Cronbach’s . We
further report Cronbach’s « (Cronbach, 1951) to
measure ensemble-level internal consistency:

e ko Soh_) Varl, (si)
Vari, (Zle Sm‘)

)

where Var;(-) denotes variance over target mod-
els. The ensemble achieves an overall reliability
Cronbach’s « of 0.833, as shown in Figure 8(b).

Human Rationale Verification. We audit simu-
lator rationales at the dimension-score level. For
each sampled itinerary event, we inspect the five
score—rationale pairs for physical comfort, envi-
ronmental comfort, schedule comfort, budget com-
fort, and preference satisfaction, and verify whether
each pair is consistent with the itinerary segment,
traveler profile, cited evidence, and the 1-5 scoring
rubric. As shown in Figure 8(c), overall score—
rationale consistency is 94.0%, with 95.2% for
physical comfort, 89.4% for environmental com-
fort, 95.9% for schedule comfort, 92.7% for bud-
get comfort, and 96.7% for preference satisfaction.
This audit verifies whether a simulator judgment
is supportable from the supplied evidence; it does
not provide independent human scores or human—
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(b) Overall Reliability

07 0.833

4 judges, 18 models

(c) Human Rationale Verification

Dimension Consistent

Overall

Physical comfort 95.2%

89.4%

Environmental comfort

Schedule comfort 95.9%

Cronbach's alpha
Good reliability

Budget comfort 92.7%

Preference satisfaction 96.7%

Figure 8: Reliability and verification of the four user-simulation judges used for median aggregation: (a) pairwise
Spearman correlations, (b) overall Cronbach’s alpha, and (c) score—rationale consistency in the expanded 100-plan

human audit.

judge score agreement.

The remaining errors are mostly minor boundary
or schema issues rather than systematic simula-
tor failures. For example, one activity starting at
09:02 was treated as an “early start” and assigned
a low schedule comfort score of 2, although this
should only indicate mild schedule pressure under
our rubric. Some judgments also contain missing
or underspecified rationales, and some environmen-
tal comfort scores fail to consider weather exposure
when evaluating outdoor attractions or transfer seg-
ments. In addition, a few low-cost activities are
penalized under budget comfort without clear evi-
dence that they create actual budget pressure.

B.7 Stateful Multi-Turn Evaluation

Stateful multi-turn evaluation separates adaptation
from memory. At each update turn, request fulfill-
ment measures whether the agent satisfies what the
user just added or revised, while intent preservation
measures whether it still satisfies earlier commit-
ments that remain active.

Let U, be the set of checks introduced or revised
at turn ¢, including hard constraints, soft prefer-
ences, and environment conditions:

Uy =AFUAR UAE,

The turn-level request-fulfillment score is the pass
rate over this current-update set:

> ueu, 1pass(u,t)]
Ut

F =

Let P; be the set of earlier hard constraints, soft
preferences, and environment conditions that re-
main active after turn {£. Commitments explicitly

removed or revised by the user are excluded. Intent
preservation is the pass rate over this preserved set:

ZpEPt 1[pass(p, t)]

I =
! | Pl

Final scores average only over turns with non-
empty denominators:

‘TF| Z

teTr

S

|I’teT

Here Tr contains turns with at least one current-
update check, and 77 contains turns with at least
one preserved prior commitment. Turn 1 has no
prior commitments, so it is excluded from intent
preservation. Reporting both scores prevents a
model from scoring well by only following the
newest update or only preserving the old plan.

C Experimental Setup and Inference Cost

C.1 Model Set

We evaluate 18 tool-using LLM agents. The
API-served group includes Gemini-3.1-Pro-
Preview (Google DeepMind, 2026a), Gemini-3-
Flash-Preview (Google, 2025), GPT-5.4 (OpenAl,
2026b), GPT-5.4-Mini (OpenAl, 2026¢), GLM-
5.1 (Z.ai, 2026), Kimi-K2.6 (Moonshot Al,
2026), Doubao-Seed-2.0-Pro (ByteDance Seed,
2026), DeepSeek-V4-Pro (DeepSeek-Al, 2026),
DeepSeek-V3.2 (DeepSeek-Al et al., 2025),
MiniMax-M2.7 (MiniMax, 2026), and Hy3-
preview (Tencent Hy Team, 2026). All API-served
models are accessed through OpenAl-compatible
remote endpoints and exposed to the same
function-calling interface.
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Task-Level Inference Cost vs. Benchmark Metrics
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Figure 9: Task-level inference cost and planning performance across benchmark metrics

The lightweight/open-weight group includes
Gemma-4-31B, Gemma-4-26B-A4B, Qwen3.5-
27B, Qwen3.5-122B-A10B-FP8, Qwen3.6-27B,
Qwen3.6-35B-A3B, and GLM-4-32B (Google
DeepMind, 2026b; Qwen Team, 2026a,b,c; Z.ai,
2025). These models are served locally with
vLLM (Kwon et al., 2023).

C.2 Model Parameters and Serving

All models are evaluated with deterministic genera-
tion whenever the endpoint supports it. The default
settings are temperature 0.0, top-p = 1.0, and a
maximum of 100 LLM calls per turn.

All target models are exposed to the benchmark
through the same OpenAl-compatible function-
calling scaffold. Local vLLM services use ten-
sor parallelism with two to four GPUs per model,
bfloat16 inference, a 32,768-token maximum con-
text unless explicitly overridden, prefix caching,
chunked prefill, up to 32 concurrent sequences, and
a maximum batched-token budget of 65,536. For
local vLLM models, model-family-specific parsers
and chat templates are used only inside the serv-
ing layer to translate model-native outputs into this
common interface: Qwen uses the Qwen tool-call
parser with thinking disabled, while Gemma and
GLM use Gemma- and GLM-compatible chat tem-
plates and tool-call parsers.

C.3 Inference Cost Analysis

We further examine whether higher inference ef-
fort leads to better planning quality. We use aver-
age LLM and tool calls per task as lightweight

cost proxies, since each task requires evidence
retrieval, itinerary construction or revision, and
cross-turn state tracking. Figure 9 shows no clear
monotonic relationship between inference cost and
benchmark performance across response-mode,
constraint-satisfaction, feasibility, preference, user-
simulation, and overall planning metrics.

Higher-cost models do not necessarily produce
better plans: DeepSeek-V4 is a clear outlier with
48.7 LLM calls and 128.5 tool calls per task, yet
it is not consistently the best model across metrics
(e.g., dropping to 0.510 on User Sim.). Kimi also
uses substantially more inference than most other
frontier models, but its gains are uneven: it per-
forms strongly on several rule-based metrics but
does not dominate user-simulation quality.

By contrast, Gemini Pro achieves the strongest
overall planning quality without reaching the ex-
treme inference costs of the outliers. Furthermore,
models like GPT-5.4 and GLM-5.1 demonstrate
highly efficient and competitive performance us-
ing roughly half the LLM calls of Gemini Pro and
Kimi, while Doubao remains both low-cost and
weak. This suggests that effective evidence use and
reasoning matters more than simply increasing the
number of calls.
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D Agent and User-Simulation Prompts
Agent Framework Prompt

You are a travel-planning assistant. Use the current user request, the visible traveler profile,
and tool results to return an executable, verifiable, parseable travel response.

The final answer must use exactly one mode: a complete “<plan>", a complete ~<clarification>~, or
a complete “<no_solution>". Do not output tool-call XML, analysis, drafts, recalculation
notes, self-corrections, multiple budgets, or a plan followed by another conclusion.

Workflow

1. Decide the response mode first: plan by default; use “<clarification>" or ~“<no_solution>" only
for unresolved blocking cases listed under Response Modes.

2. Collect the required tool evidence: intercity transport, accommodation, required or candidate
attractions, required restaurants, and the adjacent intracity transfers that will actually
appear in the final itinerary.

3. Return the complete final result: once evidence is sufficient, produce one complete ~<plan>~;
if tool results rule out an early candidate, update the candidate and output only the final
version, not the trial-and-error process.

Core Contract

- Satisfy explicit user hard constraints first. The visible profile is for personalization unless
it contains hard facts such as party size, companions, mobility, or safety limits.

- In multi-turn dialogue, previously confirmed hard constraints, profile preferences, environment
events, and user tradeoffs remain active unless the user explicitly cancels, replaces, or
relaxes them. The latest turn does not reset the task.

- Entities, times, prices, routes, and transport facts in the plan must come from tool results. Do
not fill gaps from common knowledge. Query user-named places exactly first.

- All locatable entity names must exactly match tool-returned names, including hotels, attractions
, restaurants, transport hubs, and “travel_city" endpoints. Entity-name fields should contain
only the name, not explanatory text. Put activity purpose or status in the ~“buffer-”
description, the “hotel” action, or the scheduled time instead.

- If the user asks to modify an earlier itinerary, still output the updated complete ~<plan>", not
only the edited fragment.

Figure 10: The complete agent framework prompt used by the planning agent (part 1 of 4).
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Agent Framework Prompt (continued)

Response Modes

Plan directly by default. Use “<clarification>" only for these unresolved blocking cases:

- The latest message is only a local add/change request for an itinerary component, such as dining
, attraction, lodging, or transport, but gives no usable date, time slot, itinerary place,
transport node, or candidate set, so you cannot tell which part should change.

- The latest message introduces a new hard constraint that conflicts with still-active previous
hard constraints, and the user has not stated the priority or relaxation direction.

- The latest message introduces a new hard request that would clearly override hard facts or
strong preferences in the visible profile, such as party composition, children/elders,
mobility, safety limits, relaxed pacing, reduced walking, or recovery needs, and the user has

not said whether the new goal or profile comfort has priority.

Return a complete “<plan>" for complete initial travel requests, normal user-state updates, normal
environment changes, already prioritized or relaxed requests, and any itinerary revision
that can be verified and executed with tools. When returning a plan, preserve all still-
active constraints and preferences from earlier turns. Decide restaurant anchors, attraction
order, hotel area, transport tradeoffs, and rating/price/opening-hour tie-breaks from tool
results; do not ask about these execution details.

For complete initial requests, do not output “<clarification>" for these execution details:
whether the stated room count is really needed, choosing among hotel/apartment/homestay
candidates, choosing highest-rated or cheapest candidates, deciding whether a restaurant can
be lunch or dinner from business hours, selecting a return train/flight time, choosing an
imperfect but budget-compatible hotel area, or deriving hotel nights from explicit dates. If
a tool-returned executable candidate exists, choose the candidate that best satisfies the
explicit constraints and output the plan.

Use “<no_solution>~ only when all of the following are true:

- The current active hard constraints are clear; no date, place, candidate set, priority, or
relaxation direction is still missing.

- The user has authorized a direct no-solution judgment, such as saying not to ask follow-up
questions, not to silently replace requirements, or not to relax earlier constraints.

- Tool evidence or known constraints prove that the active hard constraints cannot all be
satisfied, such as no available transport on the required date, an explicit budget below the
minimum verifiable cost, a required entity unavailable on the usable date, or a new condition

that the user insists on keeping despite conflict with an active hard constraint.

If the missing piece is required information, priority, or relaxation direction, output "<
clarification>". If the user has not authorized a direct no-solution judgment, ask which
constraint can be relaxed instead of outputting ~<no_solution>".

Do not output “<no_solution>" because of soft-preference conflict, few candidates, imperfect
experience, missing opening-hour fields, or facts that should be checked with tools. Do not
fabricate entities, prices, routes, business hours, or transport schedules to avoid "<
clarification>" or ~<no_solution>".

Entity existence, opening hours, prices, distances, and routes are tool-verification duties, not
clarification reasons. An explicit user budget is a hard constraint; profile “budget_range”
is not a hard budget for this trip.

Tool Evidence Requirements

- Intercity transport: use “query_flight_info~ or “query_train_info™; pass city names as ~“origin/
destination™. The returned “price” is the complete per-person reference price for the
candidate route. For connecting routes, write each segment with its own number, stations, and

times; count the same-day route-level “price™ only once in the budget.

- Accommodation: for overnight trips or room requests, use “query_hotel_info™; for a named hotel/
apartment/homestay, use exact “hotelName™. Planned hotel names and prices must come from the
tool.

Figure 10: The complete agent framework prompt used by the planning agent (continued, part 2 of 4).
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Agent Framework Prompt (continued)

- Attractions: before scheduling an attraction, use “query_attraction_details™ for opening
information, duration, and ticket price. Do not schedule attractions that the tool clearly
marks as closed.

- Restaurants: before scheduling a restaurant, use ~recommend_restaurants™ or ~
query_restaurant_details™. For a named restaurant, use details lookup; for eating near a
place, use that place only as the restaurant-search anchor.

- Every “meal® line must contain a specific tool-returned restaurant name and per-person price.
Across the complete itinerary, prefer a different restaurant for each meal, and every
restaurant name must come from tool results, unless the user explicitly asks to revisit one;
one restaurant should normally be used for only one meal. Avoid repeating the same restaurant

when possible, and do not use a generic restaurant name. Do not write breakfast, self-
arranged light meals, or rest as ungrounded “meal” entities; use a “buffer® or ~hotel”
description when needed.

- Intracity transport evidence: when two adjacent activities in the same city happen at different
places, insert a “travel_city" segment between them and verify its route, duration, distance,

and price with tools. Default to “query_city_transport_plan~, especially for named places or
when the user prefers metro/subway, fewer transfers, less walking, lower cost, or shorter
travel time; keep the returned mode/line summary in the final itinerary.
query_road_route_info™ is only a coordinate-level fallback: use “search_location™ + °
query_road_route_info™ only when you already have two exact coordinates and do not need metro
/subway line planning.

- Pass only necessary tool arguments: dates/times are used only for flights, trains, and weather;
do not pass dates/times to hotels, intracity transport, road routes, attractions, restaurants,
or location search. If a tool call repeats identical normalized arguments, reuse the
previous result and continue with necessary new arguments.

- Weather: for date-specific trips, you may use “query_city_weather™; if tools show clear weather
risk, reflect a reasonable adjustment in the plan.

- Comparative requirements such as cheapest, highest-rated, closest, required cabin/seat class, or
time windows are hard constraints and should be judged within the corresponding tool-
returned candidate set.

Planning Rules

Provide a minute-level timeline for actual travel-related activities.

Time and location must be continuous: use ~“travel_city™ between different places,
travel_intercity_public™ for intercity segments, and “buffer” for procedures, waits, or short

rests.

Activity times must be compatible with transport schedules, opening/business hours, route order,

and the visible profile.

Meal rules: do not schedule breakfast; assume it is handled at the hotel or before departure,
and do not count breakfast toward required meals. On a full sightseeing day in the
destination city, schedule lunch and dinner. On intercity days, decide meals from the
effective time in the destination city: if arriving before 10:00, schedule lunch and dinner;
if arriving 10:00-15:00, schedule dinner and lunch is optional; if arriving after 15:00,
schedule no meal or only dinner. If departing the destination before ©9:00, schedule no meal
in that city; if departing 09:00-15:00, lunch is optional and dinner should not be scheduled;

if departing after 15:00, schedule at least lunch and dinner is optional.

- Meal timing: lunch should preferably fit within 11:00-14:00, and dinner should preferably fit
within 17:00-20:00. Each meal usually takes 1-2 hours. If a day has both lunch and dinner,
lunch end and dinner start should be at least 3 hours apart. Restaurant business hours must
cover the corresponding meal slot.

Non-final days should end at that night's accommodation. Final day uses ~Accommodation: --.

Figure 10: The complete agent framework prompt used by the planning agent (continued, part 3 of 4).
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Agent Framework Prompt (continued)

- Before flights, write a 90-minute airport buffer; after flight arrival, write at least 30
minutes before leaving the airport. Before trains, write a 30-minute station buffer; after
train arrival, write at least 15 minutes before leaving the station.

- “travel_city" duration should be close to the tool-returned duration. ~travel_intercity_public®
times must match tool results. Attraction duration must fall within the tool-returned range.

Output Format

<plan>

Day [Day Number] ([YYYY-MM-DD]):

Current City: [from origin city to destination city / city name]

Accommodation: [tool-returned hotel name, ¥positive/room/night; use - on final day]

HH:MM-HH:MM | buffer | [security/waiting; deplaning/exiting; baggage claim; necessary short wait]

HH:MM-HH:MM | travel_intercity_public | [flight/train] [returned number], [returned departure
station] - [returned arrival station], [cabin/seat class], ¥[positivel/person

HH:MM-HH:MM | travel_city | [from] - [to], [taxi/walking/metro lines], [distance], [duration], ¥[
price]

HH:MM-HH:MM | attraction | [returned attraction name], ¥[ticket]/person

HH:MM-HH:MM | meal | [lunch/dinner], [returned restaurant name], ¥[per person]/person

HH:MM-HH:MM | hotel | [check-in/check-out/rest], [returned hotel namel]

**Budget Summary**:

*xTransportation: X RMBx*. Intercity tickets = one route-level price per same-day flight/train
connection * people. Intracity transport depends on the tool-returned mode: taxi/cab prices
are per vehicle/trip and should be multiplied by required vehicles (default taxi capacity: 4
people, rounded up); metro/bus/public-transit prices are per person; walking costs @.

*xAccommodation: X RMBx*. Hotel price * room count * nights.

**Meals: X RMBx*x. Per-person meal prices * people.

*xAttractions & Tickets: X RMB*xx. Ticket prices * people.

*x0ther: X RMBx*

*xTotal Estimated Budget: X RMB*x

</plan>

<clarification>

[Ask one or two short questions naming the missing slot, conflicting constraints, or priority that
the user must confirm.]

</clarification>

<no_solution>

The current hard constraints cannot be jointly satisfied.

Blocking constraints: name the mutually conflicting or impossible user hard constraints.

Tool evidence: cite the key tool results, such as transport, accommodation, required meal, or
ticket costs.

To continue planning, the user would need to relax: list at most two relaxation directions.

</no_solution>

Figure 10: The complete agent framework prompt used by the planning agent (continued, part 4 of 4).
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Profile-Conditioned User-Simulation Prompt

# Profile-Conditioned User Experience

You are the traveler described by “EXPERIENCE_TRACE.user_model~. You are now experiencing the
itinerary in “PLAN™, one activity at a time, under the environment and budget conditions in ~
EXPERIENCE_TRACE.environment™ and ~EXPERIENCE_TRACE.budget".

Describe your activity-level travel experience and score the itinerary's experience quality. Your
scores must follow the 1-5 rubric below.

Base the experience report on “EXPERIENCE_TRACE™. Use “PLAN" only as a raw itinerary reference for
the matching activity position, such as activity name, type, time slot, cost, transport mode,
and accommodation. For example, “D1-A1" maps to “PLAN.daily_plans[@].activities[@] . Do not

use “PLAN" to re-judge entity grounding, factual validity, route validity, prices, hard
constraints, or requirement success.

“EXPERIENCE_TRACE.activity_trace[].experience_facts™ contains neutral facts, not pre-scored
verdicts. Infer comfort scores from those facts and the rubric. Boolean conditions are
represented only as positive ~experience_flags™; absence of a flag means the condition is not

evidenced. Do not assume that every cost is budget stress. Treat minor costs as neutral for
that activity; use activity cost for budget discomfort only when ~budget_cost_relevance™ is
moderate/high. Use near-limit/over-limit budget margin as whole-trip budget context, not as a
reason to penalize every paid activity equally.

Return JSON only. No markdown fences, comments, or extra text.
## Core Rule

Output exactly one “activity_simulations[]~ item for each “EXPERIENCE_TRACE.activity_trace[]™ item

Preserve every expected ref exactly once:

T text
EXPERIENCE_TRACE.expected_activity_refs == activity_simulations[].item_ref

If evidence is weak or missing, keep the claim neutral or low-confidence and list the missing
evidence in “missing_evidence™.

## Evidence Priority

Use evidence in this order. Later sources may clarify raw fields, but they must not override
earlier travel-experience evidence.

1. TEXPERIENCE_TRACE.activity_trace[]™: one item per planned activity. Each item contains °
item_ref~, compact “event™ fields, and neutral ~experience_facts™ such as duration bucket,
positive experience flags, and cost relevance. Use this as the primary source for every ~
activity_simulations[]" item.

2. TEXPERIENCE_TRACE.user_model”: the compact traveler profile. It may contain “party”,
comfort_sensitivities™, “interest_preferences™, and “sensitivity_flags™. Use it only to
interpret how this traveler would feel.

Figure 11: The complete profile-conditioned user-simulation prompt (part 1 of 4).
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Profile-Conditioned User-Simulation Prompt (continued)
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“EXPERIENCE_TRACE.environment™: destination or trip-context environment signals, such as heat,
cold, rain, exposure, or other risk tags. Use it for environment-related comfort only when
connected to an activity.

“EXPERIENCE_TRACE.budget™: budget applicability, budget limit when available, estimated total,
and margin level. Use it for ~“budget_comfort™; set budget dimensions not applicable when
budget is not applicable.

“PLAN™ : compact raw itinerary fields, including “daily_plans[]°, “activities[], °
accommodation™, and “budget_summary . Use it only to confirm raw fields for the matching
activity position, where “D{day}-A{activity_index}~ maps to “PLAN.daily_plans[day-1].
activities[activity_index-1]". Do not use it to invent subjective quality, factual validity,
route validity, or hidden preferences.

not invent facts that are not in the inputs. For example, do not assume extra rest, sleep
quality, delays, crowds, weather, closures, scenic quality, restaurant quality, health
conditions, preferences, or budget sensitivity.

Scores
a 1-5 scale where higher is better:

very good, low burden and strongly profile-aligned

good, minor issues

acceptable with visible tradeoffs

poor, uncomfortable or stressful

very poor, severe discomfort, stress, or profile conflict

urn these five dimensions:

physical_comfort™: walking, transfers, standing, stamina, recovery

environmental_comfort™: weather, temperature, rain/snow, exposure, crowds when evidenced

schedule_comfort™: early starts, late finishes, tightness, buffers, meal timing, density

budget_comfort™: budget pressure from relevant costs or tight budget margin; set “applicable=
false™ if no budget cap/sensitivity exists

preference_satisfaction™: interests, dislikes, pace, dining, hotel, transport preferences

the same dimensions inside every activity's “dimension_updates™ and in top-level °
experience_dimensions”.

each activity, include all five dimensions in ~dimension_updates™, but set ~applicable=false~
and “score_1_5=null” when that activity has no direct evidence for a dimension. Do not fill
unrelated dimensions with 3 just to avoid null. Use score 3 only when a dimension is
genuinely relevant and the evidenced experience is neutral or acceptable.

top-level “experience_dimensions™, give the traveler's standardized five-dimension judgment
for the whole itinerary or current chunk. Mark a top-level dimension ~applicable=false~ when
there is no meaningful evidence for that dimension anywhere in the chunk. Cite the key ~
item_ref" values behind each applicable dimension.

m_reported_overall.dimension_analysis™ explains the holistic overall score and may weight
activities by trip importance. “experience_dimensions™ are the standardized dimension scores
used by the evaluator. Keep both grounded in cited “item_ref” values.

Figure 11: The complete profile-conditioned user-simulation prompt (continued, part 2 of 4).
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Profile-Conditioned User-Simulation Prompt (continued)

## Activity Fields
For each activity simulation, include:

- “item_ref~, “day™, “activity_index”

- compact “activity: “type , “name”, “time_slot”
- “dimension_updates™ for all five dimensions

- one or two grounded “evidence™ entries

- “confidence™: ~high™, “medium™, or ~low"

For each evidence entry, ~source” names where the support came from, and “claim” states what that
source supports. Prefer sources from “EXPERIENCE_TRACE™; use “PLAN™ only for activity
identity, time, and cost verification. Valid source formats include “EXPERIENCE_TRACE.
activity_trace[D1-A1]", “EXPERIENCE_TRACE.user_model™, “EXPERIENCE_TRACE.environment~,
EXPERIENCE_TRACE.budget™, and “plan.daily_plans[@].activities[0]".

Confidence:

- “high™: all important claims are directly supported by trace evidence
- “medium’: evidence-backed but partly indirect
- “low™: missing, weak, vague, or inferred evidence affects the score

Use the lowest confidence triggered by any important activity claim. Do not mark every item “high

## Required JSON Shape
Keep free-text fields short: one sentence, preferably under 12 words.
Top-level keys:

T text
11m_reported_overall
profile_summary
activity_simulations
experience_dimensions
missing_evidence
audit_notes

Minimal shape:
TTTjson

"1lm_reported_overall”: {
"score_1_5": 3.0,

"reason”: "one short evidence-based explanation”,

"dimension_analysis”: {
"physical_comfort”: {"score_1_5": 3.0, "reason"”: "", "evidence”: ["D1-A1"1},
"environmental_comfort”: {"score_1_5": 3.0, "reason": "", "evidence": ["D1-A1"1},
"schedule_comfort”: {"score_1_5": 3.0, "reason"”: "", "evidence”: ["D1-A1"1},
"budget_comfort”: {"score_1_5": null, "applicable"”: false, "not_applicable_reason”: ""},
"preference_satisfaction”: {"score_1_5": 3.0, "reason”: "", "evidence"”: ["D1-A1"1}

}Y

Figure 11: The complete profile-conditioned user-simulation prompt (continued, part 3 of 4).
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Profile-Conditioned User-Simulation Prompt (continued)

"authoritative”: false
}7
"profile_summary”: {
"party": {3,
"comfort_sensitivities”: {3},
"interest_preferences”: {3},
"sensitivity_flags": {3,
"profile_uncertainties”: []
}7
"activity_simulations”: [
{
"item_ref"”: "D1-A1",
"day": 1,
"activity_index": 1,
"activity": {"type": "", "name": "", "time_slot": ""},
"dimension_updates”: {
"physical_comfort”: {"score_1_5": 3.0, "applicable": true, "reason”: ""},
"environmental_comfort”: {"score_1_5": null, "applicable”: false, "not_applicable_reason":
”“}’
"schedule_comfort”: {"score_1_5": 3.0, "applicable”: true, "reason": ""},
"budget_comfort”: {"score_1_5": null, "applicable”: false, "not_applicable_reason”: ""},
"preference_satisfaction”: {"score_1_5": null, "applicable": false, "not_applicable_reason
neonny
}!
"evidence"”: [
{"item_ref"”: "D1-A1", "source": "EXPERIENCE_TRACE.activity_trace[D1-A1]", "claim": "" "
score_impact”: "neutral”}
i
"confidence”: "medium”
3
:ly
"experience_dimensions"”: {
"physical_comfort”: {"score_1_5": 3.0, "applicable”: true, "evidence”: ["D1-A1"1]},
"environmental_comfort”: {"score_1_5": 3.0, "applicable”: true, "evidence”: ["D1-A1"]},
"schedule_comfort”: {"score_1_5": 3.0, "applicable”: true, "evidence”: ["D1-A1"1]},
"budget_comfort”: {"score_1_5": null, "applicable”: false, "not_applicable_reason”": ""},
"preference_satisfaction”: {"score_1_5": 3.0, "applicable”: true, "evidence": ["D1-A1"]1}
}!
"missing_evidence”: [],
"audit_notes”: []

}

The evaluator will compute normalized scores from “score_1_57; do not add extra scoring fields.
## Final Checks
Before returning JSON, verify:

Every expected activity ref appears exactly once.

Every activity has non-empty evidence.

Every evidence entry names both the supporting source and the supported claim.
Every applicable score is between 1 and 5.

No claim depends on invented facts.

g~ w N =

Figure 11: The complete profile-conditioned user-simulation prompt (continued, part 4 of 4).
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E Query and Plan Format Example
Query Field Example (JSON)

{
"id": "mt_single_0005_turn_1",
"source_item_id"”: "mt_single_0005",
"query”: {
"base_query_id": "single_0005",
"interaction_type"”: "long_horizon_alignment"”,
"interaction_label”: "Long-Horizon Alignment”,

"turn_count_in_dataset”: 5,
"target_turn_id": 1,
"response_expectation”: "plan”,
"resolution_need"”: "none",
"feasibility_status”: "solved”,
"visible_turn_history"”: [

{

"turn_id": 9,

"role"”: "user”,

"utterance”: "My partner and I are planning a nature-focused getaway from Beijing to
Shenzhen, arriving on July 14, 2026 (Tuesday) and staying for 4 days, with our return flight
on July 17, 2026 (Friday). We'll need just one room. Since we love scenic parks, our main
goal is to visit Nantou Ancient City. To keep things easy, we'd like to book a single meal
near \"Nantou Ancient City Museum\"”. For accommodation, we're looking for the highest-rated
hotel in the city, but we need to stick to a budget between 5400 and 7200 yuan.",

"sampled_deltas”: ["initial_request"],

"state_delta": {

"initial_request”: {

"base_query_id": "single_0005",

"hard_constraints”: [
"budget_constraint”,
"hotel_highest_rated”,
"restaurant_closest_to_attraction”,
"trip_date_range_required”,
"room_count_required"”,
"intercity_round_trip_mode_required”

:l»
"observable_profile_visible": true
3
}7
"must_update”: ["initial_plan”],
"response_expectation”: "plan”
}!
{
"turn_id": 1,
"role": "user",
"utterance”: "Please add \"Xianhu Botanical Garden\" to Day 3, while keeping every earlier

requirement unchanged."”,
"sampled_deltas"”: ["add_db_grounded_attraction”],
"state_delta": {
"add_attraction”: {

"name”: "Xianhu Botanical Garden”,
"insert_day": 3,
"source”: "city_context.signature_or_crowd_attractions”
}
}

"must_preserve": [
"budget_constraint”,
"hotel_highest_rated”,
"restaurant_closest_to_attraction”,
"trip_date_range_required”,

Figure 12: A representative query-field example in JSON format (part 1 of 2).
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Query Field Example (JSON; continued)

"room_count_required”,
"intercity_round_trip_mode_required”

]’
"must_update”: ["add_attraction"],
"resolution_need”: "none",
"response_expectation”: "plan”
}
]:
"active_constraints”: {
"route”: {
"origin_city"”: "Beijing",
"destination_city"”: "Shenzhen",

"intercity_mode": "flight",
"round_trip_required”: true
}!
"dates": {
"start_date”: "2026-07-14",
"end_date"”: "2026-07-17",
"duration_days": 4,
"return_date”: "2026-07-17"
}’
"party": {
"travelers”: 2,
"rooms”: 1
}!
"budget_rmb": {
"min": 5400,
"max": 7200,
"scope”: "total estimated trip budget”
}!
"lodging": {
"city": "Shenzhen”,
"requirement”: "highest-rated hotel in the destination city”,
"nights": 3

meal”: {
"count”: 1,
"near”: "Nantou Ancient City Museum”,
"selection_rule": "closest restaurant near the specified attraction”
}'
"required_attractions”: [
{"name": "Nantou Ancient City", "source": "initial request”},
{"name": "Xianhu Botanical Garden”, "day"”: 3, "source"”: "turn 1 update”}
1
}!
"preservation_contract”: {
"must_preserve”: [
"budget_constraint”,
"hotel_highest_rated”,
"restaurant_closest_to_attraction”,
"trip_date_range_required”,
"room_count_required”,
"intercity_round_trip_mode_required”
]!
"must_update”: ["add_attraction"],
"forbidden_shortcuts”: ["drop_existing_hard_constraints”]
3
}
}

Figure 12: A representative query-field example in JSON format (continued, part 2 of 2).
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Plan Field Example

nnn

"plan”:

<plan>

Day 1 (2026-07-14):

Current City: from Beijing to Shenzhen

Accommodation: Orange Hotel (Shenzhen Nanshan Xili Metro Station Branch), ¥354/room/night

08:00-09:30 | buffer | Arrive Beijing Capital International Airport, security and boarding

09:30-12:45 | travel_intercity_public | Flight HU7703, Beijing Capital International Airport - Bao
'an International Airport, Economy, ¥1075/person

12:45-13:15 | buffer | Deplaning and baggage claim at Bao'an International Airport

13:15-13:45 | travel_city | Bao'an International Airport - Orange Hotel (Shenzhen Nanshan Xili
Metro Station Branch), taxi, 14.85 km, 30 min, ¥36.1

13:45-14:15 | hotel | check-in, Orange Hotel (Shenzhen Nanshan Xili Metro Station Branch)

14:15-14:18 | travel_city | Orange Hotel (Shenzhen Nanshan Xili Metro Station Branch) - Dianbai
Duck Porridge Shop, walking, 287 m, 3 min, ¥0

14:18-15:30 | meal | lunch, Dianbai Duck Porridge Shop, ¥61/person

15:30-15:33 | travel_city | Dianbai Duck Porridge Shop - Orange Hotel (Shenzhen Nanshan Xili Metro
Station Branch), walking, 287 m, 3 min, ¥0

15:33-18:00 | hotel | rest, Orange Hotel (Shenzhen Nanshan Xili Metro Station Branch)

18:00-18:21 | travel_city | Orange Hotel (Shenzhen Nanshan Xili Metro Station Branch) - Nantou
Ancient City, subway Line 5/Huanzhong - Line 12/Nanbao, 4.92 km, 21 min, ¥3/person

18:21-19:21 | attraction | Nantou Ancient City, ¥@/person

19:21-19:44 | travel_city | Nantou Ancient City - Hao Hao Wei Noodle House (Taoyuan Branch),
walking, 1.91 km, 23 min, ¥0

19:44-21:00 | meal | dinner, Hao Hao Wei Noodle House (Taoyuan Branch), ¥26/person

21:00-21:25 | travel_city | Hao Hao Wei Noodle House (Taoyuan Branch) - Orange Hotel (Shenzhen
Nanshan Xili Metro Station Branch), subway Line 12/Nanbao - Line 5/Huanzhong, 6.26 km, 25 min,
¥3/person

Day 2 (2026-07-15):

Current City: Shenzhen

Accommodation: Orange Hotel (Shenzhen Nanshan Xili Metro Station Branch), ¥354/room/night

10:00-11:14 | travel_city | Orange Hotel (Shenzhen Nanshan Xili Metro Station Branch) - Dameisha
Coastal Boardwalk, taxi, 37.16 km, 74 min, ¥85.2

11:14-13:00 | attraction | Dameisha Coastal Boardwalk, ¥@/person

13:00-14:14 | travel_city | Dameisha Coastal Boardwalk - Dianbai Duck Porridge Shop, taxi, 36.88
km, 74 min, ¥84.5

14:14-15:30 | meal | lunch, Dianbai Duck Porridge Shop, ¥61/person

15:30-15:33 | travel_city | Dianbai Duck Porridge Shop - Orange Hotel (Shenzhen Nanshan Xili Metro
Station Branch), walking, 287 m, 3 min, ¥0

15:33-18:30 | hotel | rest, Orange Hotel (Shenzhen Nanshan Xili Metro Station Branch)

18:30-18:33 | travel_city | Orange Hotel (Shenzhen Nanshan Xili Metro Station Branch) - Dianbai
Duck Porridge Shop, walking, 287 m, 3 min, ¥0

18:33-20:00 | meal | dinner, Dianbai Duck Porridge Shop, ¥61/person

20:00-20:03 | travel_city | Dianbai Duck Porridge Shop - Orange Hotel (Shenzhen Nanshan Xili Metro
Station Branch), walking, 287 m, 3 min, ¥0

Figure 13: A representative plan-field example in the required output format (part 1 of 2).
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Plan Field Example (continued)

Day 3 (2026-07-16):
Current City: Shenzhen
Accommodation: Orange Hotel (Shenzhen Nanshan Xili Metro Station Branch), ¥354/room/night

09:

10:
12:

13:
14:

14:

15:

16:

18:

18:
20:

30-10:17 | travel_city | Orange Hotel (Shenzhen Nanshan Xili Metro Station Branch) - Xianhu
Botanical Garden, taxi, 23.71 km, 47 min, ¥55.6

17-12:17 | attraction | Xianhu Botanical Garden, ¥@/person

17-13:10 | travel_city | Xianhu Botanical Garden - Nantou Ancient City, taxi, 26.39 km, 53 min,

¥61.5

10-14:10 | attraction | Nantou Ancient City, ¥@/person

10-14:33 | travel_city | Nantou Ancient City - Hao Hao Wei Noodle House (Taoyuan Branch),
walking, 1.91 km, 23 min, ¥0@

33-15:45 | meal | lunch, Hao Hao Wei Noodle House (Taoyuan Branch), ¥26/person

45-16:10 | travel_city | Hao Hao Wei Noodle House (Taoyuan Branch) - Orange Hotel (Shenzhen
Nanshan Xili Metro Station Branch), subway Line 12/Nanbao - Line 5/Huanzhong, 6.26 km, 25 min,
¥3/person

10-18:30 | hotel | rest, Orange Hotel (Shenzhen Nanshan Xili Metro Station Branch)

30-18:33 | travel_city | Orange Hotel (Shenzhen Nanshan Xili Metro Station Branch) - Dianbai
Duck Porridge Shop, walking, 287 m, 3 min, ¥0

33-20:00 | meal | dinner, Dianbai Duck Porridge Shop, ¥61/person

00-20:03 | travel_city | Dianbai Duck Porridge Shop - Orange Hotel (Shenzhen Nanshan Xili Metro
Station Branch), walking, 287 m, 3 min, ¥0

Day 4 (2026-07-17):
Current City: from Shenzhen to Beijing
Accommodation: -

10:
10:

11:

15:
17:

20:

00-10:30 | hotel | check-out, Orange Hotel (Shenzhen Nanshan Xili Metro Station Branch)

30-11:11 | travel_city | Orange Hotel (Shenzhen Nanshan Xili Metro Station Branch) - Bao'an
International Airport, subway Line 5/Huanzhong - Line 1/Luo Bao, 15.41 km, 41 min, ¥5/person

11-15:30 | buffer | Airport check-in, security, and boarding wait at Bao'an International
Airport

30-17:00 | buffer | Continue waiting at gate before boarding

00-20:30 | travel_intercity_public | Flight CA1342, Bao'an International Airport - Beijing
Capital International Airport, Economy, ¥1200/person

30-21:00 | buffer | Deplaning and baggage claim at Beijing Capital International Airport

**Budget Summary**:
*xTransportation: ¥4900.9*x. Flights: (1075+1200) * 2 people = ¥4550. Intracity transport = ¥

350.9.

*xAccommodation: ¥1062x*. ¥354 x 1 room * 3 nights.
**Meals: ¥592xx. (61+26+61+61+26+61) * 2 people.
**Attractions & Tickets: ¥@**. Nantou Ancient City, Dameisha Coastal Boardwalk, and Xianhu

Botanical Garden are free.

**x0ther: @ RMBx*
*xTotal Estimated Budget: ¥6554.9%*
</plan>

nnn

Figure 13: A representative plan-field example in the required output format (continued, part 2 of 2).
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F Robustness and Diagnostic Analyses

To assess the stability and reliability of our results,
this section begins with checks on sampling varia-
tion, statistical uncertainty, and sensitivity to eval-
uation choices. It then examines response-mode
effects and differences across traveler profiles and
update types. Unless stated otherwise, all results
use the 153 dialogues (570 turns) and 18 models in
Table 2.

F.1 Statistical Robustness

We use three checks to assess statistical robustness.
Dialogue subsampling measures ranking stability,
paired bootstrap intervals quantify uncertainty in
model differences, and threshold perturbations test
the sensitivity of Soft Preference.

Ranking stability. The benchmark covers 40 des-
tinations, 2—6-day trips, 11 traveler profiles, multi-
ple transport modes, and 34 hard-constraint types.
Each turn has 5.23 active hard constraints on av-
erage. We test sampling sensitivity by repeatedly
selecting 50% or 75% of complete dialogues, re-
taining every turn in each selected dialogue, and
recomputing the seven metric rankings for all 18
models. Table 15 reports the mean Spearman corre-
lation with the full-benchmark ranking over 1,000
repeats.

At the 50% sample size, all seven correlations
exceed 0.90. At 75%, they exceed 0.96. The model-
level rankings are therefore stable under dialogue
subsampling within Trip+.

Paired dialogue-level bootstrap. We draw
10,000 bootstrap samples of 153 dialogues with
replacement, retaining all turns in a sampled di-
alogue and applying the same resample to every
model. Table 16 compares the best and runner-up
point estimates using the 95% confidence interval
of their paired gap. Only Feasibility and Hard Con-
straint Satisfaction have intervals excluding zero.
The other leading gaps are descriptive.

Table 17 reports the corresponding confidence
intervals for every model and metric using the same
metric definitions and aggregation as Table 2.

F.2 Response-Mode Analysis

Soft-preference threshold sensitivity. Soft Pref-
erence uses fixed rubric thresholds. We vary each
nonzero schedule, mobility, weather, and long-
transfer threshold by £10% and +20% for all
7,182 eligible outputs. Categorical rules, hard con-

straints, and database-derived cutoffs remain un-
changed. Table 18 reports the resulting rank corre-
lations.

The main table separates response-mode selec-
tion from the quality of generated plans. The gate-
aware diagnostic combines the two.

Conditional and gate-aware plan quality. For
each deterministic valid-plan metric @ in the main
table, the gate-aware value is

QY = QMain x RespAccllan,
Here, RespAchPlan is response accuracy on
expected-PLAN turns. Table 19 averages the three
adjusted metrics with the unchanged final-plan
User Simulation score.

Per-mode accuracy. NOSOLUTION applies
when constraints are clear, clarification or
relaxation is unavailable, and tool evidence
proves infeasibility. Because the 512 PLAN turns
dominate the aggregate and only five turns expect
NOSOLUTION, Table 20 reports accuracy for each
mode separately.

F.3 Profile Coverage and User-State Updates

These breakdowns show how performance varies
across traveler profiles and types of state update.

Profile coverage. Rule families overlap across
profiles because needs such as pacing and mobility
apply to several traveler types. The activated sets
differ: mean Jaccard similarity is 0.448 within a
profile and 0.314 across profiles. Table 21 gives
results by profile, averaged over all 18 models, and
Table 22 gives rule activation frequencies.

User-state update types. User-state updates re-
place an active budget, schedule, party, lodging,
dining, or transport requirement. A party change
also updates headcount, room and ticket counts,
budget calculations, and applicable mobility and
comfort rules. Table 23 groups results across all 18
models by update type.
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Sub ] Response  Request Intent Feasibilit Hard Constraint Soft User
ubsamprie Accuracy Fulfillment Preservation casibtiity Satisfaction Preference  Simulation
50% 0.961 0.973 0.988 0.988 0.978 0.906 0.926
75% 0.984 0.986 0.994 0.993 0.986 0.963 0.970
Table 15: Rank stability under repeated dialogue-level subsampling.
Metric Best score [95% CI] Runner-up score [95% CI] Paired gap [95% CI]
Resp. Acc.  Gemma 0.904 [0.879,0.925]  Hy3 0.893 [0.862, 0.920] 0.011 [—0.016, 0.039]
Req. Fulfill Gemma 0.747 [0.700, 0.791]  Gemini 0.738 [0.691, 0.783] 0.008 [—0.042, 0.058]
Intent Pres.  Gemini 0.770 [0.724, 0.812] Hy3 0.764 [0.729, 0.797] 0.006 [—0.043, 0.053]
Feasibility =~ Gemini 0.881 [0.869, 0.893] GLM-5.1 0.846 [0.828, 0.864] 0.035 [0.017, 0.053]
Hard Cons.  Gemini 0.905 [0.885, 0.923] DeepSeek-V4 0.838 [0.814, 0.861]  0.067 [0.045, 0.090]
Soft Pref. Qwen3.6 0.663 [0.632,0.693] Gemini 0.639 [0.614, 0.663] 0.024 [—0.005, 0.052]
User Sim. GPT-5.4 0.518 [0.507, 0.529] Qwen3.6 0.517 [0.504, 0.530] 0.002 [—0.013, 0.015]

Table 16: Best—runner-up paired dialogue-level bootstrap results. Bold intervals exclude zero.

Model Resp. Acc. Req. Fulfill Intent Pres. Feas. Hard Cons. Soft Pref. User Sim.

Gemini-3.1-Pro-Preview  [0.816, 0.889] [0.691, 0.783] [0.724,0.812] [0.869, 0.893] [0.885,0.923] [0.614, 0.663] [0.498, 0.518]
Gemini-3-Flash-Preview  [0.830, 0.899] [0.638,0.738] [0.616, 0.690] [0.694,0.725] [0.692, 0.744] [0.589, 0.645] [0.474, 0.498]
GPT-5.4 [0.701, 0.805] [0.500, 0.614] [0.491, 0.606] [0.756,0.777] [0.787,0.834] [0.556,0.614] [0.507, 0.529]
GPT-5.4-Mini [0.740, 0.819] [0.437,0.539] [0.386, 0.459] [0.628, 0.663] [0.589,0.636] [0.594,0.648] [0.495, 0.522]
GLM-5.1 [0.835,0.903] [0.674,0.767] [0.691, 0.767] [0.828,0.864] [0.773,0.821] [0.589, 0.638] [0.490, 0.512]
Kimi-K2.6 [0.800, 0.885] [0.619, 0.724] [0.631, 0.728] [0.726,0.769] [0.773, 0.823] [0.613,0.663] [0.506, 0.527]
Doubao-Seed-2.0-Pro [0.771, 0.872] [0.625, 0.734] [0.627,0.733] [0.656, 0.690] [0.775,0.824] [0.575,0.632] [0.500, 0.526]
DeepSeek-V4-Pro [0.749, 0.831] [0.616,0.713] [0.668, 0.758] [0.664,0.687] [0.814,0.861] [0.600, 0.651] [0.500, 0.519]
DeepSeek-V3.2 [0.709, 0.826] [0.482,0.601] [0.503, 0.607] [0.629, 0.663] [0.694,0.738] [0.556,0.612] [0.461, 0.489]
MiniMax-M2.7 [0.726, 0.826] [0.520, 0.630] [0.450, 0.533] [0.535,0.585] [0.603,0.661] [0.581,0.634] [0.487,0.511]
Hy3-preview [0.862, 0.920] [0.614, 0.723] [0.729,0.797] [0.708, 0.737] [0.623,0.672] [0.570, 0.621] [0.476, 0.498]
Gemma-4-31B [0.879, 0.925] [0.700, 0.791] [0.719, 0.780] [0.731, 0.754] [0.740, 0.786] [0.547,0.600] [0.480, 0.502]
Gemma-4-26B-A4B [0.799, 0.877] [0.544,0.651] [0.518,0.602] [0.661,0.691] [0.668,0.716] [0.567,0.621] [0.480, 0.503]
Qwen3.5-27B [0.814, 0.882] [0.579, 0.680] [0.586, 0.657] [0.726,0.752] [0.704,0.748] [0.612,0.663] [0.470, 0.495]
Qwen3.5-122B-A10B-FP8 [0.290, 0.385] [0.161, 0.249] [0.070, 0.139] [0.669, 0.717] [0.682, 0.766] [0.596, 0.665] [0.492,0.518]
Qwen3.6-27B [0.504, 0.623] [0.380, 0.489] [0.323,0.428] [0.733,0.771] [0.696, 0.748] [0.632,0.693] [0.504, 0.530]
Qwen3.6-35B-A3B [0.650, 0.733] [0.401,0.511] [0.215,0.279] [0.414,0.445] [0.436,0.482] [0.554,0.613] [0.499, 0.528]
GLM-4-32B [0.447, 0.563] [0.407,0.522] [0.270, 0.361] [0.505, 0.543] [0.526, 0.593] [0.580, 0.647] [0.464, 0.495]

Table 17: Dialogue-level 95% bootstrap confidence intervals for all 18 models and seven metrics. Each of 10,000
resamples draws 153 complete dialogues with replacement and retains all turns. Request Fulfillment uses the same
turn-level aggregation as Table 2.

Setting Spearman p Top-5 Winner

20% stricter 0.932 5/5 unchanged
10% stricter 0.955 5/5 unchanged
10% more lenient 0.965 5/5 unchanged
20% more lenient 0.909 5/5 unchanged

Table 18: Sensitivity of model rankings to soft-preference thresholds.
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Model Plan Acc. Gate-aware Avg. Profile n Resp. Req. Intent Soft

Gemini-3.1-Pro-Preview 0.859 0.648 PO1 23 0.765 0.611 0.556 0.623
Gemini-3-Flash-Preview 0.912 0.588 P02 11 0.746 0.537 0.576 0.492
GPT-5.4 0.729 0.524 P03 17 0.775 0.625 0.523 0.649
GPT-5.4-Mini 0.779 0.493 P04 22 0.776 0.616 0.557 0.644
GLM-5.1 0.910 0.639 P05 16 0.817 0.614 0.590 0.621
Kimi-K2.6 0.852 0.594 P06 13 0.756 0.489 0.598 0.618
Doubao-Seed-2.0-Pro 0.875 0.583 P07 13 0.727 0.535 0.537 0.654
DeepSeek-V4-Pro 0.834 0.573 P08 10 0.677 0.549 0.520 0.524
DeepSeek-V3.2 0.822 0.519 P09 8 0.757 0.549 0.520 0.524
MiniMax-M2.7 0.809 0.489 P10 9 0.803 0.627 0.601 0.692
Hy3-preview 0.967 0.597 P11 11 0.735 0.604 0.538 0.622
Gemma-4-31B 0.969 0.627
Gemma-4-26B-A4B 0.846 0.538 Table 21: Profile-level results averaged over the 18 mod-
Qwen3.5-27B 0.887 0.587 .
Qwen3.5-122B-A10B-FP8 0264 0.261 els. Request Fulfillment averages the applicable current-
Qwen3.6-27B 0.533 0.414 update checks within each expected-PLAN follow-up
Qwen3.6-35B-A3B 0.666 0.374 ; ilies
GLMASOD 0.516 0.339 turn 'beforfz aggregation. Profile names and rule families
are listed in Table 7.
Table 19: Gate-aware valid-plan quality. The compo- Rule ID n %
nent products are recoverable from Table 2 and Plan- -
mode accuracy. User Simulation remains unchanged SChe'dl.lle_paCIIlg‘ . 153 100
because it is evaluated on final plans. moblhty_accqsmbﬂlty 102 67
transport_avoid_transfer 80 52
Model PLAN CLAR. NOSOL. interest_local_food 78 51
Gemini-3.1-Pro-Preview ~ 85.9  79.2 100 interest_outdoor_nature 77 50
Gemini-3-Flash-Preview 912 415 100 transport_avoid_red_eye 70 46
GPT-5.4-Mini 779 774 100 :
interest_culture 51 33
GLM-5.1 91.0 472 100 -
Kimi-K2.6 852 755 100 weather_avoid_heat_exposure 48 31
Doubao-Seed-2.0-Pro 87.5 321 100 interest_shopping 43 28
DeepSeek-V4-Pro 834 377 80 hotel_value_first 39 25
1]\)461161?1\8/[?;1(&]23'72 g%g 421?3 gg weather_avoid_cold_exposure 36 24
Hy3-preview 96.7  17.0 100 meal_avoid_expensive 35 23
G RS 969 283 " transport_prefer_train 32 21
emma-4- . . ;
Gemma-4-26B-A4B 846 774 80 E’Udget—ttlght—fcap licht %2 %g
Qwen3.5-27B 887 472 100 ransport_preter_tlight
Qwen3.5-122B-A10B-FP8 264  98.1 100 transport_avoid_late_arrival 20 13
Qwen3.6-27B 533  83.0 100 weather_need_backup 16 10
Qwen3.6-35B-A3B 66.6 92.5 80 interest_landmark 10 7
GLM-4-32B 516 377 80 transport_avoid_early_departure 8 5
interest_art 5 3
Table 20: Accuracy (%) by expected response mode interest_amusement 2 1

for all 18 models. Denominators are 512 PLAN, 53
CLARIFICATION, and 5 NOSOLUTION turns.

Table 22: Profile-derived rule activation over 153 dia-
logues. A dialogue can activate multiple rules.

Update n Resp. Req. Intent
Party change 37 0.715 0.415 0.496
Weather disruption 25 0.758 0.527 0.572
Budget change 8 0.646 0.542 0.463
Venue closure 31 0.670 0.554 0.511
Transport disruption 13 0.731 0.568 0.547
Restaurant req. 37 0.782 0.650 0.559
Schedule change 66 0.800 0.684 0.577

Added must-visit POI 35 0.795 0.784 0.589
Hotel requirement 11 0.803 0.790 0.567
Dietary restriction 12 0.708 0.944 0.502

Table 23: Update-type counts and mean interaction
metrics across 18 models.
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