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Abstract

Multilingual code language models transfer
skills across programming languages (PLs), but
whether any PL occupies a privileged pivot po-
sition remains contested: geometric analyses
point to C-family languages and Go, while be-
havioral evidence highlights Python. We revisit
this question under controls for representational
anisotropy and length variation across PLs, two
confounds that compromise prior cosine-based
analyses. Across three code models on mul-
tilingual competitive-programming data, we
study three views of cross-PL organization:
pairwise PL geometry, PL-English alignment,
and pivoted retrieval through candidate PL rep-
resentation spaces. The results are relation-
dependent. Code-code geometry reveals struc-
tured language regions but no universal cen-
ter; code-English alignment favors high-level
scripting languages; and pivoted retrieval fa-
vors different intermediate spaces for code-to-
code and English-to-code transfer. These find-
ings suggest that Python’s special role is better
understood as English-facing affinity than as
universal geometric centrality'.

1 Introduction

Multilingual code language models (LMs) can
translate between programming languages, gener-
ate code from natural language specifications, and
transfer learned skills across languages (Roziere
et al., 2023; Hui et al., 2024; Jiang et al., 2026).
These behavioral capabilities are well established,
yet the underlying internal mechanisms remain un-
derexplored. What representational structure al-
lows a single model to serve many languages, and
does it privilege certain languages over others? For
natural language, a growing body of interpretability
work has converged on a surprising answer: multi-
lingual LMs internally route through English-like
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Figure 1: Pivoted retrieval split by transfer type. Each
point is a candidate programming-language pivot, po-
sitioned by its mean within-task rank for code-to-code
retrieval and English-to-code retrieval averaged across
3 code-LMs. For visualization, mean within-task pivot
ranks are transformed into pivot scores, with higher val-
ues indicating better average rank.

representations regardless of input language, effec-
tively using English as an implicit pivot (Wendler
et al., 2024). This semantic-hub structure has been
shown to extend beyond natural language to other
modalities including code, mathematics, and vi-
sual/audio inputs (Wu et al., 2025).

However, whether code LMs exhibit an analo-
gous pivot toward a particular programming lan-
guage (PL) remains contested. Geometric analyses
point in one direction: Kargaran et al. (2025a) ap-
ply logit lens (Belrose et al., 2023) and MEXA
cross-lingual alignment (Kargaran et al., 2025b),
concluding that English remains the implicit pivot
in code LMs, with C-family languages (C, C++,
C#, Java) most closely aligned among program-
ming languages; Yun et al. (2025) additionally re-
port Go as the geometric centroid of code repre-
sentation space. These cross-PL alignment claims
rest on representation-similarity measures vulner-
able to two confounds in transformer embedding
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spaces: representational anisotropy (Ethayarajh,
2019; Godey et al., 2024; Diera et al., 2025) and
substantial character-length variation across PLs,
neither of which has been systematically controlled
for. Behavioral and training-dynamics evidence,
by contrast, points in another direction: Moumoula
et al. (2026) document Python as a universal at-
tractor in code generation, and Yang et al. (2026)
find that Python uniquely benefits other languages
when used as a pre-training auxiliary.

In this paper, we revisit the pivot-language ques-
tion under explicit geometric controls. We ana-
lyze hidden-state representations from multilingual
code models, comparing both code—code and code—
English geometry. Rather than treating “central-
ity” as a single measure, we separate three ques-
tions: where languages sit in controlled centroid
geometry, which languages align most closely with
English descriptions, and which languages func-
tion best as intermediate spaces for downstream
retrieval. To address anisotropy and length effects,
we use mean-centered representations and length-
matched code subsets. To assess whether candidate
programming-language spaces can act as useful
intermediates, we introduce a pivoted retrieval di-
agnostic. In this diagnostic, source and target repre-
sentations are mapped into a candidate pivot space
using Procrustes alignment, and the pivot is evalu-
ated by same-problem retrieval ranking.

Our results show that the answer depends on the
relation being bridged. Controlled code—code ge-
ometry reveals structured language regions, but
does not identify a single universal PL center.
Code-English geometry favors high-level scripting-
like languages rather than C-family languages.
Most importantly, pivoted retrieval splits by trans-
fer type: code-to-code transfer does not reveal a sin-
gle dominant pivot, but a broad bridge tier, whereas
English-to-code transfer concentrates more sharply
in Ruby and Python (Figure 1). Thus, Python’s
special role is better understood as English-facing
affinity than as universal geometric centrality.
Code-internal transfer, by contrast, relies on a
broad tier of bridge languages rather than a sin-
gle programming-language hub.

The main contributions of our paper are:

* We show that raw cosine-based PL. geometry

is strongly confounded by anisotropy and code

length, motivating controlled comparisons us-
ing mean-centering and length matching.

e We characterize controlled code—code and

code—English geometry across multilingual
code models, finding structured but relation-
dependent PL organization rather than a uni-
versal programming-language center.

* We introduce pivoted retrieval as a func-
tional diagnostic for evaluating candidate
pivot languages, showing that code-to-code
and English-to-code transfer favor different
pivot languages.

2 Related Work

Pivot Languages in Multilingual LMs Recent
interpretability work suggests that multilingual
LMs internally route through English-like repre-
sentations regardless of input language. Wendler
et al. (2024) show that intermediate-layer repre-
sentations of non-English prompts decode into En-
glish tokens with high probability; Dumas et al.
(2025) strengthen this with causal activation patch-
ing, demonstrating language-agnostic but English-
aligned mid-layer concepts. This centrality likely
reflects English dominance in pretraining rather
than a privileged status of English itself (Zhong
et al., 2025). He et al. (2025) find that multilingual
models route through shared intermediate tokens
when source—target co-occurrence is low, while
Alabi et al. (2024) show that even adapted mod-
els evolve predictions in the base model’s source
language until final layers. Together, these results
suggest pivot structure follows from training data
composition. This structure extends beyond natural
language: Wu et al. (2025) propose that multilin-
gual models share a single semantic hub across
modalities including code, showing that interven-
tions on English representations affect code gener-
ation.

Cross-lingual Analysis of Code LMs A small
but growing body of work analyzes how code
LMs represent multiple programming languages
internally. Kargaran et al. (2025a) extend pivot-
language analysis to code, applying logit lens (Bel-
rose et al.,, 2023), MEXA cross-lingual align-
ment (Kargaran et al., 2025b), and LAPE neuron
probing (Tang et al., 2024) to two Llama-family
models. They argue that English remains the im-
plicit pivot in code LMs and that C# aligns most
closely with other PLs, with C-family languages
forming a tight internal cluster that resists language-
specific neuron isolation. Notably, Python ranks as
the least aligned programming language with other
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PLs under their measure.

Yin et al. (2025) build on this with a probing
methodology that localizes cross-PL structure in
depth, identifying a band of mid-network layers
where cross-PL semantic invariance peaks. Yun
et al. (2025) approach the question from outside
the model, using pre-trained embedding models
on synthesized parallel code to cluster 19 PLs into
paradigm-aligned families. Their C-family cluster
matches the grouping reported by Kargaran et al.
(2025a), and they additionally identify Go as the
geometric centroid of their embedding space.

While the geometric analyses above point toward
C-family languages and Go as central in code repre-
sentation space, behavioral and training-dynamics
evidence highlights a different language: Python.
Moumoula et al. (2026) document programming
language confusion in code LMs: when models
generate code in unintended languages despite ex-
plicit instructions, Python emerges as a “universal
attractor”, which they attribute to Python’s overrep-
resentation in training corpora. Yang et al. (2026)
demonstrate this asymmetry at the pre-training
level: mixing Python as an auxiliary language dur-
ing pre-training consistently improves performance
on other target languages, while Python itself does
not benefit from auxiliary mixing.

These findings are in tension: geometric anal-
yses place Python far from other PLs and em-
phasize C-family centrality, while behavioral ev-
idence points toward Python as uniquely influen-
tial. This motivates our study: we revisit cross-
programming-language representations under con-
trols for anisotropy and code length, and separately
examine code—code structure and code—English
alignment.

3 Experimental Setup

3.1 Models.

We study three code LMs of different architectures:
StarEncoder (Li et al., 2023) (145M, encoder-
only), CodeLlama-7B (Roziere et al., 2023)
(decoder-only), and Qwen2.5-Coder-7B (Hui
et al., 2024) (decoder-only, base variant). All three
are pretrained on multilingual code corpora cover-
ing the programming languages we analyze. We
extract mean-pooled representations at every trans-
former layer (comprising 12, 33, and 29 layers
respectively).

3.2 Datasets

We construct our evaluation dataset from the
xCodeEval benchmark (Khan et al., 2024), a large-
scale multilingual code understanding and genera-
tion dataset derived from competitive programming
submissions. The dataset contains approximately
1.29 million submissions spanning 11 program-
ming languages, with each submission linked to
a unique problem identifier. We choose xCodeE-
val because our cross-language analyses require
functionally equivalent solutions to shared prob-
lems across many programming languages, to-
gether with execution validation and paired natural-
language problem descriptions.

We filter for problems that have accepted solu-
tions in at least 7 of the 11 supported program-
ming languages, ensuring sufficient cross-lingual
coverage for alignment evaluation. For each (prob-
lem, language) pair, we retain a single canonical
solution: the shortest source code with a passing
execution outcome. Retaining one solution per
problem—language pair avoids unequal weighting
from differing numbers of accepted submissions,
while selecting the shortest provides a determinis-
tic canonicalization rule. The resulting canonical
set contains 7,735 solutions across 11 languages.

The 11 programming languages, ordered by
number of canonical solutions, are: C++ (961),
Python (959), Java (922), C# (919), C (892), Go
(701), Rust (626), Kotlin (477), Javascript (455),
PHP (454), and Ruby (369). In addition, we treat
the natural-language problem description as a 12th
modality (“English”), giving each problem a tex-
tual representation alongside its code solutions (961
total unique problem descriptions).

4 Methods

4.1 Anisotropy Measurement

Representational anisotropy refers to transformer
embeddings occupying a narrow space rather than
being uniformly distributed, causing even unrelated
inputs to receive high cosine similarity. Diera et al.
(2025) show this also affects code language models,
making raw cosine unreliable in our setting. Fol-
lowing Ethayarajh (2019), we quantify anisotropy
per layer with two complementary measures.

Random-pair cosine computes mean cosine sim-
ilarity over N = 10,000 randomly paired rep-
resentations from the pooled code set: Spang, =
%Zf\;l cos(hg(x;), he(yi)), where hy(x) is the
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mean-pooled representation of sample z at layer
£. Values near one indicate severe anisotropy; zero
indicates isotropy.

Mean-norm ratio computes the ratio of the norm
of the mean representation to the mean of represen-
tation norms:

M
- a7 225t he()|
- M
a7 2oiet [1he(@i) |
where M is the total number of code samples. Val-

ues near one indicate a dominant shared direction;
near zero indicates uniform spread.

MNR

4.2 Length Matching

Programming languages vary substantially in code
length even for solutions to identical problems. Fig-
ure 2 shows the distribution of character counts per
language in our dataset: mean lengths range from
approximately 280 characters (Python) to 1700
(Rust), a six-fold difference. Since mean-pooling
averages over different numbers of token positions,
longer solutions may yield representations with dif-
ferent variance or stronger averaging effects than
shorter solutions. As a result, cosine-based sim-
ilarity measures may reflect length-related repre-
sentation structure rather than semantic alignment.
We quantify this confound by measuring Spearman
correlation between cosine-based alignment scores
and the corresponding character-length statistics on
the unmatched data.

To control for the length confound, we restrict
cross-language analyses to samples of length 200—
800 characters. This window compresses the
six-fold mean-length spread to 1.61x within the
matched subset (371-596 chars), while retaining
at least 146 samples per language. We chose this
window to prioritize length equalization over sam-
ple retention: wider windows yield modestly more
samples but reintroduce length variation by includ-
ing the right tails of longer-coded languages. We
report the full window-selection analysis and per-
language counts in Appendix A.2.

4.3 Geometry Analysis

To control for the two confounds described above,
we use the length-matched subset and mean-center
representations to address anisotropy. We define
h(z) = haw(x) — heenters where hraw(x) is the
mean-pooled hidden state and hceneer 1S its mean

over the comparison pool: all code samples for
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Figure 2: Box-and-whisker plot of character lengths
by language. English refers to problem descriptions,
while all other languages refer to the source-code solu-
tions. The shaded region indicates the 200-800 charac-
ter matching window used in subsequent analyses.

programming-language comparisons, all code and
English samples for code—English comparisons.

We employ two complementary measures of
cross-language alignment, chosen to estimate dif-
ferent alignment quantities. Centroid cosine sum-
marizes language-level structure by comparing the
mean directions of programming-language popula-
tions, while pointwise cosine estimates distribution-
level affinity between code and English descrip-
tions. For all geometric analyses, we report re-
sults at the layer nearest normalized depth 0.5,
treating this as a representative mid-network slice.
This follows prior findings that cross-programming-
language semantic invariance peaks in intermediate
layers (Yin et al., 2025); Appendix A.4 further veri-
fies this choice with cross-PL contrast analysis and
semantic probing.

Centroid cosine. For comparing programming
languages to one another, we report the cosine
similarity between language centroids. Letting
pt = ﬁ > e, M(x) denote the centroid of lan-
guage L:

Scent(Lm Lb) = Cos(,ua, /,Lb)

This summarizes each programming language as a
single point in representation space and quantifies
the angular relationship between language-level
directions. We use this measure for code—code
comparisons because all programming-language
populations are drawn from the same underlying
task distribution, making language-level centroid
comparisons a natural summary of cross-language
structure.
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Pointwise cosine. For characterizing how a pro-
gramming language relates to natural-language
English problem descriptions, we compute the
mean pairwise cosine similarity over random code—
English pairings:

N
Spoint(La) = 7 ! Z Z cos(h(z®), h(eiz))
|La‘ i=1 x2%€L,

where e; ; is an English problem description sam-
pled uniformly from the English pool for code
sample £ in random-pairing round ¢. This esti-
mates the expected cosine similarity between code
samples in language L, and English problem de-
scriptions, providing a distribution-level measure
of which programming language’s representations
are closest to the English-description modality in
the model’s embedding space. We use the point-
wise formulation for code—English comparisons be-
cause code and English form cross-modal popula-
tions whose relationship may not be fully captured
by a single centroid-to-centroid comparison. We
use /N = 200 random-pairing rounds per language.

4.4 Pivoted Retrieval

The geometric analyses above describe where pro-
gramming languages lie in representation space,
but do not test whether a language functions as a
useful intermediate representation. We therefore
introduce a pivoted retrieval diagnostic: given a
candidate pivot language P, how well does aligning
representations through P preserve same-problem
retrieval? Importantly, the intermediate pivot space
is explicitly imposed by our diagnostic: source
and target representations are mapped into P by
learned alignment maps. Performance therefore
measures how well P functions as an intermediate
coordinate system for preserving semantic corre-
spondence, not whether the model internally routes
through P during inference.

We construct an evaluation set of 100 fully
parallel (functionally equivalent) samples across
nine languages: Python, C++, Java, C#, C, Go,
Rust, JavaScript, and PHP. Ruby and Kotlin are
excluded from the evaluation panel due to lower
full-parallel coverage, but are included as candidate
pivot spaces. Unlike the geometric analyses, this
diagnostic uses a fully parallel set rather than the
length-matched subset, so that all source—target—
pivot comparisons are performed over the same
problems.

For each candidate pivot language P, we learn
maps from every other representation space into P
using paired non-evaluation problems. Motivated
by prior work using orthogonal transformations to
align bilingual representation spaces for translation
retrieval (Smith et al., 2017), we fit a centered or-
thogonal Procrustes map from language L to pivot
P:

Rip=arg min [[(A—pL)R—(B—pup)lp
RTR=I

¢r-p(x) = (x — pr)Rr—p + pp.

Before fitting Procrustes maps, we reduce dimen-
sionality via PCA; Appendix A.6 reports the cho-
sen dimension and a sweep showing that pivot rank-
ings are stable across a broad range. All maps are
trained only on non-evaluation problems, using the
same number of paired examples per map to control
for differences in language-pair coverage.

We evaluate two pivoted retrieval settings. In
code-to-code retrieval, for each ordered source—
target pair (S,7") with S, T € Loy and S # T,
we compare all pivots P € Lyivot \ {5, 7T'}. Source
and target representations are both mapped into the
pivot space:

bs—p(h(zy)), dr—p(h(z))).

For each source problem p, the model ranks the
100 target-language candidates by cosine similarity;
the correct item is the target solution to the same
problem. In English-to-code retrieval, English
problem descriptions are used as queries and code
solutions as candidates. For each target language
T € Leval, we compare all pivots P € Lpivor \ {1’}
by mapping both English descriptions and target-
language code into the pivot space:

¢E—>P(h(ep))> ¢T—>P(h(xgw))'

We report mean reciprocal rank (MRR) and
within-task pivot ranks as the primary compari-
son. For each fixed retrieval task, all eligible pivots
are evaluated on the same queries and candidates
and ranked by MRR. We then average these ranks
across tasks, random subsampling seeds, and mod-
els.

5 Results
5.1 Anisotropy Confound

Table 1 reports random-pair cosine similarity and
mean-norm ratio across all transformer layers.
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All three models exhibit severe anisotropy: even
at their most isotropic layer, random-pair cosine
remains at 0.74 (CodeLlama), 0.84 (Qwen2.5-
Coder), and 0.94 (StarEncoder), with mean-norm
ratios above 0.85 throughout. No layer ap-
proaches isotropy, consistent with prior findings
that anisotropy is inherent to transformer self-
attention (Godey et al., 2024). We therefore apply
mean-centering to all subsequent cosine analyses.
The layerwise breakdown of the anisotropy mea-
surement can be found in Appendix A.1.

Model Random-pair cos Mean-norm ratio
StarEncoder 0.94-0.98 0.97-0.99
CodeLlama 0.74-0.97 0.85-0.99
Qwen2.5-Coder 0.84-0.95 0.92-0.97

Table 1: Anisotropy in code language model representa-
tions across all layers. Random-pair cosine and mean-
norm ratio are reported as min—max ranges over layers.

5.2 Length Confound

Table 2 reports min—max Spearman |p| ranges be-
tween cosine-based alignment measures and code
length across transformer layers, computed on the
unmatched full-length data. Length is a mod-
erate confound for code—code geometry: across
models, language pairs with larger length differ-
ences receive lower centroid cosine similarities
(|p| = 0.24-0.49). The effect is much stronger for
code—English alignment in decoder models, where
per-language English affinity closely tracks mean
code length, peaking at |p| = 0.88 in CodeLlama
and |p| = 0.96 in Qwen2.5-Coder. StarEncoder
shows little code—English length dependence (max
|p| = 0.23).

Length variation therefore partially distorts code—
code geometry but can dominate code—English sim-
ilarity in decoder architectures. We apply the 200—
800 character length-matching window for all sub-
sequent geometric analyses. Most layer-wise cor-
relations are significant at p < 0.05; we report the
full layer-wise curves and significance markers in
Appendix A.3.

5.3 Cross-PL Alignment

Having established that raw cosine similarities are
strongly affected by anisotropy and code length,
we now revisit the code—code geometry under
both controls. Figure 3 shows pairwise centroid-
direction similarities at normalized depth 0.5. The
controlled geometry is clearly structured, but

Model Code vs code Code vs English
StarEncoder 0.31-0.40 0.01-0.23
CodeLlama 0.33-0.47 0.29-0.88
Qwen2.5-Coder 0.24-0.49 0.21-0.96

Table 2: Spearman correlation |p| min-max ranges
between cosine-based alignment measures and code
length, across post-embedding layers per model. All
correlations are statistically significant (p < 0.05) ex-
cept StarEncoder’s code-vs-English.

the structure is not identical across architectures.
Python and Ruby consistently occupy nearby di-
rections, suggesting a stable high-level/dynamic-
language association. C and C++ also form a
strong pair in StarEncoder and Qwen2.5-Coder, al-
though this relation is weaker in CodeLlama. More
broadly, CodeLlama exhibits the most polarized ge-
ometry, separating Python/Ruby/Kotlin/Javascript-
like directions from Java/Go/C-like directions,
whereas Qwen2.5-Coder shows a smoother orga-
nization with less extreme positive and negative
values.

These results complicate the view that code rep-
resentations are organized around a single uni-
versal pivot programming language. After con-
trolling for anisotropy and length, we do observe
language-family structure, but its exact form is
model-dependent. In particular, C-family proxim-
ity is not uniform across architectures, and high-
level languages such as Python and Ruby can be
as geometrically coherent as lower-level language
families.

5.4 English Alignment

We next examine how each programming language
aligns with natural-language English problem de-
scriptions under the same length-matched, mean-
centered setup. For each language, we compute
pointwise random-pair cosine affinity between its
code samples and randomly paired English de-
scriptions, and rank the eleven languages within
each model at normalized depth 0.5. As a surface
baseline, we also rank languages by token-based
Jaccard overlap between code tokens and English-
description tokens.

Figure 4 shows the resulting ranks. Ruby, Kotlin,
Python, and JavaScript consistently occupy the top
of the representation rankings, while Java, C, C++,
and Go occupy the bottom. This ordering is more
cross-model consistent than the code—code geom-
etry in Section 5.3: all three models agree that
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Figure 3: Pairwise code—code geometry at a fixed normalized depth of 0.5 across models. Each heatmap reports
cosine similarity between mean-centered programming-language centroid directions, computed on the length-
matched code subset. The resulting geometry is structured but model-dependent, with no single programming

language consistently central across models.

high-level or scripting-like languages are closest
to English, while systems-oriented languages are
farthest.

The lexical baseline only partially matches the
alignment rankings. Java has the highest token
overlap with English but ranks at the bottom in
representation space, whereas Python and Ruby
are strongly English-facing despite lower lexical-
overlap ranks. This dissociation holds even after
removing common stopwords and PL keywords
(Appendix A.5), confirming that token overlap does
not explain the representation-level ordering.

Lexical

6
- 10
9
7

11

StarEncoder Codellama Qwen2.5-Coder

Ruby
Kotlin
Python
JavaScript

PHP

Py
rank
1 = closest

c# 6 6 8
Go 8 10 7 4
C++ 10 7 9
c 11 9 10 8 2
Java 9 11 11 -

Figure 4: Code—English alignment ranks at normalized
depth 0.5. Model columns rank length-matched, mean-
centered cosine similarity between each programming
language and English problem descriptions. The Lexical
column ranks raw Jaccard token overlap. Lower rank =
closer to English. High-level scripting-like languages
align most closely with English, a pattern not explained
by lexical overlap alone.

5.5 Pivoted Retrieval

We next ask which programming languages serve
as useful intermediate spaces for retrieval. Table 3
shows that pivot behavior splits by transfer type.
For code-to-code retrieval, no single pivot language
dominates. PHP obtains the best average within-
task pivot rank (4.36), but C++, JavaScript, Ruby,
and Java follow closely, and JavaScript achieves the
highest absolute MRR (0.221). Thus, code-internal
transfer is better characterized as a broad bridge tier
than as evidence for a unique code pivot. This tier is
also heterogeneous: it includes scripting/dynamic
languages such as PHP and JavaScript, but also
C-family languages such as C++ and Java. English-
to-code retrieval is more sharply organized. Ruby
and Python obtain the best average ranks (2.43 and
3.23) and the highest MRRs (0.141 and 0.124), fol-
lowed by JavaScript, C++, and PHP. Lower-ranked
pivots include Go, C#, and Rust. This mirrors Sec-
tion 5.4: high-level scripting-like languages are
closest to English problem descriptions.

Overall, the retrieval results show that the or-
ganizational roles attributed to a single pivot lan-
guage in prior work are distributed across differ-
ent languages depending on the relation being
bridged. Code-internal transfer favors a broad, het-
erogeneous bridge tier, whereas English-grounded
transfer concentrates more sharply in Ruby/Python-
like English-facing languages. The no-pivot re-
trieval baseline provides complementary context.
Raw code-to-code retrieval exhibits heterogeneous
pairwise structure rather than a single central
language, while raw English-to-code retrieval is
strongest for target languages different from the
best pivot spaces. Moreover, pivoted English-to-
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code retrieval achieves higher MRR than direct no-
pivot English-to-code retrieval, indicating that the
learned pivot-space bottleneck can improve cross-
modal same-problem matching rather than merely
reflecting which target languages are easiest to re-
trieve directly. (Appendix A.7).

Code—Code English—Code
Pivot Rank | MRR 1 | Pivot Rank | MRR 1
PHP 4.36 0.208_077 Ruby 2.43 0.141_055
C++ 4.39 0.204 975 | Python 3.23 0.124 p44
JavaScript 4.43 0.221 o7s | JavaScript 4.31 0.109 930
Ruby 4.55 0.217 go91 | C++ 4.63 0.107 034
Java 4.61 0.198.071 | PHP 4.84 0.102.026
Go 4.81 0.199 g69 | Kotlin 6.08 0.095.024
C 5.01 0.198.073 | C 6.51 0.092 024
Kotlin 5.02 0-203(}76 Java 6.77 0.091 025
C# 5.08 0.200.071 | Go 6.83  0.090.023
PythOl’l 5.90 0.197 084 | C# 7.10 0.089 024
Rust 6.97 0.187 060 | Rust 8.09 0.084 21

Table 3: Pivoted retrieval results. Each half is sorted
independently by mean within-task pivot rank; lower is
better. MRR reports absolute same-problem retrieval
performance, with subscripts denoting standard devia-
tion across models, source—target tasks, and 10 subsam-
pling seeds.

Uncertainty in pivot rankings. To quantify un-
certainty in the pivot ordering, we use 5,000 hier-
archical bootstrap replicates, resampling models
and then retrieval tasks within each sampled model
(Table 4). For Code-to-code retrieval, the leading
six pivots form a broad bridge tier with an internal
rank spread of 0.46 (95% CI: [0.38, 1.43]); this tier
outperforms the remaining pivots by an average of
1.07 ranks ([0.99, 1.15]). For English-to-code re-
trieval, Ruby and Python form a smaller leading tier
with an internal spread of 0.80 ranks ([0.14, 1.28])
and a substantially larger 3.29-rank separation from
the remaining pivots ([1.02, 4.54]). These results
support a broad bridge tier for code-internal trans-
fer and a more sharply separated English-facing
tier.

Setting Contrast Estimate 95% CI

Code—Code  Top-six spread 046  [0.38, 1.43]
Code—Code  Tier-remainder gap 1.07 [0.99, 1.15]
English—Code Top-two spread 0.80  [0.14, 1.28]
English—Code Tier-remainder gap  3.29 [1.02, 4.54]

Table 4: Bootstrap contrasts for pivoted retrieval. The
Code—Code tier comprises PHP, C++, JavaScript,
Ruby, Java, and Go; the English—Code tier comprises
Ruby and Python. Spread denotes the maximum minus
minimum mean rank within a tier. The gap is the re-
mainder’s average rank minus the tier’s average rank.

Robustness to instruction tuning. We addi-
tionally repeat the pivoted-retrieval diagnostic
with Qwen2.5-Coder-7B-Instruct, using the same
code and problem-description inputs. As Ta-
ble 5 shows, instruction tuning improves abso-
lute retrieval performance in both transfer set-
tings, with a larger relative gain for English-to-
code retrieval. This improvement does not remove
the relation-dependent structure: code-to-code re-
trieval remains distributed across a broad bridge
tier, whereas English-to-code retrieval keeps Ruby
and Python as the top two pivots. Full instruction-
tuned results are reported in Appendix A.8.

Setting Qwen-base  Qwen-Instruct Gain
Code—Code 0.263 0.297 +12.9%
English—Code 0.132 0.164 +24.7%

Table 5: Instruction-tuning robustness for pivoted re-
trieval. Values report mean MRR over matched source—
target—pivot tasks and 10 subsampling seeds.

6 Discussion

Pivothood is relation-dependent. The question
"What is the pivot programming language?" is
under-specified. Once anisotropy and verbosity
variation are controlled, we find no universal
programming-language center. Instead, the repre-
sentation space supports at least two distinct roles:
code-internal bridge languages that preserve se-
mantic correspondence across PLs, and English-
facing interface languages that align with natural-
language descriptions. This distinction reconciles
previously conflicting findings. C-like surface
structure organizes code—code geometry without
implying that C-family languages form a universal
hub; Python’s behavioral prominence reflects its
position on the English-facing side of code repre-
sentations rather than universal centrality. Our find-
ing that English-facing affinity and code-internal
bridging favor different languages is compatible
with the semantic hub hypothesis (Wu et al., 2025),
but suggests that the hub’s influence is unevenly
distributed in geometry and across transfer types.

Bridge languages for code-internal transfer.
Code-to-code transfer favors a broad bridge tier
rather than a single dominant pivot. We interpret
this not as evidence that models internally trans-
late through any one programming language, but
as evidence that some PL spaces make better in-
termediate coordinate systems under an explicit
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alignment bottleneck. The bridge tier is highly var-
ied: PHP and JavaScript mix C-like syntax with
scripting-style flexibility, C++ and Java contribute
widely shared OOP structure, and Ruby brings a
high-level dynamic pole. Rather than revealing a
single hidden center for code, these results suggest
that several programming-language spaces provide
effective intermediate coordinate systems connect-
ing different regions of the PL representations un-
der our alignment diagnostic.

Python as an English-facing interface. Python,
Ruby, Kotlin, and JavaScript are consistently closer
to English descriptions than systems-oriented lan-
guages. The lexical-overlap baseline shows that
this pattern is not explained by token overlap alone:
Java and C# overlap strongly with English tokens
but align weakly in representation space, while
Python and Ruby show the opposite pattern. We
therefore interpret Python’s role as English-facing
rather than universally code-central. Its frequency
in pretraining data, prevalence in educational con-
texts, and short pseudocode-like syntax may make
it especially useful for English-to-code generation,
explaining its behavioral prominence without re-
quiring it to be the center of code—code geometry.

Practical Implications The relation-dependent
structure has several implications for multilingual
code model development and evaluation. First,
code-to-code and natural-language-to-code transfer
should be evaluated separately rather than summa-
rized by a single notion of cross-language centrality.
Second, our results suggest that the choice of aux-
iliary programming languages in data mixing or
curriculum design should be treated as capability-
dependent: English-facing languages may be par-
ticularly relevant for natural-language grounding,
whereas code-internal transfer may benefit from
a broader and structurally diverse language mix-
ture. Third, retrieval and representation-alignment
systems may benefit from choosing pivot spaces
according to the transfer relation, rather than re-
lying on a single fixed pivot language across both
code-to-code and English-to-code settings. More
generally, claims of programming-language central-
ity should control for representational anisotropy
and code-length variation before being interpreted
as meaningful cross-language structure.

Future Work Our analyses are representational
rather than causal: they characterize which lan-
guages occupy useful geometric positions but do

not establish that models route through them during
generation. Applying causal intervention methods
such as activation patching would test whether the
bridge and interface roles we identify correspond to
actual computational pathways. A complementary
direction is to move beyond source-code representa-
tions entirely and examine whether the same pivot
structure holds over intermediate representations
such as compiler IR or abstract syntax trees.

7 Conclusion

We revisited the question of whether multilingual
code language models organize representations
around a single pivot programming language, un-
der controls for representational anisotropy and
code-length variation. After applying these con-
trols, we find that the organizational structure is
relation-dependent rather than centered on any one
language. Code-to-code transfer favors a broad tier
of bridge languages, while English—code alignment
concentrates in high-level languages such as Ruby
and Python. Python’s widely noted special status is
better explained by its English-facing affinity than
by geometric centrality. These findings suggest that
the field should move from asking which language
is the pivot to asking which relation a candidate
language helps bridge.
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Limitations

Our study characterizes the representational and
functional organization of programming languages
in code LMs: where languages sit in controlled ge-
ometry, which align with English, and which best
preserve same-problem information as intermedi-
ate spaces. It does not establish that any language is
causally used as a pivot during generation. Demon-
strating causal pivoting would require intervention
methods such as activation patching or representa-
tion steering, which we leave to future work.

Several scope conditions further bound our find-
ings. We study three models up to 7B parameters,
and our data come from competitive-programming
submissions in xCodeEval covering 11 mainstream
programming languages; whether the relation-
dependent structure generalizes to frontier-scale
models, real-world software, or language families
absent from our panel remains open. Selecting
the shortest accepted solution as a deterministic
canonicalization rule may also favor terse or id-
iomatic implementations. The pivoted-retrieval
evaluation uses 100 fully parallel problems across
nine languages, and Procrustes maps are fit on rela-
tively few paired examples per language pair; we
mitigate this through PCA projection and the di-
mensionality sweep in Appendix A.6, but absolute
MRR values are best read alongside the within-
task pivot ranks we use as the primary comparison.
The length-matched subset (Appendix A.2) over-
represents the upper tail of short-coded languages
and the lower tail of long-coded ones, so our ge-
ometric claims hold within a comparable length
range rather than over each language’s typical code.
We rely on mean-pooled hidden states at fixed nor-
malized depth 0.5; while Appendix A.4 supports
this choice, alternative pooling or layer slices may
shift fine-grained rankings.

Acknowledgments

This research is co-funded by the Deutsche
Forschungsgemeinschaft (DFG, German Research
Foundation) — 504226141. The authors acknowl-
edge support by the state of Baden-Wiirttemberg
through bwHPC. L.G.P. acknowledges support
from the MIST project, funded by the Novo
Nordisk Foundation under grant reference number
NNF250C0103204.

Generative Al was used to assist with writing
and editing this paper. The authors reviewed all
outputs and bear full responsibility for the content.

31884



References

Jesujoba Alabi, Marius Mosbach, Matan Eyal, Dietrich
Klakow, and Mor Geva. 2024. The hidden space
of transformer language adapters. In Proceedings
of the 62nd Annual Meeting of the Association for
Computational Linguistics (Volume 1: Long Papers),
pages 6588-6607.

Nora Belrose, Igor Ostrovsky, Lev McKinney, Zach Fur-
man, Logan Smith, Danny Halawi, Stella Biderman,
and Jacob Steinhardt. 2023. Eliciting latent predic-
tions from transformers with the tuned lens. arXiv
preprint arXiv:2303.08112.

Andor Diera, Lukas Galke, and Ansgar Scherp. 2025.
Isotropy matters: Soft-ZCA whitening of embed-
dings for semantic code search. In 33rd European
Symposium on Artificial Neural Networks, Computa-
tional Intelligence and Machine Learning, ESANN
2025, Bruges, Belgium, April 23-25, 2025.

Clément Dumas, Chris Wendler, Veniamin Veselovsky,
Giovanni Monea, and Robert West. 2025. Separat-
ing tongue from thought: Activation patching reveals
language-agnostic concept representations in trans-
formers. In Proceedings of the 63rd Annual Meeting
of the Association for Computational Linguistics (Vol-
ume 1: Long Papers), pages 31822-31841.

Kawin Ethayarajh. 2019. How contextual are contex-
tualized word representations? comparing the ge-
ometry of BERT, ELMo, and GPT-2 embeddings.
In Proceedings of the 2019 conference on empirical
methods in natural language processing and the 9th
international joint conference on natural language
processing (EMNLP-IJCNLP), pages 55-65.

Nathan Godey, Eric Clergerie, and Benoit Sagot. 2024.
Anisotropy is inherent to self-attention in transform-
ers. In Proceedings of the 18th Conference of the
European Chapter of the Association for Computa-
tional Linguistics (Volume 1: Long Papers), pages
35-48.

Kaiyu He, Tong Zhou, Yubo Chen, Delai Qiu, Sheng-
ping Liu, Kang Liu, and Jun Zhao. 2025. Semantic
pivots enable cross-lingual transfer in large language
models. arXiv preprint arXiv:2505.16385.

Binyuan Hui, Jian Yang, Zeyu Cui, Jiaxi Yang,
Dayiheng Liu, Lei Zhang, Tianyu Liu, Jiajun
Zhang, Bowen Yu, Keming Lu, and 1 others. 2024.
Qwen2.5-Coder technical report. arXiv preprint
arXiv:2409.12186.

Chao Jiang, Dugang Liu, Cheng Wen, Zhiwu Xu, Hua
Zheng, Muhammad Sadiq, Jawwad Ahmed Shamsi,
Shengchao Qin, and Zhong Ming. 2026. Large lan-
guage models for multilingual code intelligence: A
survey. arXiv preprint arXiv:2604.25960.

Amir Hossein Kargaran, Yihong Liu, Frangois Yvon,
and Hinrich Schiitze. 2025a. How programming con-
cepts and neurons are shared in code language mod-
els. In Findings of the Association for Computational
Linguistics: ACL 2025, pages 26905-26917.

Amir Hossein Kargaran, Ali Modarressi, Nafiseh
Nikeghbal, Jana Diesner, Francois Yvon, and Hin-
rich Schiitze. 2025b. Mexa: Multilingual evaluation
of english-centric llms via cross-lingual alignment.
In Findings of the Association for Computational
Linguistics: ACL 2025, pages 27001-27023.

Mohammad Abdullah Matin Khan, M Saiful Bari,
Xuan Long Do, Weishi Wang, Md Rizwan Parvez,
and Shafiq Joty. 2024. XCodeEval: An execution-
based large scale multilingual multitask benchmark
for code understanding, generation, translation and
retrieval. In Proceedings of the 62nd Annual Meet-
ing of the Association for Computational Linguistics
(Volume 1: Long Papers), pages 6766—6805.

Raymond Li, Loubna Ben Allal, Yangtian Zi, Niklas
Muennighoff, Denis Kocetkov, Chenghao Mou, Marc
Marone, Christopher Akiki, Jia Li, Jenny Chim,
Qian Liu, Evgenii Zheltonozhskii, Terry Yue Zhuo,
Thomas Wang, Olivier Dehaene, Mishig Davaadorj,
Joel Lamy-Poirier, Jodo Monteiro, Oleh Shliazhko,
and 48 others. 2023. StarCoder: may the source be
with you! Trans. Mach. Learn. Res., 2023.

Micheline Bénédicte Moumoula, Serge Lionel
Nikiema, Abdoul Kader Kaboré, Jacques Klein,
and Tegawendé F Bissyandé. 2026. Programming
language confusion: When code llms can’t keep
their languages straight. In 2026 IEEE International
Conference on Software Analysis, Evolution and
Reengineering (SANER), pages 737-748. IEEE.

Baptiste Roziere, Jonas Gehring, Fabian Gloeckle, Sten
Sootla, Itai Gat, Xiaoqing Ellen Tan, Yossi Adi,
Jingyu Liu, Romain Sauvestre, Tal Remez, and 1
others. 2023. Code Llama: Open foundation models
for code. arXiv preprint arXiv:2308.12950.

Samuel L Smith, David HP Turban, Steven Hamblin,
and Nils Y Hammerla. 2017. Offline bilingual word
vectors, orthogonal transformations and the inverted
softmax. In International Conference on Learning
Representations.

Tianyi Tang, Wenyang Luo, Haoyang Huang, Dongdong
Zhang, Xiaolei Wang, Wayne Xin Zhao, Furu Wei,
and Ji-Rong Wen. 2024. Language-specific neurons:
The key to multilingual capabilities in large language
models. In Proceedings of the 62nd Annual Meet-
ing of the Association for Computational Linguistics
(Volume 1: Long Papers), pages 5701-5715.

Chris Wendler, Veniamin Veselovsky, Giovanni Monea,
and Robert West. 2024. Do llamas work in english?
on the latent language of multilingual transformers.
In Proceedings of the 62nd Annual Meeting of the
Association for Computational Linguistics (Volume
1: Long Papers), pages 15366—15394.

Zhaofeng Wu, Dani Yogatama, Jiasen Lu, Yoon Kim,
and 1 others. 2025. The semantic hub hypothe-
sis: Language models share semantic representations
across languages and modalities. In The Thirteenth
International Conference on Learning Representa-
tions.

31885


https://doi.org/10.14428/ESANN/2025.ES2025-58
https://doi.org/10.14428/ESANN/2025.ES2025-58
https://openreview.net/forum?id=KoFOg41haE
https://openreview.net/forum?id=KoFOg41haE

Jian Yang, Shuyue Guo, Linzheng Chai, Wei Zhang,
Aishan Liu, Chuan Hao, Zhoujun Li, Wayne Xin
Zhao, Xianglong Liu, Weifeng Lv, and 1 others. 2026.
Scaling laws for code: Every programming language
matters. In Findings of the Association for Computa-
tional Linguistics: ACL 2026, pages 10022-10032.

Zhe Yin, Xiaodong Gu, and Beijun Shen. 2025. Neuron-
guided interpretation of code 1lms: Where, why, and
how? arXiv preprint arXiv:2512.19980.

Shangbo Yun, Xiaodong Gu, Jianghong Huang, and
Beijun Shen. 2025. Beyond language boundaries:
Uncovering programming language families for code
language models. arXiv preprint arXiv:2512.19509.

Chengzhi Zhong, Qianying Liu, Fei Cheng, Junfeng
Jiang, Zhen Wan, Chenhui Chu, Yugo Murawaki,
and Sadao Kurohashi. 2025. What language do non-
english-centric large language models think in? In
Findings of the Association for Computational Lin-
guistics: ACL 2025, pages 26333-26346.

31886



A Appendix
A.1 Anisotropy

Figure 5 reports the layer-wise anisotropy mea-
surements summarized in Table 1. We measure
anisotropy using two complementary statistics:
random-pair cosine similarity, which estimates the
average cosine similarity between unrelated code
representations, and mean-norm ratio, which mea-
sures the strength of the shared mean direction
relative to the average representation norm.

All three models exhibit strong anisotropy across
depth. StarEncoder is the most anisotropic through-
out, with random-pair cosine remaining above 0.94
and mean-norm ratio above 0.97 at every layer.
The decoder-only models are less extreme but still
far from isotropic: CodeLlama reaches its lowest
random-pair cosine around the middle layers, but
remains above 0.74, while Qwen2.5-Coder remains
above 0.84. Mean-norm ratio is also high for both
decoders, staying above 0.85 for CodeLLlama and
above 0.92 for Qwen2.5-Coder.

These results justify mean-centering before
cosine-based geometric analyses. Without this
correction, cosine similarities would largely re-
flect a dominant shared direction in the representa-
tion space rather than language-specific or relation-
specific alignment.

Random-pair cosine Mean-norm ratio

<7

Cosine similarity
Ratio

00 02 038 10 00 02

04 06 04 06
Normalized depth Normalized depth

Figure 5: Layer-wise anisotropy across the three code
language models. Left: mean cosine similarity between
randomly paired code representations. Right: mean-
norm ratio. Both measures remain high across depth,
indicating strong representational anisotropy in all mod-
els.

A.2 Length Matching Window

Our cross-language analyses use a [200, 800] char-
acter matching window (Section 5.2). This ap-
pendix reports the underlying analysis and dis-
cusses limitations of the approach.

Coverage analysis. Figure 6 shows minimum
per-language sample count as a function of the

upper bound, for several choices of lower bound.
Sample count grows monotonically with window
width and plateaus as each language’s distributional
support is exhausted. The chosen window [200,
800] yields a minimum of 146 samples per lan-
guage, bottlenecked by Rust. Widening to [200,
1500] would gain approximately 25% more sam-
ples but reintroduces length variation by including
the right tails of longer-coded languages.

Window selection: min per-language coverage vs upper bound

300

N
a
o

~
S
S

Min samples across 11 PLs
= =
S I
3 S
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/-

500 750 1000 1250 1500 1750 2000 2250 2500
Upper bound (chars)

X chosen [200, 800] - min n = 146

Figure 6: Minimum per-language sample count as a
function of the upper bound, for several choices of lower
bound.

Equalization and representativeness. Table 6
reports per-language statistics within the matched
window. The matching compresses the per-
language mean-length spread from 6.1x on the
full data to 1.61 x within the matched subset, with
tightly clustered within-language standard devia-
tions (128-164 chars). Residual spread is domi-
nated by Rust (mean = 596 chars), whose distribu-
tion is so right-skewed that even within [200, 800]
surviving samples cluster near the upper bound.
The fraction of samples retained varies substan-
tially across languages (0.23-0.75): the matched
subset over-represents the upper tail of shorter-
coded languages (e.g., Python: 384 vs. 279 chars
on the full data) and the lower tail of longer-coded
ones (e.g., Java: 500 vs. 825). Findings derived
from the matched subset should therefore be inter-
preted as claims about cross-language alignment
within a comparable length range, rather than about
each language’s typical code.

A.3 Length Correlation

This appendix provides layer-wise detail for the
Spearman correlations summarized in Table 2. Fig-
ures 7 and 8 plot |p| across all layers (including the
embedding layer LO) on the unmatched data, with
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frac. it lwin  Owin

Lang Nt Nyin

Python 959 366 0.38 279 384 164
Ruby 369 166 045 332 386 159
C++ 91 722 0.75 364 371 143
C 892 616 0.69 605 414 157
Java 922 617 0.67 825 500 149
PHP 454 293  0.65 881 447 164

Go 701 407 0.58 921 480 164
IS 455 252 0.55 995 467 163
Kotlin 477 256 054 1055 455 159

C# 919 416 045
Rust 626 146 0.23

1438 525 143
1705 596 128

Table 6: Per-language statistics within the [200, 800]
matching window. Ny : total solutions. Ny,: solu-
tions in window. frac.: fraction retained. ¢: mean length
(chars). oyin: standard deviation of length within win-
dow.

filled markers indicating layers where the correla-
tion is significant at p < 0.05 and hollow markers
indicating non-significant layers.

Some patterns visible in the curves are not cap-
tured by the min-max ranges. The code-vs code
correlation (Figure 7) is stable in magnitude across
depth in all three models, with only LO in CodeL-
lama and L1 in Qwen2.5-Coder failing to reach
significance. The code-vs-English correlation (Fig-
ure 8) shows depth structure specific to the de-
coders: it rises sharply from non-significant values
at LO-L1 to a peak in the upper-middle layers (L.17
of 33 in CodeLlama, L.23 of 29 in Qwen2.5-Coder),
then drifts back toward the output, with some final-
layer non-significance in both models. StarEncoder,
by contrast, shows no significant code-vs-English
correlation at any layer.

Code vs code

—&— StarEncoder

=®— CodeLlama

—8— Qwen2.5-Coder
® p<0.05

0.8 O p=>005

0.6 1

0.4+

|Spearman p| with length

0.24

0.0

0.0 0.2 0.4 0.6 0.8 1.0
Normalized depth

Figure 7: Layer-wise Spearman |p| between pairwise
centroid cosine and pairwise length difference (code-vs-
code), across all layers per model, plotted on normalized
depth (embedding layer at depth 0; final layer at depth
1).
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Figure 8: Layer-wise Spearman |p| between per-
language pointwise cosine and mean code length (code-
vs-English), across all layers per model, plotted on nor-
malized depth (embedding layer at depth 0O; final layer
at depth 1).

A.4 Layer Selection

Our main geometric analyses report results at the
layer nearest normalized depth 0.5. We choose
this mid-network slice because cross-programming-
language semantic structure is expected to be most
visible after early lexical/syntactic processing but
before the final layers become more specialized to
next-token prediction. To verify that this choice
is not arbitrary, we examine two complementary
layer-wise diagnostics: supervised probing and
cross-programming-language semantic contrast.

Probing. We train linear probes on mean-pooled
hidden states from each layer. The first probe pre-
dicts multi-label semantic problem tags and is eval-
uated with micro-F1. This probe measures how
much task-level semantic information is linearly
available at each depth. The second probe predicts
the programming language identity and is evaluated
with macro-F1. This probe measures how strongly
language identity is encoded across layers.

Figure 9 shows the resulting layer-wise curves.
For the semantic-tag probe, the decoder-only mod-
els peak close to the middle of the network: CodeL-
lama and Qwen2.5-Coder both reach their highest
semantic micro-F1 around normalized depth 0.5—
0.6, after which performance gradually declines.
StarEncoder shows a flatter semantic curve, with
weaker absolute performance and a later peak, but
its mid-layer performance remains close to the up-
per range of the curve.

The language-ID probe behaves differently.
Programming-language identity is highly recov-
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erable across almost all layers, with macro-F1
near ceiling for all three models. Consequently,
language-ID probing is less informative for select-
ing a single analysis layer: it indicates that surface
language identity is available throughout the net-
work. We therefore treat the semantic-tag probe as
the more relevant diagnostic for layer selection, and
use the language-ID probe as a sanity check that the
representations still retain programming-language
information.

Semantic tag probe Language-ID probe

0.996
0.994
0992

—— StarEncoder
—e— CodeLlama
—— Quen2.5-Coder

F1

5 099 \/\/\
0s8s

0.986

Macro

0.984

00 02 08 10 00 02 08 10

04 06 04 06
Normalized depth Normalized depth

Figure 9: Layer-wise probing performance across mod-
els. The left panel reports semantic-tag prediction using
micro-F1, and the right panel reports programming-
language identification using macro-F1. The dashed
vertical line marks normalized depth 0.5.

A.4.1 Cross-PL Contrast

As a second diagnostic, we measure where hid-
den states most clearly preserve problem seman-
tics across programming-language boundaries. For
each layer, we compare mean-centered representa-
tions of same-problem cross-language pairs against
randomly mismatched cross-language pairs over
the length-matched code set. The resulting raw
contrast is the mean same-problem cosine minus
the mean random-problem cosine, averaged over
usable programming-language pairs. Higher val-
ues therefore indicate that a layer better separates
shared problem semantics from unrelated cross-
language code. Figure 10 shows that this contrast
is positive across the relevant layers and strongest
around intermediate-to-late depth, supporting the
use of the layer nearest normalized depth 0.5 as
a representative mid-network slice for the main
geometry analyses.

A.5 Code-English Affinity Values and Lexical
Baseline

Figure 11 reports the cosine-distance values un-
derlying the code—-English ranks in Figure 4. We
plot 1 — cos, where cosine is the mean random-
pair similarity between length-matched, mean-
centered code representations and English problem-
description representations. Lower values therefore

Cross-PL semantic contrast

o

Same-problem minus random-problem cosine
°

°

10

04 06
Normalized depth

Figure 10: Cross-programming-language semantic con-
trast by layer. Higher values indicate stronger problem-
level semantic correspondence across programming lan-
guages. The dashed vertical line marks normalized
depth 0.5, the representative layer used in the main geo-
metric analyses.

indicate closer alignment to English. Across mod-
els, the raw affinity values support the same tier-
level pattern as the main rank figure: high-level
and scripting-like languages are closer to English,
while systems-oriented languages are farther away.

The Lexical column in Figure 4 is a token-based
Jaccard baseline. We extract identifier-like tokens
using a regular expression, split snake-case and
camel-case identifiers into subtokens, lowercase
all tokens, and remove numeric-only and length-
one tokens. Figure 12 reports a filtered variant
that additionally removes common English stop-
words and programming-language keywords. The
filtered baseline preserves the main qualitative
contrast: lexical overlap only partially matches
representation-level English alignment. In particu-
lar, Java remains high under lexical overlap but low
under representation alignment, while Python and
Ruby remain English-facing despite comparatively
low lexical-overlap ranks.

A.6 Pivoted Retrieval PCA Sweep

Before fitting centered orthogonal Procrustes maps,
the pivoted retrieval diagnostic projects represen-
tations into a shared PCA subspace. Our main ex-
periments use d = 106, because the balanced code-
to-pivot alignment set contains 107 paired non-
evaluation problems, so centered Procrustes has
identifiable rank at most 106. The English-to-pivot
maps have more paired examples, but English-to-
code retrieval also depends on target-code-to-pivot
maps; we therefore use the same dimensionality
for both retrieval settings.

To verify that the main conclusions are not arti-
facts of this PCA choice, we repeat the full pivoted
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Figure 11: Per-model code-English cosine distance at fixed normalized depth 0.5. Bars show 1 — cos, where
cosine is the mean random-pair similarity between a programming language and English problem descriptions after
length matching and mean-centering. Lower values indicate closer alignment to English. Error bars show standard

deviation across 200 random-pairing rounds.

StarEncoder Codellama Qwen2.5-Coder Lexical (Filtered)

Ruby 9
Python 8
PHP 7 7
Rust 8 6 1

6 6 8

Py
rank
1 = closest

C#

Go 8 10 7
C++ 10 7 9 10
c 11 9 10 6 2
Java 9 11 11

Figure 12: Code—English alignment ranks with a fil-
tered token-overlap baseline. Model columns are iden-
tical to Figure 4. The Lexical column ranks Jaccard
overlap between code tokens and English-description
tokens after removing common English stopwords and
programming-language keywords. Lower rank indicates
closer representation-level alignment or greater lexical
overlap with English.

retrieval experiment over
d € {16, 32,64, 96, 106, 128,192, 256}

Dimensions above 106 are included as stress tests,
since they exceed the rank supported by the bal-
anced code alignment set. For each dimension, we
recompute pivoted retrieval across all three models
and all random subsampling seeds, then aggregate
to a mean within-task pivot rank.

Table 7 reports the top code-to-code pivots
across PCA dimensions. The broad bridge tier is
stable, but the identity of the single best pivot is not.
Ruby is strongest at lower dimensions, whereas
PHP becomes strongest at the main dimensional-
ity and at higher dimensions. C++, JavaScript,
and Java also remain competitive across the sweep.
This supports the interpretation that code-internal

transfer is mediated by a broad bridge tier rather
than a unique pivot language.

PCA dim.

16  Ruby, C++, PHP, JavaScript
32 Ruby, C++, Python, JavaScript
64  Ruby, C++, PHP, JavaScript
96  Ruby, PHP, C++, JavaScript
106  PHP, C++, JavaScript, Ruby
128  PHP, JavaScript, Java, C++
192 PHP, JavaScript, Go, Java
256  PHP, JavaScript, Java, Go

Top code-to-code pivots by mean rank

Table 7: Top code-to-code candidate pivots across PCA
dimensions, sorted by mean within-task pivot rank. The
exact top pivot varies with PCA dimension, but the same
broad bridge tier remains competitive.

Table 8 reports the corresponding English-to-
code sweep. Unlike code-to-code retrieval, the
top of the English-to-code ranking is highly stable:
Ruby remains the best pivot and Python remains
second across the entire sweep. JavaScript, C++,
and PHP form the next tier. This indicates that the
English-facing result is not driven by the particular
choice of d = 106.

PCA dim. Top English-to-code pivots by mean rank

16  Ruby, Python, JavaScript

32 Ruby, Python, JavaScript

64  Ruby, Python, JavaScript

96  Ruby, Python, JavaScript
106  Ruby, Python, JavaScript
128  Ruby, Python, JavaScript
192 Ruby, Python, JavaScript
256  Ruby, Python, C++

Table 8: Top English-to-code candidate pivots across
PCA dimensions, sorted by mean within-task pivot rank.
Ruby and Python remain the top two pivots throughout
the sweep, showing that the English-facing result is
stable under PCA dimensionality variation.
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Overall, the PCA sweep strengthens the relation-
dependent interpretation of pivothood.  The
English-to-code setting is stable at the level of in-
dividual top pivots, with Ruby and Python consis-
tently leading. The code-to-code setting is stable
at the level of a bridge tier, not at the level of a
single universal pivot. We therefore interpret the
main code-to-code ordering cautiously: PHP has
the best average rank at d = 106, but the more
robust conclusion is that several languages occupy
a shared code-bridge region.

A.7 No Pivot Retrieval

To contextualize the pivoted retrieval diagnostic,
we also evaluate raw source—target retrieval with-
out Procrustes alignment and without an interme-
diate pivot space. This baseline uses the same 100
fully parallel evaluation problems and the same
PCA representation space as the main pivoted re-
trieval experiment. For code-to-code retrieval, each
source-language solution is used directly as a query
against the 100 target-language candidate solutions.
For English-to-code retrieval, each English prob-
lem description is used directly as a query against
the 100 target-language code candidates. Retrieval
is evaluated by same-problem mean reciprocal rank
(MRR).

Figure 13 shows the resulting code-to-code
MRR matrix by source and target language. The
pattern is structured but heterogeneous: retrieval
quality varies substantially across source—target
directions, and no single programming language
emerges as uniformly central across all pairs. This
supports the interpretation of the pivoted retrieval
results in Section 5.5: code-internal transfer is bet-
ter described by multiple bridge-like relations than
by a single universal code pivot.

Figure 14 shows the corresponding raw English-
to-code retrieval results by target language. Unlike
the pivoted retrieval diagnostic, raw English-to-
code retrieval does not concentrate around Ruby
or Python; instead, the strongest direct target lan-
guages include PHP, C++, and C#. This indicates
that the pivoted English-to-code result is not simply
a reflection of which target languages are easiest
to retrieve directly from English. Rather, pivoted
retrieval measures a different property: how well
a candidate intermediate representation space pre-
serves same-problem correspondence when both
English queries and code candidates are mapped
through that space.

No-Pivot Code—Code Retrieval
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Figure 13: No-pivot code—code retrieval by source and
target language. Entries report mean MRR across mod-
els using the same evaluation problems as the pivoted
retrieval experiment. Darker blue indicates higher re-
trieval performance.
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Figure 14: No-pivot English—code retrieval by target
language. Bars report mean MRR across models using
the same evaluation problems as the pivoted retrieval
experiment; error bars denote standard deviation across
models.

A.8 Robustness to Instruction tuning

Table 9 reports the full pivoted-retrieval results for
Qwen2.5-Coder-7B-Instruct. The instruction-tuned
model improves absolute same-problem retrieval
performance relative to the base Qwen model, espe-
cially for English—code transfer in relative terms.
At the same time, the qualitative relation-dependent
structure remains unchanged. Code—code re-
trieval continues to lack a single dominant pivot:
the top-ranked pivots form a broad bridge tier and
their ordering changes under instruction tuning.
By contrast, English—code retrieval remains more
concentrated, with Ruby and Python staying as the
top two pivots and C++/JavaScript remaining in the
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upper tier. These results suggest that instruction
tuning strengthens the functional retrieval signal
without collapsing the distinction between code-
internal bridge spaces and English-facing interme-

diate spaces.

Code—Code English—Code
Pivot Rank | MRR 1 | Pivot Rank| MRR 7T
Java 4.12 0.301 .075 Ruby 2.32 0.203,041
Ruby 4.25 0.313 o33 | Python 3.88 0.184 36
PHP 4.27 0-3074081 C++ 3.90 0.184,036
Go 4.42 0.301 .80 | JavaScript 3.98 0.181.024
C 4.54 0.296.074 | C 4.85 0.168.025
Kotlin 4.64 0.305.077 | PHP 5.28 0.161 020
C++ 472 0.288 g73 | Kotlin 5.89 0.159 22
JavaScript 478 0.322 974 | Java 6.11 0.155.021
C# 5.32 0.293.97¢ | C# 7.74  0.142 020
Python 6.65 0.2710s1 | Go 8.21 0.136.015
Rust 7.61 0.271 g60 | Rust 8.70 0.133 018

Table 9: Instruction-tuned pivoted retrieval results for
Qwen2.5-Coder-7B-Instruct. Each half is sorted inde-
pendently by mean within-task pivot rank; lower is bet-
ter. MRR reports absolute same-problem retrieval per-
formance, with subscripts denoting standard deviation
across retrieval tasks and 10 subsampling seeds.
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