F-GRPO: Don’t Let Your Policy Learn the Obvious and Forget the Rare
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Abstract

Reinforcement Learning with Verifiable Re-
wards (RLVR) is commonly based on group
sampling to estimate advantages and stabilize
policy updates. In practice, computational lim-
its often rule out very large groups, so train-
ing proceeds with finite rollout sets that can
reinforce only the correct behavior they ex-
pose. At practical group sizes, updates can miss
rare-correct trajectories while still containing
mixed rewards, concentrating probability on
more common sampled solutions. We derive
the probability of such prompt-local tail-miss
events as a function of group size, showing
non-monotonic behavior, and in the categor-
ical abstraction characterize how unsampled-
correct mass can shrink even as total correct
mass grows. Motivated by this analysis, we
propose a difficulty-aware scaling coefficient,
inspired by Focal loss, that down-weights up-
dates on high-success sampled groups. Empiri-
cally, categorical simulation illustrates the same
effect in the categorical setting, Maze provides
a single-solution test, and LLM experiments in-
clude a representative GRPO group-size sweep
together with fixed-N transfer across GRPO,
DAPO, and CISPO. On Qwen2.5-7B at N=8,
our method improves average math pass@256
from 64.1 — 70.3 (GRPO), 69.3 — 72.5
(DAPO), and 73.2 — 76.8 (CISPO); OOD
pass@256 also improves in all three cases,
without increasing group size or computational
cost.

1 Introduction

Reinforcement Learning with Verifiable Rewards
(RLVR) has become a standard paradigm for post-
training large language models (LLMs), enabling
strong gains on reasoning-intensive tasks without
reliance on human preference data (Zhang et al.,
2025a). By leveraging automatically checkable
reward signals, RLVR has driven state-of-the-art
performance in mathematical reasoning (Li et al.,
2024), code generation (Jimenez et al., 2023), and

general problem solving (Chollet et al., 2025), and
is now widely adopted in large-scale post-training
(Guo et al., 2025; Yang et al., 2025; Team et al.,
2025; Shao et al., 2024).

Despite these successes, a growing body of work
suggests that RLVR does not primarily introduce
new knowledge, but instead sharpens the output
distribution toward solutions already accessible to
the base model (Yue et al., 2025; Ni et al., 2025;
Wu et al., 2025a; Dang et al., 2025). Empirical
evidence based on pass@Fk (Chen et al., 2021) in-
dicates that RLVR-trained models may underper-
form their base counterparts at sufficiently large
sampling budgets, consistent with a narrowing of
solution diversity (Matsutani et al., 2025). At the
same time, other studies argue that prolonged or
carefully scaled RL can expand the effective rea-
soning boundary (Liu et al., 2025b; Yuan et al.,
2025), leaving the role of RLVR an open question.

Most modern RLVR systems rely on group-
relative methods such as GRPO (Shao et al., 2024)
and its variants (Yu et al., 2025; Chen et al., 2025a;
Liu et al., 2025c¢), which compute advantages from
multiple rollouts per prompt. The group size thus
becomes a critical design choice, yet existing work
provides conflicting guidance: Wu et al. (2025b)
show that two rollouts suffice and connect GRPO to
DPO (Rafailov et al., 2023), while Hu et al. (2025)
advocate scaling rollouts to broaden exploration.
Since group size controls how much of a prompt’s
rollout space is exposed to each update, understand-
ing its interaction with sharpening is essential. This
raises a fundamental question: how does group size
affect the optimization dynamics of group-relative
RLVR with binary rewards, and can we mitigate
sharpening without scaling computational cost?

Our contributions are as follows:
* We make explicit the tail-miss probability, charac-

terizing when an active RLVR update omits a rare
correct subset for a prompt. Its non-monotonic
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Figure 1: (a) Schematic theoretical tail-miss probability: an update is active (mixed rewards) but misses rare-correct
solutions within a prompt. The curve is non-monotonic in group size /N: small groups are often inactive, large
groups cover rare modes, and intermediate groups can combine activity with incomplete coverage. (b,c) Empirical
consequences on AIME 2025 (math) and IFEval (OOD): GRPO at N=8 improves pass@1 over N=2 but degrades
pass @256, consistent with the sharpening regime. F-GRPO at N=8 achieves pass@256 comparable to GRPO at
N =32 while maintaining pass@1, with 4 x fewer rollouts per prompt.

dependence on group size helps reconcile prior
conflicting findings: small groups can preserve
high pass@Fk through inactivity, large groups
through coverage, while intermediate groups,
common under compute constraints, may maxi-
mize active tail-miss events.

* Building on the categorical framework of Hu
et al. (2025), we analyze redistribution within
the correct set and show that unsampled-correct
mass can decrease even when total correct mass
increases.

* We use a single-solution Maze setup, showing
that pass@F can degrade even when each prompt
has a unique correct sequence.

* We propose F-GRPO, a difficulty-aware advan-
tage scaling applicable to group-relative objec-
tives including GRPO, DAPO, and CISPO, and
show at fixed N=8 that it transfers across meth-
ods and models, consistently improving math and
OOD pass @256 while preserving or improving
pass@1, without additional rollout cost.

2 Preliminaries

2.1 Reinforcement Learning with Verifiable
Rewards

We consider RLVR for language model reasoning.
Given a prompt x from a distribution D, the policy
g generates complete responses (trajectories). We
sample a group of N i.i.d. rollouts {o; }¥; ~ 7y (- |
x) and assign binary outcome rewards

R; = Ry + (Rc — Ry) I[o; is correct] (1)

where R, > R, (typically R, = 1, R, €
{0,—1}). We work with outcome-level rewards:

the reward depends only on final correctness.

For each prompt z, let €2, denote the space of
complete rollouts and C(x) C €2, the subset of cor-
rect rollouts. The per-prompt success probability
is

Pr

oo (-|2)

Hpos () = oeC@]. @
In training, prompts are drawn from the empirical
prompt distribution; the finite-sampling analysis

below is stated conditionally on a fixed prompt z.

2.2 Group-Relative Policy Optimization

Group Relative Policy Optimization (GRPO) (Shao
et al., 2024) eliminates the learned value function
by computing advantages relative to the sampled
group. For a prompt = with N rollouts {o; })¥; and
rewards { R; }I¥,, the group-relative advantage is

u7 3)
OR t+¢€

where R = % Z;VZI Rjand op = std({Rj}j-V:l).

GRPO optimizes a clipped surrogate objective
using token-level importance ratios; Appendix B
records the GRPO, DAPO, and CISPO objective
details used in our experiments.

A key property of group-relative advantages is
that when all sampled rewards are identical (o =
0), we have A\ZGRPO = 0 for all 7, which yields
zero learning signal. This occurs when all rollouts
are correct or all are incorrect.

A,LGRPO —

2.3 Categorical Policy Framework

To analyze how RLVR updates redistribute proba-
bility mass, we adopt the categorical policy frame-
work of Hu et al. (2025). Consider p = softmax(z)
over a finite action space A, partitioned into correct
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actions P and incorrect actions Z = A\ P. Define
the total correct and incorrect masses

ons = Zpia Qneg =1- ons~ “4)

icP

Draw N i.i.d. samples from p. Let S, C P and
S_ C T denote sampled correct and incorrect ac-
tions, and let U = A\ (S+US_) denote the unsam-
pled actions. Define Ppos := > _cq, Pis Pueg =

> ies. Pi» S421= Zi€S+ P}, S—2 = > ies. 3,
Upos2 = Yicuryp i a0d Uneg2 = Y icymg Pi-
Assign rewards as in (1) for sampled actions, with
R; = 0 for unsampled. The batch baseline is
Sk = RcPpos + Ry Pheg.

We analyze TRPO-style linear surrogate updates
and their unbiased Monte Carlo estimates. Under
standard regularity conditions, expectation and dif-
ferentiation may be interchanged (Asmussen and
Glynn, 2007; Hu et al., 2025). Differentiating the
sample surrogate with respect to the logits z; (us-
ing Op;/0z; = pi(d;j — pj)) yields the one-step
logit update

N p
AZ@ - sz(Rz SR)7 (5)

where 7) is the learning rate. For unsampled actions
(i € U), this reduces to Az; = — - Sgp;.

From this update rule, Hu et al. (2025) derive the
one-step change in total correct mass; Appendix C
records the expression and term interpretation.

This categorical framework captures one-step
local redistribution under sampled updates and pro-
vides the controlled abstraction used in Section 3.2.
To avoid conflation, we keep its notation separate
from trajectory-level quantities: fi,0s(2) denotes
per-prompt success probability (2), while Qpos
denotes positive mass in the categorical abstrac-
tion (4).

3 Finite-Sampling Bias in Group-Relative
RLVR

Recent work offers seemingly conflicting guidance
on group size in RLVR: very small groups (N = 2)
can match larger ones efficiently (Wu et al., 2025b),
moderate sizes improve pass@1 while sharpening
the distribution (He et al., 2025), and large groups
stabilize learning (Hu et al., 2025). These recom-
mendations can be understood by analyzing RLVR
at the level where group-relative sampling acts di-
rectly: a finite set of rollouts for a prompt. We
study two complementary consequences of this fi-
nite sampling. First, for a fixed prompt, an update
may be active while omitting a low-mass correct

region. Second, given the sampled set, local redis-
tribution can move probability away from unsam-
pled correct outcomes. Together, these quantities
describe how finite groups can improve accuracy
while narrowing coverage.

3.1 Tail-miss probability and the group size
trade-off

We first isolate a single prompt x and ask when
a finite group can update the policy without ever
sampling a low-mass correct region. Fix a target
subset £, C C(xz) of correct rollouts. Let
Tg(x):= Pr [o€ E, (6)
o~ (:|z)
and assume 0 < Tg(z) < ppos(x). We call E,
rare under the current policy when 7g(x)/ fipos(2)
is small.

Let X, denote the number of correct rollouts
among the N samples for prompt x. For group-
relative methods such as GRPO, the learning signal
vanishes when all sampled rewards are identical,
ie., X; € {0, N}. Define the active event

An(z) :={0 < X, < N}, @)

with probability Pr(Ay (z) | ) = 1— ppos(z)N —
(1- MpOS(x))N

Let V! =1Tfo; € E,],s0 Pr(YF =1 2) =
7g(x). We are interested in the event that the up-
date is active yet the target subset F, receives no
samples:

N
Ben(z) = Ay(z) N { Y vF = o}. )
1=1

Lemma 3.1. For any N > 1, writing [ipos =
Upos(z) and T = Tg(x) for brevity,

Pr(Begn(z) | z) = (1 — T)N — (Hpos — T)N
-(1- NpOS)N

The proof partitions rollouts into three dis-
joint regions and applies inclusion-exclusion (Ap-
pendix D).

Lemma 3.1 reveals a non-monotonic dependence
on N after conditioning on z. Two competing
effects determine Pr(Bg y(z) | z): the cover-
age factor (1 — 7g(x))" decreases with NN, im-
proving the chance of sampling E,, while activity
Pr(An(x) | x) increases from near zero toward
one. Their interaction induces the qualitative pic-
ture in Figure 1(a) and Appendix Figure 3: small N
can preserve higher pass @k through inactivity (Wu
et al., 2025b; Dang et al., 2025), large N through
coverage (Hu et al., 2025), while intermediate N
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can yield frequent active updates that miss low-
mass correct regions, consistent with distribution
sharpening observations (He et al., 2025). Because
pos(x) and Tg(x) vary across prompts and evolve
during optimization, the result is most naturally
read as a regime descriptor: it characterizes how
inactivity, undercoverage, and coverage trade off
as N changes. Section 5.4 later compares this qual-
itative picture with empirical group-size trends.

3.2 Unsampled-correct mass under finite
sampling

The tail-miss analysis identifies when low-mass
correct regions are vulnerable: active updates can
occur while a target subset E, is absent from the
sampled group. We now use the categorical frame-
work (Section 2.3) to characterize the mechanism
by which unsampled positive mass can decrease.
While (17) shows that total correct mass (Qpos
tends to increase with /N in the local categorical
slice, it does not reveal redistribution within the
correct set. Define the unsampled-correct mass
Qu,pos = Z bi = ons - Ppos~ )
ieUNP
This quantity measures the positive probability
mass outside the distinct sampled positive set in
the categorical slice.

Proposition 3.2. Under the one-step surrogate up-
date (5),

ACx?u,pos = % |:_SR Upos,2

direct drift

- Qu,pos ((RC_SR)S+,2 + (Rw—SR)ng - SRUQ) ] .

normalization coupling

10)

The proof applies the subset-mass identity from
Appendix E with § = U N P; see Appendix F for
details.

Equation (10) shows that AQ, ;os can be nega-
tive even when AQpos > 0: total positive mass can
increase while unsampled positive mass decreases.
This complements Hu et al. (2025), who showed
that reward-positive batches (Sg > 0) push unsam-
pled logits downward. Our formula makes explicit
how this affects redistribution within the correct set
in the finite-action abstraction.

The mechanism operates through two terms. The
direct drift —SRrUpos,2 pushes unsampled-correct
mass downward when Sp > 0, with magnitude
scaling with the concentration Up,qs,2. The normal-
ization coupling (analyzed in detail in Appendix G)
captures how probability gains by sampled-correct

actions draw mass away from unsampled-correct
ones through softmax normalization. In reward-
positive batches, both terms can contribute nega-
tively, so the update may reinforce the sampled
correct subset while reducing probability on un-
sampled correct actions.

As Hu et al. (2025) observe, scaling N sup-
presses Upos 2 and ensures AQpos > 0 with the
direct drift term tending to zero. However, prac-
tical constraints limit how far N can be scaled:
computational cost grows linearly with N, and
improving pass@1 requires active groups (ruling
out very small N where most groups are homoge-
neous). This yields the intermediate-/V risk from
Section 3.1: active updates that still miss low-
probability correct regions and then pull mass to-
ward the sampled correct subset. The categorical
simulation in Section 5.1 measures this redistribu-
tion directly through retained positive mass.

4 F-GRPO: Focal weighting for
Group-Relative Policy Optimization

The finite-sampling effects analyzed in Section 3
are prompt-local. For each prompt, rewards are
assigned to sampled complete rollouts and group-
relative coefficients are computed from the same
finite group. Consequently, direct positive evi-
dence enters the update only through correct roll-
outs that appear in the group, while unsampled cor-
rect behavior is affected only indirectly. F-GRPO
follows this group granularity by multiplying the
group-relative signal with a single group-dependent
weight.

The rare correct subset £, and the unsampled-
correct mass are latent during training, so the anal-
ysis does not define a directly usable group weight.
The available group-level statistic is the number of
correct rollouts X, equivalently the empirical suc-
cess rate fipos(r) = X/N. We use this statistic as
an observable proxy for sampled positive exposure.
A small nonzero value indicates that correct be-
havior has appeared but remains sparsely observed,
whereas a large value indicates that the current up-
date is supported by many positive rollouts. The
resulting weighting attenuates high-success groups
more strongly and attenuates sparse-positive mixed
groups less.

4.1 Focal Weight

Define the empirical success rate for prompt = as
R(z) - R X
Mo = _ X e an

ﬁpOS(x) = R.—R N
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where X is the number of correct rollouts and
R(z) = % S N | R; is the group mean reward.
This is an unbiased estimator of the true success
probability: E[fipes(x)] = fpos(T).

Under binary rewards, [ipos(z) = X /N is a con-
venient observable summary of how much correct
behavior the sampled group has already exposed
for prompt z. It distinguishes groups where cor-
rect rollouts are still rare from groups where the
sampled set already contains many correct rollouts.
Appendix H further shows that the expected dis-
tinct sampled-correct mass E[P,os | X = k] is
non-decreasing in k, so larger fipos () corresponds
in expectation to broader sampled-correct expo-
sure; in the categorical picture, the expected Sg
moves in the same direction.

Using this proxy, we apply a Focal-style trans-
formation (Lin et al., 2017) that reduces the contri-
bution of high-success groups:

g(x) = (1= ipes(z))”, ~7>0.  (12)
When v = 0, g(x) = 1 for all prompts, recov-
ering standard GRPO. For v > 0, prompts with
high empirical success rate receive reduced weight:
g(x) — 0as fipes(z) — 1.

With binary rewards, the GRPO advantage mag-
nitudes vary with pip0s(x). The Focal weight
g(z) = (1 — [ipos(x))” scales these magnitudes,
attenuating high-success groups more strongly than
mixed low-success ones. Appendix I visualizes this
effect.

4.2 Integration with Group-Relative Methods

We incorporate the Focal weight by scaling the
group-relative advantage:

@LGRPO — g(z) - AGRPO, (13)
The Focal weight is orthogonal to the clipping
and importance-weighting choices in the base op-
timizer: it multiplies the group-level advantage
without changing reward values, clipping bounds,
or importance-weight construction. It can therefore
be combined with objectives that differ in these
details. We denote the corresponding variants as
F-DAPO and F-CISPO.

The modification is minimal: a single scalar
g(x) € [0, 1] applied uniformly to all rollouts from
the same prompt. No additional networks are re-
quired; v is the only new hyperparameter.

S Experiments & Results

We evaluate the paper’s claims in four comple-
mentary settings. We first test the local redistribu-
tion mechanism in a closed categorical simulation
where the relevant quantities are directly observ-
able. We then use single-solution Maze to ask
whether evaluation degradation can appear across
prompts even when each prompt has only one cor-
rect trajectory, and compare the resulting picture
with one representative GRPO group-size sweep
in LLM training. Finally, we test whether the pro-
posed fixed-N reweighting transfers across GRPO-
family methods and remains distinct from generic
regularization or simple update-scale reduction.

5.1 Empirical Validation via Categorical
Simulation

To complement the simulation analysis of Hu et al.
(2025), we conduct experiments under the same
categorical policy framework (Section 2.3) with
an additional focus on which correct actions retain
probability mass. This is the closed-world setting
where the local quantities from Section 3.2 are di-
rectly observable, so it directly tests the categorical
mechanism: whether total positive mass can grow
while retained positive mass collapses. Follow-
ing Hu et al. (2025), we simulate a softmax policy
over 128,000 actions (10,000 correct) trained with
group-relative updates; see Appendix J for details.

Beyond tracking total correct mass (Qpos, We
track Mt (t), the retained positive mass, which
measures the fraction of initial correct-action prob-
ability that remains at or above its starting value
(Appendix J Eq. 23). Values near 1 indicate that
initially positive actions have not lost probability
mass; values near 0 indicate concentration onto a
smaller subset of correct actions.

Figure 2 presents the results. Panel (a) con-
firms that (o5 increases for all group sizes, con-
sistent with Hu et al. (2025). However, panel (b)
shows that M, behaves non-monotonically: both
small and large N retain more positive mass, while
intermediate values suffer severe concentration.
This demonstrates that AQp0s > 0 does not guar-
antee preservation of unsampled correct actions.
Panel (c¢) summarizes the final state across all
group sizes, with three regimes labeled: (I) small
N where Qpos grows slowly but positive mass
is retained; (II) the concentration zone (shaded)
where ()05 grows rapidly but M, collapses; and
(IIT) large N where both metrics are high. No-
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Figure 2: Categorical policy simulation following Hu et al. (2025) setup. (a) Total correct mass (Jpos Vs. training step.
(b) Retained positive mass M. vs. step. (¢) Final metrics vs. group size IV, with three regimes: I slow Q)05 growth,
positive mass retained; II concentration zone (shaded), Qpos grows but M, collapses; III both metrics high.
Solid: y=0; dashed: y=1. N=131k maintains M,;~1 throughout, consistent with Pr(Bg () | ) < 1073 for
a non-anchor correct action under the initial distribution (Appendix J).

tably, N=131,072 maintains M, = 1 through-
out training, consistent with Lemma 3.1, which pre-
dicts Pr(Bg y(z) | ) < 1073 for a non-anchor
correct action under the initial distribution (see
Appendix J). Dashed lines (y=1) show improved
M.t retention, particularly in the concentration
zone.

The specific boundaries of the concentration
zone depend on the initial distribution and should
not be interpreted as quantitative predictions for
LLM training. The key insight is the qualitative
pattern: intermediate group sizes can yield the low-
est retained positive mass.

5.2 Single-Solution Maze Experiments

We adapt the maze-navigation setup of Tajwar
et al. (2026) to single-solution scoring, using the
shortest-path action sequence as the target for each
prompt. We compare GRPO and F-GRPO with
v € {0.5,1.0} across N € {4,8,16,32,64,128}
after SFT initialization; full details are in Ap-
pendix K.

Appendix Figure 6 shows that F-GRPO im-
proves final pass@1 and pass@¥k, and reduces the
early training-time drop in pass@Fk. At final evalu-
ation, F-GRPO with y=0.5 improves pass@]1 for
every N (74.4-93.6 vs. 65.6-75.8 for GRPO) and
pass@256 (75.9-96.5 vs. 67.3-76.9). Because
each prompt has a unique target sequence, the ob-
served large-k degradation reflects reduced target-
sequence coverage at the evaluation-distribution
level rather than loss of alternative correct trajec-
tories within a prompt. Thus Maze separates the
pass@F effect from within-prompt multi-solution
diversity and shows that the same weighting also
mitigates degradation in a single-solution setting.

5.3 LLM Experimental Setup

We train Qwen2.5-7B (Yang et al., 2024), Qwen3-
4B-Base (Yang et al., 2025), and Llama-3.2-
3B-Instruct (Grattafiori et al., 2024) on Deep-
ScaleR (Luo et al., 2025), and Qwen3-1.7B on
SynLogic (Liu et al., 2025a), using verl (Sheng
et al,, 2024). For the math experiments, we
report pass@1 and pass@256 on in-domain
benchmarks (MATHS500 (Hendrycks et al., 2021),
AIME24/25 (Art of Problem Solving, 2024a),
AMC23 (Art of Problem Solving, 2024b), Min-
erva Math (Lewkowycz et al., 2022), Olympiad
Bench (He et al., 2024)) and OOD benchmarks
(GPQA Diamond (Rein et al., 2023), IFEval (Zhou
et al., 2023), SynLogic). For Qwen3-1.7B, Syn-
Logic is the sole in-domain benchmark, and the
OOD suite comprises AIME24, AIME25, AMC23,
MATHS500, IFEval, and GPQA Diamond. Full
training, evaluation, and ~-selection details are in
Appendix L; additional pass@F tables and training
dynamics are in Appendices O and P.

5.4 Group Size Regimes and Focal Weighting

Having validated the local categorical mecha-
nism and used Maze as a single-solution set-
ting, we next examine empirical group-size trends
in LLM training. Table 2 compares GRPO at
N € {2,4,8,16,32} with F-GRPO at N = 8
on Qwen2.5-7B. These group sizes are chosen
to probe small, intermediate, and larger rollout
regimes while keeping rollout cost tractable; we
do not aim to exhaustively map performance as a
function of N.

GRPO exhibits non-monotonic pass @256 behav-
ior across group sizes: N=2 yields high pass@256
but lowest pass@1, a pattern consistent with slow
policy change under infrequent active updates.
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In-domain

Out-of-domain

Method | Avg. [AIME24 AIME25

AMC MATHS500 Minerva Olympiad | Avg. OOD| IFEval SynLogic GPQA

Owen2.5-7B

GRPO  [37.3/64.1|15.0/37.7 6.7/40.8 52.9/87.3
F-GRPO | 38.6/70.3 | 15.9/46.2 10.1/52.6 56.2/96.3

DAPO  [39.4/69.3|16.8/49.8 12.0/45.6 53.3/91.9
F-DAPO |40.5/72.5|20.9/53.4 11.5/52.9 55.9/93.7

CISPO |39.5/73.2|14.6/45.9 9.7/59.8 57.8/96.1
F-CISPO | 39.5/76.8 | 14.8/59.7 13.0/64.6 53.3/97.1

75.8/92.8
76.2/95.1
78.6/95.2
79.1/96.6
78.7/97.0
79.0/97.8

36.0/60.2
35.7/60.3

35.5/61.2
35.0/62.9

34.7/63.3
34.6/64.3

37.8/65.8
37.5/71.6
40.5/71.8
40.9/75.6
41.5/76.9
42.4/77.5

17.1/55.9
19.2/63.3
15.7/58.4
17.9/63.6
14.9/59.0
18.1/65.9

32.1/70.3
34.0/75.7
24.1/67.1
30.8/71.1
24.2/67.9
30.7/70.6

7.9/51.3
8.7/57.0
7.5/53.3
7.9/62.4

8.0/53.6
8.2/60.0

11.3/46.2
15.0/57.3
15.4/54.9
15.0/57.4
12.6/55.5
15.4/67.1

Qwen3-4B-Base

GRPO |39.9/71.1|14.8/52.5 8.3/45.6 54.6/96.2
F-GRPO |42.7/76.0 | 17.4/61.1 15.8/60.0 58.3/98.2

DAPO |45.1/76.1 | 18.6/63.8 17.6/54.0 62.0/96.2
F-DAPO |45.3/76.4 | 19.1/59.7 17.7/58.3 63.0/96.8

CISPO  |45.8/75.3|21.5/59.3 17.6/55.4 63.1/97.4
F-CISPO | 46.0/79.2 | 21.5/69.5 18.6/62.7 60.7/98.6

79.5/96.4
82.3/97.4
84.4/97.8
84.4/97.7

84.2/97.9
84.2/98.2

39.2/61.7
38.5/63.6

40.0/67.1
39.5/67.9
40.2/65.1
42.1/67.2 48.9/78.8

43.1/742
43.7/75.5

47.8/77.9
48.2/78.0

48.4/76.6

22.2/67.9
24.3/73.6
20.7/74.4
23.2/76.8
22.6/76.5
23.9/80.0

36.9/91.2 10.7/57.1 19.0/55.4
41.2/93.6 10.7/64.5 21.1/62.8

33.8/88.0 11.8/71.3 16.4/63.9
39.6/90.6 11.3/72.4 18.7/67.5

32.6/85.9 11.6/71.1 23.6/72.4
35.9/90.3 11.1/68.0 24.6/81.6

Llama-3.2-3B-Instruct

GRPO |23.0/59.9|10.7/40.7

F-GRPO |23.0/63.4 | 12.1/46.1 1.0/29.5
DAPO  [243/542|12.8/40.8 1.0/18.5
F-DAPO |24.8/62.3 | 11.1/44.4 1.7/28.7

CISPO |24.1/58.0| 9.7/39.4 1.0/25.4
E-CISPO | 24.5/59.7 | 10.6/42.8 2.0/24.5

0.7/21.5 30.5/88.2

29.8/90.6
33.1/79.5
31.9/88.3
32.9/79.1
34.1/82.6

55.0/90.6
54.1/92.9
55.9/83.8
58.6/92.0
56.9/89.1
56.5/91.0

21.8/59.0
21.0/60.1

22.4/54.1
22.3/59.3 23.2/61.3
21.8/59.5
22.1/58.8

19.4/59.3
20.1/61.3

21.0/48.4

25.5/56.5
25.4/57.6

23.9/51.3
24.8/55.4

25.7/52.5
25.0/53.0

54.1/78.0
56.4/79.6
51.2/77.8
53.0/79.5

54.6/78.4
52.6/77.3

4.7/36.4
4.6/35.5

4.8/28.9
4.3/33.0
4.3/29.4
5.4/33.9

17.5/55.1
15.2/57.6

15.7/47.0
17.0/53.7

18.2/49.7
17.0/47.7

22.5/55.4
21.5/58.7

Table 1: Pass@1 / pass@256 across three models and six methods at N=8. Across all nine baseline/Focal pairs,
Focal weighting improves Avg. Math and Avg. OOD pass@256 while preserving or improving Avg. Math pass@]1.
Bold: better within baseline/Focal pair. Underline: statistically significant under paired subsampling (p<0.05;

Appendix Q).

Moving to intermediate group sizes improves math
pass@1 but reduces pass@256; the degradation
is strongest around N=8 on in-domain bench-
marks and spans N=8-16 on OOD benchmarks.
At N=32, pass @256 partially recovers while math
pass@1 continues to improve. This pattern is qual-
itatively consistent with an intermediate concentra-
tion regime between small-V inactivity and larger-
N coverage. The local theory does not predict
the exact boundaries for LLM training, but it does
motivate this qualitative comparison.

Method Avg. Math+ Avg. OOD 1 ANLLyy. |
GRPO N=2  362/750 18.0/67.3 0.19
GRPO N=4  364/71.1  18.7/59.7 0.44
GRPO N=8  37.3/64.1 17.1/559 0.68
GRPO N=16  38.4/67.5 17.7/55.7 0.66
GRPO N=32 39.2/70.1 17.7/61.7 0.52
F-GRPO N=8 38.6/703  19.2/63.3 0.46

Table 2: Comparison of GRPO at varying group sizes
versus F-GRPO at fixed N=8 on Qwen2.5-7B. Met-
rics: average pass@1 / pass@256 on in-domain math
and OOD benchmarks. ANLL,,.: diagnostic increase
in negative log-likelihood on a fixed set of correct tra-
jectories that were rare under the base model by NLL
(lower = less deviation from base distribution; see Ap-
pendix M.2). Bold: best. Gray rows mark the same
group size N=8 comparison. Full per-benchmark re-
sults in Appendix M.

At N=8, F-GRPO matches GRPO at N=32 on
pass@256 (70.3 vs. 70.1 on math; 63.3 vs. 61.7
on OOD) using 4x fewer rollouts. Pass@1 shows
a modest trade-off on in-domain benchmarks but
improves on OOD tasks, suggesting that Focal
weighting can recover much of the pass @256 loss
observed under GRPO at intermediate N without
increasing the rollout budget in this setting.

Deviation from Base-Model Rare Solutions.
We also report ANLL,,., computed on correct tra-
jectories that were rare under the base model by
NLL. Higher values indicate greater deviation from
the base distribution on these trajectories. The or-
dering ANLL;gre(N=2) < ANLLyye(N=32) <
ANLL,,(N=8) is qualitatively consistent with
the pass @256 degradation pattern, with F-GRPO
at V=8 achieving an intermediate value (0.46),
indicating less deviation on these base-model-rare
correct trajectories than its baseline. Appendix M.2
also compares the summed full-trajectory proba-
bility that GRPO and F-GRPO assign to fixed rare
subsets.

Correct-Solution Diversity. At matched N=8,
F-GRPO has higher mean within-prompt embed-
ding distance than GRPO on all six math bench-
marks and higher GPT-5.1 mathematical-strategy
diversity scores on all four judged benchmarks.
More details are provided in Appendix M.3.
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5.5 Focal Weighting Across Methods

We now ask a more practical question: whether the
same fixed- NV reweighting transfers across GRPO-
family optimizers. Table 1 reports results for
GRPO, DAPO, and CISPO at N=8, a commonly
used group size (Shao et al., 2024; Zeng et al., 2025;
Liu et al., 2025d), across three models at different
scales. On Qwen2.5-7B, pass @256 gains are +6.2
(GRPO), +3.2 (DAPO), and +3.6 (CISPO); cor-
responding gains are +4.9/4-0.3/+3.9 on Qwen3-
4B-Base and +3.5/4-8.1/4-1.7 on Llama-3.2-3B-
Instruct. Across all nine method-model combina-
tions, Focal weighting improves both math and
OOD pass@256 (average +3.9 and +4.1). Math
pass@1 is preserved or improved in 9/9 cases, with
gains up to +2.8, and OOD pass@1 improves in
7/9 cases (average +1.5).

Across the nine math-trained settings, v=0.5
was selected in 7/9 cases and y=1 in 2/9. We rec-
ommend starting with y=0.5; larger values may
improve pass@256 at the cost of pass@1 (Ap-
pendix L.4).

In the SynLogic setup, Focal weighting also im-
proves all four reported metrics for GRPO, DAPO,
and CISPO. Full results are in Table 11.

Method SynLogic (ID) Avg. OOD
GRPO 40.1/74.8 31.7/60.6
F-GRPO 41.8/79.4 35.8/63.9
DAPO 57.1/86.3 38.7/67.1
F-DAPO 58.6/87.2 39.1/69.4
CISPO 45.5/78.5 36.2/63.4
F-CISPO  51.0/85.2 37.4/64.2

Table 3: Qwen3-1.7B trained on SynLogic at N=8.
Metrics are pass@1 / pass@256. Bold: better within
each baseline/Focal pair.

5.6 Comparison with Regularization and
Update-Scale Controls

We include the base model as a reference and com-
pare F-GRPO against GRPO with a lower learn-
ing rate (GRPO low-LR), GRPO with entropy
bonus (GRPO-H), GRPO with KL penalty (GRPO-
KL), Rewarding the Unlikely (RUL; He et al.,
2025), DARO (Zhou et al., 2025), and differential
smoothing (DS-GRPO; Gai et al., 2025) using the
Qwen2.5-7B setup. GRPO low-LR checks whether
the average scale reduction alone is sufficient by
matching the average advantage-magnitude scale
induced by Focal weighting. For v = 0.5, this

gives Irjoyw = 6.8x1077; coefficient tuning and the
multiplier derivation are in Appendices L and N.

Method Avg. Math T Avg. OOD 1
Base 10.9/70.5 9.3/70.7
GRPO low-LR  37.87/69.2 16.4/57.9
GRPO-H 37.8769.5 18.7/59.9
GRPO-KL 37.2/72.00  19.4/60.0
RUL 37.1/69.1 18.1/61.7
DARO 37.3/69.4 18.8/63.3
DS-GRPO 37.7/73.8 17.9/68.3"
F-GRPO 38.6/70.3 19.27/63.3

Table 4: Qwen2.5-7B comparison; trained methods use
N=8. Metrics are average pass@1 / pass@256. Bold:
best; T: second best.

F-GRPO achieves the highest math pass@]1
(38.6) and the second-highest OOD pass@1 (19.2,
behind GRPO-KL at 19.4, which incurs reference-
model overhead). DS-GRPO has higher pass @256
than F-GRPO (73.8 vs. 70.3 on math; 68.3 vs.
63.3 on OOD), but lower pass@1 (37.7 vs. 38.6
on math; 17.9 vs. 19.2 on OOD). This is a
pass@ 1/pass @256 trade-off rather than uniform
dominance. GRPO low-LR improves pass@256
over default GRPO but remains below F-GRPO,
suggesting that average scale reduction alone does
not fully account for the gains. In this setup, the
controls suggest that the gains are not explained
solely by generic regularization or simple step-size
reduction.

6 Related Work

Distribution Sharpening and Group Size. A
growing body of work documents that RLVR
improves pass@1 while degrading pass@Fk for
large k, indicating concentration onto fewer so-
lutions (Dang et al., 2025; Yue et al., 2025; Wu
et al., 2025a). The optimal rollout count remains
debated: Wu et al. (2025b) show that N=2 is theo-
retically justified and compute-efficient, while Hu
et al. (2025) advocate large groups for coverage.
We provide a complementary perspective: finite-
sampling effects in group-relative methods, includ-
ing rare-mode undercoverage within prompts and
success-based reweighting during training.
Difficulty-Aware, Entropy, and Token-level
Approaches. Related approaches include
difficulty-aware reweighting (Lin et al., 2017;
Bengio et al., 2009; Parashar et al., 2025; Zhou
et al., 2025; Yang et al., 2026), rare-trajectory re-
wards (He et al., 2025), differential smoothing (Gai
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et al., 2025), entropy interventions (Cui et al., 2025;
Cheng et al., 2025; Agarwal et al., 2025), and token-
level concentration methods (Hao et al., 2026; Peng
et al., 2025; Wang et al., 2025). Due to page-limit
constraints, these approaches are discussed in Ap-
pendix A. Our focus here is on finite-group sam-
pling in group-relative RLVR, its dependence on
rollout count N, and success-based weighting of
whole sampled groups.

7 Conclusion

This work studies finite-group RLVR at the prompt-
local level where group-relative updates are actu-
ally formed. Our theoretical analysis derives a
closed-form tail-miss probability exhibiting non-
monotonic dependence on /N: small groups limit
active misses through inactivity, large groups
through coverage, but intermediate N maximize
the probability of active misses. In the categorical
abstraction, we further characterize redistribution
within the correct set, showing that unsampled-
correct mass can shrink even as total correct mass
grows. Empirically, categorical simulation illus-
trates this mechanism in the categorical setting;
a single-solution Maze setting shows that evalu-
ation pass@k can degrade across prompts even
when each prompt has one correct trajectory; and a
representative GRPO LLM sweep is qualitatively
consistent with the same regime picture. Moti-
vated by this analysis, Focal weighting provides
a lightweight fixed-N mitigation that improves
pass@256 across GRPO, DAPO, and CISPO while
preserving or improving pass@1 in most reported
settings, with especially consistent OOD gains and
no extra rollout cost.

Limitations

Our theoretical analysis isolates one finite-
sampling mechanism in group-relative RLVR with
binary outcome rewards, namely that active groups
can miss low-mass correct regions and then reallo-
cate probability toward the sampled correct subset.
The resulting claim is local, and the categorical
simulation tests that local redistribution mechanism
directly in a controlled setting. In this framing, the
Maze experiments ask whether pass@k degrada-
tion can arise even when each prompt has a single
correct trajectory, and the LLLM group-size sweep
asks only whether qualitatively similar trends ap-
pear in practical training. F-GRPO is evaluated
on that basis as a fixed-N mitigation motivated by

this mechanism, not as a general rule for RLVR
concentration or group-size selection.
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A Additional Related Work

Distribution Sharpening in RLVR. Several stud-
ies report that RLVR can improve single-sample ac-
curacy while concentrating the output distribution
and reducing performance at large sampling bud-
gets (Dang et al., 2025; Yue et al., 2025; Wu et al.,
2025a). Chen et al. (2025b) attribute this behavior
to overconfidence induced by cross-entropy train-
ing and propose confidence limiting. Our analysis
focuses on undercoverage of rare correct modes by
finite rollout groups and the resulting redistribution
toward sampled solutions.

Group Size and Sampling Dynamics. Roll-
out count controls both how often group-relative
updates are active and which behaviors they ex-
pose. Wu et al. (2025b) argue that N=2 is theo-
retically justified and compute-efficient, whereas
Hu et al. (2025) show that scaling N ensures non-
negative change in total correct mass by improv-
ing coverage. Our analysis connects these end-
points: small groups can preserve coverage through
inactivity, large groups through broad sampling,
and intermediate groups can combine frequent up-
dates with rare-mode misses. Concurrently, Tajwar
et al. (2026) derive likelihood-based estimators for
correctness-based RL; Focal weighting provides
group-level scaling for group-relative estimators.

Difficulty-Aware Training. Reweighting by dif-
ficulty has established roots in Focal loss (Lin et al.,
2017) and curriculum learning (Bengio et al., 2009;

Parashar et al., 2025). In RLVR, Zhou et al. (2025)
dynamically rebalance loss contributions across dif-
ficulty groups, while He et al. (2025) identify rank
bias in GRPO and up-weight unlikely correct tra-
jectories. Concurrently, Yang et al. (2026) analyze
difficulty-dependent bias in group-relative advan-
tages and propose history-aware weighting. Gai
et al. (2025) study selection and reinforcement bias;
their final Differential Smoothing method modifies
rewards for both correct and incorrect trajectories.
F-GRPO uses a fixed transformation of the current
group’s empirical success rate to scale the entire
group-relative update.

Entropy and Token-level Approaches. The
role of entropy in RLVR remains debated,
with some advocating maximization for explo-
ration (Cui et al., 2025; Cheng et al., 2025) and
others reporting benefits from minimization (Agar-
wal et al., 2025). Several methods address token-
level concentration by reweighting tokens based
on entropy dynamics or probability structure (Hao
et al., 2026; Peng et al., 2025; Wang et al., 2025).
These approaches regulate how probability mass is
distributed within trajectories; our Focal weighting
instead regulates which prompts contribute most
strongly to group-relative updates.

B Group-Relative Objective Details

GRPO optimizes a clipped surrogate objective.
Let o; = (vi1,-..,¥i1,) denote the token se-
quence for rollout ¢, with importance ratio ; ¢ (6) =

_moWirle i) | Tpe GRPO objective is

Tr901d (yi,tl‘rvyi,<t)

A R
L 921@[—2 Y v
GRPO( ) x N — E pot 1,t

(14)

—BDKL, (7o || mrer)|
where Lf}zp =
min (ruﬁ,-, clip(ri7t,1—5,1+5)gi). We set

£ = 0 following DAPO (Yu et al., 2025). DAPO
modifies this with asymmetric clipping bounds
clip(ri¢, 1 —€low, 14+-¢Enigh) Where epnigh > Elows
relaxing the upper bound for low-probability
actions. Our DAPO and F-DAPO runs use this
Clip-Higher objective under the same fixed-N=8
sampling protocol as the other method pairs,
without dynamic group filtering.

CISPO (Chen et al., 2025a) clips the importance
weights directly rather than the surrogate product.
Define the clipped weight
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Tig = clip(rie, 1—eloy, I+epig,), (15

and optimizes a REINFORCE-style objective

Lcispo(f) = Eiy [Sg(?z‘,t) AFRPO
(16)
log mo(yit | @, yi <t)

where sg(-) denotes stop-gradient.

C Categorical Policy Total-Mass
Expression

From this update rule, Hu et al. (2025) derive the
one-step change in total correct mass:

Aons = % [(Rc - SR)QnegS-i-,Q

+ (SR - Rw)onssfﬁ
+ SR (onsUneg,2 - QnegUpos,Z)} .

A7

The first two terms are always non-negative: pro-
moting sampled correct actions and demoting sam-
pled incorrect actions both transfer mass to the
correct pool. The third term, the unsampled cou-
pling, can be positive or negative depending on S
and the relative concentration of unsampled masses.
As the unsampled second moments decay with N,
increasing rollout size drives this coupling toward
Zero.

D Proof of Lemma 3.1

Proof. Fix a prompt x and a target subset £, C
C(x). Omit () for readability and write C for C(z)
and F for E,. Each rollout falls into one of three
disjoint regions: the target correct subset F/ with
probability 7, the remaining correct region C \ E
with probability pps — 7, or the incorrect region
2\ C with probability 1 — ftp0s.

The probability that no rollout lies in E is
(1— T)N . Conditioned on this event, all rollouts lie
in (C\ E)U (2)\C). The group is inactive (hence
Bg n(z) does not occur) in two disjoint cases: all
rollouts are correct but not in E, with probabil-
ity (11pos — 7)V; or all rollouts are incorrect, with
probability (1 — fipos)”™ . Thus

Pr(Ben(z) [ 2) = (1= 7)Y = (1pos — 7)™
- (1- ,u,pos)N. O

E First-order Softmax Expansion and
Subset-mass Identity

This appendix records standard first-order identities
for the softmax map that underlie the analysis in
Section 3.

Let p = softmax(z) over A and consider a
small logit perturbation Az. The softmax Jacobian
gﬁ; = pi(1{¢ = j} — p;) implies the first-order
probability change

Apz‘zz

JjeA

?)Z Az; = p; (Azi — ijAzj>.

JeEA
(18)
For any subset S C A, define its probability
mass Qs := ) ;g Pi- Summing (18) overi € S
yields the subset-mass identity:

AQs = Z Ap; = Z]%Azz' - Qs ZPJAZJ'

€S €S jeA
(19)

The first term captures the direct effect of logit
changes on actions in S, while the second term cap-
tures the indirect effect through softmax normal-
ization: when probability mass moves elsewhere,
(s changes even if the logits of actions in S are
unchanged.

Application to AQ.s. Setting S = P and
using the one-step update (5) recovers the mass
balance equation (17) of (Hu et al., 2025).

Application to AQ, pos. Setting S = U NP
(unsampled correct actions) yields Proposition 3.2.
The key observation is that for ¢ € U, we have
R; = 0,50 Az; = — < Sgp; from (5).

F Proof of Proposition 3.2

Proof. Apply the subset-mass identity (Ap-
pendix E, Eq. (19)) with S = U N'P:

ACgu,pos = Z piAZi - Qu,pos ijAzj'

icUNP JjeA

Fori € U NP, we have R; = 0, so by (5),

Az = — 4 Sgrp;. Thus the first sum becomes
Y pilz = ~ TSk >
. N !
eUNP eUNP
= _%SR Upos,2-

For the normalization term, partitioning by re-
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Figure 3: Conditional tail-miss probability Pr(Bg n(x) | ) from Lemma 3.1 versus group size N for rare-mode
undercoverage. Each panel fixes pip0s(x) € {0.8,0.5,0.2}; curves vary p = 7g(x)/ tipos (), the fraction of correct
mass in the rare-correct region. Stars mark peaks. For all parameter combinations, the conditional probability peaks
at intermediate N: small N yields low activity, large IV yields good coverage, but moderate N combines active
groups with poor coverage of rare modes. Smaller p shifts the peak rightward and upward.

ward value:

n
> pilAz = ¥ > pi(R; — Sg) =
JeEA jeA

| (Be = SR)Ss2 + (R = Sp)S—2 = SrUa|

where we used R; = R. forj € 54, Rj = Ry,
forj € S_,and R; = 0 for j € U. Substituting
both expressions yields (10). O

G Detailed Term Analysis for
Proposition 3.2

We analyze each term in (10) to understand when
unsampled-correct mass decreases.

Direct drift term. The term —Sg Up,s 2 arises
because unsampled actions receive zero reward but
are still affected by the baseline subtraction. When
Sr > 0 (reward-positive batch), this term is nega-
tive and pushes unsampled-correct mass downward.
The magnitude scales with Uy, 2, the concentra-
tion of unsampled-correct probability.

Normalization coupling. The second term cou-
ples Qu pos to the mass changes elsewhere. The
factor in parentheses has three components:

* (R. — Sg)S+2 > 0: sampled-correct actions
gain probability, which through normalization
draws mass away from unsampled-correct ac-
tions.

* (Ry — Sr)S—2 < 0: sampled-incorrect ac-
tions lose probability, which through normaliza-
tion donates mass to all other actions including
unsampled-correct ones.

e —SrUs: when S > 0, unsampled actions (both
correct and incorrect) lose probability through
baseline subtraction.

When does AQy pos < 0 while AQ,os > 0?
Consider a reward-positive batch (Sp > 0) on
a prompt with high success probability. In this
regime:

* The direct drift —SgrUpos,2 < 0 actively pushes
unsampled-correct mass down.

* The normalization coupling is dominated by
(Re — Sgr)S+2 > 0 when sampled-correct
mass is concentrated, further draining unsampled-
correct mass.

* Meanwhile, AQpos from (17) remains positive
because its first two terms (mass transfer from in-
correct to correct pool) outweigh the unsampled
coupling.

Thus RLVR can increase total correct mass while

concentrating it onto the sampled-correct subset,

shrinking the probability of correct actions that
happen not to be sampled.

H Monotonicity of Sampled Distinct Mass
Conditioned on X

This appendix formalizes the monotonicity claim
used in Section 4 (Focal Weight): as the observed
correct count X increases, the expected distinct
sampled-correct mass is non-decreasing. As a
corollary, the corresponding categorical baseline
SR is also monotone in X.

Setup. Fix a prompt x and write 7(0) := mg(o |
x) for brevity. Let 2, be the rollout space and C :=
C(x) C , the set of correct rollouts (Section 2.1).
Sample N i.i.d. rollouts o1, ...,0n5 ~ m(-), and
let X := S"Y T[o; € C] be the number of correct
rollouts.

Define the distinct sampled sets

S_:,_::{OZ‘:OZ‘EC}, S_:={0i20i¢6},
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where braces denote a set (duplicates removed).
Define the corresponding sampled masses

Proos == Z 7(0), Poeg = Z 7(0).
0€S, 0€S_
These are the trajectory-level analogues of the cate-
gorical quantities in Section 2.3. As in that section,
define
Sk = R Ppos + Ry Pneg-

Conditional Distributions. Let jip0s
Proz[o € C]. For o € C, define the conditional
(restricted) distribution

(20)

0 = Pl = s <] = ).
Hpos

Similarly, for o ¢ C, define

7(0)
1 — fpos
By exchangeability of i.i.d. sampling, conditioning
on X = k implies that the k correct rollouts are

i.i.d. from gy over C, and the N — £ incorrect
rollouts are i.i.d. from gneg over Q. \ C.

Lemma H.1. For all integers k € {0,1,..., N},
E[Ppos | X =k => (o)

qneg(0) :=Prjo; =0 0; ¢ C] =

oeC
% (1= (1= gpos(0)))),
(2D
E[Pacg | X = k] =) 7(0)
o¢C
% (1= (1= Guegl0) ™).
(22)

Moreover, E[Pyos | X = k] is non-decreasing in k,
and E[Pyeg | X = k] is non-increasing in k.

Proof. We prove the statement for P,; the argu-
ment for P, is identical with NV — k in place of
k.

Condition on X = k. For any fixed o € C, the
event {o € Sy} is exactly the event that o appears
at least once among the k correct i.i.d. draws from
Jpos- Thus

PT(O €Sy | X = k) =1- (1 - QPOS(O))k‘

Using linearity of expectation and the definition
Poos = Y pecm(0){o € Sy},

which is (21).

To show monotonicity, compute the discrete dif-
ference:

E[Ppos | X = k+1] —E[Pyos | X = k] =
ZW(0> (1- qPOS(o))k quS(O) > 0,

oeC

s0 E[Pyos | X = k] is non-decreasing in k.

For P,eg, conditioned on X = k, each o ¢
C is included in S_ with probability 1 — (1 —
qneg(o))N*k. This yields (22). Since N — k de-
creases as k increases and m — 1—(1—¢)™ is non-
decreasing in m, it follows that E[P,ee | X = k]
is non-increasing in k. 0

Corollary H.2. Assume standard RLVR rewards
R. > Ry, and Ry, < 0 (Section 2.1). Then E[Sg |
X = k] is non-decreasing in k.

Proof. By definition (20) and linearity of expecta-
tion,

E[Sg | X = k] = R E[Ppos | X = k]
4Ry E[Pocg | X = k.

By Lemma H.1, the first term is non-decreasing
in k because R. > 0, and the second term is also
non-decreasing in k because R,, < 0 and E[Pyg |
X = k] is non-increasing in k. Hence their sum is
non-decreasing in k. O

I Focal Weight Visualization

Figure 4 visualizes the effect of Focal weight-
ing. With binary rewards, the GRPO advantage

E[Ppos | X = k] = Z m(0) Pr(o € 84 | X = k) = magnitudes vary with ppos(z). The Focal weight

oeC

> (o) (1= (1= gpus(0))¥)

oeC

g(x) = (1 — fipos(x))” scales these magnitudes,
, attenuating high-success groups more strongly than
mixed low-success ones.
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Figure 4: Scaled advantage magnitude g(z) - | ASRPO|
versus success probability p,os(z) for binary rewards.
Solid lines: correct rollouts; dashed lines: incorrect roll-
outs. Higher y attenuates high empirical-success groups
more strongly, thereby changing the relative weighting
of active updates.

J Categorical Simulation Details

We validate the theoretical framework using a cat-
egorical policy simulation. To enable direct com-
parison with prior work, we adopt the setup of Hu
et al. (2025) with one modification to the learning
rate, as described below.

The policy is a softmax distribution over | A| =
128,000 actions. A subset AT of 10,000 actions is
designated as correct with reward R = +1; the re-
maining 118,000 actions receive R = —1. Follow-
ing Hu et al. (2025), logits are initialized as: one
“anchor” correct action receives Zanchor = 9.0; all
other correct actions receive z = 3.0; incorrect ac-
tions receive z = 0.0. Under softmax temperature
1, this yields initial total correct mass QQpos ~ 0.63,
anchor probability panchor =~ 4.7 X 1074, and prob-
ability Tjeas =~ 6.3 x 10~ for each non-anchor
correct action.

Given this initial distribution, we can com-
pute the conditional tail-miss probability from
Lemma 3.1 for a typical non-anchor correct ac-
tion with 75 = Tjear ~ 6.3 x 107°. Figure 5 shows
Pr(Bg,n(z) | x) as a function of group size N.
The probability rises steeply for small IV, plateaus
near 1 for intermediate values, and only declines
toward zero for N > 2%, At N = 217 = 131,072,
Pr(Bg n(z) | ) < 1073, predicting that such a
group size should preserve probability mass on non-
anchor correct actions. This prediction aligns with
the simulation results in Figure 2: N=131,072 is
the only configuration that maintains My ~ 1
throughout training.

Mpos =0.64, T=6.3e — 05

< o o by
IS o © o

Pr(Be,n(x) | X)

o
[N]

0.0

20 21 22 23 24 25 26 27 28 29210711512513 14515516717
Group size N

Figure 5: Pointwise tail-miss probability Pr(Bg n(z)
x) versus group size N for pip0s = 0.64 and 75 =
6.3 x 1072, corresponding to a non-anchor correct ac-
tion in the simulation. The non-monotonic shape ex-
plains the concentration zone: intermediate N maxi-
mizes the probability that a correct action is unsampled
while the batch contains mixed rewards.

At each training step, we sample NV actions i.i.d.
from the current policy, compute group-relative ad-
vantages 7'; = R; — % > & Ry, and update logits
via gradient ascent on £ = % > ; 7jp;- When Fo-
cal weighting is applied, the objective is scaled by
g = (1 — Jipos)?. We use learning rate = 1072,
which differs from 7 = 10~3 in Hu et al. (2025).
At the lower learning rate, policy entropy after
1,000 steps remained above 4 even for N=65,536,
whereas LLM generation entropy during RLVR
training is typically below 1. At the original learn-
ing rate, the same qualitative concentration pattern,
again mitigated by Focal weighting, appears over
50,000 steps.

We sweep N € {2,4,...,131,072} and v €
{0, 1}, running 7'=1,000 steps per configuration.
Results are averaged over 4 random seeds.

Metrics. We track total correct mass Qpos(t) =
> acat+ Tt(a) and retained positive mass:

> wear max(0, mo(a) — m(a)) .

M) =1 - > acat+ mo(a)

(23)
Mt=1 indicates no correct action has lost mass;
M.et~0 indicates concentration onto a smaller
subset.

K Maze Experiment Details

We adapt the maze-navigation setup from concur-
rent work (Tajwar et al., 2026), using the shortest-
path action sequence as the target for RL and held-
out evaluation. The environment uses 1M procedu-
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Figure 6: Single-solution Maze evaluation across group sizes. Each maze prompt has one target action sequence. The
figure reports — log(passQK) for K € {1,128,1024, 2048}; lower is better. F-GRPO improves target-sequence

coverage across group sizes.

N | pass@1 | pass@128 | pass@256

| GRPO 7=0.5 =10 | GRPO 7=0.5 v=1.0 | GRPO ~=0.5 7=1.0
4 65.6 74.4 79.7 67.1 75.8 81.4 67.3 75.9 81.5
8 72.2 834 76.3 73.3 84.0 76.6 73.4 84.0 76.6
16 73.9 83.7 84.4 74.2 84.3 86.4 74.2 84.3 86.5
32 74.5 85.1 84.9 74.9 85.8 85.8 75.1 85.8 85.8
64 73.4 85.4 84.8 74.4 86.5 85.8 74.7 86.5 85.8
128 | 75.8 93.6 91.2 76.7 96.4 95.7 76.9 96.5 95.7

Table 5: Final Maze evaluation metrics after the 20K-step run. Values are percentages on the held-out maze set.
~ columns denote F-GRPO. Bold: best among GRPO, F-GRPO ~=0.5, and F-GRPO ~=1.0 for the same N and

pass@Fk.

N =128
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Figure 7: Training dynamics on single-solution Maze. GRPO often shows an early drop in evaluation pass@Fk,
indicating reduced target-sequence coverage, followed by later recovery. F-GRPO reduces the early degradation
across group sizes while improving convergence. Large-k pass@Fk is used here as a diagnostic for target-sequence

coverage.

rally generated 1717 training mazes and 256 held-
out mazes. Mazes are represented with symbolic
grid tokens, and the model autoregressively emits
navigation actions ending with a termination to-
ken. We use the reported lightweight decoder-only
Transformer configuration, with approximately 3M
parameters.

Training follows the concurrent group-size
sweep. We first run SFT from scratch on provided
target trajectories for 1,500 steps with batch size
32, AdamW (Loshchilov and Hutter, 2019), and
learning rate 5x 10~#, which initializes the output
format and yields nonzero pass rate. We then run
fully on-policy RL with one parameter update per
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RL step, data batch size 256, learning rate 1 x 1074,
and rollout number N € {4, 8, 16, 32, 64, 128}. Fi-
nal Maze results are reported after 20K RL steps.
Each prompt is evaluated against a single target
action sequence, so pass@Fk estimates the proba-
bility that at least one of k samples reaches that
sequence.

Figure 6 shows that F-GRPO improves final
pass@1 and pass @k, and reduces the early training-
time drop in pass@k. At final evaluation, F-
GRPO with v=0.5 improves pass@1 for every
N (74.4-93.6 vs. 65.6-75.8 for GRPO) and re-
duces — log(pass@K) across larger k; exact fi-
nal pass@1/128/256 values are in Table 5, and
the training-dynamics figure additionally reports
Test pass@2048. Training dynamics in Figure 7
show that GRPO often exhibits an early evaluation
pass@Fk drop followed by recovery, while F-GRPO
reduces this degradation. Because each prompt has
a unique target sequence, that early large-k drop
cannot be attributed to redistribution among mul-
tiple correct trajectories within the same prompt.
The Maze results therefore indicate that the ob-
served degradation is not solely a within-prompt
multi-solution phenomenon.

Figure 7 reports training reward, pass@1, and
diagnostic large-k pass@Fk across group sizes. The
transient evaluation drop under GRPO is consis-
tent with the possibility that finite-group updates
selected from training prompts can reduce target-
sequence coverage. This dynamics-based evidence
is complementary to the final pass@¥k versus group-
size summary in Figure 6.

L. Experimental Details

L.1 Dataset Preprocessing

The math experiments use the DeepScaleR math
dataset (Luo et al., 2025). We filter samples longer
than 1024 tokens and remove duplicates with con-
flicting answers, retaining 39,202 samples. The sys-
tem prompt "Please reason step by step, and
put your final answer within \boxed{}."
is prepended to these training inputs. Qwen3-1.7B
is trained on SynLogic (Liu et al., 2025a). We en-
able thinking mode during training for both Qwen3
models.

L.2 Training Configuration

Training uses the verl pipeline (Sheng et al.,
2024) with sglang (Zheng et al., 2023) for roll-
out generation, on 16 NVIDIA H100 GPUs with

FSDP2 (Zhao et al., 2023). Maximum response
lengths are 4096 tokens for the Qwen3 models and
8192 tokens for Qwen2.5-7B and Llama-3.2-3B-
Instruct. Following (Yu et al., 2025), we drop the
KL-divergence regularization term and use token-
mean loss aggregation. Unless otherwise stated, all
experiments use learning rate 1 x 1076 according
to (Shao et al., 2024; Yu et al., 2025).

Clipping parameters: ¢jo,=0.2, €njgh=0.2 for
GRPO; €10w=0.2, €4jgn=0.28 for DAPO; €joy=1.0,
ehigh=5.0 for CISPO, following (Khatri et al.,
2025). Rewards are 1.0 for correct and 0.0 for
incorrect; math rewards are computed with math-
verify (Hugging Face, 2026). Complete hyperpa-
rameters are in Table 6.

Parameter Value
Optimizer AdamW
(Br, B2) (0.9, 0.999)
Weight decay 0.01
Gradient norm clipping 1.0
Learning rate 1x107°
LR scheduler Constant
Warmup steps 15
Global batch size 256
Mini-batch size 64
Num training epochs 10
PPO epochs 1
Sampling temperature 1.0
(top-p, top-k) (1.0, -1)

Table 6: Training hyperparameters.

Entropy and KL Regularization: for the reg-
ularization controls in Section 5.6, we tune the
entropy bonus coefficient over {0.0001,0.001}
and the KL penalty coefficient over {0.001,0.01}.
We select the best checkpoint for each configura-
tion based on average math pass@1. The best-
performing coefficients are 0.001 for both entropy
bonus and KL penalty.

L.3 Evaluation Protocol

We report unbiased pass @k estimator (Chen et al.,
2021), the probability that at least one of k£ samples
is correct:

n—c
("c)
n
(¢)
where n is the total number of samples and c is the

number of correct samples.
For checkpoint selection, we save a checkpoint
at the end of each epoch. We choose the best

baseline checkpoint by average math pass@1, then
compare to the best F-GRPO checkpoint obtained

paSS@k = EProblems [1 - ] 5 (24)

32242



with equal or less compute. Evaluation uses
sglang (Zheng et al., 2023); math benchmarks
are scored with math-verify (Hugging Face, 2026).
Configurations and evaluation prompt settings are
in Tables 7 and 8.

Qwen Qwen3 Llama3.2
Parameter 5’5 7p 4B/17B 3B
Temperature 1.0 1.0 1.0
top-p 1.0 1.0 1.0
top-k -1 -1 -1
Max length 8192 4096 8192

Table 7: Evaluation configurations.

L.4 Focal Weight Hyperparameter v

Following the model-selection protocol above, we
sweep the Focal exponent v € {0.5,1.0,2.0} for
each Focal-weighted method (F-GRPO, F-DAPO,
F-CISPO). For reproducibility, the selected ~ val-
ues for the setups reported in Tables 1 and 3 are
summarized in Table 9. Tables 10 and 11 make
the resulting pass@1 / pass@256 trade-off explicit,
with v = 0 denoting the corresponding unweighted
baseline. Across model-method combinations, the
selected values in Table 9 are always v = 0.5
or v = 1.0. Larger v = 2.0 sometimes fur-
ther improves pass@256 but more often introduces
pass@1 trade-offs, suggesting that the practical
search range is small.

L.5 SynLogic Results

Table 11 reports the complete Qwen3-1.7B results
for the SynLogic setup across all evaluated values
of 7.

M Group Size Comparison: Full Results

M.1 Per-Benchmark Results

Table 12 provides full per-benchmark results for
the group size comparison discussed in Section 5.4.

M.2 NLL on Rare-Correct Trajectories

To construct a proxy for rare-correct modes, we
sample 256 prompts from the training set and gen-
erate 800 rollouts per prompt from the base model,
retaining only correct trajectories. For each re-
tained trajectory, we compute its length-normalized
NLL under the base model. We define the “rare-
correct™ subset as the top 1% by base-model NLL
among these correct trajectories, yielding 1,263 tra-
jectories in total. We then compute the NLL of this

fixed subset under each trained model; larger val-
ues indicate reduced probability assigned to these
initially low-probability correct solutions.

Full-trajectory probability on fixed rare sub-
sets. Using the same base-model generations, we
retain 97 prompts with at least 100 distinct com-
pleted correct trajectories and select the five lowest-
likelihood trajectories under the base model for
each prompt. At matched N =8, their summed full-
trajectory probability is higher under F-GRPO than
GRPO on 89/97 prompts. When normalized by
the total probability assigned to the same prompt-
specific correct pool, the corresponding share is
higher under F-GRPO on 77/97 prompts.

M.3 Correct-Solution Diversity

We compare the selected Qwen2.5-7B GRPO and
F-GRPO checkpoints from Table 1, both trained
with N=8, using the 1,024 evaluation responses
per problem. For the embedding-based analysis,
we encode every correct response with Qwen3-
Embedding-8B (Zhang et al., 2025b) using a max-
imum length of 8,192 tokens. Following prior
embedding-based diversity analyses (Karouzos
et al., 2026; Chen et al., 2026), we retain prompts
for which both models produce at least two cor-
rect responses, compute the mean pairwise cosine
distance within each prompt, and average over
prompts. This yields 11, 13, 36, 461, 159, and 434
common prompts for AIME24, AIME25, AMC23,
MATHS500, Minerva, and Olympiad, respectively.

Because embedding distance can also reflect
paraphrasing, we additionally use GPT-5.1 (Singh
et al., 2025) with the 0-3 mathematical-strategy
rubric from APMPO (Huang et al., 2026). The
judge scores non-overlapping groups of eight cor-
rect responses, distinguishing same-logic rephras-
ings from changes in derivation or mathematical
approach. We retain prompts for which both mod-
els provide at least one such group. Due to API
cost, we apply this analysis to the four benchmarks
with the fewest problems; the resulting common
sets contain 9, 8, 33, and 147 prompts for AIME24,
AIME25, AMC23, and Minerva, respectively.

F-GRPO has higher embedding distance on all
six benchmarks and a higher GPT strategy score
on all four judged benchmarks.
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Benchmark

Qwen2.5-7B

Qwen3-4B-Base
Qwen3-1.7B

Llama-3.2-3B-Instruct

Mathematical reasoning

Please reason step by step, and
put your final answer within
\boxed{}.

System: Please reason step by step, and

put your final answer within \boxed{}.

Thinking: on.

Cutting Knowledge Date: December
2023\nToday Date: [date]\nPlease reason
step by step, and put your final answer
within \boxed{}.

GPQA Diamond

Please reason step by step, and
put your final answer within
\boxed{}.

System: Please reason step by step, and

put your final answer within \boxed{}.

Thinking: on.

Cutting Knowledge Date: December
2023\nToday Date: [datel\nPlease reason
step by step, and put your final answer
within \boxed{}.

IFEval You are a helpful assistant. No system prompt. Thinking: off. Cutting Knowledge Date: December
2023\nToday Date: [date]
SynLogic You are a helpful assistant. No system prompt. Thinking: on. Cutting Knowledge Date: December

2023\nToday Date: [date]

Table 8: Evaluation prompt settings.

Model F-GRPO~ F-DAPO~ F-CISPO ~
Qwen2.5-7B 0.5 0.5 1.0
Qwen3-4B-Base 0.5 0.5 0.5
Llama-3.2-3B-Instruct 0.5 1.0 0.5
Qwen3-1.7B (SynLogic) 0.5 1.0 1.0

Table 9: Selected Focal weight v for each method-model setup at N=8 (Tables 1 and 3). The sweep range is

{0.5,1.0,2.0}.

Method -~ \ Qwen2.5-7B Qwen3-4B-Base Llama-3.2-3B-Instruct

| Avg. Math Avg. OOD | Avg. Math Avg. OOD | Avg. Math Avg. OOD
GRPO 0 |37.37/64.1 17.1/559(39.9/71.1 22.2/67.9]23.0/59.9 25.5/56.5
GRPO 0.5|38.6/70.3 19.2/63.3|42.7/76.0" 24.3/73.6|23.0/63.4" 25.4'/57.6
GRPO 1.0[37.2/70.4" 17.9/60.6 | 41.2/73.5 22.5/75.9|22.5"763.2 23.7/54.3
GRPO 2.0]36.1/70.7 18.9'/62.3"| 41.3'/77.8 23.2!/73.7"| 21.8/64.0 25.0/54.6
DAPO 0 |39.4/69.3 15.7/58.4|45.1/76.1 20.7/74.4 2431542 23.9/51.3
DAPO 0.5(40.5/72.5 17.9'/63.6 |45.3/76.4 23.2/76.8"21.6/553 24.1/52.3
DAPO 1.0{39.87/74.9" 18.0/65.7 | 43.5/79.0" 18.7/76.7 | 24.8/62.3 24.8/55.4
DAPO 2.0(39.5/76.8 17.6/64.0'|42.9/80.0 18.2/81.3|23.9/61.1" 24.27/55.5
CISPO 0 |39.5/73.2 14.9/59.0|45.8'/75.3 22.6/76.5|24.1758.0 25.7/52.5
CISPO 0.5(39.0/72.1 17.2/59.4 | 46.0/79.2" 23.9/80.0"| 24.5/59.7 25.07/53.0
CISPO 1.0(39.5/76.8 18.1/65.9 |43.6/79.1 21.8/76.5|23.9/59.8" 24.3/52.9
CISPO 2.0|38.0/75.1" 17.9'/ 64.4"| 442/79.5 22.9'/80.7 | 22.0/63.8 23.5/57.0

Table 10: Focal-weight sensitivity at N =8 across models and base methods. Metrics are average pass@1 / pass@256.
~ = 0 denotes the unweighted baseline for each base method. Bold: best; {: second best within each base method

and metric column.

N Regularization and Update-Scale
Controls: Full Results

Learning-rate multiplier. For GRPO low-LR,
we match the average advantage-magnitude scale
induced by Focal weighting. Write /i = [ipos(2).
With binary rewards, the mean absolute normal-
ized GRPO advantage at sampled success rate [ is
proportional to /7i(1 — &), while F-GRPO multi-
plies it by (1 — jz)7. Averaging this multiplicative
reduction over the success-rate axis i € [0, 1] gives

)i - B di
o VAL =R)di

m~y =

The numerator is B(2,~ + 3) and the denominator
1sB(2,2) where B(a, b) fo tr= (1 — )~ dt
is the beta function. Therefore,

my = B(%’zl_ %)

B(3,3)
Using B(a,b) = T'(a)T'(b)/T'(a+ b) together with
I'(3) = \/7/2and T'(3) = 2, we obtain
_ 4 P(y+3)

VR +3)

O LLM Pass@Fk Tables

Tables 15-17 report benchmark-level pass @k val-
ues up to k=256 for the same selected checkpoints
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In-domain Out-of-domain
Method SynLogic |Avg. OOD | AIME24 AIME25 AMC23 MATH500 IFEval D‘gg)ﬁ d
GRPO 40.1/74.8 [ 31.7/60.6 | 82/422 14.0/28.9 46.2/82.3 74.1/93.0 33.8/46.6 14.0/70.3
F-GRPO (v=0.5) | 41.8/79.4 | 35.81/ 63.97 13.47/ 46.3 15.6'/31.8 52.17/ 86.5" 78.31/94.6 34.1/43.5 21.4/80.7"
F-GRPO (y=1) |37.6/77.3"| 36.0/64.9 |14.0/44.6" 16.7/31.5" 52.6/87.0 78.4/94.1" 35.1/51.3 19.0%/ 81.2
F-GRPO (y=2) |[37.1/76.5|32.8/61.7(10.2/41.7 142/302 47.8/83.1 74.4/93.9 3434677 162/744
DAPO 57.1%86.3 | 38.7/67.1 [21.0/56.3 19.7/39.3 56.8/94.8" 82.4795.6 33.0/45.6 19.2/70.9
F-DAPO (y=0.5) | 56.1/86.8 | 39.0% 67.7 [ 20.77/59.7 20.7/39.9" 57.47/93.1 82.6/95.7 33.9746.6 18.8/71.1
F-DAPO (y=1) |58.6/87.2"| 39.1/69.47(19.7/60.0" 19.97 40.8 59.1/94.2 82.4%96.3" 33.7/46.3 20.27/78.6'
F-DAPO (y=2) |53.4/87.4|39.0%70.1|18.7/60.5 18.9/37.2 56.8/95.0 82.0/96.8 34.2/46.4" 23.6/84.8
CISPO 455/78.5 [36.2/63.4[19.0/51.1 16.0/34.17 52.9/89.2" 79.0/93.9 34.27/44.8 16.1/67.5
F-CISPO (y=0.5) | 48.7'/ 80.4"| 39.0 / 66.7'| 18.0"/ 54.7 18.8/34.6 55.5'/89.0 81.17/95.2" 35.0/45.7 25.8/80.9'
F-CISPO (v=1) |[51.0/85.2|37.4/64.2|16.7/483 18.5/30.5 54.7/89.2" 79.8/94.7 32.8/44.9721.9/77.4
F-CISPO (y=2) |38.1/78.1|38.77766.9 |16.5/54.3" 17.7/33.8 57.9/90.5 81.2/96.2 33.5/43.8 25.3783.1

Table 11: Full Qwen3-1.7B SynLogic results at N=8. Metrics are pass@1 / pass@256. Avg. OOD is the mean over
the six OOD benchmarks defined in Section 5.3. Bold: best; {: second best within each base method and metric
column; gray rows mark ~ selected by SynLogic pass@1.

In-domain Out-of-domain

Method Avg. AIME24 AIME25 AMC MATH500 Minerva Olympiad | Avg. OOD| IFEval SynLogic GPQA

GRPO N=2 [36.2/75.0(12.7/59.1 8.3/56.0 51.9/97.0 74.5/96.7 33.2/65.6 36.7/75.7|18.0/67.3|29.4/77.2 6.7/543 17.8/70.3
GRPO N=4 [36.4/71.1|9.6/489 54/52.6 53.3/959 76.3/94.7 352/61.3 38.5/73.0 | 18.7/59.7 |32.1/72.2 9.3/57.0 14.7/49.8
GRPO N=8 [37.3/64.1|15.0/37.7 6.7/40.8 52.9/87.3 75.8/92.8 36.0/60.2 37.8/65.8 | 17.1/55.9 |32.1/70.3 7.9/51.3 11.3/46.2
GRPO N=16 |38.4/67.5(13.0/43.9 7.1/48.0 57.7/93.4 76.7/93.2 35.7/58.0 40.1/68.4 | 17.7/55.7|31.6/68.9 8.6/49.6 12.9/48.6
GRPO N=32 [39.2/70.113.0/50.2 10.4/49.5 60.9/95.5 77.3/94.3 349/599 389/71.3|17.7/61.7|31.0/71.4 89/61.6 13.4/51.9
F-GRPO N=8|38.6/70.3|15.9/46.2 10.1/52.6 56.2/96.3 76.2/95.1 35.7/60.3 37.5/71.6 | 19.2/63.3 |34.0/75.7 8.7/57.0 15.0/57.3

Table 12: GRPO with different N and F-GRPO on both in-domain math and out-of-domain benchmarks (Qwen2.5-
7B). Pass@]1 / Pass@256. Bold: best. Gray rows mark the same group size /N =8 comparison.

In-domain Out-of-domain
Method Avg. AIME24 AIME25 AMC MATHS00 Minerva Olympiad | Avg. OOD| IFEval SynLogic GPQA
Base 10.9/70.5] 2.6/48.0 1.4/43.7 16.6/97.3 26.5/96.5" 58/62.1 12.4/75.7" 9.3/70.7 |21.5/78.8" 2.3/39.7 4.2/93.8
GRPO low-LR [37.8769.2[15.0751.0 8.7/44.5 53.3/953 75.9/944 35.0/59.7 38.7/70.4 | 16.4/57.9 [30.0/69.3 7.8/554 11.5/49.1
GRPO (H) 37.8769.5(14.9/48.9 7.3/52.2 55.8790.8 75.6/94.6 34.9/61.3 38.2V69.2(18.7/59.9 |32.1/71.9 9.8/59.9 14.3/47.8
GRPO (KL) [37.2/72.013.2/53.4" 8.7/53.7 52.1/959 76.7/952 34.7/61.5 38.0/72.3|19.4/60.0 |32.4/70.8 8.8%51.7 17.1/57.5
RUL 37.1/69.1|13.7/48.7 8.2/423 54.2/92.9 75.2/95.8 33.5/62.47 37.8/72.5| 18.1/61.7 |30.1/72.1 8.6/56.0 15.5756.9
DARO 37.3/69.4(13.6/45.6 7.0/46.6 55.4/97.2" 74.7/94.7 3557622 37.2/70.1| 18.8/63.3 |32.8/75.2 8.7/56.4 14.9/58.2
DS-GRPO 37.7/73.8(14.3/57.7 12.2/53.6' 51.6/95.5 76.6796.8 33.5/62.8 37.8/76.7|17.9/68.37|33.47859 7.5/57.7" 12.7/61.3"
F-GRPO 38.6/70.3[15.9/46.2 10.1%52.6 56.2/96.3 76.2/95.1 35.7/60.3 37.5/71.6 | 19.21/63.3 |34.0/75.7 8.7/57.0 15.0/57.3

Table 13: Qwen2.5-7B base-model reference and baseline comparison; trained methods use N=8. GRPO low-LR
uses Irjow = 6.8x10~7; GRPO-H and GRPO-KL use coefficient 0.001. Pass@1 / pass@256. Bold: best; {: second

best.

used in Table 1. For each model, we follow the
same evaluation protocol as in the main results.
Each cell shows baseline/focal pass@#k, with the
better value in bold.

P LLM Training Dynamics

We include training-dynamics plots (Figures 8 - 10)
for the Qwen3-4B-Base setup, for which denser
periodic evaluation was practical because gener-
ation length was capped at 4096 tokens. These
curves are intended as diagnostics rather than re-
placements for the main evaluation protocol. We

score AIME25 every 25 optimization steps using
64 generations per problem, so the plotted pass@1
and pass@64 are computed from these periodic
64-sample evaluations rather than the final 1024-
sample evaluation reported in the main tables. In
the reward panel, the bold curve shows an expo-
nential moving average (EMA) with smoothing co-
efficient 0.08, overlaid on the raw per-step reward
trace.
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Figure 8: Training dynamics on Qwen3-4B-Base for GRPO and F-GRPO (y = 0.5).
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Figure 9: Training dynamics on Qwen3-4B-Base for DAPO and F-DAPO (y = 0.5).
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Figure 10: Training dynamics on Qwen3-4B-Base for CISPO and F-CISPO (y = 0.5).

Embedding Distance | GPT Strategy Score

Benchmark | GRPO F-GRPO |GRPO F-GRPO
AIME24 0.0110 0.0179 0.9979 1.4726
AIME25 0.0205 0.0223 0.9136 1.0518
AMC23 0.0105 0.0136 0.7742 0.8910
MATHS500 |0.0110 0.0125 - -
Minerva 0.0216 0.0282 0.5896 0.6852
Olympiad | 0.0134 0.0158 - -

All Math 0.0147 0.0184 - -

Table 14: Correct-solution diversity for the selected
Qwen2.5-7B GRPO and F-GRPO checkpoints at N=8;
F-GRPO uses v=0.5. Higher is better. Embedding val-
ues are mean within-prompt pairwise cosine distances;
GPT values are mean 0-3 mathematical-strategy scores.
All Math is the mean of the six embedding-distance
values.

Q Statistical Significance

To assess the statistical significance of performance
differences between the baseline and F-GRPO mod-
els, we employ a paired m-out-of-n subsampling
test following (Politis et al., 1999). For each bench-
mark, we generate n = 1024 solutions per prob-
lem and use m = 256 generations (i.e., subsample
size m) to estimate pass@1 and pass @256 metrics.
Specifically, for each subsampling iteration we ran-

domly sample m = 256 generations without re-
placement for each problem, compute the pass@Fk
metric using the analytical formula 1 — (") /(})
where n is the number of sampled generations and
c is the number of correct solutions among them,
and average across all problems to obtain a single
pass@k estimate for both baseline and F-GRPO
models. We perform 50,000 subsampling iterations
to obtain the distribution of paired differences in
pass @k between the two models.

We conduct a two-sided statistical test with sig-
nificance level o = 0.05. A difference is consid-
ered statistically significant if the two-sided p-value
is less than 0.05, which is equivalent to the 95%
confidence interval of the subsampling distribution
not containing zero.

R Notation

Table 18 summarizes the main notation used
throughout the paper.
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Method k| AIME24 AIME25 AMC23 MATHS500 Minerva Olympiad | IFEval SynLogic GPQA

1]15.0/159 6.7/10.1 52.9/56.2 75.8/76.2 36.0/35.7 37.8/37.5 |32.1/34.0 7.9/87 11.3/15.0
2117.4/201 9.4/14.2 59.9/65.9 80.0/81.2 41.1/40.9 43.5/43.9 |39.9/42.7 11.0/12.1 16.8/21.8
4119.8/23.2 13.4/19.1 65.1/73.5 83.2/84.8 45.4/45.4 48.6/49.6 |46.5/49.9 15.1/16.8 22.5/29.1
8122.6/26.2 18.3/23.9 69.2/79.3 85.9/87.7 49.0/49.0 52.9/54.4 |52.0/55.9 20.2/22.9 28.0/36.0
6
2

GRPO/

F-GRPO 1625.6/30.0 23.1/28.3 73.1/83.5 88.0/90.0 51.9/51.9 56.6/58.4 |56.7/60.9 26.2/30.1 32.7/41.8
3

29.0/34.6 27.1/32.8 77.2/87.2 89.5/91.8 54.5/54.3 59.6/62.0 | 60.9/65.5 32.7/37.6 36.8/46.7

64 | 32.2/39.2 30.9/38.2 81.0/91.2 90.7/93.1 56.8/56.4 62.0/65.5 | 64.5/69.7 39.4/44.8 40.4/50.8
128 | 35.0/42.9 35.2/44.8 84.5/94.5 91.8/94.2 58.7/58.4 63.9/68.8 | 67.7/73.1 45.7/51.3 43.5/54.2
256 | 37.7/46.2 40.8/52.6 87.3/96.3 92.8/95.1 60.2/60.3 65.8/71.6 | 70.3/75.7 51.3/57.0 46.2/57.3

16.8/20.9 12.0/11.5 53.3/55.9 78.6/79.1 35.5/35.0 40.5/40.9 |24.1/30.8 7.5/7.9 15.4/15.0
20.6/25.3 15.6/15.7 61.6/64.2 82.9/84.4 41.3/41.3 46.6/48.2 |33.1/39.1 10.1/11.4 22.2/21.9
23.9/28.9 19.8/20.1 68.5/70.9 86.1/88.0 45.8/46.0 51.6/54.3 |41.0/46.1 13.8/16.6 28.8/28.9
DAPO/ 27.4/32.6 24.4/25.3 74.3/77.3 88.6/90.8 49.6/50.0 56.1/59.2 |47.5/51.8 19.0/23.6 34.3/34.6
FE-DAPO 16]31.1/36.6 29.1/31.1 79.4/83.0 90.6/92.9 52.8/53.4 60.0/63.3 |52.8/56.6 25.4/31.9 38.7/39.7
32 135.2/40.7 34.2/37.2 83.9/87.8 92.1/944 55.5/56.1 63.3/67.0 |57.3/60.9 32.4/40.3 42.8/44.7

64 | 39.5/44.7 39.0/43.1 87.6/91.0 93.4/95.4 57.8/58.6 66.3/70.3 |61.1/64.7 39.3/48.2 46.9/49.8

128 | 44.3/49.0 42.6/48.2 90.4/92.8 94.4/96.1 59.7/60.9 69.0/73.1 | 64.4/68.0 46.1/55.5 51.0/54.0

256 | 49.8/53.4 45.6/52.9 91.9/93.7 95.2/96.6 61.2/62.9 71.8/75.6 |67.1/71.1 53.3/62.4 54.9/57.4

14.6/14.8 9.7/13.0 57.8/53.3 78.7/79.0 34.7/34.6 41.5/42.4 | 24.2/30.7 8.0/8.2 12.6/154
18.7/20.2 14.2/18.0 67.4/64.2 84.4/85.0 40.5/41.7 48.9/50.1 |32.2/38.7 11.3/11.7 19.2/23.5
22.9/25.3 19.6/22.8 74.9/75.0 88.4/88.9 45.8/47.4 55.3/56.3 |39.1/45.3 15.8/16.7 26.6/32.1
CISPO/ 27.8/30.8 26.0/28.0 82.0/83.0 91.2/91.7 50.5/51.8 60.6/61.3 |45.3/51.0 21.6/23.1 33.7/40.3
F.CISPO  16|32.9/36.8 33.0/34.4 87.4/89.5 93.2/93.9 54.2/55.1 65.1/65.6 |50.9/55.9 28.0/30.5 39.7/47.7
32137.3/43.4 40.3/42.1 91.5/93.2 94.7/95.5 57.0/57.7 68.8/69.2 |55.9/60.1 34.5/38.2 44.8/54.2

64 | 40.3/50.0 47.3/50.5 94.2/95.1 95.7/96.6 59.3/60.1 71.9/72.1 | 60.4/64.0 40.8/45.8 49.1/59.6

128 | 42.7/55.4 54.0/58.4 95.5/96.2 96.5/97.3 61.4/62.3 74.6/74.9 | 64.3/67.4 47.2/53.1 52.6/63.9

256 | 45.9/59.7 59.8/64.6 96.1/97.1 97.0/97.8 63.3/64.3 76.9/77.5 | 67.9/70.6 53.6/60.0 55.5/67.1

(o) e o S

(o) e o S R

Table 15: Qwen2.5-7B pass@Fk up to 256 for the selected checkpoints from Table 1. Cells report baseline/focal
values.
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Method k| AIME24 AIME25 AMC23 MATHS500 Minerva Olympiad | IFEval SynLogic GPQA

1|14.8/17.4 8.3/15.8 54.6/58.3 79.5/82.3 39.2/38.5 43.1/43.7 |36.9/41.2 10.7/10.7 19.0/21.1
2| 18.4/23.0 12.5/20.9 62.7/68.4 84.3/87.0 43.7/44.2 49.3/49.9 |47.8/53.1 14.6/15.3 26.0/28.3
4122.1/29.2 17.6/25.7 70.0/77.2 87.6/90.1 47.6/48.6 54.6/55.1 |57.8/63.6 19.3/21.1 32.6/35.1
8126.4/35.8 23.2/30.7 76.3/84.0 90.0/92.4 51.0/52.1 59.1/59.6 | 66.6/72.1 24.9/28.0 38.0/41.2
6
2

GRPO/

F-GRPO 16|31.8/42.1 285/35.8 81.8/88.3 91.9/94.0 53.9/55.2 62.8/63.6 | 73.8/78.5 31.3/35.8 42.3/46.6
3

37.7/47.1 33.3/40.8 86.7/91.1 93.4/95.3 56.4/58.0 66.2/67.1 |79.4/83.3 38.2/43.8 45.7/51.5

64 | 43.4/51.4 37.6/46.2 91.0/93.6 94.5/96.2 58.5/60.3 69.3/70.2 | 83.8/87.3 45.0/51.4 49.0/55.7
128 | 48.4/55.9 41.4/52.77 94.3/96.0 95.5/96.8 60.1/62.1 72.0/73.0 | 87.7/90.8 51.3/58.3 52.3/59.5
256 | 52.5/61.1 45.6/60.0 96.2/98.2 96.4/97.4 61.7/63.6 74.2/75.5 | 91.2/93.6 57.1/64.5 55.4/62.8

18.6/19.1 17.6/17.7 62.0/63.0 84.4/84.4 40.0/39.5 47.8/48.2 |33.8/39.6 11.8/11.3 16.4/18.7
23.2/23.7 21.8/21.9 71.6/72.8 88.7/88.9 46.1/46.2 54.9/55.3 |45.8/52.4 17.3/17.5 23.8/27.0
28.0/28.0 25.7/26.3 78.7/79.9 91.4/91.4 51.1/51.5 60.3/60.7 |56.5/63.2 24.2/25.1 31.7/35.3
DAPO/ 33.6/32.8 30.2/31.8 83.5/84.6 93.2/93.0 55.3/55.6 64.5/64.9 | 65.3/71.4 32.0/33.3 38.7/42.6
F-DAPO 16]39.7/38.3 35.6/38.0 86.7/88.3 94.7/94.3 58.3/59.0 67.8/68.3 | 72.4/77.3 40.1/42.0 44.7/49.0
32 145.9/43.6 41.5/44.1 89.3/91.6 95.9/953 60.7/61.8 70.6/71.0 |77.8/81.6 48.6/50.8 50.3/54.8

64 | 52.4/48.1 46.7/49.2 92.0/94.1 96.9/96.3 62.9/64.1 73.2/73.5 | 81.8/85.2 56.8/59.1 55.3/60.1

128 | 58.5/53.1 50.4/53.5 94.5/95.6 97.5/97.1 65.1/66.0 75.6/75.8 |85.2/88.1 64.3/66.2 59.9/64.4

256 | 63.8/59.7 54.0/58.3 96.2/96.8 97.8/97.7 67.1/67.9 77.9/78.0 | 88.0/90.6 71.3/72.4 63.9/67.5

21.5/21.5 17.6/18.6 63.1/60.7 84.2/84.2 40.2/42.1 48.4/48.9 |32.6/35.9 11.6/11.1 23.6/24.6
27.5/27.2 20.9/22.4 72.0/71.3 88.3/88.7 46.0/48.2 55.2/55.8 |42.6/47.3 17.1/16.1 32.5/34.3
32.5/32.8 24.7/26.8 80.7/80.5 91.0/91.5 50.7/52.7 60.5/61.2 |51.8/57.5 24.0/22.7 41.0/43.7
CISPO/ 37.4/38.5 30.0/32.5 85.9/86.0 92.9/93.6 54.4/56.2 64.5/65.3 |59.9/66.4 32.4/30.9 47.9/51.7
F.CISPO 16 |42.6/44.2 36.4/39.2 89.4/89.7 94.4/95.0 57.3/59.0 67.7/68.6 | 67.1/73.5 41.4/39.8 53.4/58.4
32 147.6/50.4 42.4/45.6 92.0/92.3 95.6/96.0 59.5/61.5 70.4/71.6 | 73.2/78.9 50.1/48.2 58.3/64.6

64 | 51.8/56.6 46.8/51.2 94.0/94.7 96.6/96.9 61.5/63.7 72.7/74.3 | 78.2/83.2 57.8/55.7 63.2/70.8

128 | 55.5/63.0 50.7/56.5 96.5/96.6 97.4/97.6 63.4/65.5 74.7/76.7 | 82.4/87.0 64.8/62.3 67.9/76.6

256 | 59.3/69.5 55.4/62.7 97.4/98.6 97.9/98.2 65.1/67.2 76.6/78.8 | 85.9/90.3 71.1/68.0 72.4/81.6

(o) e o S

(o) e o S R

Table 16: Qwen3-4B-Base pass@F up to 256 for the selected checkpoints from Table 1. Cells report baseline/focal
values.
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Method k| AIME24 AIME25 AMC23 MATHS500 Minerva Olympiad | IFEval SynLogic GPQA

1]10.7/121 0.7/1.0  30.5/29.8 55.0/54.1 21.8/21.0 19.4/20.1 | 54.1/56.4 4.7/4.6 17.5/15.2
2115.8/17.5 1.4/1.8 41.0/414 63.4/63.1 28.1/28.1 25.5/26.7 | 61.7/64.0 7.0/6.8 24.4/22.4
4120.6/229 2.6/3.2 50.6/52.4 69.7/70.1 34.0/34.7 31.1/32.8 | 66.7/68.9 9.8/9.4  29.5/30.7
8124.3/27.5 4.6/51 58.7/61.9 74.9/75.7 39.2/40.3 36.4/38.4 |70.0/72.2 13.3/12.7 35.9/36.3
6
2

GRPO/

F-GRPO 16269/30.7 7.4/7.6 657/70.1 79.3/80.4 43.6/44.9 41.4/43.7 |72.1/74.5 17.7/17.0 41.2/41.7
3

29.2/33.0 10.3/10.6 72.4/77.2 82.9/84.7 47.6/48.9 46.1/48.6 | 73.8/76.3 22.8/21.9 45.6/47.0

64 | 32.0/35.8 13.3/14.3 78.7/83.1 86.0/88.3 51.4/52.8 50.7/53.2 |75.3/77.7 27.8/26.9 49.6/51.5
128 | 35.8/40.0 16.5/20.5 83.9/87.6 88.6/91.1 55.2/56.5 55.2/57.4 |76.7/78.7 32.3/31.5 52.9/55.1
256 | 40.7/46.1 21.5/29.5 88.2/90.6 90.6/92.9 59.0/60.1 59.3/61.3 | 78.0/79.6 36.4/35.5 55.1/57.6

12.8/11.1  1.0/1.7 33.1/31.9 55.9/58.6 22.4/22.3 21.0/23.2 |51.2/53.0 4.8/43 15.7/17.0
17.2/16.1 1.8/3.0 43.3/422 61.6/66.5 27.9/29.0 25.7/29.3 |59.7/61.6 6.7/6.3  21.2/23.6
20.4/21.4 29/48 52.6/53.0 66.2/72.5 32.9/35.1 29.8/34.8 | 65.6/67.0 8.6/8.8 26.1/29.8
DAPO/ 24.8/25.0 4.4/6.8 60.4/62.0 70.0/77.5 37.3/40.1 33.4/39.7 |69.2/70.5 11.0/12.2 30.6/35.5
F.DAPO 16]28.2/28.6 6.0/8.9 658/69.7 73.1/81.7 41.1/44.5 36.6/44.3 |71.7/73.0 14.1/16.4 34.9/40.7
32131.3/32.3 8.1/11.5 70.2/75.4 76.0/85.2 44.6/48.6 39.6/48.7 | 73.7/75.1 17.7/21.1 38.9/44.9

64 | 34.5/36.2 10.8/15.5 74.5/79.9 78.9/88.1 47.8/52.5 42.5/53.1 |75.4/77.0 21.6/25.6 42.2/48.4

128 | 37.5/40.2 14.1/21.5 77.7/84.2 81.5/90.4 50.9/56.1 45.4/57.3 |76.7/78.5 25.4/29.4 44.7/51.3

256 | 40.8/44.4 18.5/28.7 79.5/88.3 83.8/92.0 54.1/59.3 48.4/61.3 | 77.8/79.5 28.9/33.0 47.0/53.7

9.7/10.6  1.0/2.0 32.9/34.1 56.9/56.5 21.8/22.1 225215 |54.6/52.6 4.3/54 18.2/17.0
15.0/15.9 1.8/34 43.2/44.9 64.1/64.5 28.1/28.1 27.9/27.5 | 62.5/60.6 6.2/7.4 24.1/22.8
210212 3.2/51 532/533 69.8/70.6 34.0/33.7 32.8/33.0 | 67.6/65.7 8.6/9.8 29.527.8
CISPO/ 254/268 5.1/7.0  59.4/61.3 74.3/75.6 39.3/38.8 37.3/38.1 |70.8/69.0 11.7/12.8 34.1/32.3
FCISPO 16 |28.7/313  7.5/89 64.1/66.9 77.9/79.8 44.0/433 41.4/42.8 |732/71.3 15.1/16.6 38.3/36.2
32|31.6/34.1 10.8/11.2 68.8/70.6 81.0/83.4 48.4/47.5 45.147.2 |75.0/73.1 18.7/20.9 42.2/39.5
64|35.1/36.1 151/14.3 73.4/74.1 83.9/86.4 52.4/51.5 48.7/51.1 |762/74.7 22.1/254 45.3/42.4
128 | 37.9/39.0 20.0/18.6 76.1/78.9 86.7/88.9 56.1/55.3 52.1/54.8 |77.3/762 25.7/29.7 47.7/45.1
256 | 39.4/42.8 25.4/24.5 79.1/82.6 89.1/9L0 59.5/58.8 55.4/58.7 |78.4/77.3 29.4/33.9 49.7/47.7

(o) e o S
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Table 17: Llama-3.2-3B-Instruct pass@k up to 256 for the selected checkpoints from Table 1. Cells report
baseline/focal values.
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Category Symbol Meaning
o The policy parameterized by 6
D Prompt distribution
x Given prompt
0,Yy A complete response (trajectory) generated by m¢ when given ©
Yt The t-th token of response y
N Group size: number of rollouts sampled per prompt
Trajectory-level variables R; Binary reward for rollout ¢ (R, if correct, R, if incorrect)
Re, Ry, Reward values for correct and incorrect rollouts (R, > R.,)
Hpos () Success probability: Pro.r,(.ja)[0 € C()]
= Number of correct rollouts for prompt « in a sampled group
Ey Target subset of correct rollouts for prompt =, £, C C(z)
TE(T) Conditional mass of Ey: Promr,(.ja)[0 € Ex)
Hpos () Empirical success rate: fraction of correct rollouts in the sampled

group

p = softmax(z)
Zi
P,
Sy, 5-,U

Qpos; Qneg
Pp037 Pneg

u,pos

St,2,5-2
U,

Upos,Q, Uneg,Q

Categorical framework variables

Policy over finite action space A

Logit for action ¢

Sets of correct and incorrect actions

Sampled correct actions, sampled incorrect actions, and unsampled
actions

Total correct and incorrect probability masses

Sampled correct and incorrect probability masses
Unsampled-correct probability mass

Second moments: Zi65+ Pi D ies Pi

. 2
Unsampled second moment: Y, -, p; 4 .
Unsampled second moments for correct and incorrect actions

mo(- [ o, y<t)

Conditional probability of generating token - given prompt « and
previous tokens y«

R Group mean reward: 37| R;
OR Standard deviation of rewards in the group
AGRPO Group-relative advantage: (R; — R)/(or + €)
AT‘GRPO Focal-weighted advantage: g(z) - AGRPO
Expressions and operators ri.0(6) Importance ratio: mo (yi,¢ | T, Yi,<t)/ Mo (Yi,e | @, Yi,<t)
Skr Batch baseline: RcPpos + Ruw Paeg
Az; One-step logit update: 3-p;(R; — Sr)
AQpos One-step change in total correct mass
AQu,pos One-step change in unsampled-correct mass
g(z) Focal weight: (1 — fipos(x))”
¥ Focal-weight exponent controlling reweighting strength
n Learning rate
Miet (2) Retained positive mass: fraction of initial correct probability that has
not decreased at step ¢
An(x) Active event for prompt z: {0 < X, < N}
Events and probabilities Be,n () Tail-miss event: active update for prompt x that samples no rollout

from E,
Pointwise probability of the tail-miss event

Sets

Space of complete rollouts for prompt x

Subset of correct rollouts for prompt x

Finite action space in the categorical framework
Subset of correct actions in the categorical simulation

Table 18: Notation used in the paper.
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