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Abstract

Hateful content online is often expressed using
fact-like, not necessarily correct information,
especially in coordinated online harassment
campaigns and extremist propaganda. Failing
to jointly address hate speech (HS) and mis-
information can deepen prejudice, reinforce
harmful stereotypes, and expose bystanders to
psychological distress, while polluting public
debate. Moreover, these messages require more
effort from content moderators because they
must assess both harmfulness and veracity, i.e.,
fact-check them. To address this challenge,
we release WSF-ARG+, the first dataset which
combines hate speech with check-worthiness
information. We also introduce a novel LLM-
in-the-loop framework to facilitate the annota-
tion of check-worthy claims. We run our frame-
work, testing it with 12 open-weight LLMs of
different sizes and architectures. We validate it
through extensive human evaluation, and show
that our LLM-in-the-loop framework reduces
human effort without compromising the anno-
tation quality of the data. Finally, we show that
HS messages with check-worthy claims show
significantly higher harassment and hate, and
that incorporating check-worthiness labels im-
proves LLM-based HS detection up to 0.213
macro-F1 and to 0.154 macro-F1 on average
for large models.

Content Warning: This paper contains examples
of language that may be offensive to some readers.

1 Introduction

The quality of content in the online sphere has
been constantly decreasing (Doctorow, 2025; Shaib
et al., 2025). The large amount of user-generated
content and the increasing laxity of content moder-
ation policies on social media platforms have facili-
tated the spread of hate speech and misinformation,
posing a global threat that undermines efforts to
maintain healthy online environments and stable
democracies (van der Linden et al., 2023).

Previous work has investigated hate speech and
misinformation as separate phenomena. On the
other hand, following Wardle and Derakhshan
(2017), hate speech (HS) and misinformation are
strictly related (Mosleh et al., 2024), and they repre-
sent two instances of a more general phenomenon
labeled information disorder. Evidence of the strict
connection between these instances can be found
in recent tragic events such as the Rwanda and
Rohingya genocides: in both cases, as attested by
UN reports,1 misinformation was used to promote
hate against specific ethnic groups who have been
persecuted.

From a fact-checking perspective, misinforma-
tion—defined as demonstrably false or misleading
information, regardless of source or intent—is lin-
guistically realized through claims. Claims are
statements that express assertions on a specific
topic and represent the author’s commitment to
presenting a proposition as fact (Murzaku et al.,
2022). In hate speech—defined as a deliberate
attack directed toward a specific group of people
and motivated by aspects of that group’s identity
(de Gibert et al., 2018)—the attack (or components
of it) can be realized via claims that contain demon-
strably false information (e.g., “The kind of per-
version that leads to homosexuality also leads
to pedophilia. Gay men may turn out to be pe-
dophiles.”) or truthful information deployed mis-
leadingly (e.g., “Africa is an area rich in natural
resources but they only use these resources to
make mud huts.”), and thus reinforcing the hateful
stances.

Identifying whether a claim warrants fact-
checking, i.e., establishing its check-worthiness,
is therefore an essential step that enables the
assignment of truthfulness values to claims, fa-
cilitating targeted interventions that disrupt the

1Rwanda: https://bit.ly/3NsiCdp; Rohingya: https:
//bit.ly/4pt7jyQ
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misinformation-hate nexus. By prioritizing fact-
checking resources on claims that meaningfully
contribute to hateful narratives, it becomes possi-
ble to respond to hate with appropriate instances of
counterspeech. This will debunk the false premises
that legitimize prejudice while educating audiences
about manipulative rhetorical strategies. To this
end, we propose the following contributions:

• We introduce a new dataset, WSF-ARG+,
which enrich WSF-ARG (Bonaldi et al.,
2024) with non-hateful messages and check-
worthiness annotations to support the study of
interactions between HS and misinformation.2

• We propose and validate a novel LLM-in-the-
loop framework to facilitate the annotation of
check-worthy claims; we also present strate-
gies for mitigating errors through model se-
lection and human oversight to address in-
trinsic limitations of LLMs as data annota-
tors (Baumann et al., 2025). The framework
enables check-worthiness annotation to reach
full human-level quality.

• We investigate the intersection between hate
speech and check-worthiness in WSF-ARG+,
showing that messages containing check-
worthy claims are more harmful and hateful
and that incorporating check-worthiness la-
bels improves hate speech detection up to
0.213 macro-F1 and to 0.154 macro-F1 on
average for large models.

2 Related Work

This section reviews how LLMs have been for
annotating unstructured text (Section 2.1). We
then examine the overlap between hate speech
and misinformation, noting that many datasets re-
main unrepresentative and often include hate with-
out factual claims (Section 2.2). Finally, we situ-
ate check-worthiness detection within the broader
misinformation-detection landscape (Section 2.3).

2.1 LLM as Data Annotators

LLMs have increasingly been adopted in research
as a means to bootstrap relevant information, pro-
cess data, or generate relevant labels on unstruc-
tured data. Prior research has shown that LLM-

2The annotated data, and the accompanying annotation
guidelines and code can be found at https://github.com/
benjaminocampo/wsf_arg_plus.

based annotations can substantially reduce label-
ing costs (Wang et al., 2021) and, in some cases,
even surpass the quality of crowd-sourced gold
references, underscoring their growing relevance
for computational social science (Ziems et al.,
2024; He et al., 2024). Zhu et al. (2025) intro-
duce JudgeLM, a fine-tuned model designed for
open-ended evaluation tasks such as counterspeech
assessment (Zubiaga et al., 2024; Bonaldi et al.,
2025). Lin et al. (2023) propose ArgJudge and
ChatGPTEval, two LLM-based approaches to eval-
uate the relevance and informativeness of generated
counter-arguments.

However, concerns remain about the reliabil-
ity and generalizability of LLM-based annota-
tions. Model performance depends on task sub-
jectivity (Li et al., 2023) and some models ex-
hibit primacy bias, favoring labels presented earlier
in prompts (Wang et al., 2023). Baumann et al.
(2025) demonstrate that implementation choices
(e.g., model selection, prompting strategy) substan-
tially affect annotation outcomes, introducing sys-
tematic and random errors. These findings under-
score the need for transparency and methodological
rigor when employing LLMs for annotation.

2.2 Hate Speech and Misinformation Datasets
Many widely used datasets in hate speech (David-
son et al., 2017; Basile et al., 2019; Zampieri et al.,
2020, among others) primarily consist of short, ex-
plicit messages not expressing claims and relying
on slurs, insults, or other transparent hateful terms,
making them unsuitable to evaluate the check-
worthiness of their claims. Other datasets (Sap
et al., 2020; ElSherief et al., 2021; Vidgen et al.,
2021; Hartvigsen et al., 2022; Ocampo et al., 2023)
are better candidates but they still contain a signifi-
cant proportion of short, explicit hateful statements,
and many of their implicit hate messages are either
brief or rely on coded language to obscure stance
without providing supporting reasons (Bonaldi
et al., 2024)

Datasets oriented toward counterspeech gener-
ation, such as CONAN (Chung et al., 2019) and
MT-CONAN (Fanton et al., 2021), are designed
to provide non-aggressive, fact-based responses to
hateful messages. However, even these datasets
are partially generated in a synthetic way. For
instance, MT-CONAN is derived from CONAN
through machine translation from English. Addi-
tionally, more than half of the hate messages in
MT-CONAN are not check-worthy (see Appendix
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E). The importance of “ecological” data has mo-
tivated the development of WSF-ARG (Bonaldi
et al., 2024), a dataset with hateful arguments to
generate argument-oriented counter-speech.

From the misinformation perspective, well-
known datasets such as LIAR++ and Full-
Fact (Russo et al., 2023b), and their extended
versions like Vermouth (Russo et al., 2023a) and
LIAR-ARG (Wang et al., 2025), contain claims
originally sourced from fact-checking organiza-
tions. These claims are check-worthy by design
but lack hateful annotations.

2.3 Check-worthiness Detection

Most of the previous work in misinformation detec-
tion has focused on two tasks: claim detection and
factuality assessment (Guo et al., 2022; Hardalov
et al., 2022; Zerong et al., 2025) While strictly
connected to claim detection, check-worthiness de-
tection has received less attention. One of the first
datasets supporting both claim detection and check-
worthiness detection is ClaimBuster (Hassan et al.,
2015), which annotates presidential debate claims
across three classes: non-factual, factual but not
check-worthy, and factual and check-worthy. A
major subsequent effort is the CheckThat! Lab3

series at CLEF (2021–2024), which released mul-
tiple datasets varying in text type, modality, and
language. Submitted systems fall into two cate-
gories: supervised fine-tuned models and, since
2023, prompt-based LLM methods, with the for-
mer consistently outperforming the latter.

More recently, Majer and Šnajder (2024) evalu-
ated zero- and few-shot LLM prompting for check-
worthiness detection across multiple datasets, sys-
tematically varying prompt verbosity and contex-
tual information. They find that optimal verbosity
is dataset-dependent, metadata yields greater gains
than co-text, and well-calibrated confidence scores
enable reliable ranking. Overall, the approach
matches fine-tuned baselines on most datasets,
demonstrating that annotation guidelines can ef-
fectively guide LLM-based detection. Building
on these findings, we employ LLMs to bootstrap
check-worthiness annotation for our data.

3 Methodology

In this section, we first define the check-worthiness
labeling task (Section 3.1). Second, we present our

3https://checkthat.gitlab.io/editions/

LLM-in-the-loop framework for annotating check-
worthy claims (Section 3.2).

3.1 Check-worthiness Task Description

Check-worthiness entails two dimensions: (i.) it
requires messages to contain claims, i.e., verifiable
assertions about the world; (ii.) claims must have a
potential to have an impact or be of interest to the
general public (Alam et al., 2021). Check-worthy
claims are likely to be noticed, repeated, or influen-
tial, such that a typical member of the public might
reasonably ask whether they are true. Because
they involve factual claims of public interest, these
claims are especially relevant for journalists and
fact-checkers seeking to inform the public (Has-
san et al., 2015; Jaradat et al., 2018; Wright and
Augenstein, 2020; Nakov et al., 2021). We frame
check-worthiness labeling as a multi-class annota-
tion task based on the ClaimBuster framework:

Checkworthy Factual Statement (CFS) It con-
tains a factual claim that is deemed important and
should be fact-checked due to its impact on the pub-
lic. This includes verifiable claims, viral or widely
shared false information, hoaxes without evidence,
and provably false claims that are timely, trending
and consequential in their context (e.g., “92% of
abortion clinics are in black communities.”).

Unimportant Factual Statement (UFS) It con-
tains a factual claim that is not important
enough for fact-checking. These are claims
of low interest to the general public (e.g.,

“When I was last in South Africa, we went to Sun
City and saw little black monkey children swim-
ming.”).

Non-Factual Statement (NFS) A subjective or
opinion-based text that includes beliefs, personal
declarations, wishes, or rhetorical questions. These
do not contain factual claims (e.g., “We should go
to the southwest and go on the offensive and drive
every race down into Mexico.”).

3.2 LLM-in-the-loop: Bootstrapping Data
Annotation Avoiding Over-reliance

Annotation tasks require multiple annotators. Their
number can vary according to various factors
such as expertise, complexity of the task, and
the annotation paradigm (prescriptive vs. descrip-
tive) (Röttger et al., 2022). In the design of our
LLM-in-the-loop framework, we have assumed the
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following settings: we recruit only expert annota-
tors, the guidelines are “rigid” (i.e., prescriptive),
and there must be a final gold label. Under this
perspective, the use of LLMs aims at reducing the
number of experts involved while maintaining the
same annotation quality.

We illustrate the framework in Figure 1. In the
first stage, a human annotator and an LLM annotate
the entire dataset. When the LLM annotations are
not consistent or when the LLM and the human dis-
agree, the claims are assigned to a judge annotator.
While the judge can observe the assigned labels,
they can disagree with both and assign a different
label. The judge’s decision is final. To mitigate
anchor bias, the judge is blind to the source of each
annotation and receives the labels in a randomly
swapped order. Although both humans and LLMs
interact in our setting, our framework differs from
a human-in-the-loop approach. In the latter, an
automated system completes the task end-to-end,
and a human subsequently verifies the output to en-
sure correctness, generally obtaining silver-quality
annotations. In contrast, in the LLM-in-the-loop
framework, the LLM is integrated into the work-
flow as an in-vitro, auxiliary annotator, operating
in a controlled, human-supervised setting, reduc-
ing the costs in terms of manual effort and time.
To mitigate known limitations of using LLM-as-
annotators (Baumann et al., 2025), we have imple-
mented the following strategies: (i.) generate three
independent annotations per instance and assign
a provisional label via majority voting, reporting
prediction variability; (ii.) require human judge
when the three LLM annotations disagree or when
the LLM majority-vote label conflicts with the first
human annotator’s label; (iii.) compare zero-shot
and one-shot settings by measuring reductions in
prediction variability; (iv.) evaluate judge prefer-
ences under blind conditions regarding the annota-
tion source; (v.) validate each step by measuring
percent agreement and IAA between LLM anno-
tations, other LLMs, and human annotations; and
(vi.) validate the overall framework by comparing
LLM-in-the-loop annotations with a fully human
annotation setting.

4 Data

For our study, we use the White Supremacy Fo-
rum Argumentative dataset (WSF-ARG) (Bonaldi
et al., 2024). WSF-ARG comprises 227 hateful
messages specifically selected as the longest argu-
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Figure 1: LLM-in-the-loop framework overview. A
HS message is annotated by a human and an LLM in
parallel. The LLM generates three labels per instance
and assigns a majority vote label. If it matches the
human label, it is accepted; otherwise, a judge assigns
the final label (also when all three LLM labels differ).
LLM labels L1–L3; L = LLM majority vote label; L’ =
human label; L” = judge label.

mentative messages containing at least one premise
and one conclusion. While individual argument
components may be hateful or not, each message
is classified as hateful overall.

We selected WSF-ARG because it contains both
explicit and implicit hate speech from real users
with sufficient complexity to provide claims suit-
able for fact-checking assessment. The dataset of-
fers valuable features, including identified argu-
ment components, component-level hate speech
annotations (with some messages classified as hate-
ful despite containing no hateful components),
and identification of the weakest argument com-
ponent in each message. However, WSF-ARG
does not contain non-hateful messages. Since we
aim at investigating the relationship between check-
worthiness and hate speech, we have extended
WSF-ARG with 294 non-hateful messages. This
allows us to investigate whether check-worthiness
supports the identification of hate speech.

To do this extension, we followed the approach
of Bonaldi et al. (2024). First, we selected
the longest non-hateful messages from the orig-
inal WSF dataset (exceeding 40 words) and ap-
plied gpt-3.5-turbo-instruct to automatically
extract claims. After this, two human annotators4

validated the extracted claims by comparing them
with the original messages. Messages with no
claims, premises, or conclusions were discarded If
a message was deemed as valid, but the extraction
of claims was imperfect, the annotators corrected it
with minimal edits. Messages requiring substantial
rewriting were discarded.

4Sociodemographic of the annotators are in Appendix D.
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HS Non-HS

Number of Messages 227 294
Total Number of Premises 406 362
Total Number of Conclusions 227 136
Total Number of Claims 633 982
Avg. Number of Claims per Message 2.789 3.344
Std. Number of Claims per Message 0.644 1.160
Min Number of Claims per Message 2 1
Max Number of Claims per Message 4 7

Table 1: Descriptive statistics of claims per message in
WSF-ARG, enriched with Non-HS messages.

Table 1 presents an overview of the enriched
WSF-ARG. As the table shows, hateful messages
contain at least two claims, one conclusion (always
present on hateful messages in WSF-ARG) and one
or multiple premises that support the conclusion
(2.789 claims on avg. per hateful message). In
contrast, non-hateful messages do not consistently
follow a premise–conclusion structure (only 136
out of 294 contain an explicit conclusion), although
they still consist of one or multiple claims (with an
average of 3.344 claims per message).

5 LLM-in-the-loop Evaluation

We use 12 models belonging to five different fami-
lies, namely Mistral, Llama3*, Qwen2.5, Olmo2,
and Commander-R. Models vary in sizes, ranging
between 7B (small models) up to 104B (large mod-
els).5 We selected these models to ensure that each
has a counterpart within the same family but with
different parameter sizes. This design enables sys-
tematic exploration of how model scale and model
family influence the effectiveness of our mitigation
strategies. Specifically, this selection allows us to:
compare output variability across different LLMs,
evaluate multiple model configurations rather than
relying on a single LLM, and examine inter-model
agreement patterns. We have excluded closed mod-
els due to replicability concerns.

Regarding temperature, values in the 0–1 range
show no statistically significant differences in per-
formance, while values above 1 degrade it (Renze,
2024). We set temperature to 1 to balance stability
and stochasticity for measuring intra-model relia-
bility, with gains expected to generalize to lower
settings (Renze, 2024; Li et al., 2025).

Two expert human annotators participate in the
task, with one annotating the entire dataset along-

5The specific versions of the LLMs used in this study are
provided in Appendix A, along with the energy consumed by
these LLMs in our experiments in Appendix F.

side the LLMs and the other serving as the judge.
Human annotators and LLMs are given the same
instructions and label definitions. All model anno-
tations are generated using a shared base prompt
(see prompts in Appendix B.1).

We further evaluate one-shot prompting, using as
examples the messages used to define the labels in
Section 3.1, hypothesizing that one-shot prompting
may reduce LLM prediction variability before the
majority voting stage and avoiding inconsistent
labeling.

Given that we use a dataset in which claims are
explicitly extracted from each message, we anno-
tate check-worthiness per claim instead of per mes-
sage. This allows for a more controlled and nu-
anced analysis of our experiments. The proposed
LLM-in-the-loop framework can also be applied to
entire messages where claim level annotations are
not available.

5.1 Results & Discussion
We begin by identifying the best-performing model
and prompt configuration for check-worthiness an-
notation. Table 2 reports agreement between each
of the 24 configurations, spanning 12 models and
two prompt strategies—and the first human an-
notator. OLMo2-32B attains the highest agree-
ment, with a percentage agreement of 0.594 on
claims from hate speech messages and 0.581 on
claims from non-hate speech messages, followed
by Mixtral-8x7B with corresponding scores of
0.589 and 0.518. Overall, both zero-shot and one-
shot approaches exhibit minimal variability. Larger
models do not exhibit higher agreement with hu-
man annotators compared to small or medium-
sized ones. Models show stronger agreement with
the first annotator on identifying CFS labels, while
disagreement is more frequent for NFS and UFS
labels.

OLMo2-32B achieves moderate agreement with
the first annotator on check-worthiness annotation
(Cohen’s κ = 0.365), reaching Cohen’s κ = 0.348
on claims contained in hate speech messages, and
Cohen’s κ = 0.350 on claims contained in non-hate
speech messages. Agreement improves under the
binary setting (merging NFS and UFS into a single
Non-Check-Worthy label), reaching Cohen’s κ =
0.376 on claims contained in hate speech messages
and Cohen’s κ = 0.516 on claims contained in non-
hate speech messages, with an overall Cohen’s κ
of 0.483, comparable to human agreement reported
in the 2021 CheckThat! Lab (Shaar et al., 2021),
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Hate Speech Messages Non-Hate Speech Messages

Model Shot All Claims CFS NFS UFS All Claims CFS NFS UFS

zero .346 ± .001 .096 ± .000 .994 ± .000 .196 ± .006 .465 ± .003 .365 ± .003 .886 ± .002 .256 ± .006
Mistral-7B

one .408 ± .002 .219 ± .004 .806 ± .003 .441 ± .006 .526 ± .001 .378 ± .000 .670 ± .002 .570 ± .002
zero .292 ± .003 .027 ± .003 .988 ± .003 .118 ± .011 .383 ± .002 .119 ± .006 .951 ± .004 .230 ± .004

Llama-8B
one .324 ± .001 .082 ± .002 .964 ± .000 .157 ± .000 .435 ± .005 .227 ± .003 .966 ± .000 .253 ± .011
zero .389 ± .008 .213 ± .014 .855 ± .014 .265 ± .020 .477 ± .002 .494 ± .008 .758 ± .017 .250 ± .008

Olmo2-7B
one .322 ± .008 .090 ± .004 .964 ± .013 .118 ± .025 .425 ± .003 .304 ± .009 .905 ± .010 .191 ± .003
zero .363 ± .002 .104 ± .003 .964 ± .000 .324 ± .011 .455 ± .002 .229 ± .003 .932 ± .004 .331 ± .003

Qwen2.5-7B
one .311 ± .002 .055 ± .002 .994 ± .003 .127 ± .011 .364 ± .001 .124 ± .000 .996 ± .000 .138 ± .002
zero .458 ± .007 .418 ± .013 .800 ± .012 .049 ± .020 .408 ± .005 .467 ± .003 .814 ± .011 .048 ± .007

Command-R-7B
one .423 ± .007 .339 ± .010 .855 ± .003 .029 ± .000 .408 ± .005 .439 ± .013 .856 ± .004 .045 ± .006

zero .589 ± .003 .697 ± .004 .588 ± .010 .206 ± .006 .518 ± .007 .657 ± .016 .652 ± .015 .278 ± .017
Mixtral-8x7B

one .585 ± .007 .661 ± .007 .533 ± .009 .392 ± .034 .550 ± .011 .569 ± .004 .557 ± .023 .525 ± .037
zero .336 ± .003 .123 ± .003 .988 ± .003 .049 ± .006 .387 ± .001 .298 ± .003 .992 ± .000 .028 ± .000

Mistral-22B
one .303 ± .000 .063 ± .000 1.0 ± .000 .039 ± .000 .325 ± .001 .141 ± .002 1.0 ± .004 .011 ± .002
zero .594 ± .008 .620 ± .004 .745 ± .036 .255 ± .006 .581 ± .003 .699 ± .006 .826 ± .002 .281 ± .003

Olmo2-32B
one .507 ± .001 .434 ± .003 .927 ± .003 .088 ± .006 .489 ± .005 .508 ± .013 .966 ± .004 .115 ± .002
zero .466 ± .004 .377 ± .006 .927 ± .007 .039 ± .015 .488 ± .008 .580 ± .008 .947 ± .010 .053 ± .013

Mixtral-8x22B
one .510 ± .001 .432 ± .002 .927 ± .006 .118 ± .010 .536 ± .003 .597 ± .002 .951 ± .004 .166 ± .010

zero .479 ± .002 .333 ± .003 .988 ± .000 .176 ± .015 .540 ± .006 .539 ± .004 .985 ± .002 .211 ± .013
Llama-70B

one .455 ± .010 .284 ± .009 .988 ± .000 .206 ± .030 .497 ± .003 .478 ± .003 .996 ± .000 .146 ± .009
zero .485 ± .002 .290 ± .002 .976 ± .003 .392 ± .010 .569 ± .004 .442 ± .006 .981 ± .006 .393 ± .010

Qwen2.5-72B
one .453 ± .003 .246 ± .002 .988 ± .000 .333 ± .026 .569 ± .003 .428 ± .004 .989 ± .002 .402 ± .006
zero .545 ± .004 .549 ± .010 .867 ± .009 .010 ± .010 .453 ± .027 .511 ± .018 .951 ± .096 .025 ± .016

Command-R-104B
one .321 ± .004 .101 ± .007 1.00 ± .000 .010 ± .006 .345 ± .004 .188 ± .014 .996 ± .000 .022 ± .011

Table 2: Percentage agreement between the first human annotator and LLM predictions across 24 configurations.
Agreement is calculated as matching labels divided by total instances. Values show percent agreement of majority-
vote LLM annotations with the first annotator (± standard deviation across three runs). The highest value per column
is in bold and the second highest is underlined.

Zero Shot (κ Score) One Shot (κ Score)
Non-HS HS Overall Non-HS HS Overall

Mistral-7B 0.387 0.147 0.267 0.419 0.244 0.332
Llama-8B 0.303 0.126 0.214 0.361 0.160 0.261
Olmo2-7B 0.448 0.291 0.370 0.314 0.127 0.220
Qwen2.5-7B 0.386 0.172 0.279 0.285 0.123 0.204
Command-r-7B 0.377 0.209 0.293 0.349 0.207 0.278

Mixtral-8x7B 0.476 0.418 0.447 0.457 0.453 0.455
Mistral-22B 0.322 0.150 0.236 0.160 0.065 0.112
Olmo2-32B 1.000 1.000 1.000 0.562 0.541 0.551
Mixtral-8x22B 0.551 0.409 0.480 0.563 0.475 0.519

Llama-70B 0.553 0.405 0.479 0.500 0.337 0.419
Qwen2.5-72B 0.555 0.391 0.473 0.518 0.329 0.423
Command-R-104B 0.511 0.464 0.487 0.232 0.112 0.172

Table 3: IAA (Cohen’s κ) of the best-performing con-
figuration, Olmo2-32B under zero-shot with majority
voting, compared against other LLM runs (also using
majority voting).

and with non-hate speech consistently outperform-
ing hate speech, suggesting that check-worthiness
annotation is inherently harder for hateful content.

Prediction variability LLMs exhibit high con-
sistency when predicting claim labels: in the worst-
case scenario, Command-R-7B (zero-shot, hate
speech) and Command-R-104B (zero-shot, non-
hate speech) produce identical labels in all three
runs for 77.7% and 70.7% of cases, respectively.
In most remaining instances, two out of three

runs agree. Only Mixtral-8x7B in the zero-shot
setting produces different labels across all three
runs, occurring in fewer than 3% of cases. One-
shot prompting generally yields more stable labels
across repeated runs of the same LLM. It rarely
produces three different labels across three runs,
indicating improved robustness even at a tempera-
ture of 1, albeit with a possible reduction in overall
agreement. Full details in Table B in Appendix B.3.

Annotator Agreement OLMo2-32B achieves
the highest agreement with the first human anno-
tator under zero-shot prompting and shows low
variability. Table 3 further shows moderate agree-
ment between OLMo2-32B and other medium- and
large-scale models, confirming consistent behavior
across configurations and supporting its selection
to be judged in the second phase. 754 of the total
claims are required to be judged (46.69%), these
claims appeared more frequently in Non-HS mes-
sages (497; 50.61% of claims in Non-HS) than in
HS messages (257; 40.60% of claims in HS). The
judge sides with the human annotator in 589 claims
(78.12% of claims to be judged) and with the LLM
in 138 claims (18.30% of claims to be judged).
After adjudication, disagreements decrease from
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757 (46.69%) to 616 claims (38.14%). This re-
duction occurs because, in a subset of disputed
cases, the judge agrees with the LLM, bringing
those LLM predictions into agreement. The remain-
ing disagreement therefore reflects the divergence
between OLMo2-32B’s zero-shot predictions and
the final adjudicated labels produced by the LLM-
in-the-loop framework.

5.2 Human Validation
To verify whether the labels produced by the LLM-
in-the-loop framework align with those obtained
through full human annotation, three expert anno-
tators independently annotated the entire dataset
using the same annotation guidelines. These anno-
tations consisted of the re-used annotations from
the first annotator involved in the LLM-in-the-loop
setup (without relabeling) and new annotations
provided by two additional expert annotators. In
cases of disagreement among the three annotators,
a fourth human annotator (who was not involved in
the LLM-in-the-loop setup) reviewed the instance.
Otherwise, the final label was determined through
majority voting. Note that, with this setup, no mem-
ory effects are introduced into the annotation pro-
cess. All annotators involved in both the LLM-in-
the-loop and full-human setups saw their assigned
claims only once, avoiding the risk of recency ef-
fects.

The IAA agreement between pairs of annotators
using Cohen’s κ ranges between 0.485 and 0.627,
suggesting moderate to substantial agreement (see
details in Appendix B.2). Using Krippendorff’s α
across all annotators yields 0.537 when considering
the three labels (NFS, UFS, and CFS), and 0.570
when using a binary formulation in which NFS and
UFS are grouped as Non Check-worthy and CFS
as Check-worthy. For this setting, only 73 cases
required a judge (4.52% of the total claims), fol-
lowed by 699 cases where two annotators agreed,
and one disagreed (43.28% of the total claims), and
843 cases where all annotators agreed (52.20% of
the total claims). From the 73 claims to be judged
in the human setting, 53 (72.6%) matched cases to
be judged in the LLM-in-the-loop setting. We then
compared the final check-worthiness annotations
obtained through the LLM-in-the-loop framework
with those produced through full human annota-
tion. IAA was calculated, yielding a Cohen’s κ
of 0.800 when considering the three labels (NFS,
UFS, and CFS), and 0.815 when using a binary for-
mulation with NFS and UFS are grouped as Non

LLM-in-the-loop (gold labels)
Claims on HS Mess. Claims on Non-HS Mess.

HS Label
per Claim CFS NSF UFS CFS NFS UFS

Non-HS 132 75 60
HS 191 142 33

348 318 316

Full Human (platinum labels)
Claims on HS Mess. Claims on Non-HS Mess.

HS Label
per Claim CFS NSF UFS CFS NFS UFS

Non-HS 131 59 77
HS 183 143 40

327 339 316

Table 4: Label distributions for CFS, UFS, and NFS
across HS and Non-HS messages and their constituent
claims in the WSF-ARG dataset, comparing the full
human setting with the LLM-in-the-loop framework
using OLMo2-32B (zero-shot, majority voting).

Check-worthy. Table 4 presents the distribution of
check-worthiness annotations across HS and Non-
HS messages for both LLM-in-the-loop and full
human annotation methods, further broken down
by claims, showing that the annotations of both
settings distribute similarly even when intersected
with HS. With this human validation, we can see
that, although LLM-as-annotators may produce un-
reliable labels (as highlighted by Baumann et al.
(2025)), our LLM-in-the-loop framework can miti-
gate their impact even for a highly subjective task
such as check-worthiness detection.

6 WSF-ARG+: A New Dataset for Hate
Speech and Check-worthiness Detection

As a result of our LLM-in-the-loop framework and
extensive validation, we introduce WSF-ARG+, a
new dataset extending WSF-ARG. Next to the 294
non-hateful messages, it also contains annotations
for check-worthiness at claim level for each mes-
sage. For each claim, we release all annotations
produced by the LLM-in-the-loop framework and
humans, both aggregated and disaggregated. We
refer to the full human annotations as platinum la-
bels, while those from the LLM-in-the-loop are
called gold labels. We also release the predic-
tions of all LLMs. WSF-ARG+ establishes the
first testbed for both detection and counterspeech
generation at the intersection of hate speech and
check-worthiness. Table 4 reports on the label dis-
tribution of WSF-ARG+. We can notice that, for
this dataset, hateful messages rely more heavily on
check-worthy claims to convey hate. These claims
may themselves be hateful or not. In contrast, al-
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though check-worthy claims also appear in non-
hateful messages, such messages predominantly do
not depend on check-worthy claims.

7 Advancements at the Intersection of
Hate Speech and Check-Worthiness

We further analyze whether check-worthy hateful
messages are more harmful than not check-worthy
ones. To this end, we rely on the OpenAI Mod-
eration Tool6 as it achieves good results for hate
speech detection, reaching the best performance on
HateModerate (Zheng et al., 2024), a benchmark
dataset built from several well-known datasets in
the hate speech domain, such as HateCheck, Dy-
naHate, ToxicSpans, Hate Offensive, to mention
a few. The OpenAI moderation tool outputs, for
an input message, 21 dimension scores ranging
from 0 to 1, where higher values indicate a higher
likelihood of the content containing aspects of that
dimension. However, OpenAI does not provide
a unified threshold either within or across dimen-
sions. In our experiments, we focus on hate and
harassment, as they are the only ones exhibiting
average scores above 0.1 for messages in WSF-
ARG+. Dimensions with lower scores are excluded
since they do not meaningfully trigger the corre-
sponding categories.

To complement the validation conducted by
Zheng et al. (2024), we evaluated the entire WSF-
ARG+ dataset using the OpenAI Moderation tool,
targeting the hate and harassment dimensions, and
compared its outputs against the ground-truth hate
speech labels (227 HS and 294 Non-HS). Table 5
reports their macro precision (P), recall (R), and F1
scores for thresholds ranging from 0.1 to 0.9. At
a threshold of 0.1, the tool achieves macro F1 of
0.808 (hate) and 0.764 (harassment), well above
a random baseline of 0.5, demonstrating reliable
alignment with ground-truth labels. Scores remain
consistently above the random baseline across all
thresholds for harassment, and for hate up to thresh-
old 0.8. We note that while the tool’s internal poli-
cies may not perfectly mirror the definition of hate
speech in WSF-ARG+ (and consequently the actual
annotations), there is a strong empirical alignment.

Building on this validation, we consider two
groups: messages that contain at least one check-
worthy claim and messages that contain no check-
worthy claims. We consider both platinum and

6https://platform.openai.com/docs/guides/
moderation

th Phate Rhate F1hate Pharass Rharass F1harass

0.1 .822 .803 .808 .789 .782 .764
0.2 .824 .765 .770 .799 .804 .798
0.3 .824 .765 .770 .794 .798 .795
0.4 .806 .700 .695 .797 .798 .797
0.5 .795 .673 .661 .800 .797 .798
0.6 .795 .643 .618 .802 .794 .797
0.7 .792 .623 .587 .774 .749 .753
0.8 .806 .588 .529 .777 .745 .749
0.9 .787 .518 .398 .780 .654 .636

Table 5: Macro precision (P), recall (R), and F1 scores
for the hate (hate) and harassment (harass) dimensions
across thresholds (th) ranging from 0.1 to 0.9 on WSF-
ARG+.

Platinum Gold
Harass Hate Harass Hate

HS Mess. w/o CFS claims 0.611 0.319 0.638 0.317
HS Mess. w/ ≥ 1 CFS claim 0.728* 0.411* 0.713* 0.405

Stat 3872.5 4236.5 3479.5 3723.0
P-value 0.005 0.038 0.022 0.078
Effect Size 0.227 0.154 0.190 0.133

Table 6: Comparison of OpenAI moderation scores
for harassment and hate between HS messages w/ and
w/o Check-worthy claims, including Mann–Whitney U
statistics, p-values, and effect sizes; * denotes statisti-
cally significance (p-value < 0.05).

gold annotations. Table 6 reports the scores for
the hate and harassment dimensions, together with
Mann–Whitney U statistical significance tests and
effect sizes. Differences in harassment and hate are
both statistically significant (p-value < 0.05) with
platinum labels, indicating that HS messages con-
taining check-worthy claims are, on average, more
harassing and more hateful in WSF-ARG+. How-
ever, effect sizes are small (harassment: r = 0.227;
hate: r = 0.154), indicating that while the trend
is reliable, the practical distinction between the
two groups remains modest. Using gold labels,
the significant difference is observed only with the
harassment dimension (r = 0.190), while a moder-
ate difference can be seen for the hate dimension
(0.05 < p-value < 0.1; r = 0.133).

We further conduct a hate speech classifica-
tion experiment on the whole WSF-ARG+ dataset.
We prompt all 12 LLMs presented in Section 5
over three runs per LLM to perform a classifi-
cation task given an input message, and evalu-
ate whether providing check-worthiness labels im-
proves hate speech detection. When using these
labels, each claim is wrapped with its correspond-
ing check-worthiness label and embedded directly
into the prompt (see prompts in Appendix C). To
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Models
w/ check-worthiness (platinum) w/ check-worthiness (gold) w/o check-worthiness

P R F1 ∆ F1 P R F1 ∆ F1 P R F1

Mistral-7B .648 ± .002 .611 ± .002 .560 ± .003 -.117 .677 ± .000 .662 ± .000 .636 ± .000 -.041 .738 ± .000 0.709 ± .000 .677 ± .000
Llama-8B .711 ± .002 .564 ± .003 .438 ± .005 -.034 .644 ± .000 .568 ± .000 .472 ± .000 .000 .624 ± .000 0.563 ± .000 .472 ± .000
Olmo2-7B .746 ± .005 .746 ± .005 .746 ± .005 +.059* .782 ± .004 .786 ± .004 .776 ± .004 +.089* .768 ± .001 0.724 ± .001 .687 ± .001
Qwen2.5-7B .759 ± .000 .639 ± .000 .559 ± .000 +.031 .734 ± .005 .673 ± .003 .621 ± .002 +.093* .745 ± .000 0.619 ± .000 .528 ± .000
Command-r-7B .497 ± .000 .498 ± .000 .426 ± .000 -.229 .557 ± .000 .523 ± .000 .409 ± .000 -.246 .729 ± .000 0.692 ± .000 .655 ± .000

Avg Small .672 ± .002 .612 ± .002 .546 ± .003 -.058 .679 ± .002 .642 ± .001 .583 ± .001 -.021 .721 ± .000 0.661 ± .000 .604 ± .000

Mixtral-8x7B .621 ± .005 .589 ± .004 .536 ± .005 -.113 .613 ± .008 .570 ± .009 .498 ± .015 -.151 .730 ± .007 0.688 ± .009 .649 ± .012
Mistral-22B .596 ± .001 .568 ± .002 .510 ± .005 -.125 .648 ± .005 .607 ± .005 .553 ± .006 -.082 .712 ± .002 0.675 ± .001 .635 ± .001
Olmo2-32B .722 ± .020 .725 ± .020 .722 ± .020 -.057 .772 ± .000 .774 ± .000 .773 ± .000 -.006 .787 ± .000 0.790 ± .000 .779 ± .000
Mixtral-8x22B .754 ± .005 .749 ± .005 .751 ± .005 -.034 .757 ± .004 .760 ± .003 .758 ± .004 -.027 .786 ± .003 0.790 ± .003 .785 ± .003

Avg Medium .673 ± .008 .658 ± .008 .630 ± .009 -.082 .698 ± .004 .678 ± .004 .645 ± .006 -.067 .754 ± .003 0.736 ± .003 .712 ± .004

Llama-70B .686 ± .011 .679 ± .014 .659 ± .017 +.179* .704 ± .005 .688 ± .007 .662 ± .009 +.182* .675 ± .008 0.579 ± .006 .480 ± .009
Qwen2.5-72B .723 ± .004 .725 ± .004 .716 ± .003 +.015* .773 ± .006 .775 ± .006 .766 ± .007 +.065* .766 ± .014 0.733 ± .016 .701 ± .018
Command-R-104B .698 ± .003 .623 ± .004 .553 ± .006 +.173* .713 ± .003 .650 ± .005 .593 ± .007 +.213* .705 ± .001 0.535 ± .001 .380 ± .002

Avg Large .702 ± .006 .676 ± .007 .643 ± .009 +.123 .730 ± .005 .704 ± .006 .674 ± .008 +.154 .715 ± .008 0.615 ± .008 .520 ± .009

Table 7: Macro precision (P), recall (R), and F1 results for binary hate speech detection on WSF-ARG+. Scores
are averaged over three runs; (±) denotes the standard deviation. ∆F1 indicates the change in macro F1 when
check-worthiness is included versus excluded. Positive values indicate improvement, while negative values indicate a
decline in performance; * denotes a statistically significant difference according to McNemar’s test (p-value < 0.05).

assess statistical significance, we applied McNe-
mar’s test to the aggregated (via majority voting)
LLM predictions across three runs against the
ground truth. Table 7 reports the mean perfor-
mance of each LLM over these runs, using both
platinum and gold labels. The results indicate that
all large models (≥ 70B) benefit statistically signif-
icantly (p-value < 0.05) from the inclusion of plat-
inum and gold check-worthiness labels, achieving
macro F1 scores ranging from 0.553 (Command-
R-104B) to 0.766 (Qwen2.5-72B). Across large
models, these variants outperform their correspond-
ing versions without check-worthiness labels by
an average of 0.123 and 0.154 macro F1 points
when using platinum and gold labels, respectively.
Within the same model family, Qwen2.5-7B also
improves over the setting without check-worthiness
labels, reaching an F1 score of 0.559 with platinum
and 0.621 with gold labels, although only the im-
provement with gold labels is statistically signifi-
cant. Among the smaller models also Qwen2.5-7B
outperforms statistically significantly their coun-
terparts without check-worthiness, achieving F1
scores of 0.746 with platinum and 0.776 with gold.

8 Conclusions and Future Work

In this paper, we introduce WSF-ARG+, the first
dataset created at the intersection of hate speech
and check-worthiness detection. The dataset con-
tains both hateful and non-hateful messages from
real users from the White Supremacy Forum Storm-
front. The messages in WSF-ARG+ are sufficiently
rich in content to contain multiple claims that can
be interlinked, can be check-worthy, and can be

used by hateful users to intensify and express hate-
ful stances. We release WSF-ARG+ with HS and
Non-HS messages, their extracted claims, plat-
inum human check-worthiness annotations (dis-
aggregated and aggregated), and gold annotations
obtained through our novel LLM-in-the-loop anno-
tation framework.

Along with WSF-ARG+, we also present a step-
by-step framework for careful annotation design
with LLMs, discussing model selection, prompting
strategies, intra- and inter-model comparisons, and
extensive human validation. Our results show that,
by following our LLM-in-the-loop framework, hu-
man effort can be reduced for a highly subjective
task such as check-worthiness detection in WSF-
ARG+, without reducing annotation quality.

Finally, we show that hate speech delivered
through check-worthy claims is significantly more
hateful and associated with higher levels of harass-
ment, and providing check-worthiness annotations
as input to LLMs can improve hate speech detec-
tion performance for large models on WSF-ARG+.

Our findings open several promising directions
for future research. Check-worthy claims in WSF-
ARG+ can be fact-checked to reveal the extent to
which HS messages rely on false or misleading
claims. WSF-ARG+ also allows for new counter-
speech generation methods, following Bonaldi et al.
(2024, 2026); Martone et al. (2026), by targeting
check-worthy or misinformative claims. Finally,
investigating the generalizability of the LLM-in-
the-loop framework to other annotation tasks could
represent a significant step toward improving the
reliability of LLMs as annotators.
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Ethical Statements

This paper includes examples from the existing
hate speech resource WSF-ARG that are used to
construct WSG-ARG+. The messages contained
in these datasets may include harmful or offensive
content and do not reflect the views of the authors.

Although our objective is to contribute to efforts
that limit the spread of HS on social media, we
acknowledge that releasing WSF-ARG+ may carry
a risk of misuse. Nevertheless, we believe that
effective strategies to counter HS require diverse
research directions, including but not limited to de-
tection, explanation generation, and counterspeech
generation. Observations in WSF-ARG+ suggest
that HS conveyed through misinformation can be
perceived as more hateful. It may also contribute to
severe real-world consequences, such as the Rwan-
dan genocide and the persecution of the Rohingya
people. Studying the interaction between HS and
misinformation may therefore support the develop-
ment of countering strategies. In particular, aspects
such as check-worthiness within HS messages may
help identify potential intervention points. Our
work aims to encourage further research on the in-
tersection of HS and misinformation, an area that
remains relatively underexplored despite its soci-
etal importance.

We acknowledge that the inclusion of HS content
may expose researchers and annotators to harmful
language and potential emotional distress. To miti-
gate this risk, annotators were informed in advance
about the nature of the material and participated
voluntarily.

We also note that while HS detection is a sub-
jective task, policies based on HS labels may lead
to censorship and speech policing. For this reason,
we advocate a counter-speech generation approach
based on such labeling, rather than censoring or
filtering potentially hateful content.

Finally, the release of WSF-ARG+ follows
the precedent of the previously published re-
sources WSF and WSF-ARG. Consistent with
these datasets, WSF-ARG+ is released in a prop-
erly anonymised form, without the ability to trace
or identify real users, and is intended for research
purposes only.

Limitations

A primary limitation of this work concerns the
generalisability of the proposed LLM-in-the-loop
framework. Our validation focuses on check-

worthiness detection using data from the white
supremacist forum Stormfront. Although the
framework was evaluated on a highly subjective
task within a similarly subjective domain (hate
speech), further studies are required to determine
whether it can reduce human effort without com-
promising annotation quality across other tasks and
domains. Moreover, these studies will have to de-
termine the suitability of LLMs to replace annota-
tors who show a more heterogeneous background
than those involved in the experiments described
in this paper. Future work should also examine
the extent to which LLMs can replace components
of the framework or potentially the entire pipeline,
discussing the quality loss compared to full human
annotation, which relates to ongoing discussions
on LLMs as annotators. While our results sup-
port the use of LLM-based annotations, rigorous
evaluation is necessary to mitigate risks such as
LLM hacking (Baumann et al., 2025). Finally, the
observed improvements in hate speech detection
using check-worthiness labels and the finding that
hateful content containing check-worthy claims is
perceived as more harassing should be validated on
datasets beyond WSF-ARG+.
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A Specific Version of LLMs Evaluated

We use the following open-access Instruct-based
models from Hugging Face 7. All models are pub-
licly available and traceable through their reposi-
tory identifiers:
Small Size Models:

• Mistral-7B: mistralai/
Mistral-7B-Instruct-v0.3

• Llama-8B: meta-llama/
Llama-3.1-8B-Instruct

• Olmo2-7B: allenai/
OLMo-2-1124-7B-Instruct

• Qwen2.5-7B: Qwen/Qwen2.5-7B-Instruct

• Command-r-7B: CohereLabs/
c4ai-command-r7b-12-2024

Medium Size Models:

• Mixtral-8x7B: mistralai/
Mixtral-8x7B-Instruct-v0.1

• Mistral-22B: mistralai/
Mistral-Small-Instruct-2409

• Olmo2-32B: allenai/
OLMo-2-0325-32B-Instruct

• Mixtral-8x22B: mistralai/
Mixtral-8x22B-Instruct-v0.1

Large Size Models:

• Llama-70B: meta-llama/
Llama-3.3-70B-Instruct

• Qwen2.5-72B: Qwen/
Qwen2.5-72B-Instruct

• Command-R-104B: CohereLabs/
c4ai-command-r-plus-08-2024

B Additional Details on the
LLM-in-the-loop Evaluation

In this section, we describe the prompts used for
check-worthiness detection (Section B.1). Next,
we report the inter-annotator agreement across an-
notator pairs for the full human annotation of WSF-
ARG+ (Section B.2). Finally, we present the pre-
diction variability of LLMs across three runs per
configuration in the LLM-in-the-loop framework
for check-worthiness detection (Section B.3).

7https://huggingface.co/models

B.1 Prompts for the Check-worthiness
Detection Task

We tested two prompt strategies, zero-shot and one-
shot, using a system–user prompt setup with struc-
tured outputs through the vLLM Python library
8:
System Prompt: You are an expert annotator
that classifies text based on their
check-worthiness. Always follow the
definitions exactly.
User Prompt: Classify the following text
into one of these categories:
1.Non-Factual: Subjective text such
as opinions, beliefs, declarations, or
wishes. Many questions also fall into
this category. These sentences do not
contain any factual claim.
2.Unimportant Factual: Text that contain
factual claims but are not important for
fact-checking. The general public would
not be interested in verifying them.
3.Check-worthy Factual: Text that contain
factual claims of public interest. These
are the kinds of claims journalists would
fact-check.
Input text: ‘{input_text}’
Output Labels: ["Non-Factual",
"Unimportant Factual", "Check-worthy
Factual"]

Where input_text was the claim from WSF-
ARG+ to be annotated.

For the one-shot experiments we used one ex-
ample per check-worthiness label appended after
the definition of each class. We used the same ex-
amples for all the predicted claims in WSF-ARG+.
Examples are extracted from the dataset.

CFS One Shot Example: “92% of abortion clin-
ics are in black communities.”

UFS One Shot Example: "When I was last in
South Africa, we went to Sun City and saw little
black monkey children swimming.”

NFS One Shot Example: "We should go to the
southwest and go on the offensive and drive every
race down into Mexico.”

B.2 Inter-Annotator Agreement of the Human
Evaluation Between Annotator Pairs

As described in Section 5.2, the entire dataset
was annotated by three annotators. To mea-

8https://docs.vllm.ai/en/latest/
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Inter-Annotator Agreement

Pair CW-3
classes

CW-2
classes

Ann1 vs Ann2 0.571 0.627
Ann1 vs Ann3 0.506 0.545
Ann2 vs Ann3 0.485 0.547

All 3 Annotators 0.537 0.570

Table A: IAA for WSF-ARG+, full human annota-
tion: CW-3 (NFS, UFS, CFS) and CW-2 (CFS vs.
Non-Check-worthy, merging NFS and UFS). Pairwise
IAA: Cohen’s κ; all three annotators: Krippendorff’s α.
Ann1-Ann3: Annotators one to three of the task.

sure inter-annotator agreement, we first com-
pute pairwise agreement using Cohen’s κ for the
check-worthiness detection task, considering both
the three-label scheme—NFS, UFS, CFS (CW-
3)—and the two-label scheme, where NFS and
UFS are merged as Non-Check-worthy and CFS
as Check-worthy (CW-2). For agreement across
all three annotators, we calculate Krippendorff’s
α, which supports more than two raters. Table A
shows that Cohen’s κ agreement between annotator
pairs ranges from 0.485 to 0.627 for both CW-3 and
CW-2, while Krippendorff’s α agreement among
the three raters is 0.537 for CW-3 and 0.570 for
CW-2. Overall, both pairwise and three-way agree-
ment indicate moderate to substantial agreement,
even for a highly subjective task such as detecting
check-worthiness in the context of hate speech.

B.3 Prediction Variability

For each LLM and prompt (zero-shot or one-shot),
we ran three independent predictions per claim in
WSF-ARG+. Table B shows the consistency of
these predictions by reporting the proportion of
cases where all three runs produced the same la-
bel (“all equal”), where two runs agreed and one
disagreed (“2 equal”), and where all three runs
produced different labels (“unequal”). The results
show that fewer than 3% of cases required human
intervention due to unstable labeling, and that one-
shot prompting increases stability by reducing the
proportion of “2 equal” and “unequal” cases.

C Prompts for the Hate Speech Detection
Task

For the hate speech detection task described in Sec-
tion 7, rather than classifying individual claims

HS Messages Non-HS Messages

all equal 2 equal unequal all equal 2 equal unequal

Model Shot # % # % # % # % # % # %

zero 632 99.8 1 0.2 0.0 0.0 965 98.3 17 1.7 0 0.0
Mistral-7B

one 612 96.7 21 3.3 0.0 0.0 977 99.5 5 0.5 0 0.0
zero 614 97.0 19 3.0 0.0 0.0 897 91.3 84 8.6 1 0.1

Llama-8B
one 632 99.8 1 0.2 0.0 0.0 955 97.3 27 2.7 0 0.0
zero 520 82.1 113 17.9 0.0 0.0 896 91.2 82 8.4 4 0.4

Olmo2-7B
one 572 90.4 61 9.6 0.0 0.0 861 87.7 121 12.3 0 0.0
zero 618 97.6 15 2.4 0.0 0.0 938 95.5 44 4.5 0 0.0

Qwen2.5-7B
one 619 97.8 14 2.2 0.0 0.0 976 99.4 6 0.6 0 0.0
zero 492 77.7 140 22.1 1.0 0.2 694 70.7 280 28.5 8 0.8

Com.-r-7B
one 510 80.6 123 19.4 0.0 0.0 761 77.5 219 22.3 2 0.2

zero 517 81.7 112 17.7 4.0 0.6 699 71.2 254 25.9 29 3.0
Mixtral-8x7B

one 531 83.9 93 14.7 9.0 1.4 774 78.8 185 18.8 23 2.3
zero 610 96.4 23 3.6 0.0 0.0 977 99.5 5 0.5 0 0.0

Mistral-22B
one 632 99.8 1 0.2 0.0 0.0 962 98.0 20 2.0 0 0.0
zero 582 91.9 47 7.4 4.0 0.6 881 89.7 101 10.3 0 0.0

Olmo2-32B
one 627 99.1 6 0.9 0.0 0.0 893 90.9 89 9.1 0 0.0
zero 616 97.3 17 2.7 0.0 0.0 904 92.1 78 7.9 0 0.0

Mixtral-8x22B
one 604 95.4 29 4.6 0.0 0.0 919 93.6 60 6.1 3 0.3

zero 617 97.5 14 2.2 2.0 0.3 932 94.9 46 4.7 4 0.4
Llama-70B

one 606 95.7 27 4.3 0.0 0.0 936 95.3 44 4.5 2 0.2
zero 607 95.9 24 3.8 2.0 0.3 915 93.2 66 6.7 1 0.1

Qwen2.5-72B
one 612 96.7 21 3.3 0.0 0.0 920 93.7 61 6.2 1 0.1
zero 562 88.8 70 11.1 1.0 0.2 688 70.1 288 29.3 6 0.6

Com.-R-104B
one 615 97.2 18 2.8 0.0 0.0 862 87.8 114 11.6 6 0.6

Table B: Variability across three runs per LLM in the
check-worthiness annotation task. It reports the propor-
tion of cases where all three runs produced the same
label (all equal), two out of three runs agreed (2 equal),
and all runs produced different labels (unequal).

within messages, we performed classification at
the message level. Messages—annotated as either
HS or Non-HS) from WSF-ARG+—were classi-
fied using a system-user prompt with structured
outputs:
System Prompt: You are an expert
model for detecting hate speech in
text messages based on the following
definition of hate speech: Hate speech
is considered any kind of content that
conveys malevolent intentions toward a
group or an individual, and motivated
by inherent characteristics that are
attributed to that group and shared
among its members such as race, color,
ethnicity, gender, sexual orientation,
nationality, religion, disability,
social status, health conditions, or
other characteristics.

User Prompt: Given this message. Classify
if it is either hateful or not.
Input: {input_text}

Output Labels: ["hateful", "non-hateful"]

We conducted experiments on two groups: one
with check-worthy labels and one without. In
the configuration without check-worthy labels, the
input_text consisted of the full HS or Non-HS
message to be classified. In the configuration with
check-worthy labels, the input_text included the
full HS or Non-HS message, but each of the claims
composing the message where wrapped with their
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ALL DISABLED JEWS LGBT+ MIGRANTS MUSLIMS POC WOMEN other

# % # % # % # % # % # % # % # % # %

CFS 2128 42.53 62 28.18 387 65.15 166 26.90 517 54.02 620 46.44 127 36.08 150 22.66 99 37.22
NFS 2766 55.29 148 67.27 193 32.49 441 71.47 427 44.62 695 52.06 207 58.81 498 75.23 157 59.02
UFS 109 2.179 10 4.55 14 2.36 10 1.62 13 1.36 20 1.50 18 5.11 14 2.11 10 3.76

Table C: Olmo2-32B zero-shot check-worthiness analysis on the MT-CONAN dataset, where all messages are HS,
reported both overall and disaggregated by target group.

corresponding check-worthiness annotations. For
comparison among the two groups, instead of us-
ing the original entire messages in WSF-ARG+,
we used the concatenation of the claims that com-
pose them. For example, the following hate speech
message consisting of two claims (claim 1 repre-
sented with one color, and claim 2 represented with
another color):
W/o Check-worthiness: Before the age of 10, I
had never seen a black person in real life. I was
horrified by the amount of non-white people after
moving to Holland.
W/ Check-worthiness: [Unimportant Factual]
Before the age of 10, I had never seen a black
person in real life. [/Unimportant Factual]
[Check-worthy Factual] I was horrified by the
amount of non-white people after moving to Hol-
land. [/Check-worthy Factual]

D Sociodemographics of the Annotators

In total, five annotators participated across the
different annotation tasks. All annotators are re-
searchers with backgrounds in computer science,
computational linguistics, or natural language pro-
cessing, and have prior familiarity with hate speech
research. The group consists of one Postdoctoral
researcher, two PhD students, and two senior re-
searchers. Annotators are from Latin American
and European countries and were based in Europe
at the time of the study. The age-range of the an-
notators are 26-45. All annotators have bilingual
proficiency in English. Annotators received writ-
ten instructions and were trained on the annotation
guidelines prior to the annotation process. Partici-
pation in the annotation tasks was voluntary.

Claim Identification Annotators in Non-Hate
Speech Messages Two annotators were involved
in this task: one Postdoctoral researcher and one
PhD student in Computer Science. One annotator
identified as male and the other as non-binary. One
annotator is from a Latin American country and the
other from a European country. We use the same

instructions described by Bonaldi et al. (2024) for
the identification of claims in HS messages.

Check-worthiness Annotators for the LLM-in-
the-loop Framework Two annotators partici-
pated in this task: one Postdoctoral researcher and
one PhD student in Computer Science. One an-
notator identified as male and the other as female.
Both annotators are from Latin American coun-
tries. We use the definitions and instructions from
Hassan et al. (2015). The annotation guidelines
are available in the repository of the WSF-ARG+
dataset.

Check-worthiness Annotators for the Full Hu-
man Approach Four annotators participated in
this task. The group included one Postdoctoral
researcher, one PhD student, and two senior re-
searchers from Latin American and European coun-
tries. One identified as non-binary and the other
three annotators as male. Instructions and guide-
lines are the same used for the LLM-in-the-loop
framework.

E Check-worthiness Detection in Other
HS Datasets Using Olmo2-32B

To analyze the frequency of check-worthy claims
beyond the WSF-ARG+ dataset, we applied it to
MT-CONAN, which is designed to generate fact-
based counter-narratives for HS messages. In this
context, since the primary goal is to produce fac-
tual responses, HS messages should at least con-
tain claims that are worth debating, i.e., check-
worthy. We ran the best model configuration that
achieved the highest agreement with humans for
the LLM-in-the-loop evaluation, Olmo2-32B. Ta-
ble C presents the number of CFS, NFS, and UFS
annotations for HS messages in MT-CONAN. The
results show that, even in a dataset focused on fact-
based counter-speech, only 42.53% of the mes-
sages are actually CFS. This pattern is consistent
across nearly all target groups.
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Model
Zero-Shot One-Shot

Time (Sec) Power (W) Energy (kWh) Time (Sec) Power (W) Energy (kWh)

Mistral-7B 93.00 ± 17.52 434.59 ± 220.38 0.011 ± 0.005 76.33 ± 8.62 280.11 ± 157.08 0.006 ± 0.003
Llama-8B 76.33 ± 3.79 400.28 ± 93.40 0.008 ± 0.002 71.33 ± 19.43 352.43 ± 229.16 0.006 ± 0.003
Olmo-7B 79.67 ± 8.33 342.56 ± 171.52 0.008 ± 0.004 75.33 ± 5.03 267.92 ± 139.32 0.005 ± 0.002
Qwen2.5-7B 77.33 ± 12.50 359.08 ± 182.83 0.008 ± 0.004 66.33 ± 13.43 319.80 ± 77.42 0.006 ± 0.002
Command-R-7B 80.67 ± 4.93 275.22 ± 131.28 0.006 ± 0.003 64.67 ± 10.12 253.61 ± 47.11 0.005 ± 0.001

Avg. Small 81.40 ± 9.41 362.35 ± 159.88 0.008 ± 0.004 70.80 ± 11.32 294.77 ± 130.02 0.006 ± 0.002

Mixtral-8x7B 341.33 ± 27.15 921.61 ± 53.55 0.088 ± 0.011 315.67 ± 35.57 936.21 ± 17.37 0.082 ± 0.010
Mistral-22B 148.33 ± 39.83 258.88 ± 68.11 0.011 ± 0.006 124.33 ± 4.16 374.94 ± 98.57 0.013 ± 0.004
Olmo2-32B 155.67 ± 6.11 359.09 ± 77.04 0.016 ± 0.004 150.00 ± 5.29 331.05 ± 53.53 0.014 ± 0.002
Mixtral-8x22B 692.00 ± 89.71 969.52 ± 29.27 0.187 ± 0.028 555.67 ± 374.51 1014.66 ± 94.46 0.150 ± 0.096

Avg. Medium 334.33 ± 40.70 627.27 ± 56.99 0.075 ± 0.012 286.42 ± 104.89 664.21 ± 65.98 0.065 ± 0.028

Llama-70B 377.33 ± 32.65 961.52 ± 13.32 0.101 ± 0.008 302.33 ± 166.63 1025.76 ± 38.25 0.085 ± 0.046
Qwen2.5-72B 397.67 ± 36.12 969.18 ± 55.44 0.107 ± 0.015 206.67 ± 171.13 1049.80 ± 30.61 0.060 ± 0.048
Command-R-104B 480.33 ± 35.81 985.00 ± 46.03 0.132 ± 0.015 256.33 ± 217.60 1055.96 ± 129.00 0.072 ± 0.055

Avg. Large 418.44 ± 34.86 971.90 ± 38.26 0.113 ± 0.013 255.11 ± 185.12 1043.84 ± 65.95 0.072 ± 0.050

Table D: Average energy consumption and standard deviation (±) of LLMs in the zero-shot and one-shot settings for
the check-worthiness detection task, measured across three independent runs. We report execution time in seconds
(s), average power in watts (W), and total energy consumption in kilowatt-hours (kWh).

F LLM Energy Consumption

We calculated the energy consumption of our ex-
periments for both check-worthiness detection and
hate speech detection. Mistral-22B, Olmo2-32B,
and all small models were run on a single NVIDIA
H100 GPU. Mixtral-8x7B, Mixtral-8x22B, and
all large models were run on four NVIDIA H100
GPUs. Computations were done in Snellius, the
Dutch National supercomputer hosted at SURF 9.
Estimations were done using the Energy Aware
Runtime (EAR) package 10, an energy manage-
ment framework for supercomputers.

For check-worthiness detection, Table D reports
the average energy consumption of the LLMs under
zero-shot and one-shot settings across the three in-
dependent runs performed for the LLM-in-the-loop
evaluation described in Section 5. We measured ex-
ecution time in seconds (Sec.), power in watts (W),
and total energy consumption in kilowatt-hours
(kWh). To annotate all 1615 claims in WSF-ARG+,
small-size LLMs ranged from 64.67 to 93.00 sec-
onds and from 253.61 to 434.59 W, medium-size
LLMs ranged from 124.33 to 692.00 seconds and
from 331.05 to 1014.66 W, and large-size LLMs
ranged from 206.67 to 480.00 seconds and from
961.52 to 1055.96 W. Mixtral-8x7B and Mixtral-
8x22B exhibited execution time and power compa-
rable to large-size LLMs, likely due to their Mix-

9https://www.surf.nl/en/services/compute/
snellius-the-national-supercomputer

10https://gitlab.bsc.es/ear_team/ear

ture of Experts architecture and the higher GPU
memory required to load their model weights. How-
ever, the number of claims annotated in this experi-
ment is relatively small, and the efficiency advan-
tages of Mixture of Experts of these models at pre-
diction time may become more apparent on larger
datasets. Overall, small-size models consumed an
average of 0.008 kWh in the zero-shot setting and
0.006 kWh in the one-shot setting, medium-size
models consumed 0.075 kWh and 0.065 kWh on
average, and large-size models consumed 0.113
kWh and 0.072 kWh on average for zero-shot and
one-shot, respectively. The configuration with the
highest energy consumption was Mixtral-8x22B in
the zero-shot setting, reaching 0.187 kWh. Exe-
cution time, power, and energy consumption were
lower in the one-shot setting than in the zero-shot
setting for all models except Mistral-22B, although
the differences between the two prompting configu-
rations were generally small. Initially, we hypothe-
sized that the higher number of input tokens in the
one-shot configuration would result in higher en-
ergy consumption; however, this was not observed
in our experiments. Still, while there was a lower
energy consumption for one-shot on average, it
presents a higher variability than the runs in zero-
shot. Across all three runs, LLMs, and prompts,
the total execution time was 15794 seconds (4.39
hours), with a cumulative power draw of 43496.36
W and a total energy consumption of 3.55 kWh.

For hate speech detection, Table E shows the
energy consumption of LLMs instructed for hate
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Model w/o check-worthiness w/ check-worthiness
Time (Sec) Power (W) Energy (kWh) Time (Sec) Power (W) Energy (kWh)

Mistral-7B 80.67 ± 9.50 406.17 ± 234.58 0.009 ± 0.005 76.67 ± 3.79 442.47 ± 58.04 0.009 ± 0.002
Llama-8B 79.00 ± 1.73 672.88 ± 459.12 0.015 ± 0.010 70.67 ± 18.01 460.55 ± 302.52 0.008 ± 0.003
Olmo-7B 74.33 ± 2.52 435.66 ± 113.14 0.009 ± 0.002 67.33 ± 6.66 668.82 ± 247.86 0.012 ± 0.004
Qwen2.5-7B 74.00 ± 9.54 795.53 ± 141.25 0.017 ± 0.005 64.33 ± 13.61 570.32 ± 303.05 0.010 ± 0.004
Command-R-7B 79.00 ± 14.00 444.17 ± 271.20 0.009 ± 0.006 69.67 ± 7.51 262.15 ± 33.50 0.005 ± 0.000

Avg. Small 77.40 ± 7.46 550.88 ± 243.86 0.012 ± 0.006 69.73 ± 9.91 480.86 ± 188.99 0.009 ± 0.003

Mixtral-8x7B 425.00 ± 29.61 927.90 ± 32.89 0.110 ± 0.009 438.33 ± 13.65 935.44 ± 41.59 0.114 ± 0.009
Mistral-22B 132.00 ± 9.54 407.46 ± 216.87 0.015 ± 0.007 129.67 ± 3.79 428.94 ± 72.41 0.015 ± 0.002
Olmo2-32B 152.67 ± 10.97 453.85 ± 51.28 0.019 ± 0.003 154.67 ± 7.37 386.20 ± 178.14 0.016 ± 0.007
Mixtral-8x22B 911.00 ± 27.84 953.39 ± 17.55 0.241 ± 0.008 644.33 ± 449.61 1091.45 ± 193.88 0.180 ± 0.118

Avg. Medium 405.17 ± 19.49 685.65 ± 79.65 0.096 ± 0.007 341.75 ± 118.61 710.51 ± 121.50 0.081 ± 0.034

Llama-70B 468.00 ± 9.17 940.11 ± 24.63 0.122 ± 0.005 447.00 ± 10.54 981.88 ± 54.74 0.122 ± 0.010
Qwen2.5-72B 368.67 ± 189.89 978.25 ± 42.36 0.100 ± 0.052 465.67 ± 15.50 973.42 ± 27.84 0.126 ± 0.006
Command-R-104B 430.00 ± 278.54 1001.50 ± 20.85 0.120 ± 0.078 413.33 ± 267.05 1062.16 ± 148.38 0.115 ± 0.068

Avg. Large 422.22 ± 159.20 973.29 ± 29.28 0.114 ± 0.045 442.00 ± 97.70 1005.82 ± 76.98 0.121 ± 0.028

Table E: Average energy consumption and standard deviation (±) of LLMs without (w/o) check-worthiness and with
(w/) check-worthiness (as shown in the prompts of Section C) for the hate speech detection task, measured across
three independent runs. We report execution time in seconds (s), average power in watts (W), and total energy
consumption in kilowatt-hours (kWh).

speech detection with and without platinum check-
worthiness annotations. A similar pattern to the
one observed for check-worthiness can be seen.
On average, to annotate all 521 messages in WSF-
ARG+, small models consumed 0.012 kWh with-
out check-worthiness and 0.009 kWh with check-
worthiness, while medium-sized models consumed
0.096 kWh and 0.081 kWh, respectively. Large
models showed the highest consumption, at 0.114
kWh without check-worthiness and 0.121 kWh
with check-worthiness. Higher energy consump-
tion was required for small and medium-sized
models under the without check-worthiness runs,
whereas higher consumption was observed for large
models under the with check-worthiness configu-
ration, which was also the configuration that bene-
fited from including these annotations in the prompt
to predict hatefulness, as shown in Table 7. For
medium-sized models, Mixtral-8x7B and Mixtral-
8x22B consumed even more energy than the large
models, reaching up to 0.241 kWh on average, al-
most twice the amount consumed by large-sized
models. Overall, across all three runs and all
evaluated LLMs, the experiments without check-
worthiness labels required a total execution time
of 9823 seconds (2.73 hours), with a cumulative
power draw of 25250.61 W, corresponding to an en-
ergy consumption of 2.36 kWh. The experiments
with check-worthiness using platinum labels re-
quired 9125 seconds (2.53 hours), with a cumu-
lative power draw of 24791.41 W, corresponding
to an energy consumption of 2.20 kWh. Since we

also ran the experiments with gold labels (as shown
in Table 7), we estimate their energy consump-
tion to be approximately equivalent to that of the
platinum-label experiments. Thus, the total energy
consumption across the three configurations—hate
speech detection without check-worthiness labels,
with gold check-worthiness labels, and with plat-
inum check-worthiness labels—is estimated as
2.36 kWh + 2× 2.20 kWh = 6.76 kWh.

The best configuration for check-worthiness de-
tection was the medium-sized Olmo2-32B model
under the zero-shot setting (see details in Table 2).
On average, it consumed 0.016 kWh to annotate the
claims in WSF-ARG+. In contrast, the most perfor-
mant LLM for hate speech detection was Olmo2-
7B with gold annotations, achieving an average F1
score of 0.776 while consuming 0.008 kWh to an-
notate all messages in WSF-ARG+. These results
suggest that, at least for these two tasks and on this
dataset, opting for smaller, more energy-efficient
models may be preferable to using larger models.

Summing the two tasks, the estimated total en-
ergy consumption required to run all our LLM ex-
periments in the paper was 10.31 kWh. Using The
Netherlands conversion factor for carbon dioxide-
equivalents emitted per kilowatt-hour of electricity
in 2025, 253.56 gCO2eq per kWh (Ember and Our
World in Data, 2026), we estimate the paper’s car-
bon footprint as 10.31 kWh × 253.56 gCO2eq

kWh ≈
2.61 kgCO2eq.
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