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Abstract

With the remarkable success of Vision-
Language Models (VLMs) on multimodal
tasks, concerns regarding their deployment ef-
ficiency have become increasingly prominent.
In particular, the number of tokens consumed
during the generation process has emerged as
a key evaluation metric. Prior studies have
shown that specific inputs can induce VLMs to
generate lengthy outputs with low information
density, which significantly increases energy
consumption, latency, and token costs. How-
ever, since output length is non-differentiable,
existing methods mainly prolong the generated
content by disrupting the distribution of the
next-step token following the prompt, thereby
steering the output away from the original nor-
mal response. This strategy neglects the subse-
quent autoregressive generation process, which
makes the attack effect unstable and difficult
to control. To address these limitations, this
paper proposes a novel gray-box verbose-text
induction attack (VTIA) to inject imperceptible
adversarial perturbations into benign images
via a two-stage framework. Specifically, we
first perform adversarial prompt search, em-
ploying reinforcement learning strategies to au-
tomatically identify adversarial prompts capa-
ble of inducing the LLM component within
VLMs to produce verbose outputs. We then
conduct vision-aligned perturbation optimiza-
tion to craft adversarial examples on input im-
ages, maximizing the similarity between the
perturbed image’s visual embeddings and those
of the adversarial prompt, thereby constructing
malicious images that trigger verbose text gen-
eration. Comprehensive experiments on five
popular VLMs demonstrate that our method
achieves significant advantages in terms of ef-
fectiveness, efficiency, and generalization capa-
bility.

1 Introduction

In recent years, Vision-Language Models (VLMs)
have advanced rapidly, demonstrating strong per-

formance in multimodal tasks such as image cap-
tioning (Wang et al., 2021b; Li et al., 2022; Liu
et al., 2021a, 2020), visual question answering (Liu
et al., 2023d; Dai et al., 2023), and visual reason-
ing (Zhu et al., 2023; Cheng et al., 2024; Liu et al.,
2021b). However, these achievements are largely
driven by scaling models to billions of parame-
ters, which renders the model’s deployment highly
resource-intensive (Zhang et al., 2024a). With the
accelerating commercialization of VLMs, many
service providers offer inference services for users
through APIs, commonly under token-based billing
schemes. This raises a critical challenge for prac-
tical deployment, which is to ensure accurate and
efficient inference while suppressing redundant to-
ken generation.

Most state-of-the-art VLMs adopt modular ar-
chitectures in which an intermediate layer connects
the visual encoder and Large Language Models
(LLMs) (Yin et al., 2024). The visual encoder
and intermediate layer jointly process the image
to extract visual embeddings, which are then com-
bined with the textual embeddings of prompts for
response generation by the LLMs. Due to the au-
toregressive nature of LLMs, each generated token
requires a forward pass, and the token is subse-
quently fed back as input for the next steps (Cao
et al., 2023). As the token sequence grows, the
computational cost of each forward pass increases
accordingly. Such characteristics expose VLMs to
a new type of security threat (Gao et al., 2024a,b;
Liu et al., 2024a): adversaries can design malicious
images that induce the model to generate exces-
sively long outputs. Such behavior not only inflates
inference energy consumption and latency, severely
degrading server responsiveness, but also substan-
tially increases user costs under token-based pric-
ing. As illustrated in Figure 1, the inference time in-
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Figure 1: The relationship between the time consumed
in a single inference and the number of generated to-
kens.

creases with the number of generated tokens. When
adversarial perturbations remain visually impercep-
tible, the stealth and practical risk of these attacks
become even more severe.

Prior works (Shumailov et al., 2021; Chen et al.,
2022b) have investigated increasing inference en-
ergy consumption and latency by adding perturba-
tions to images, but these methods mainly target
image-classification models (e.g., ResNet) or small-
scale image-to-text models (e.g., ResNet+RNN)
and do not readily transfer to modern VLMs. Re-
cent studies (Gao et al., 2024a,b) on VLMs have
focused on prolonging outputs by delaying the oc-
currence of the EOS token: their core idea is to
decrease the probability of EOS in the next-step
distribution and use that signal to compute gradi-
ents for optimizing image perturbations. However,
this approach relies solely on the probability distri-
bution obtained from a single forward pass of the
image and input text through the VLM, therefore
cannot capture the complete information of the sub-
sequent autoregressive generation process. That is
because LL.Ms generate autoregressively, later out-
puts are highly context-dependent and thus difficult
to predict or control. Consequently, adversarial im-
ages optimized using single-pass information often
lack stability and controllability in their final attack
effectiveness. This limitation raises a key question:
can we directly use the VLM’s output length
as the optimization objective when optimizing
an adversarial image for verbose text, thereby
improving the stability and controllability of ad-
versarial methods?

To address these limitations, in this paper, we
propose a novel redundancy-inducing VLM attack,
termed Verbose-Text Induction Attack (VTIA).
This attack method adopts a two-stage decoupling
strategy that explicitly learn the most malicious

prompt embedding and maximizes the output to-
ken numbers of the perturbed images. In particular,
it proceeds in two steps: 1) Adversarial Prompt
Search: we train an attacker LLM using reinforce-
ment learning to optimize the generation of a ma-
licious prompt, avoiding the non-differentiability
of directly maximizing output token length. The
embedding of this prompt, when used to replace
the visual embeddings, can trigger the LLM within
the VLM to generate excessively long outputs; 2)
Vision-Aligned Perturbation Optimization: based
on the similarity between the malicious prompt
embedding and visual embeddings, gradients are
computed to perturb the input image and obtain
adversarial examples. This stage operates entirely
independently of the target VLM’s textual mod-
ule, thereby avoiding the substantial overhead of
repeatedly invoking large LL.Ms during iterative
optimization. In this manner, our attack can ef-
fectively prolong the VLM’s output. The main
contributions of this work are as follows:

* We propose a novel verbose-text induction
attack on VLMs, capable of generating ad-
versarial images while accounting for subse-
quent outputs with explicit token-aware de-
signs, thereby advancing security research on
inducing verbose text generation in VLMs.

* We design a two-stage attack framework,
which firstly searches for an adversarial
prompt through reinforcement learning, and
then uses it to optimize adversarial images
with the defined similarity loss and standard
deviation loss.

* We apply our method to five popular VLMs
(Blip2, InstructBlip, LLaVA, Qwen2-VL,
Gemma-3) and evaluate it on the MS-COCO
dataset. Experimental results show that the
generated adversarial images can induce these
models to produce token counts that are
121.90%, 87.19%, 9.44%, 6.48x and 2.33x
longer than those generated from the original
images.

2 Related Work
2.1 VLMs

Currently, mainstream VLMs consist of two key
parts, i.e., textual and visual components. Early
models such as CLIP (Radford et al., 2021),
BLIP (Li et al., 2022), and ALIGN (Jia et al.,
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2021) employed both visual encoders and text
encoders, aligning image and text embeddings
through contrastive learning. Newer generations
of models (e.g., Blip2 (Li et al., 2023), Instruct-
Blip (Dai et al., 2023), MiniGPT (Zhu et al., 2023),
LLaVA (Liu et al., 2023d), Qwen2-VL (Wang et al.,
2024)) typically no longer include a standalone
text encoder. Instead, they rely on LLMs, such
as OPT (Zhang et al., 2022b), LLaMA (Touvron
et al., 2023), Vicuna (Chiang et al., 2023), and
Qwen (Bai et al., 2023), for text understanding,
while integrating visual inputs through projection
layers or cross-attention mechanisms. This trend
reflects a growing shift toward leveraging the ca-
pabilities of LL.Ms, rather than relying solely on
visual components, to support more flexible and ad-
vanced multimodal reasoning and generation tasks.

2.2 Energy-Latency Attacks

Most existing adversarial attacks (Dong et al., 2019;
Lin et al., 2019; Xie et al., 2019; Zhang et al.,
2022a, 2023; Dong et al., 2018; Ge et al., 2023;
Lin et al., 2019; Wang and He, 2021; Wang et al.,
2021a; Li et al., 2020; Liu et al., 2016; Xiong
et al., 2022; Li et al., 2025; Jia et al., 2025; Huang
et al., 2025; Wu et al., 2020; Zhou et al., 2018; Liu
et al., 2024b; Cai et al., 2025a; Liu and Hu, 2025;
Tao et al., 2023; Liu and Hu, 2024a; Yan et al.,
2025; Cai et al., 2025b; Liu et al., 2026¢,b,d; Ai
et al., 2026; Liu et al., 2026a; Liu and Hu, 2022;
Liu et al., 2023a; Liu and Hu, 2024b; Liu et al.,
2023b; Yuan et al., 2026) aim to generate adversar-
ial images that induce VLMs to produce outputs
inconsistent with the content of the original images,
thereby reducing the accuracy of VLM inference.
In contrast, the vulnerability of VLMs in terms
of inference efficiency is often overlooked. Prior
research (Chen et al., 2022a; Hong et al., 2020;
Liu et al., 2023c; Chen et al., 2023; Zhang et al.,
2024b; Dong et al., 2024) has investigated how to
construct adversarial inputs to degrade the model
inference efficiency. Shumailov et al. (2021) an-
alyzed both language and vision models; in the
case of vision models, the focus was on classi-
fication architectures such as ResNet (He et al.,
2016), DenseNet (Huang et al., 2017), and Mo-
bileNet (Howard et al., 2017). The approach in-
volved designing adversarial image inputs that in-
crease activation values across layers. Higher ac-
tivation density prevents hardware from skipping
certain computations, thereby increasing energy
consumption. However, this work did not consider

multimodal models. Chen et al. (2022b) examined
the efficiency of Neural Image Caption Generation
(NICG) models, proposing to delay the occurrence
of EOS tokens while disrupting token dependen-
cies, thereby generating longer sequences. This
increases the number of decoder calls and reduces
inference efficiency. Nonetheless, their studied
architectures (MobileNets+LSTM, ResNet+RNN)
differ significantly from the Transformer-based ar-
chitectures used in current mainstream VLMs. To
induce VLMs to generate longer responses, Gao
et al. (2024a) and Gao et al. (2024b) proposed three
strategies: 1) lowering the probability of EOS token
generation to delay its appearance; 2) enhancing
output uncertainty to encourage predictions that
deviate from the original token order and pay more
attention to alternative candidate tokens; and 3)
improving the diversity of hidden states across gen-
erated tokens to explore a broader output space,
thereby further weakening original output depen-
dencies. However, these works typically induce
more verbose outputs by manipulating the proba-
bility of the EOS token, rather than treating output
length as an explicit optimization objective. Given
the autoregressive nature of current models, where
outputs serve as inputs for subsequent steps, and
the fact that the loss function is constructed solely
from distributions obtained in a single forward pass,
the attack effectiveness of such adversarial samples
remains difficult to guarantee.

3 Preliminaries

3.1 Structure of VLMs

Existing state-of-the-art VLLMs, such as Blip2 (Li
et al., 2023), InstructBLIP (Dai et al., 2023),
LLaVA (Liu et al., 2023d), and Qwen2-VL (Wang
et al., 2024), generally consist of a visual encoder
£ and a pretrained LLM F. To bridge the two com-
ponents, an intermediate module M is required.
For example, in InstructBLIP, this module consists
of a Q-Former and a fully connected layer. While
in LLaVA, it is implemented as a linear layer that
maps the visual features extracted by the visual
encoder into the word embedding space.

Given an input image z, the visual encoder
first encodes the input image as visual features
Z, = &E(z). Subsequently, the intermediate mod-
ule projects the visual features into visual em-
beddings H, = M(Z,), which has the dimen-
sion of m (i.e., the visual token number of the
VLM). And for the input prompt ¢, it is first pro-
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cessed by tokenizer 7 into a textual token sequence
Sy =T (c) = {s1,82, -, Sn} of length n. Then
Sy is projected by the embedding layers D into tex-
tual embeddings H; = D(S;). Finally, the visual
embedding H, is concatenated with the textual em-
bedding H; to form the initial sequence, and then
fed into the LLLM for content generation in an au-
toregressive manner. Represent the initial sequence
as H, & H,, itis fed into the LLM F, which pro-
duces a probability distribution over the next token.
By sampling from this distribution, the next token
is obtained and appended to the original sequence,
which serves as the input for the next decoding step
of the LLM. Formally, the response of the LLM
can be denoted as y = F(M(E(x)) & D(T (c))).
The generation process terminates under either of
the following conditions: 1) The generated token
is an EOS token in a given step. 2) The number of
generated tokens reaches a predefined maximum
value.

3.2 Threat Model

Attacker’s Knowledge. We consider a gray-box
attack setting in which the attacker has access to
the model structure of the target VLM f, as well
as the parameters of the visual encoder £ and the
intermediate module M. While the attacker does
not require the LLM’s parameters.

Attacker’s Goal. The attacker aims to generate
an adversarial image that induces the VLM to pro-
duce maximally verbose responses. Such responses
increase inference costs, including computational
and energy consumption, latency, and monetary
expenses.

Attacker’s Constraint. The magnitude of the
perturbations applied to the image is bounded by a
predefined [, norm, ensuring the stealthiness of the
attack.

4 Attack Method
4.1 Insight of VTIA

The goal of our attack is to find an adversarial
perturbation § that, when added to a clean image
x, yields a perturbed image x* = x + § that causes
the victim VLM f to produce the output y with
maximal token length. Formally, let 1en(-) denotes
the token-count operator and let f represents the
target VLM, we aim to solve

max B, roue@nenre) [len)], (D

st [|z* —z||p, <, (2)

where ||- ||, is the [, norm constraint and € indicates
the perturbation magnitude. However, the above
problem cannot be solved directly because len(y)
is not differentiable with respect to §. Therefore,
we design two steps to achieve the attack goal: 1)
Adversarial prompt search: We directly construct
the token length of the VLM’s response as the re-
inforcement learning reward. To reduce the search
space, we optimize an attacker LLM to produce dis-
crete textual prompts whose embeddings replace
image embeddings, thereby inducing the targeted
adversarial behavior. 2) Vision-aligned pertur-
bation optimization: We split the optimized ad-
versarial prompt into token slices and optimize an
objective that jointly penalizes slice-image embed-
ding dissimilarity and standard deviation, and apply
backpropagation to optimize and obtain the adver-
sarial image. Our proposed VTIA can capture the
VLM’s output during the adversarial prompt search
stage, compensating for the limitation of existing
approaches (Gao et al., 2024a,b), which cannot
observe the subsequent autoregressive generation
process when creating adversarial images. Figure
2 illustrates the workflow of our proposed attack
method.

4.2 Adversarial Prompt Search

In the first step, we optimize an attacker LLM F*
to produce adversarial prompts c*. Then c¢* is tok-
enized and projected into textual embeddings H,
and is used to replace the visual embedding H, of
the target VLM. The search objective is to max-
imize the VLM’s output length (i.e., induce the
most verbose responses). This problem can be nat-
urally solved through the following formulation of
reinforcement learning:

arg max By r(p(r(e)en(r(en [Len()], 3

which takes the token length of the response as
the reward. We use F* to generate an adversar-
ial prompt ¢* containing k tokens, and slice its
corresponding textual embedding H; according to
the visual token number m corresponding to the
target VLM. Specifically, we set the dimension cor-
responding to the sliced embedding H; [: k] to an
integer &’ that is divisible by m (e.g., when m is
32, k' can be 4), corresponding to the vector of the
first &’ dimensions of H; (besides the first position,
slicing can also begin at another position in H}).
Subsequently, we repeat H;[: k'] for m /K’ times
and replace it with the model’s visual embeddings
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Figure 2: Flowchart of VTIA. Step 1: Adversarial prompt search; Step 2: Vision-aligned perturbation optimization.

Algorithm 1 Process of vision-aligned perturbation
optimization

1: Input: Origin images x, the perturbation mag-
nitude ¢, step size [r, optimization iterations 7’
and momentum value y;

2: Output: An adversarial image =* with ||z* —
zllp <e.

3 go =0, 25 = x;

4: fort =0to7T — 1do

5: Input z; to VLM and calculate the loss
Liota1 according to Equation (8);

6: Update g¢41 by:

VF(x7)
g1 =0 9t o @
IVF (7))
7: Update x7, | by:
Tip = xy — - sign(ge); (5)

end for
9: return 7,

o]

to generate the response. We use the Proximal Pol-
icy Optimization (PPO) strategy to optimize J*
according to the objectives in Equation (3). By
repeating this process, one can eventually identify
an adversarial prompt that induces the LLM to gen-
erate a token count reaching the predefined upper
bound.

4.3 Vision-Aligned Perturbation Optimization

In order to get the adversarial image x*, we op-
timize the perturbation ¢ through vision-aligned
perturbation optimization based on the generated

adversarial prompt c¢*. Let the visual embedding
of the adversarial image be represented as H; =
[v1,v2,V3,...,Uy], where m denotes the num-
ber of visual tokens, and v; represents the visual
embedding vector. Correspondingly, the concate-
nated embedding of the adversarial prompt slice
is represented as [H[[: k|1, Hf[: K'|2,--- , H/[:
K] = [t1,t2,t3, . . ., ti], where t; denotes the
text embedding vector. Since the concatenated ad-
versarial prompt embedding is fixed after step one,
we need to optimize a perturbation 9, so that the
adversarial image’s embedding closely matches the
prompt’s per-token embeddings, thereby reproduc-
ing the same verbose behavior. Therefore, it is nec-
essary to maximize the cosine similarity between
v; and ¢;. Upon this, we define the similarity loss
Lim as:

Loim = %ZCOS(M(&@« o)l t),  (6)
=1

which is the mean cosine similarity between the
visual and textual embeddings. However, if only
Lsim 1s used as the loss term, the optimization pro-
cess may lead to a situation where some (v;, ;)
pairs achieve sufficient optimization, while others
(vj,t;) remain under-optimized. This imbalance
can result in adversarial images with suboptimal at-
tack performance. To address this issue and ensure
that each (v;, t;) pair is adequately optimized, we
introduce a standard deviation term into the loss
function. Then define L as:

Lsta = J % > (cos(M(E(x + 8))[il, ti) — Laim)®,

i=1
)
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Model ‘ Parameters | Vision Encoder | LLM ‘ Visual token
number
Blip2 | 27B | EVAOl-g-14 | OPT | 32
InstructBlip | 7B | EVAOl-g-14 | Vicuna | 32
LLaVA-1.5 | 7B | ViT-L-14 | Vicuna | 576
Qwen2-VL ‘ 2B ‘ ViT ‘ Qwen-2 ‘ dynamic
Gemma-3 ‘ 4B ‘ SigLIP ‘ Gemma ‘ 256

Table 1: Key information of the large models used in
the experiments.

which is the standard deviation of the cosine sim-
ilarity between the visual and text embeddings.
Based on the two loss terms, the optimization ob-
jective is formulated as:

Hggn Liotal = _Esim“‘a'ﬁstda s.t. ||x>k _xHP <k

®)
where « is a hyperparameter that balances the two
losses. Furthermore, we use a momentum g to
control the update of x*. The specific process is
shown in Algorithm 1.

5 Experiments

5.1 Experimental Setups

Models and datasets. This study employs five
open-source models: Blip2, InstructBlip, LLaVA,
Qwen2-VL and Gemma-3. Table 1 presents de-
tailed information about these models. Unlike the
other models, Qwen2-VL’s number of visual to-
kens varies with image resolution. Consequently,
prior to feeding images into Qwen2-VL, we uni-
formly resize them to 336 x 336, resulting in 144
visual tokens. For all models, the text prompt is set
to “Please describe this picture.”. Results for other
text prompts are provided in Appendix D.
Baselines and setups. As a baseline, we use the
original images, images with added random noise,
and verbose images. The perturbation magnitude
is set to € = 8 under an /, constraint. For both
the verbose images and our method, we employ
the PGD algorithm with 5,000 iterations. In the
reinforcement-learning component, we use PPO;
the attacker LLM is GPT-2 XL. After the attacker
LLM generates a token sequence, we extract a slice
and repeat that slice until it matches the number
of visual tokens. For example, if the slice contains
two tokens and the VLM (e.g., InstructBLIP) has
32 visual tokens, the slice is repeated 32/2 times
to match the visual-token count. For all VLMs
used in our experiments, the maximum number of
generated tokens (max length) is set to 1024 unless
otherwise specified, and generation is performed

using greedy decoding.

Evaluation metrics. We record the number of
tokens generated per image and compute the aver-
age generation length (Average length) across the
100 images, as well as the proportion of samples
producing more than 1000 tokens (Extra long rate).

5.2 Main Results

Table 2 presents the experimental results on five
models. It can be seen that the number of gener-
ated tokens produced by images with added random
noise is similar to that of the original images, indi-
cating that simply adding random noise is insuffi-
cient to trigger verbose outputs from VLMs; achiev-
ing verbose outputs requires carefully designed im-
age perturbations. Although the verbose images
method can generate malicious images that induce
verbose text, its effectiveness remains inferior to
our proposed method. The results demonstrate
the advantage of the “search adversarial prompt
first, then optimize image perturbations” strategy.
In addition, it can be clearly observed that as the
number of generated tokens increases, the energy
consumption and latency during model inference
also gradually increase, further revealing the sig-
nificant impact of this type of adversarial attack on
model inference efficiency.

Figure 3 displays the original images and the
adversarial images, and compares the cosine-
similarity distributions between their visual em-
beddings and the embeddings of the adversarial
prompt. The results show that after applying small
perturbations to the original images, the cosine sim-
ilarities of most visual embeddings with their corre-
sponding adversarial-prompt embeddings increase.
Consequently, the perturbed images become se-
mantically closer to the adversarial prompt and can
trigger verbose outputs from the VLM in the same
way as that prompt.

Meanwhile, to further reveal the impact of ad-
versarial examples on inference efficiency, we in-
creased the max length. For BLIP-2, since exces-
sively long outputs lead to runtime errors, we do
not report its results under larger max lengths. As
shown in Table 3, the average length increases as
the max length becomes larger. Moreover, under
higher thresholds, except for InstructBLIP, the ad-
versarial examples still maintain an extra-long rate
comparable to that under the threshold of 1000,
further demonstrating their attack potential.
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Average Energy | Average Latency | Extra long
VLM model Method Average length 0 s) rate (%)

Origin 335.36 2262.31 38.99 0

G 3 Noise 335.88 2222.61 37.98 0
emma=> | verbose Images 632.09 3997.39 70.58 12
VTIA (ours) 780.4 4923.57 87.92 45

Origin 158.14 663.50 12.57 1

Owen2-VL Noise 145.04 589.50 11.05 0
wenz=- Verbose Images 809.01 2979.05 59.65 70
VTIA (ours) 1024 3670.58 73.70 100

Origin 108.38 619.33 9.09 0

LLaVA Noise 108.58 616.88 8.99 0
a Verbose Images 518.61 2662.41 41.63 42
VTIA (ours) 1024 5277.14 83.01 100

Origin 11.63 138.89 1.32 0

InstructBl Noise 11.37 146.98 1.46 0
NSIuCtBAP | Verbose Images 1003.86 6305.77 72.70 98
VTIA (ours) 1014 6218.37 73.94 99

Origin 8.4 77.72 1.02 0

Blino Noise 8.32 68.02 0.82 0
P Verbose Images 933.19 3398.78 56.89 91
VTIA (ours) 1024 3702.41 61.85 100

Table 2: Comparison of the text-generation induction effects of the original images, images with added random
noise, verbose images, and VTIA on Blip2, InstructBLIP, LLaVA, and Qwen2-VL.

VLM model \ max length (512) | maxlength (1024) |  maxlength (2048) |  max length (4096)
Average Extralong rate | Average Extralongrate | Average Extralongrate | Average Extra long rate
length (500,%) length (1000,%) length (2000,%) length (4000,%)
Blip2 | 512 100 | 1024 100 | N/A N/A | N/A N/A
InstructBlip | 507.12 99 | 1014 99 | 2027.76 99 | 2896.21 16
LLaVA | 512 100 | 1024 100 | 2030.31 97 | 3983.73 92
Qwen2-VL | 512 100 | 1024 100 | 2035.03 98 | 4027.0 9
Gemma-3 | 510.57 98 | 780.4 45 | 1241.2 45 | 2143.76 44

Table 3: Performance of adversarial examples under different maximum numbers of generated tokens.

Original image

& Please describe this picture. :

A white and black picture of a white and 1
black picture of a white and black picture of al
-0
\° white and black picture of a white and black
4 picture of a white
white and black picture of a white and black
picture of a white......(1024 tokens)

1

1

1

1
The image feature: xd sk w uh two laptops |
¢ laptops are |
1

1

I

I

sk, while the
right side. A
...(139 tokens)

O &

ck picture of a

(a) Original images, adversarial images, and their generated outputs

0.04 0.175
iy 20.150
2 h\\l\ m m iy Zo
£ \ | \ Ll £0.100
w 000 M ' “” H m w ‘"M "l‘ I ‘ \ $0.075
e g™
5 —0.02 G 0.050
S 8 0.025

-0.04
100 200 300 400 500 600 0-00075""" 100 200 300 400 500 600
Index Index
(b) Cosine similarity of origin image (c) Cosine similarity of adversarial image

Figure 3: Examples of original images and adversarial images, together with distributions of the cosine similarity
between their visual embeddings and the adversarial-prompt embeddings. The model used is LLaVA.
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With Momentum | Without Momentum Slice . Average
Adversarial t
VLM model | Lsza Average length Average length length vemanatpromp length
v/ 780.40 830.56 2 | "wwnn\n\n\n\nin\n\n\n\n\ntn\n" | 1014
Gemma-3
X 806.85 840.92 4 | " (a) (@) (@) (a) (2) (a) (a) (2)" | 1003.91
v 1024 1024 " (a) The vehicle is in (a) The vehicle is in
2-VL
Quen X 1024 1010.75 8 (a) The vehicle is in (a) The vehicle is in" 92344
v 1024 1021.31 "\n\na) If you are a) a) You are a)
LLaVA X 1023.76 1023.81 16 \n\na) If you are a) a) You are a)" 93355
) v 1014 793.66 "\n\na) a) The following are not considered a) The
InstructBlip X 1004.27 551.06 32 following are not considered a) The following are | 883.48
not considered a) The following are not"
Blin2 v 1024 902.9
P X 994.18 640.34

Table 4: Ablation experiments on the five VLMs, com-
paring attack performance when the L4 term is in-
cluded or excluded and when momentum is used or not.

o 0 0O n 0 0
1020
<
)
=
Q
— 1015}
[
50
s
[
Z 1010F
—o— InstructBlip
1005} —— QWenz-VL
0.0 0.2 0.4 0.6 0.8 1.0
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Figure 4: Effect of different weights o on attack perfor-
mance (e.g., average generated token length).

5.3 Ablation Studies

We primarily investigate the effects of the Ly
term, hyperparameter «v, momentum, perturbation
magnitude, and the adversarial prompt on attack
performance.

Impact of the L, term. Table 4 presents the ab-
lation study of Lg;q. On Qwen2-VL, InstructBLIP,
and BLIP-2, incorporating L, into the optimiza-
tion improves the attack effectiveness, especially
for InstructBLIP and BLIP-2 without momentum.
In contrast, for LLaVA and Gemma-3, the inclu-
sion of L, leads to a degradation in attack effec-
tiveness. The reasons are as follows: (1) Instruct-
BLIP and BLIP-2 have relatively few visual tokens.
Therefore, if the cosine similarity between certain
visual embeddings and the corresponding adver-
sarial prompt embeddings is not sufficiently opti-
mized, the adversarial example may fail as a whole.
As aresult, the improvement brought by £ is par-
ticularly evident on these two models. By contrast,
Qwen2-VL has 144 visual tokens. Even if some vi-
sual embeddings suffer from the above issue, their
impact on the overall attack effectiveness of the
adversarial example is less significant than in the

Table 5: Attack performance under different adversarial
prompts (constructed from repeated slices); the repeti-
tion count is computed as: visual token number/slice
token number

former cases. Thus, although adding L4 brings
improvement, the magnitude is relatively small. (2)
Introducing the L4 term into the loss sacrifices
part of the optimization toward L;,, when opti-
mizing the adversarial image, especially when the
number of visual tokens is large. In this case, it
may instead reduce the final attack effectiveness.

Momentum can improve the performance in
most cases, but the opposite is observed on Gemma-
3. This is because although momentum makes the
optimization process smoother, it also reduces the
optimization speed and flexibility. Figure 4 shows
the impact of different weights of L4 on attack
effectiveness. It can be observed that the impact is
minor for Qwen2-VL, which has a larger number of
visual tokens, but relatively larger for InstructBLIP,
which has fewer visual tokens, further corroborat-
ing the above analysis. Meanwhile, an appropriate
a needs to be set to balance the optimization of
Esim and ﬁstd-

Impact of slice length. Table 5 presents the impact
of different slice lengths on attack performance.
The table shows that although various adversarial
prompts can all induce VLMs to generate tokens
up to the maximum limit, the final attack effec-
tiveness of the resulting adversarial images still
differs after the vision-aligned perturbation opti-
mization step. It can be observed that as the slice
length increases, the character repetition rate of
the adversarial prompt decreases, while the attack
effectiveness gradually declines. We attribute this
mainly to the large amount of repetition and redun-
dancy in image pixels: if an adversarial prompt con-
tains many repeated tokens, it matches the image’s
information-carrying characteristics and thereby
reduces the difficulty of the vision-aligned pertur-
bation optimization.
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6 Conclusion

This work primarily focuses on the vulnerability of
VLMs in terms of inference efficiency. To address
the limitations of existing studies, we propose a
two-step strategy: “search adversarial prompt first,
then optimize image perturbations.” This strategy
constructs adversarial images that are visually im-
perceptible yet can effectively increase redundant
outputs from VLMs. Experiments on five models
show that adversarial examples can effectively in-
crease the number of tokens generated by VLM,
thereby causing efficiency degradation during in-
ference.
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Limitations

Although the method proposed in this work effec-
tively improves attack effectiveness without requir-
ing access to the model parameters of the LLM
component, the attacker still needs to know the
model parameters of the visual module and inter-
mediate layers in the VLM, which reduces the trans-
ferability of the proposed method.
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A Additional Experiments

Adversarial prompt for Gemma-3
continued

More details. For the verbose images, the step size

and momentum are set to 0.0039 and 0.9, respec- random password random password
tively, as reported in the original source. For our :::gg g:zzxz;g :2232$ E:Zixg:j
method, the weight is o = 0.8, the step size (Ir) random password random password
is 0.0022, and the momentum is p = 0.9. In the random password random password
reinforcement-learning component, we use PPO; :2:32$ Ezzxgij :Zzgﬂ ngzag;:
the attacker LLM is GPT-2 XL with a learning rate random password random password
of 1.46 x 107° and a clip range of 0.3. random password random password
Impact of e. Table 6 compares the impact of the PRl SESIOIE] PR pReEore
random password random password
perturbation magnitude € (2/255, 4/255, 8/255, random password random password
16/255) on attack performance and reports the random password random password
LPIPS between adversarial and source images. The ;:Eggrm" g::xg:j :2232:“" gz:zag;:
results show that attack strength increases signifi- random password random password
cantly with larger perturbation magnitude, but the random password random password
. . random password random password
perturbations also become more perceptible. There- Ferden sEceart) FERGln ESENETE
fore, in practical attacks one must trade off stealthi- random password random password
ness and attack effectiveness and select an appro- il Sloll BEErE RIS |JREEEe
. . . random password random password
priate perturbation magnitude. random password random password
Figure 5 presents the token-length distributions random password random password
of original images and adversarial images across il glall PRERErE NS (2R
random password random password
ﬁve IIlOdelS. FOI’ all ﬁve mOdelS, the tOkeIl lengths random password random password
of original images are concentrated toward the left, random password random password
h th f ad arial images cluster on the FEICE) [FEREUOT) FERLE PRSI
whereas those ot advers g random password random password
far right. Meanwhile, due to model—speciﬁc charac- random password random password
teristics, LLaVA, Qwen2-VL, and Gemma-3 gen- ra”jom Passworg ra“gom Passworj
erate more tokens than BLIP2 and InstructBLIP on :22 dg$ Ezzzﬂd ;22 dg$ Eizzﬂd
original images, and their distributions are close to random password random password
Gaussian. random password random password
random password random password
. random password random password
B Adversarial prompt random password random password
random password random password
random password random password
random password random password Adversarial prompt for Qwen2-VL
random password random password
random password random password
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
random password random password number\n\n number\n\n number\n\n
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Table 6: Attack performance and perceptual-quality metrics (e.g., LPIPS) under different perturbation magnitudes
(e.g., 2/255, 4/255, 8/255, 16/255).

Magnitude ‘ LPIPS | Average length ‘ Extra long rate (%)

2/255 0.0110 380.34 36
4/255 0.0379 793 77
8/255 0.1137 1014 99
16/255 0.2190 1024 100
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Figure 5: The token-length distribution of original images and adversarial images across the five models.

Adversarial prompt for Qwen2-VL Adversarial prompt for LLaVa

continued continued
number\n\n number\n\n number\n\n nThe\nThe\nThe\nThe\nThe\nThe\nThe\
number\n\n number\n\n number\n\n nThe\nThe\nThe\nThe\nThe\nThe\nThe\
number\n\n number\n\n number\n\n nThe\nThe\nThe\nThe\nThe\nThe\nThe\
number\n\n number\n\n number\n\n nThe\nThe\nThe\nThe\nThe\nThe\nThe\
number\n\n number\n\n number\n\n nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\

nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\

Adversarial prompt for LLaVa

\nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\

nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\

nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
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Adversarial for LLaVa

continued

prompt

nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe\nThe\nThe\nThe\nThe\nThe\nThe\
nThe

Adversarial

InstructBlip

\n \n \n \n \n \n \n \n \n \n \n \n \n
\n \n \n

a randoma randoma randoma randoma
randoma randoma randoma randoma
randoma randoma randoma randoma
randoma randoma randoma random

Adversarial prompt for Blip2

C More examples.

As shown in the examples, the adversarial images
inherit the characteristics of the adversarial prompt,

triggering the VLM to produce redundant and repet-

itive content.

Generated text for Fig.6(a)

"user
Please describe this picture.

model
Here's a description of the picture:

**0verall Impression:*x The image shows
a man standing proudly in front of
a soundproof booth, likely a
recording studio or broadcast booth
. The setting appears to be a
functional, slightly utilitarian
space.

**Foreground: *x

* **Man:x* A middle-aged man with short,
receding hair is the focal point.

(a) Original image

(b) Adversarial image

Figure 6: Original images and adversarial images

(Gemma-3).

Generated text

continued

for Fig.6(a)

He's wearing a dark suit with a
patterned shirt underneath and a
name tag on his lapel. He has a
friendly, slightly amused
expression.

* **Tables:**x Two dark metal tables are
positioned in front of him.

* xxEquipment:*x On the left table is a
complex-looking audio recording
console with various buttons and
displays. On the right table is a
desktop computer with a monitor,
keyboard, mouse, and a printer.

**Background: *x
* x*Soundproof Booth:xx A large,

rectangular soundproof booth is
built into the wall. It has a white
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Generated text for

continued

Fig.6(a)

Generated

text for Fig.6(b)

continued

curtain hanging inside, and a
reflection of the man inside is
visible. There are two green chairs

visible inside the booth.

* *xWall:x* The wall behind the booth
is plain white.
* **xLighting:#* The room is lit by
overhead fluorescent lights, giving
it a somewhat sterile feel.

**Details & Atmosphere:*x*

* The overall impression is of a
professional recording or broadcast

environment.

* The equipment looks somewhat dated,
suggesting it's been in use for a
while.

* The man's posture and expression
suggest he's proud of the space and

the equipment.

Do you want me to focus on a specific
aspect of the picture, such as the
equipment or the man's expression?”

Generated text for Fi

b)

"user
Please describe this picture.

model
This picture is almost entirely
composed of the repeating string of
characters: ""random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random

random random random random random
random random random random random
random random random random random
random random random random random
random random

random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random

random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random

random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random

random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random

random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
random random

random random random random random
random random random random random
random random random random random
random random random random random
random random random random random
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Generated text for Fig.6(b) Generated text for Fig.6(b)

continued continued
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random random random random
random random random random random random random”
random random random random random
random random random random random
random random random random random
random random random random random
random random random random random Generated text for Fig.7(a)
random random random random random
random random random random random Y
random random random random random system
random random random random random Izzrare a helpful assistant.
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(b) Adversarial image

Figure 7: Original images and adversarial images
(Qwen2-VL).

Generated text for Fig.7(b)

"system

You are a helpful assistant.

user

Please describe this picture.

assistant

The image shows a collection of objects

that appear to be related to a

manufacturing or assembly process.
Here is a detailed description of
the objects present in the image:

1. *xObjects in the Image:**

- *x0Objects:*x There are several
objects that resemble parts or
components of a manufacturing
process. These include:

- *xMetal rods:*x These are likely
used for assembly or
manufacturing purposes.

- *xPlastic tubes:x* These could be

used for packaging or other
purposes.

- *xMetallic components:** These
might be parts of machinery or

equipment.

- *xCables:** These could be used
for electrical or data
transmission.

- **Metallic pipes:** These might
be used for piping or other
industrial purposes.

- *xMetallic bars:x* These could be

used for welding or other
manufacturing processes.

- x*Metallic plates:*x These might
be used for welding or other
manufacturing purposes.

- *xMetallic sheets:*x These could
be used for manufacturing or
packaging purposes.

- **Metallic tubes:** These might
be used for piping or other
industrial purposes.

Generated text for Fig.7(a)

continued

Please describe this picture.
assistant
The image shows a bus on a city street.
The bus is predominantly white
with pink and blue accents. The
front of the bus displays the ""
First Group”"” logo and the route
number ""65745."" The bus has a
large windshield with the words
Free Wi-Fi Board”" written on it.
The bus is driving on a red-painted
road, and there are pedestrians on
the sidewalk to the left of the
bus. The background includes
buildings, a street, and other
vehicles, indicating a busy urban
setting.”

nn

- *xMetallic rods:x* These could be
used for assembly or
manufacturing purposes.

- **Metallic pipes:** These might
be used for piping or other
industrial purposes.

- *xMetallic bars:x* These could be

used for welding or other
manufacturing processes.

- x*Metallic plates:*x These might
be used for manufacturing or
packaging purposes.

- *xMetallic sheets:*x These could
be used for manufacturing or
packaging purposes.

- **Metallic tubes:** These might
be used for piping or other
industrial purposes.

- *xMetallic rods:x* These could be

used for assembly or
manufacturing purposes.

- x*Metallic pipes:** These might
be used for piping or other

34202




Generated text for Fig.7(b)

continued

industrial purposes.
**Metallic bars:** These could be

used for welding or other

manufacturing processes.

**Metallic plates:*x These might
be used for manufacturing or
packaging purposes.

**Metallic sheets:*x These could
be used for manufacturing or
packaging purposes.

**Metallic tubes:*x These might
be used for piping or other
industrial purposes.

**Metallic rods:** These could be

used for assembly or
manufacturing purposes.

**Metallic pipes:** These might
be used for piping or other
industrial purposes.

**Metallic bars:*x These could be

used for welding or other
manufacturing processes.

**xMetallic plates:** These might
be used for manufacturing or
packaging purposes.

**Metallic sheets:*x These could
be used for manufacturing or
packaging purposes.

**xMetallic tubes:x*x These might
be used for piping or other
industrial purposes.

**Metallic rods:*x These could be

used for assembly or
manufacturing purposes.

**Metallic pipes:*x These might
be used for piping or other
industrial purposes.

**Metallic bars:*x These could be

used for welding or other
manufacturing processes.

**Metallic plates:*x These might
be used for manufacturing or
packaging purposes.

**Metallic sheets:*x These could
be used for manufacturing or
packaging purposes.

**Metallic tubes:*x These might
be used for piping or other
industrial purposes.

**Metallic rods:** These could be

used for assembly or
manufacturing purposes.

**Metallic pipes:*x These might
be used for piping or other
industrial purposes.

**Metallic bars:** These could be

used for welding or other
manufacturing processes.

*xMetallic plates:** These might
be used for manufacturing or
packaging purposes.

**Metallic sheets:** These could
be used for manufacturing or
packaging purposes.

Generated text for Fig.7(b)
continued

*xMetallic tubes:** These might
be used for piping or other
industrial purposes.

- *x*Metallic rods:** These could be

used for assembly or
manufacturing purposes.

- **Metallic pipes:** These might
be used for piping or other
industrial purposes.

- *xMetallic bars:x* These could be

used for welding or other
manufacturing processes.

- x*Metallic plates:*x These might
be used for manufacturing or
packaging purposes.

- **Metallic sheets:*x These could
be used for manufacturing or
packaging purposes.

- **Metallic tubes:** These might
be used for piping or other
industrial purposes.

- *xMetallic rods:x* These could be

used for assembly or
manufacturing purposes.

- **Metallic pipes:** These might
be used for piping or other
industrial purposes.

- *xMetallic bars:x* These could be

used for welding or other
manufacturing processes.

- x*Metallic plates:*x These might
be used for manufacturing or
packaging purposes.

- *xMetallic sheets:*x These could
be used for manufacturing or
packaging purposes.

- **Metallic tubes:** These might
be used for piping or other
industrial purposes.

- *xMetallic rods:x* These could be

used for assembly or
manufacturing purposes.

- **Metallic pipes:** These might
be used for piping or other
industrial purposes.

- **Metallic bars:** These could be

used for welding or other
manufacturing processes.

- x*Metallic plates:*x These might

be used for manufacturing or

packaging purposes.

D Transferability across Different Text
Prompts

To further evaluate the adaptability of VTIA to dif-
ferent textual prompts, we selected two VQA-style
prompts: Q1, “What is happening in the image?”,
and Q2, “Is there a person in the image?”. The
results are presented in Table 7.

As can be observed, owing to the ability of
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Extra long

text prompt ‘ Method ‘ Average length ‘ rate (%)
Please describe this picture. ‘ (‘)/{[1‘%21 ‘ 111)16 j ‘ 909
What is happening in the image? ‘O;Il,i: ‘ 160‘21 ‘ 180
Is there a person in the image? ‘ ?/Ell‘i: ‘ 1%.;)4 ‘ 180

Table 7: Attack performance of VTIA across different
textual prompts on InstructBLIP.

reinforcement learning to adapt to different text
prompts during adversarial prompt search, we can
still construct adversarial examples that achieve
strong attack performance.
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