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Abstract
Partially Relevant Video Retrieval (PRVR)
aims to retrieve untrimmed videos that con-
tain moments relevant to a text query. Since
the target moment occupies only a portion
of the video, PRVR requires retrieval based
on fine-grained understanding beyond coarse
video-level matching. However, existing meth-
ods often rely on frozen CLIP frame features,
which lack temporal understanding. Even with
recent progress in parameter-efficient CLIP
adaptation, video-level predictions can still
be supported by imprecise frame-level evi-
dence. In this paper, we propose an Intrin-
sic Temporal Adaptation (ITA) framework for
PRVR. First, our Backbone-Internal Tempo-
ral Adaptation allows the last few visual trans-
former layers to attend over groups of neigh-
boring frames. This provides temporally aware
frame embeddings while keeping CLIP frozen
and training only adaptation parameters. Sec-
ond, we introduce Affinity-Weighted Gradi-
ent Propagation to address the weakly su-
pervised nature of PRVR, softly aggregating
top-k frames based on text-frame affinities
and propagating learning signals to multiple
query-relevant frames. Our method achieves
state-of-the-art performance on PRVR bench-
marks, demonstrates robust cross-dataset trans-
fer, and retrieves substantially more accu-
rate frame-level evidence within ground-truth
query-relevant moments. Our code is available
at github.com/hynnsk/ITA.

1 Introduction

Partially Relevant Video Retrieval (PRVR) has be-
come increasingly important as large-scale video
collections continue to grow (Dong et al., 2022;
Jiang et al., 2023; Dong et al., 2023; Wang et al.,
2024b; Li et al., 2025; Moon et al., 2026). Unlike
conventional text-to-video retrieval, where a text
query is assumed to describe the video’s global se-
mantics, PRVR considers a more realistic setting
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Figure 1: Comparison between ProPy and Ours. (a) Vi-
sualization of cosine similarities between each frame
and its preceding frame. Rows and columns are video
and frame indices, respectively. ProPy shows vertical
stripe patterns across unrelated videos, while ours pro-
duces more video-specific transition patterns. (b) Strict
frame-level top-k retrieval on ActivityNet Captions. Un-
like video-level retrieval, we pool frames from all videos
and test whether all top-k frames come from the ground-
truth video. This evaluates whether video-level retrieval
is supported by coherent frame-level evidence. ProPy
rapidly degrades as k increases, whereas ours remains
more robust. (c) Comparison of trainable parameters
and inference-time GFLOPs of the video encoder.

in which only a temporal portion of the video is
relevant to the query. Therefore, PRVR requires
fine-grained understanding of video to identify the
evidence that supports text-video matching, rather
than relying only on coarse video-level semantics.

To align text queries with relevant visual content,
recent PRVR methods commonly adopt CLIP (Rad-
ford et al., 2021) as a strong vision-language foun-
dation (Song et al., 2025; Pan et al., 2025; Moon
et al., 2026). These methods extract CLIP features
from individual video frames and then introduce ad-
ditional temporal modules to transform frame-level
features into moment-level features for text-video
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matching. However, these temporal modules must
derive moment-level semantics from isolated frame
features because CLIP encodes each frame inde-
pendently without explicit temporal context.

To reduce the burden of deriving moment-level
semantics solely from isolated frame features,
ProPy (Pan et al., 2025) injects learnable temporal
prompts into the CLIP visual backbone itself. This
allows temporal cues to be incorporated during fea-
ture encoding. Despite its progress, we observe that
it still does not fully capture video-specific tempo-
ral dynamics. PRVR requires retrieval based on the
moment information within a video, but ProPy of-
ten fails to provide precise frame-level evidence for
its video-level prediction. As shown in Fig. 1 (a),
ProPy exhibits position-dependent transition pat-
terns across unrelated videos. This limitation is
also reflected in retrieval stability. As shown in
Fig. 1 (b), when a prediction is counted as correct
only if all top-k retrieved frames correspond to the
query-relevant video, ProPy’s performance drops
rapidly as k increases. This indicates that video-
level prediction can still be supported by imprecise
frame-level evidence.

To address these limitations, we propose an In-
trinsic Temporal Adaptation (ITA) framework for
PRVR. First, we introduce Backbone-Internal Tem-
poral Adaptation, which enables the visual encoder
to capture video-specific temporal dynamics dur-
ing feature encoding. Rather than encoding each
frame independently, we allow the last few layers
of the encoder to attend over groups of neighboring
frames. As a result, each frame representation is
conditioned on its temporal neighbors, incorporat-
ing local temporal context into the CLIP visual fea-
tures. We then train the adaptation with LoRA (Hu
et al., 2022), while keeping the backbone frozen.

Yet, since PRVR provides only video-level super-
vision, the text-video score is often computed from
the single frame with the highest text-frame similar-
ity (Wang et al., 2024a; Pan et al., 2025; Moon et al.,
2026). However, a query-relevant moment may
span multiple frames, and the top-1 frame can be
noisy or insufficient to represent the whole moment.
To alleviate this limitation, we introduce Affinity-
Weighted Gradient Propagation to address the weak
supervision in PRVR. Specifically, our method se-
lects and softly aggregates the top-k frames accord-
ing to text-frame affinities. This allows learning
signals to propagate to multiple frames that are
likely to belong to the query-relevant moment.

As shown in Fig. 1, our design promotes tempo-

rally grounded retrieval while maintaining high effi-
ciency. Experiments on PRVR benchmarks demon-
strate that our method achieves strong retrieval per-
formance with a lightweight adaptation of CLIP.

To sum up, our contributions are: (i) We propose
Backbone-Internal Temporal Adaptation, which in-
jects temporal interaction into the CLIP visual en-
coder without heavy external modules. (ii) We in-
troduce Affinity-Weighted Gradient Propagation,
which propagates contrastive learning signals to
multiple high-affinity frames under weak supervi-
sion. (iii) We demonstrate state-of-the-art PRVR
performance with high efficiency, and further val-
idate backbone generality, cross-dataset transfer,
and temporally precise frame-level retrieval.

2 Related Work

2.1 Text-to-Video Retrieval (T2VR)

T2VR aims to identify the video most relevant
to a given text query from a large video collec-
tion. Early methods learn cross-modal embeddings
to align visual and textual features (Dong et al.,
2019; Liu et al., 2019; Chen et al., 2020a; Gabeur
et al., 2020). With the emergence of CLIP (Rad-
ford et al., 2021) as a strong vision-language foun-
dation, recent methods have shifted toward using
frame-level CLIP features for video-text matching.
CLIP4Clip (Luo et al., 2022) establishes a simple
and effective paradigm by aggregating frame-level
CLIP features into a video representation. Subse-
quent works improve CLIP-based T2VR through
multi-grained or fine-grained alignment (Ma et al.,
2022; Liu et al., 2022; Gorti et al., 2022; Wang
et al., 2022a), video-language pretraining (Miech
et al., 2019; Bain et al., 2021; Xu et al., 2021;
Wang et al., 2022b), and parameter-efficient adap-
tation (Xue et al., 2022; Huang et al., 2023). De-
spite this progress, these methods generally assume
global video-text relevance, which often does not
hold in a realistic setting where a query may corre-
spond to only a short temporal portion of a video.

2.2 Partially Relevant Video Retrieval (PRVR)

PRVR targets a realistic retrieval setting in which a
video can be relevant even when only a temporal
portion matches the query. The task is introduced
by Dong et al. (2022), who employ multi-scale
similarity learning to capture clip-level partial rel-
evance. Subsequent works typically build tempo-
ral modules on top of pretrained visual features.
One line of work discovers query-relevant temporal
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Figure 2: Illustration of the proposed framework. Given sampled video frames, the CLIP visual encoder produces
frame embeddings through Backbone-Internal Temporal Adaptation, where the last few visual transformer layers
perform attention over grouped neighboring frames. The resulting frame embeddings are further refined by a
lightweight global class-token attention layer. To address the weakly supervised nature of PRVR, we introduce
Affinity-Weighted Gradient Propagation, which selects top-k frames according to text-frame affinities and propagates
contrastive learning signals to multiple query-relevant frames. The whole framework is trained in a parameter-
efficient manner by freezing the CLIP backbone and applying LoRA to the query-key-value projection layers.

regions through event alignment, Gaussian-based
event or clip representations, or learnable span an-
chors (Jiang et al., 2023; Wang et al., 2024b,a; Song
et al., 2025). Another line improves representation
learning under weak supervision through knowl-
edge distillation, prototype-based clip representa-
tions, or ambiguity-aware objectives (Dong et al.,
2023; Moon et al., 2025; Cho et al., 2025). Recent
works further address semantic collapse (Moon
et al., 2026) and hierarchical partial relevance (Li
et al., 2025). In a different direction, ProPy (Pan
et al., 2025) adapts CLIP more explicitly to PRVR
by organizing learnable event prompts in a hierar-
chical structure with cross-granularity interactions.
Despite steady improvements, existing methods
commonly treat the visual backbone as a frame-
wise feature extractor and rely on top-1 frame ag-
gregation under weak supervision. In contrast, we
enable temporal interaction inside the CLIP back-
bone and propagate contrastive gradients over mul-
tiple high-affinity frames.

3 Method

3.1 Preliminary

Given a batch of videos and text queries, our goal is
to learn a scoring function that retrieves the video
containing a query-relevant moment. Each video

Vj is uniformly sampled into T frames. Following
the PRVR setting, supervision is provided only at
the text-video level: for each query, we are given
its positive video index, but the frame or temporal
segment relevant to the query is not annotated.

Text Representation. For a text query, we use
the CLIP text encoder to obtain its representation.
The query is tokenized with the standard start and
end tokens, and the embedding corresponding to
the <EOS> token is projected into the joint embed-
ding space. We denote the query embedding as ti.

Frame Representation. For a video Vj , the vi-
sual encoder produces a sequence of frame-level
embeddings Fj = [fj,1, . . . , fj,T ], where fj,t de-
notes the final representation of the t-th frame. In
standard CLIP-based video retrieval, each frame is
encoded independently by the CLIP visual encoder,
and temporal aggregation is performed outside the
backbone. In contrast, our method modifies the vi-
sual encoding process itself so that fj,t is temporally
contextualized by neighboring frames.

Contrastive Learning Objective. Following
conventional PRVR training, a baseline text-video
score is obtained by selecting the frame embedding
with the maximum similarity to the query. Let si,j
denote the maximum similarity score between text
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query ti and frame embeddings Fj , then we train
the model with a bidirectional InfoNCE loss (Chen
et al., 2020b; Khosla et al., 2020):

L = InfoNCE(si,j) (1)

The remaining question is how to compute the
frame embeddings Fj and the text-video score si,j .
We answer these questions with Backbone-Internal
Temporal Adaptation and Affinity-Weighted Gradi-
ent Propagation in Sec. 3.2 and 3.3, respectively.

3.2 Backbone-Internal Temporal Adaptation
CLIP is trained on image-text pairs and its visual
encoder processes each image independently. For
PRVR, the representation of a frame should depend
on its temporal context, because the relevance of a
frame can be determined by neighboring actions or
events. To facilitate temporal understanding while
maintaining parameter efficiency, we adapt the
CLIP visual backbone so that temporal interaction
occurs inside the backbone. Unlike external tem-
poral modules that operate on already-extracted
frame embeddings, our adaptation enables visual
tokens from neighboring frames to interact before
the final frame representations are formed. Specif-
ically, while the original CLIP visual transformer
applies self-attention independently to each frame,
our method allows the last few layers to attend over
tokens from multiple neighboring frames.

Grouped Temporal Attention. For each visual
encoder layer ℓ, we define a frame group size gℓ.
Let Fℓ

j,t ∈ RL×d denote the visual tokens of the
t-th frame in video Vj at layer ℓ, including the
class token and patch tokens. We group every gℓ
consecutive frames, resulting in the concatenated
token sequence Gℓ

j,m ∈ RgℓL×d for the m-th frame
group, as follows:

Gℓ
j,m = Cat

(
Fℓ
j,(m−1)gℓ+1, · · · ,Fℓ

j,mgℓ

)
, (2)

where m ∈ {1, · · · ,M} and M = ⌊T/gℓ⌋. Then,
each grouped token sequence is processed by the
standard CLIP self-attention and FFN operations:

Ḡℓ
j,m = FFNℓ

(
MHAℓ(Gℓ

j,m,Gℓ
j,m,Gℓ

j,m)
)
, (3)

where MHAℓ denotes the multi-head self-attention
in the ℓ-th encoder layer, with the grouped token
sequence as query, key, and value. The output is
then split back into frame-wise token sequences:
[
Fℓ+1
j,(m−1)gℓ+1, · · · ,F

ℓ+1
j,mgℓ

]
=Splitgℓ(Ḡ

ℓ
j,m), (4)

where Splitgℓ divides the grouped token sequence
into gℓ frame-wise sequences.

In practice, we apply grouped temporal attention
only to the last few visual layers (e.g., gℓ ∈ {2, 4}
for the last two layers). This is motivated by the
observation that early layers mainly capture local
visual patterns, while deeper layers encode higher-
level semantics (Gandelsman et al., 2024; Chen
et al., 2025a) that are more suitable for temporal
event understanding.

Although grouped temporal attention enables
local temporal interaction, each group still has a fi-
nite temporal receptive field. To further incorporate
video-level context across all sampled frames, we
apply a lightweight global frame attention over the
final class-token embeddings. Since this refinement
operates only on frame-level class-token embed-
dings rather than dense patch tokens, it adds only a
small computational cost. Overall, this design gives
the frame-level output features temporal awareness
while preserving the simplicity and efficiency of
the CLIP backbone. The resulting frame embed-
dings Fj = [fj,1, . . . , fj,T ] are used for retrieval.

Temporal Bias. To make grouped temporal atten-
tion aware of frame order, we add two lightweight
temporal signals. First, we use a learnable tempo-
ral positional embedding et ∈ Rd for each frame
index t, which is added to all tokens from the same
frame. Second, for layers with gℓ > 1, we apply a
learnable relative temporal bias, extending position
bias in Swin Transformer (Liu et al., 2021) to tem-
poral dimension. For two tokens u and v inside the
same grouped sequence, let γ(u) and γ(v) denote
their frame indices within the group. The attention
logit is modified as:

au,v =
quk

⊤
v√
d

+ rγ(u)−γ(v), (5)

where d is the feature dimension and r∆ is a
learnable scalar for relative temporal offset ∆ ∈
{−(gℓ−1), . . . , gℓ−1}. This bias enables the atten-
tion layer to distinguish tokens not only by visual
content but also by their relative temporal positions.

Parameter-Efficient Adaptation. We freeze
the pretrained CLIP backbone and train only
lightweight adaptation parameters. Specifically, we
apply LoRA (Hu et al., 2022) to the query-key-
value input projection layer of every attention block
in both the visual and text encoders. Because the
original input projection, output projection, MLP,
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and normalization parameters remain frozen, the
adaptation is highly parameter-efficient. In addi-
tion to LoRA, we train only the temporal posi-
tional embeddings, relative temporal biases, and
the lightweight global frame attention.

3.3 Affinity-Weighted Gradient Propagation
PRVR provides only video-level supervision, al-
though the text query is usually relevant to a tem-
poral subset of the video. A common approach for
PRVR computes the text-video similarity by se-
lecting the maximum text-frame similarity. While
simple, this top-1 aggregation sends the contrastive
learning signal primarily to a single selected frame.
This is suboptimal for PRVR because a query-
relevant moment often spans multiple frames, and
the top-1 frame can be noisy or insufficient to rep-
resent the whole event.

We therefore introduce an objective tailored to
the weakly labeled nature of PRVR. Specifically,
we select the top-k frames according to text-frame
affinity, softly aggregate them, and apply a bidirec-
tional NCE loss to the resulting video representa-
tion. Formally, for each query-video pair, we first
compute frame-level affinities:

ai,j,t = t⊤i fj,t. (6)

We then select the corresponding top-k frames:

Ki,j = TopKt (ai,j,t) . (7)

For the selected frames, we compute affinity
weights:

wi,j,t =
exp (ai,j,t/τ)∑

u∈Ki,j
exp (ai,j,u/τ)

, t ∈ Ki,j , (8)

where τ is a temperature parameter. The final video
embedding is then obtained by a weighted sum of
the selected frame embeddings:

hi,j = Normalize

(∑
t∈Ki,j

wi,j,tfj,t

)
. (9)

Finally, the text-video score is computed as

si,j = t⊤i hi,j . (10)

When k > 1, the NCE gradient is distributed
to multiple high-affinity frames. Thus, the model
is encouraged to align the query not only with the
single most discriminative frame but also with other
frames that plausibly belong to the same query-
relevant moment.

We use the score in Eq. 10 in the bidirectional
NCE objective defined in Eq. 1. The final training
objective remains a standard contrastive loss, while
its gradient is propagated in a relevance-aware man-
ner over multiple candidate frames.

Importantly, although k is fixed, the effective su-
pervision of AWGP remains query-adaptive. The
selected set Ki,j is determined independently for
each query-video pair according to their relative
affinities, and the softmax weights continuously
modulate the contribution of each selected frame.
Consequently, relatively weak candidates can re-
ceive negligible weights even when they are in-
cluded in the top-k set. Furthermore, each selected
frame embedding has already been contextualized
through Grouped Temporal Attention and global
frame attention, such that gradients applied to a
selected embedding can also propagate through
its temporal interactions. Thus, using a fixed k
does not restrict the effective learning signal to
an equally weighted set of k isolated frames.

3.4 Inference

During inference, we use the same scoring function
as in training. For each query-video pair, we com-
pute frame-level affinities, select the top-k frames,
aggregate them with affinity weights, and obtain
the final score using Eq. 10. Videos are then ranked
according to this score. Compared with the con-
ventional top-1 aggregation, the additional cost of
top-k selection and affinity-weighted aggregation
is negligible.

4 Experiment

4.1 Experiment Settings

Datasets and Metrics. We evaluate our method
on four widely used PRVR benchmarks: TVR (Lei
et al., 2020), ActivityNet Captions (Krishna et al.,
2017), Charades-STA (Gao et al., 2017), and
QVHighlights (Lei et al., 2021). TVR contains
17,435 videos and 87,175 queries for training, and
2,179 videos and 10,895 queries for evaluation.
For ActivityNet Captions, each video is paired
with an average of 3.7 text queries, with 10,009
videos used for training and 4,917 videos used for
evaluation. Charades-STA contains 13,898 video-
sentence pairs for training and 4,233 pairs for eval-
uation. QVHighlights consists of videos collected
from news and vlog-style content.

For evaluation, we use recall-based retrieval met-
rics. Specifically, we report R@K, which measures
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Table 1: Performance comparison on TVR, ActivityNet Captions, and Charades-STA. Rows highlighted in gray
indicate the performance of methods leveraging ResNet152 + I3D + RoBERTa features.

Method TVR ActivityNet Captions Charades-STA
R@1 R@5 R@10 R@100 SumR R@1 R@5 R@10 R@100 SumR R@1 R@5 R@10 R@100 SumR

MS-SL (Dong et al., 2022) 13.5 32.1 43.4 83.4 172.4 7.1 22.5 34.7 75.8 140.1 1.8 7.1 11.8 47.7 68.4
MS-SL++ (Chen et al., 2025b) 13.6 33.1 44.2 83.5 174.5 7.0 23.1 35.2 75.8 141.1 1.8 7.6 12.0 48.4 69.7
PEAN (Jiang et al., 2023) 13.5 32.8 44.1 83.9 174.2 7.4 23.0 35.5 75.9 141.8 2.7 8.1 13.5 50.3 74.7
GMMFormer (Wang et al., 2024b) 13.9 33.3 44.5 84.9 176.6 8.3 24.9 36.7 76.1 146.0 2.1 7.8 12.5 50.6 72.9
DL-DKD (Dong et al., 2025) 14.4 34.9 45.8 84.9 179.9 8.0 25.0 37.5 77.1 147.6 - - - - -
Proto (Moon et al., 2025) 15.4 35.9 47.5 86.4 185.1 7.9 24.9 37.2 77.3 147.4 - - - - -
ARL (Cho et al., 2025) 15.6 36.3 47.7 86.3 185.9 8.3 24.6 37.4 78.0 148.3 - - - - -
GMMFormer-V2 (Wang et al., 2024a) 16.2 37.6 48.8 86.4 189.1 8.9 27.1 40.2 78.7 154.9 2.5 8.6 13.9 53.2 78.2

MS-SL (Dong et al., 2022) 20.1 43.8 55.0 89.4 208.3 11.9 32.6 45.3 82.3 172.1 1.5 5.9 9.6 43.3 60.3
MS-SL++ (Chen et al., 2025b) 23.4 47.2 58.3 90.1 219.0 12.7 33.1 46.0 82.1 173.9 1.5 5.2 9.3 39.2 55.2
GMMFormer (Wang et al., 2024b) 20.5 44.1 55.8 90.2 210.5 13.5 33.7 47.0 82.1 176.3 1.1 5.6 9.7 43.6 60.0
GMMFormer-V2 (Wang et al., 2024a) 22.6 46.5 58.5 91.6 219.1 13.3 33.9 47.4 82.8 177.4 1.2 5.5 9.5 42.9 59.1
AMDNet (Song et al., 2025) 21.0 44.2 56.2 90.0 211.4 11.5 32.0 44.9 82.0 170.5 1.5 5.8 10.2 42.8 60.3
HLFormer (Li et al., 2025) 22.6 46.7 58.0 91.2 218.4 13.1 34.2 47.3 82.9 177.4 1.2 4.9 9.1 42.4 57.6
MSC (Moon et al., 2026) 22.3 46.3 57.5 91.0 217.2 12.5 33.1 45.9 82.5 174.0 1.9 7.2 11.3 47.1 67.4
ProPy (Pan et al., 2025) 22.4 45.0 55.9 89.5 212.8 14.9 34.9 47.5 82.7 180.0 2.9 9.8 15.0 54.8 82.5
ITA (Ours) 25.3 49.2 59.8 90.5 224.7 19.2 41.7 54.4 86.1 201.4 3.5 10.6 16.8 56.5 87.4

the percentage of text queries whose ground-truth
video is ranked within the top-K retrieved results.
We also report SumR, the sum of all recall scores.

Implementation Details. We use CLIP-
B/32 (Radford et al., 2021) as the backbone for
both the visual and text encoders. For each video,
we uniformly sample T = 32 frames. The tempo-
ral receptive fields of grouped temporal attention
are set to {2, 4} in the final visual transformer
layers. For parameter-efficient adaptation, we set
the LoRA (Hu et al., 2022) rank to 8. For Affinity-
Weighted Gradient Propagation, k and τ are set to
4 and 0.05, respectively. These hyperparameter
settings are used across all datasets. We train all
models for 10 epochs with a batch size of 48. The
learning rate is set to 2 × 10−4 for ActivityNet
Captions and Charades-STA, 1 × 10−3 for TVR,
and 1× 10−4 for QVHighlights. All experiments
are conducted on a single NVIDIA RTX A6000
GPU with an Intel Xeon Gold 5220R (2.20GHz)
CPU. The training time is approximately 2.0, 1.5,
0.5, and 1.5 hours for TVR, ActivityNet Captions,
Charades-STA, and QVHighlights, respectively.

4.2 Comparison with the State of the Art

We compare our method with existing PRVR base-
lines on four benchmarks. For a fair comparison
under the same backbone setting, we reproduce the
baselines using CLIP ViT-B/32 with 32 sampled
frames per video (except MS-SL++ (Chen et al.,
2025b)). As shown in Tab. 1 and 2, our method
achieves the best overall performance. In particular,
our method shows a large improvement on Activ-
ityNet Captions, a diverse and real-world video

Table 2: Performance on QVHighlights val split. Rows
highlighted in gray are results with CLIP-B/16 features.

Method R@1 R@5 R@10 R@100 SumR

GMMFormer 18.2 43.7 56.7 92.5 211.1
MS-SL 20.4 46.7 60.7 94.6 222.5
Proto 22.6 48.8 61.3 93.9 226.6

MS-SL 21.2 50.0 61.0 94.1 226.4
GMMFormer 18.4 42.3 56.2 93.4 210.3
GMMFormer-V2 23.1 50.7 63.9 94.8 232.5
AMDNet 21.4 47.2 59.8 93.2 221.5
HLFormer 21.0 45.9 59.9 93.7 220.5
MSC 20.7 46.8 59.5 93.7 220.7
ProPy 37.4 65.6 76.1 96.5 275.5
ITA (Ours) 39.8 67.2 78.0 96.8 281.9

dataset, improving SumR over ProPy (Pan et al.,
2025) by 21.4 points. The gain on TVR is also
substantial, demonstrating the effectiveness of our
method in retrieving partially relevant moments
from long and semantically diverse videos. Our
method also achieves state-of-the-art performance
on Charades-STA and QVHighlights. These results
suggest that our temporally grounded frame repre-
sentations enable more precise visual understand-
ing, leading to stronger PRVR performance. Fur-
thermore, to examine whether the proposed adapta-
tion is specific to CLIP ViT-B/32, we further eval-
uate it with a CLIP variant and video-pretrained
video-language backbones. As shown in Tab. 3, our
method consistently improves over ProPy across
CLIP ViT-B/16, CLIP4Clip-B/32 (Luo et al., 2022),
and InternVideo-MM-B/16 (Wang et al., 2022b).
In particular, the improvement with InternVideo in-
dicates that our adaptation remains complementary
even when the pretrained representation already
incorporates temporal information.
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Table 3: Generalization across diverse backbones. We
report the average SumR over four PRVR benchmarks.

Backbone ProPy ITA

CLIP-B/16 198.0 209.0
CLIP4Clip-B/32 183.6 196.1
InternVideo-MM-B/16 190.7 201.7

Table 4: Ablation study on each component, report-
ing SumR. PEA, GTA, TB, and AW denote Parameter-
Efficient Adaptation, Grouped Temporal Attention, Tem-
poral Bias, and Affinity-Weighting, respectively.

PEA GTA TB AW TVR ANet Charades QV Avg.

✓ 217.7 195.9 78.5 271.2 190.8
✓ ✓ 221.1 199.0 82.0 277.6 194.9
✓ ✓ ✓ 223.2 199.6 83.9 277.9 196.2
✓ ✓ 219.6 199.5 81.7 280.8 195.4
✓ ✓ ✓ ✓ 224.7 201.4 87.4 281.9 198.9

4.3 Ablation Study

Component Ablation. We conduct an ablation
study to evaluate the contribution of each com-
ponent in our framework. As shown in Tab. 4,
the baseline with only Parameter-Efficient Adapta-
tion provides a competitive starting point. Adding
Grouped Temporal Attention consistently improves
performance, showing that temporal interaction in-
side the CLIP visual backbone is beneficial for
PRVR. Temporal Bias further improves the model,
suggesting that temporal order and relative offsets
help grouped attention better model frame repre-
sentations. Affinity-Weighted Gradient Propaga-
tion also improves performance when added to the
PEA baseline, indicating that propagating super-
vision to multiple high-affinity frames is effective
under weak video-level supervision. Combining all
components yields the best performance, demon-
strating that temporal representation learning and
affinity-weighted training are complementary.

Hyperparameter Ablation. We study the effect
of k and τ in Affinity-Weighted Gradient Propaga-
tion. As shown in Fig. 3, selecting multiple high-
affinity frames outperforms conventional top-1 ag-
gregation. However, using too many frames gradu-
ally degrades performance, as irrelevant frames can
be included and dilute the relevance-aware supervi-
sion. The temperature τ controls the sharpness of
affinity weights among the selected frames. Since
top-k candidates often have similar affinity scores,
a proper temperature is needed to emphasize more
reliable frames. A very small τ makes the aggrega-
tion close to top-1 selection, whereas a very large
τ makes the weights nearly uniform and may over-

Figure 3: Hyperparameter ablation on the number of
selected frames k and the affinity temperature τ . For
k, we fix τ = 0.05 and vary k from top-1 to all-frame
aggregation. For τ , we fix k = 4 and vary τ from 0.01
to 1.0. We report average SumR over four datasets.

Average Performance GFLOPs

Figure 4: Ablation study on the group size for grouped
temporal attention. GFLOPs denotes the video encoding
cost. We report the average SumR over the four datasets.

emphasize less relevant frames. Based on this, we
use k=4 and τ=0.05 as the default setting.

Temporal Receptive Field Ablation. We also
study different temporal grouping configurations
in grouped temporal attention. As shown in Fig. 4,
temporal grouping improves performance over the
frame-independent setting, but the gain does not
monotonically increase with larger groups or more
adapted layers. This suggests that overly broad tem-
poral interaction may weaken frame-level speci-
ficity. We therefore choose {2, 4} as our default
configuration, balancing retrieval performance and
computation. In addition to the ablation above, we
further test sensitivity to predefined group bound-
aries using overlapping {4, 4} and sliding {2, 4}
grouping. Overlapping grouping obtains an aver-
age SumR of 198.2, indicating limited sensitivity
to the exact boundary placement. Sliding group-
ing slightly improves the average SumR to 199.5,
but increases video-encoding cost from 283.7 to
313.6 GFLOPs because each frame is repeatedly
processed in overlapping windows. We therefore
retain the non-overlapping configuration for its fa-
vorable accuracy-efficiency trade-off.

Top-k vs. Threshold-Based Selection. We com-
pare fixed top-k selection with affinity-threshold
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TVR ANet

Charades QV

Top-k (Ours) Top-k (Ours)

Top-k (Ours)Top-k (Ours)

Figure 5: Comparison between top-k and threshold-
based frame selection. The orange dashed lines indicate
our final model, while the blue curves show threshold-
based selection using different fixed affinity thresh-
olds (x-axis). The y-axis denotes SumR.

filtering by varying the threshold from −0.4 to 0.8.
As shown in Fig. 5, no single threshold consis-
tently outperforms our top-k strategy across the
four datasets. This is mainly because absolute text-
frame cosine similarities are not equally calibrated
across datasets and queries, making a globally fixed
threshold sensitive to affinity distribution. In con-
trast, top-k selection depends on the relative rank-
ing of frame affinities and is therefore more sta-
ble across different datasets. Importantly, fixed k
does not imply that the selected frames contribute
equally: AWGP adaptively weights the selected
frames for each query-video pair and suppresses rel-
atively weak candidates. Thus, top-k provides sta-
ble selection while retaining query-adaptive frame
weighting.

4.4 Cross-dataset generalization

We evaluate the generalization ability of PRVR
models under a cross-dataset setting. As shown in
Tab. 5, all methods are trained only on QVHigh-
lights and then directly evaluated on other PRVR
benchmarks. Most existing methods show limited
transferability to unseen datasets. This suggests
that many PRVR models tend to overfit to dataset-
specific temporal patterns or annotation biases. Al-
though ProPy shows stronger generalization than
earlier methods due to its CLIP-based adaptation,
its transfer performance is still limited. Conversely,
our approach not only improves in-domain PRVR
performance but also generalizes more robustly
to unseen video domains. These results indicate
that our method learns task-relevant frame features
instead of relying on dataset-specific temporal pro-
posals or heavy interaction modules.

4.5 Analysis on Temporal Understanding

Frame-Level Retrieval. We further examine
whether video-level retrieval is supported by accu-

Table 5: Cross-dataset generalization results. All meth-
ods are trained only on QVHighlights and evaluated
on the other datasets. QV denotes the source-domain
evaluation and we report SumR for all results.

Method QV TVR ANet Charades

MS-SL 226.4 41.2 96.5 30.6
GMMFormer 210.3 38.1 91.1 28.7
AMDNet 221.5 37.2 86.7 30.4
HLFormer 220.5 39.2 92.2 29.6
MSC 220.7 40.5 94.2 27.8
ProPy 275.5 102.5 150.3 46.0
ITA (Ours) 281.9 120.3 173.5 60.9

Table 6: Frame-level retrieval using GT moments.

Dataset Method R@1 R@5 R@10

TVR ProPy 6.95 16.26 21.63
ITA 11.90 23.95 31.37

ANet ProPy 5.61 13.03 18.31
ITA 9.86 18.99 24.64

Charades ProPy 0.67 2.80 4.14
ITA 2.12 4.70 6.75

QV ProPy 23.23 45.48 55.68
ITA 32.52 52.52 60.06

rate frame-level evidence. Fig. 1 (b) evaluates top-
k frame retrieval on ActivityNet Captions, count-
ing a prediction as correct only when all top-k
frames come from the query-relevant video. ProPy
degrades rapidly as k increases, suggesting that
its video-level retrieval is often supported by im-
precise frame matches. We additionally evaluate
temporal grounding using ground-truth moment an-
notations, where a retrieved frame is correct only if
it lies within the annotated query-relevant moment.
As shown in Tab. 6, our method consistently out-
performs ProPy across all datasets and recall levels.
Fig. 6 also shows that, even when both methods
retrieve the correct video, our method identifies
frames more directly aligned with the query. This
provides qualitative evidence that our method per-
forms PRVR based on temporally grounded frame
understanding.

Frame-Transition Analysis. To analyze whether
the learned frame representations capture video-
specific temporal dynamics, we conduct frame-
transition analysis. Given the final frame em-
beddings, we compute the similarity between
each frame and its immediately preceding frame.
Fig. 1 (a) visualizes the transition patterns over
randomly sampled videos, and Fig. 7 shows rep-
resentative examples. Ideally, transition patterns
should vary according to the actual video content.
However, ProPy shows similar transition responses
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Query#1: Query#2:

Video:

“Students pedal stationary bikes in a classroom.”
“A boy looks at a smart phone while pedaling a 

stationary bike, and other boys continue biking.”

Rank Top-5 Frames Rank Top-5 Frames

Figure 6: Qualitative comparison of frame-level retrieval. Given a text query, we first perform video-level retrieval
and consider examples where both ProPy and our method retrieve the correct video. We then rank individual frames
and visualize the top-5 retrieved frames for each method.

Ours

ProPy

Figure 7: Visualization of frame-transition score for
frames (4th-22nd frames). Orange and blue curves cor-
respond to ProPy and Ours, respectively.

at fixed frame positions across videos, suggesting
position-dependent artifacts or collapsed temporal
behavior. In contrast, our method produces more di-
verse and video-dependent patterns, indicating that
it better preserves frame-level temporal variations.
These results suggest that our method learns tempo-
rally grounded frame representations and performs
retrieval based on meaningful video dynamics.

4.6 Efficiency

We compare the efficiency of our method with base-
lines in terms of trainable parameters and computa-
tional cost at inference in Tab. 7. All computational
costs are measured under the same input setting
with CLIP ViT-B/32 and 32 sampled frames per
video. ProPy (Pan et al., 2025) reduces trainable
parameters and online retrieval cost compared with
prior methods, but it still requires a relatively high
video encoding cost. This matters in practical re-
trieval systems, where large-scale video content
must be continuously encoded and indexed. Our
method achieves a better efficiency-performance

Table 7: Efficiency comparison with existing PRVR
methods. GFLOPs (video) denotes the offline cost of
encoding a single video. GFLOPs (online) denotes the
online retrieval cost when visual embeddings of 10,000
database videos are pre-extracted and stored.

Method Trainable GFLOPs GFLOPs Avg.
Params (M) ↓ (video) ↓ (online) ↓ SumR

MS-SL 2.70 282.8 10.285 166.8
GMM-V2 30.11 284.7 6.475 172.0
MSC 30.24 284.0 6.289 169.8
ProPy 7.98 370.0 6.107 187.7
ITA 1.57 283.7 5.490 198.9

trade-off. Compared with ProPy, our method uses
substantially fewer trainable parameters and re-
duces the offline video encoding cost by 23.3%,
while achieving the highest average SumR. It also
reduces the online retrieval cost by 10.1% when
searching over 10,000 pre-extracted videos. Since
our method does not introduce a heavy text-side
module or query-dependent video re-encoding, it
remains efficient in both offline feature construc-
tion and online retrieval.

5 Conclusion

In this paper, we proposed an Intrinsic Tempo-
ral Adaptation framework for PRVR. First, our
Backbone-Internal Temporal Adaptation injects
temporal interaction directly into the CLIP visual
encoder. Second, Affinity-Weighted Gradient Prop-
agation distributes contrastive learning signals to
multiple high-affinity frames under weak supervi-
sion. Experiments on four PRVR benchmarks show
that our method achieves state-of-the-art perfor-
mance with fewer trainable parameters and lower
video-encoder computation. Additional analyses
further demonstrate that our method learns more
temporally grounded frame representations and
generalizes better across datasets.
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Limitations

Our method is built on CLIP and may inherit its
representation biases. Since PRVR provides only
video-level supervision without precise frame-level
labels, these biases can be reinforced during train-
ing, causing the model to favor frames that are
highly aligned with CLIP but not necessarily the
most temporally accurate evidence. Overcoming
such biases under weak supervision remains an
important direction for future work.

Potential Risks

Improved retrieval models can help users search
large video collections more efficiently, but they
may also be misused for surveillance, privacy-
invasive search, or large-scale indexing of sensitive
video content. Responsible deployment should con-
sider data privacy, consent, and safeguards against
unintended use.
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