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Abstract

Proactive dialogue agents must guide multi-
turn interactions toward task goals while adapt-
ing to users whose intentions and attitudes
evolve. Existing planners improve system side
action selection through search, learned poli-
cies, or user aware planning, but are often
trained and evaluated against fixed or overly
compliant simulators; as a result, high simu-
lated success can reflect soft user bias rather
than robust dialogue ability. We introduce
MASP, a Mentalized Adversarial Self Play
framework that treats proactive dialogue as a
partially observable game between a system
and a rationally resisting user. MASP repre-
sents the user’s evolving mental state with a
BDI based latent state, separates reward side
teacher mentalization from policy side student
mentalization, and alternates self play updates
for the system and user policies. This turns ro-
bustness to rational resistance into a training
objective rather than only an evaluation condi-
tion. Across diverse proactive dialogue bench-
marks, compared with the widely used SFT
and Planner-only approaches, MASP substan-
tially improves success rate (SR) and rational-
ity constrained success (RCSR), reduces av-
erage turns (AT), and performs better against
hard users who make the task goal more diffi-
cult to achieve.

1 Introduction

Proactive dialogue requires more than a fluent
next response. In tasks such as persuasion, emo-
tional support, empathy, and negotiation, an agent
must guide a multi-turn interaction toward a goal
while anticipating how each utterance may change
the user’s beliefs, desires, and decisions. Al-
though large language models (LLMs) are strong
reactive conversationalists, proactive dialogue re-
mains challenging because next-token optimiza-
tion alone does not provide long-range strategic
adaptation (He et al., 2024a,b). Recent work

has studied various planning and simulation ap-
proaches to this challenge (Wang et al., 2023;
Hong et al., 2023; Liu et al., 2025; Wu et al., 2025;
Zhang et al., 2025a).

Most progress, however, remains centered on
planners. Prior methods improve system-side ac-
tion selection through trainable planners, search,
and user world modeling (Deng et al., 2023; He
et al., 2024a; Zhang et al., 2024b; He et al., 2025,
2024b; Rakib et al., 2025; Kim et al., 2025; Dao
and Liao, 2025; Dong et al., 2025). Despite their
different mechanisms, they largely preserve the
same training asymmetry: the system is optimized
as the sole strategic learner, whereas the user is
fixed, externally specified, or only weakly mod-
eled.

This asymmetry can lead to misleading
progress. A policy trained against a fixed or
overly permissive simulator may achieve high
simulated success while learning brittle behavior
that fails once the user is less compliant (Kreyssig
et al., 2018; Keizer et al., 2023; Zhang et al.,
2024a). Recent LLM-based work moves beyond
prompted role-play toward dedicated user LMs,
profile-conditioned simulators, and iterative
adversarial refinement (Davidson et al., 2023;
Sekuli’c et al., 2024; Naous et al., 2025; Zhu et al.,
2025). These works make the soft user problem
explicit, but they mainly strengthen the simulator
or evaluation environment; they do not directly
answer how a proactive policy should be trained
so that its gains survive stronger, more strategic,
and partially observed users.

A natural way to address this issue is to model
the user’s evolving internal state. Recent stud-
ies have examined intention modeling, user state
tracking, and theory of mind for persuasion and
emotional support (Yu et al., 2025; Zhang et al.,
2025b; Park et al., 2026), yet such information re-
mains an auxiliary feature or simulator-side com-
ponent rather than the basis of the training interac-
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tion. We propose MASP (Mentalized Adversarial
Self Play)1, a training paradigm that instead for-
mulates proactive dialogue as a partially observ-
able game between two agents over a shared la-
tent mental state space. Each turn is governed by
a hidden user state represented by free-form belief,
desire, and intention (BDI) together with compact
affective variables. The user policy conditions on
this hidden state, while the system observes only
an estimate inferred from dialogue history; conse-
quently, the system is trained not only to choose
useful utterances, but also to infer who it is talking
to and how that person changes over time.

The key design of MASP is to make mental-
ization part of the optimization itself. A frozen
teacher mentalizer defines the latent state used by
reward computation, whereas the system observes
only a student estimate, reducing the risk that the
policy directly exploits an adaptive reward state
estimator. On top of this latent state, MASP de-
fines dense progress toward a task-specific target
mind state, measured relative to the user’s own
starting state. The system is rewarded for both
moving the user toward the target and accurately
inferring the current state, while the user is re-
warded for rational resistance rather than uncon-
ditional rejection. This formulation differs from
planner-focused approaches by coupling opponent
modeling, long-horizon dialogue control, and sim-
ulator robustness within a single training game; it
also differs from work that only builds simulators
because the user model is not merely an evaluation
tool, but an adaptive training opponent.

We evaluate MASP on proactive dialogue
benchmarks spanning persuasion, emotional sup-
port, empathy, and negotiation, with a focus on
rationality-constrained success under difficult user
simulators. Our contributions are threefold: (1) to
our knowledge, MASP is the first multi-turn dia-
logue training framework to explicitly model BDI
mental states and let those states evolve during
training; (2) we are the first to apply self-play to a
multi-turn dialogue training framework, proposing
a mentalized self-play method that jointly trains
the system and user and is designed to avoid the
soft user problem in practical applications; and
(3) to address the fact that widely used evaluation
rules do not capture model performance against
difficult users in realistic settings, we evaluate

1Code and resources are available at: https://github.
com/Tecitomous/MASP-Proactive-Dialogue.

models under difficult user simulators and intro-
duce rationality-constrained success rate to better
reflect performance with near-realistic users.

2 Related Work

Proactive dialogue planning has progressed from
search at test time to trainable planners and pol-
icy learning with user information. GDP-Zero
uses Monte Carlo Tree Search over LLM simu-
lated continuations (Yu et al., 2023), while PPDPP
trains a planner module with supervised fine tun-
ing and self play reinforcement learning (Deng
et al., 2023). Later methods improve planning
through dual process deliberation, diversified user
simulation, latent policy learning, intrinsic user
world modeling, and online selection based on
value estimates over frozen LLM proposals (He
et al., 2024a; Zhang et al., 2024b; He et al.,
2024b, 2025; Rakib et al., 2025). These methods
strengthen system action selection, but still largely
optimize a system planner against fixed, prompted,
or otherwise externally specified users.

User simulation is central to dialogue training
and evaluation, but simulator realism remains a
bottleneck (Shi et al., 2019; Davidson et al., 2023;
Sekulic et al., 2024; Luo et al., 2024; Wang et al.,
2025b). Prior work shows that simulator choice
affects policy quality and transferability, and that
offline policy learning can overfit to simulator ar-
tifacts (Kreyssig et al., 2018; Keizer et al., 2023;
Zhang et al., 2024a). Recent LLM based stud-
ies make this issue sharper: Flipping the Dia-
logue trains dedicated User LMs from converted
human assistant conversations (Naous et al., 2025),
and DIAL improves simulator realism through it-
erative adversarial refinement (Zhu et al., 2025).
These works improve simulators or evaluation en-
vironments, but do not directly turn user resistance
into a coupled training objective for the system
policy.

MASP also connects to adversarial and multi-
agent training. SMAC-Hard shows that narrow
opponent distributions can induce brittle multia-
gent policies (Deng et al., 2024), and GAIA formu-
lates noncollaborative dialogue planning as a two
player zero sum game with self play and Chain-
of-Mind reasoning (Wang et al., 2025a). MASP
shares the concern that soft or narrow user models
produce brittle policies, but differs by modeling
proactive dialogue as a partially observable game
over a latent mental state geometry: the system
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sees only a student estimate of the user’s hidden
state, while the user is trained to resist rationally.

3 Method

As shown in Figure 1, MASP is organized as a
three-phase training pipeline. Phase 0 trains BDI
mentalizers from silver annotations; Phase 1 uses
behavior cloning to obtain warm-start and refer-
ence policies for the system and user; Phase 2 alter-
nates GRPO updates for the system and user poli-
cies with frozen reward-side modules.

3.1 Problem Formulation
An episode is defined as

ξ = (pu, g, h0), (1)

where pu denotes an optional user profile, g is the
task goal, and h0 is the initial dialogue context. If
a dataset does not provide user profiles, we simply
set pu = ∅.

At turn t, the current history prefix is denoted by
ht. The system first generates an utterance at, after
which the user generates a response ut, yielding
the transition

ht+1 = ht ⊕ at ⊕ ut. (2)

We model this interaction as a partially observable
game between two agents. The user policy condi-
tions on its current latent mental state zt, while the
system policy only has access to an estimate ẑt:

at ∼ πθ(· | ht, ẑt, g), (3)

ut ∼ πψ(· | ht, zt, pu, g). (4)

Here, πθ is the system policy and πψ is the user
policy. The asymmetry between zt and ẑt is es-
sential: unlike user aware planners that condition
directly on fixed personas or externally provided
user descriptions, MASP treats the user’s internal
state as hidden and dynamically evolving across
turns.

The two agents optimize different objectives.
Let rSt and rUt denote the reward at each turn for
the system and the user, respectively. Their dis-
counted objectives are

JS(θ) = E

[
T−1∑

t=0

γtrSt

]
,

JU (ψ) = E

[
T−1∑

t=0

γtrUt

]
.

(5)

All reported self-play runs use γ = 0.97. As
we show below, both rewards are defined in a
shared latent state geometry, but they induce differ-
ent behaviors: the system is rewarded for progress
and accurate mentalization, whereas the user is re-
warded for rational resistance.

3.2 Latent Mental State and Mentalization
A central question is how to represent the user’s
internal state. A pure dialogue embedding is flexi-
ble but opaque, making it difficult to specify mean-
ingful target states; task-specific slot schemas are
interpretable but transfer poorly across domains.
BDI provides a useful middle ground: beliefs, de-
sires, and intentions are semantically interpretable
enough to anchor target state design, yet general
enough to apply across persuasion, support, empa-
thy, and negotiation. We therefore adopt a BDI-
based hybrid representation:

mt = (Bt, Dt, It, ρt, ct, vt), (6)

where Bt, Dt, and It are free form natural lan-
guage descriptions of the user’s belief, desire, and
intention, respectively; ρt ∈ [0, 1] denotes recep-
tivity, ct ∈ [0, 1] denotes commitment or confi-
dence, and vt ∈ [−1, 1] denotes valence. The tex-
tual BDI component captures what the user cur-
rently believes, wants, and plans to do, while the
three scalar variables provide a compact affective
geometry that remains stable across tasks.

We encode the three textual BDI components
separately with a frozen text encoder E(·). In
our implementation,E is the corresponding frozen
Qwen3 backbone used as a sentence encoder: we
mean-pool its final hidden states and ℓ2 normalize
the pooled vector.

eB = E(Bt), eD = E(Dt), eI = E(It),
(7)

where each component embedding is normalized
to unit length. We then define the final vector state
as

zt = [eB; eD; eI ;
√
αρρt;

√
αcct;

√
αvvt]. (8)

This preconditions the scalar dimensions by the
same weights used in the latent metric, while keep-
ing the representation deliberately dynamic: it de-
scribes the user’s current state, not a static persona
category. In persuasion, support, empathy, or ne-
gotiation, what matters is not only who the user is,
but what the user currently believes and how that
state changes over the course of a dialogue.
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Figure 1: Overview of MASP. The framework trains BDI mentalizers, warm starts system and user policies
with behavior cloning, and then performs alternating GRPO self play with latent progress, rationality, and KL
regularization to reference policies.

To obtain this latent state, MASP uses two men-
talization modules. A teacher mentalizer Fω pre-
dicts the latent state from dialogue history, op-
tional profile, and task goal:

zt = Fω(ht, pu, g). (9)

This teacher is pretrained on offline silver annota-
tions and then frozen. Crucially, it is the only state
estimator used on the reward side. The system pol-
icy never observes zt directly. Instead, it receives
a student estimate

ẑt =Mϕ(ht), (10)

where Mϕ only conditions on the observable dia-
logue history. This split between teacher and stu-
dent is one of the key design choices of MASP.
Because the reward depends on the frozen teacher
state while the policy only sees a student estimate,
the policy must learn to infer the user rather than
directly exploit the reward model. In other words,
mentalization is not just an auxiliary diagnostic
module; it becomes part of the optimization prob-
lem itself.

The offline silver annotations also define a BDI
cache. The cache stores dialogue-prefix records
with silver BDI states, and also stores a session-
level initial BDI state for each training dialogue.
We use the term BDI prior for the non-parametric
pool of these initial training states, together with

any available profile text. This prior is used to
sample initial user states in self play and to render
continuous student estimates into text by nearest-
neighbor retrieval in the encoded BDI space.

3.3 User Relative Progress in Latent Space
For each task, we instantiate a target latent state z⋆

from a fixed task-level BDI target template, rather
than extracting it from test dialogues. The tem-
plate contains belief, desire, and intention descrip-
tions for a successful end state, plus scalar targets
for receptivity, confidence, and valence; it is en-
coded with the same E(·) and scalar precondition-
ing as Eq. (8). For instance, in persuasion the tar-
get describes a receptive user who intends to do-
nate, while in emotional support it describes re-
duced distress and a more constructive intention.
Appendix B.2 lists the concrete templates used in
the experiments. Since the BDI embedding may
have much higher dimensionality than the scalar
variables, we use a weighted metric. The scalar
importance weights are applied by pre-scaling the
scalar coordinates in Eq. (8), through the factors√
αρ,

√
αc, and

√
αv. The matrix

A = diag

(
1

3d
I3d, 1, 1, 1

)
, (11)

therefore serves to normalize the high-
dimensional textual BDI block relative to the
three already weighted scalar coordinates, where
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Algorithm 1 MASP training
Require: Dialogue data D, BDI cache, teacher Fω , student

Mϕ, system policy πθ , user policy πψ
1: Train teacher Fω on silver BDI annotations and freeze it.
2: Train student Mϕ to predict the teacher state from dia-

logue history.
3: Warm start πθ and πψ with supervised learning; save

frozen references πθ0 and πψ0 .
4: for outer iteration k = 1, . . . ,K do

System update
5: Freeze πψ and reward side modules.
6: Roll out dialogues with πθ and πψ .
7: Compute rS = wprog∆s− winf∥ẑ − z∥2A.
8: Update πθ with GRPO style grouped advantages and

KL to πθ0 .
User update

9: Freeze πθ and reward side modules.
10: Roll out dialogues with the updated πθ and current

πψ .
11: Compute rU = −wprog∆s+ wratq.
12: Update πψ with GRPO style grouped advantages and

KL to πψ0 .
Student refresh

13: Collect self play prefixes and teacher targets.
14: Update Mϕ on self play prefixes mixed with real dia-

logue prefixes.
15: end for

d is the encoder dimension for one BDI compo-
nent. Its scalar diagonal entries are set to one
because αρ, αc, αv have already been absorbed
into zt. We denote the corresponding norm by

∥x∥2A = x⊤Ax. (12)

Minimizing the absolute distance between zt
and z⋆ is inappropriate because different users be-
gin from different initial states: a trajectory that
is clearly improving for one user may remain far
from the global target, while another user may
start close without intervention. We therefore de-
fine user-relative progress as the projection of the
current state onto the direction from the user’s own
initial state z0 to the target z⋆:

st =
(zt − z0)

⊤A(z⋆ − z0)

(z⋆ − z0)⊤A(z⋆ − z0) + εprog
, (13)

and define the incremental progress by

∆st = st+1 − st. (14)

We set εprog = 10−6 for numerical stability.
This formulation measures whether the dialogue is
moving in the right direction from the user’s own
starting point and yields a dense reward signal at
every turn, even when task success itself is sparse.

3.4 Adversarial Rewards
The system should both influence the user and un-
derstand the user. We therefore define the system

reward as

rSt = wprog∆st − winf∥ẑt − zt∥2A. (15)

The first term rewards movement toward the target
state, while the second rewards accurate mentaliza-
tion. The inference term is especially important: it
makes the system optimize not only for what to
say, but also for how well it understands the per-
son it is talking to.

The user policy is trained adversarially, but not
as an unconstrained adversary. A user that always
rejects everything is not realistic, and a user that al-
ways agrees is equally uninformative. To prevent
both collapse modes, we define

rUt = −wprog∆st + wratqt, (16)

where qt ∈ {−1, 0, 1} is a fixed rationality judge
signal indicating whether the user response is ra-
tional under the current mental state. The first
term rewards resistance to unjustified state change,
while the second rewards coherent and rational be-
havior. Intuitively, the user is not rewarded for re-
jecting the system blindly; it is rewarded for re-
sisting when resistance is warranted and yielding
when change is genuinely justified. This is what
makes the user a useful training opponent rather
than merely a harder simulator.

The scalar rollout rewards in Equations 15
and 16 do not include KL penalties. Instead, both
policies are regularized by a token level KL term
inside the GRPO training objective against their
supervised warm start reference policies, as de-
scribed in Appendix B.4. This matches the im-
plementation: rewards provide task, mentalization,
and rationality feedback, while the trainer applies
the KL term to the reference policy.

3.5 Training
Training follows the three stage pipeline in Algo-
rithm 1. We first train teacher and student mental-
izers from silver BDI annotations, then use behav-
ior cloning to initialize the system and user poli-
cies as warm start references, and finally run al-
ternating GRPO self play with frozen reward side
modules. The algorithm is the high level flow
used in the implementation; additional optimiza-
tion and prompting details are provided in Ap-
pendix B.1.

4 Experiments

Datasets. We evaluate on four dialogue bench-
marks with multiple turns, spanning proactive
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Table 1: Main results on proactive dialogue benchmarks; soft/hard meanings are defined in Evaluation Metrics.

Dataset Backbone Method Soft User Hard User

SR↑ AT↓ RCSR↑ SR↑ AT↓ RCSR↑

P4G
Qwen3-4B

MASP 0.859 4.08 0.556 0.788 4.56 0.566
SFT 0.616 6.08 0.384 0.576 6.23 0.455
Planner-only 0.677 4.88 0.434 0.616 5.55 0.384

Qwen3-0.6B
MASP 0.707 5.14 0.465 0.626 5.76 0.434
SFT 0.414 6.99 0.253 0.354 7.35 0.242
Planner-only 0.424 6.32 0.232 0.364 6.84 0.202

ESConv
Qwen3-4B

MASP 0.990 1.96 0.949 1.000 1.88 0.964
SFT 0.467 7.17 0.410 0.390 7.27 0.333
Planner-only 0.969 2.38 0.923 0.980 2.08 0.918

Qwen3-0.6B
MASP 1.000 2.11 0.949 1.000 1.65 0.928
SFT 0.297 7.56 0.226 0.323 7.32 0.241
Planner-only 0.954 2.77 0.897 0.990 1.84 0.903

Craigslist
Qwen3-4B

MASP 0.689 4.60 0.073 0.621 5.61 0.259
SFT 0.646 5.38 0.045 0.558 6.28 0.234
Planner-only 0.431 5.67 0.020 0.315 6.86 0.091

Qwen3-0.6B
MASP 0.728 4.24 0.030 0.641 5.50 0.211
SFT 0.726 4.84 0.057 0.547 6.47 0.191
Planner-only 0.172 7.07 0.011 0.484 6.41 0.129

Empathetic
Qwen3-4B

MASP 0.092 7.46 0.059 0.072 7.57 0.048
SFT 0.030 7.89 0.017 0.022 7.91 0.013
Planner-only 0.042 7.75 0.027 0.037 7.78 0.024

Qwen3-0.6B
MASP 0.063 7.64 0.044 0.036 7.78 0.024
SFT 0.013 7.95 0.007 0.002 7.99 0.001
Planner-only 0.032 7.82 0.023 0.021 7.88 0.013

and socially grounded interaction: Persuasion
for Good (P4G) (Wang et al., 2019), ESConv
(Liu et al., 2021), EmpatheticDialogues (Rashkin
et al., 2019), and CraigslistBargain (He et al.,
2018). P4G consists of charity persuasion dia-
logues where a persuader encourages a persuadee
to donate, with user level traits and strategy an-
notations for a subset of conversations. ESConv
contains help seeker and supporter conversations
grounded in emotional support strategies. Empa-
theticDialogues provides emotion grounded open
domain conversations for evaluating empathetic
response generation. CraigslistBargain contains
price negotiations between buyers and sellers over
online listings. Together, these datasets cover per-
suasion, emotional support, empathy, and negoti-
ation, spanning both cooperative and competitive
proactive dialogue settings. Appendix C provides
dataset statistics and task specific success criteria.

Closed-loop evaluation. Each evaluation
episode starts from a held-out initial context. At
turn t, the system generates at, the user policy
generates ut, and both are appended to the history
ht+1. The rationality judge then reads the full
accumulated dialogue rather than an isolated
response. This loop continues until success or the
eight-exchange limit. Appendix C.2 provides the

complete protocol and a concrete rollout.

Rationality-Constrained Success Rate. Con-
ventional success rate can overestimate proactive
dialogue ability when a user simulator accepts the
system’s proposal without sufficient justification.
We therefore introduce RCSR@T, which counts
a dialogue as successful only when the task is
completed and the user behavior up to comple-
tion remains rational. After each assistant–user
exchange, a fixed LLM-based rationality judge re-
ceives the task description, the current BDI state
zt, the assistant utterance at, and the user reply ut.
The judge answers RATIONAL or NOT_RATIONAL;
we map these labels to a turn score qt = +1 and
qt = −1, respectively, and assign qt = 0 when the
judge output is unparseable or the call fails. If a
dialogue first succeeds at turn τs ≤ T , its success-
prefix rationality is

q̄τs =
1

τs

τs∑

t=1

qt. (17)

The episode-level rationality-constrained success
indicator is

RCSR@T = I[τs ≤ T ∧ q̄τs ≥ τq] , (18)

and failed dialogues receive zero. We report the
mean of this indicator over evaluation dialogues

34579



with τq = 0.70. This threshold requires the suc-
cessful prefix to be consistently rational while still
tolerating occasional unparseable or weak judg-
ments in longer interactions. Unlike SR alone,
RCSR filters successes caused by simulator syco-
phancy or unjustified concessions, and is therefore
closer to evaluating whether a model can succeed
with near-realistic users, especially difficult users
who should resist until given convincing reasons.
The exact judge prompt is given in Appendix C.2.

Evaluation Metrics. For each method, we eval-
uate under soft and hard user conditions, where
soft denotes the easier simulator for the system un-
der the dataset’s task objective and hard denotes
the more difficult one. For P4G, ESConv, and Em-
patheticDialogues, these correspond to the conven-
tional imitation-style and learned adversarial users,
respectively; CraigslistBargain reverses this con-
vention because the system is the buyer and the
Phase 1 BC seller is harder for buyer-side util-
ity (see Appendix C.7). We report SR@8, the
fraction of dialogues that reach the task-specific
success criterion within T = 8 turns; AT, the
average turns to success with failures counted as
T ; and RCSR@8, success under the rationality
constraint defined above. Thus, SR and AT mea-
sure task effectiveness and efficiency, while RCSR
tests whether success reflects rational user behav-
ior rather than degenerate or overly compliant in-
teractions.

Implementation. We compare MASP with two
controlled baselines under matched backbones,
user settings, turn budgets, and success judges
within each dataset. SFT uses the supervised di-
alogue policy without self play. Planner-only
uses the same system side warmup and adaptive
planning scaffold as MASP, but does not train
the adversarial user policy through mentalized self
play. MASP is our full method, which further
trains the system and user policies with alternating
GRPO style self play. Unless otherwise specified,
we report results for both Qwen3-4B and Qwen3-
0.6B backbones. Dataset specific success defini-
tions, judge prompts, sampling settings, and addi-
tional implementation details are provided in Ap-
pendix C.

Main Results. Table 1 shows that MASP con-
sistently improves over both SFT and Planner-only
on the completed benchmarks. On P4G, MASP
gives the best SR, AT, and RCSR under both

soft and hard users for both backbones, indicat-
ing that mentalized self play improves not only
task completion but also rationality constrained
success. On ESConv, MASP reaches near-ceiling
SR, but this reflects the prior success conven-
tion where somewhat_better counts as success-
ful rather than requiring full resolution. We there-
fore treat ESConv mainly as transfer and efficiency
evidence and avoid overinterpreting saturated SR.
On CraigslistBargain, MASP again leads on SR
and AT for both backbones, including the buyer-
side hard setting where the Phase 1 BC seller is
less favorable to the buyer. The main exception
is Qwen3-0.6B soft RCSR, where SFT slightly
exceeds MASP; this is a small speed-rationality
tradeoff in the most permissive seller setting, not
a failure of the overall negotiation behavior. The
very low Planner-only 0.6B soft SR is not a ta-
ble bug: in the buyer role, the fixed planner scaf-
fold can still miss closure against a seller whose
concessions do not match its hand-written closing
strategy, so the learned buyer policy is needed to
exploit the phase 2 seller distribution. On Empa-
theticDialogues, absolute SR is lower because suc-
cess requires a strict resolved outcome, but MASP
still yields the best results for soft and hard users
across both backbones. A P4G horizontal compar-
ison with prior systems, reported in Appendix A.1,
shows the same trend in absolute comparison.

4.1 Ablation Study
We further isolate the contribution of each MASP
component on P4G, following the component anal-
ysis style used in prior P4G systems (Deng et al.,
2023; Rakib et al., 2025). Table 2 reports Qwen3-
4B results on the 99 example test split. The No
GRPO self play row keeps only the supervised
Phase 1 policy, while No adversarial self play
uses the Planner-only scaffold without mentalized
adversarial self play. The remaining rows ablate
the P4G specific inference scaffold by removing
the warmup policy, the adaptive close injection, or
both.

The full model gives the strongest overall result,
especially in SR and hard user RCSR. Removing
the adaptive close injection reduces SR by 15.2
points under the soft user and 8.1 points under the
hard user, while preserving soft user RCSR. Re-
moving the entire evaluation scaffold hurts both
SR and AT, and removing self play components
leaves large gaps to full MASP; these trends show
that the gains come from both mentalized self play
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Table 2: P4G ablation study on Qwen3-4B. All rows use the same 99 example test split, T = 8, and RCSR
threshold τ = 0.70. SR and RCSR are higher better; AT is lower better.

Variant Removed or changed component Soft User Hard User

SR↑ AT↓ RCSR↑ SR↑ AT↓ RCSR↑
Full MASP none 0.859 4.08 0.556 0.788 4.56 0.566
No adaptive close remove adaptive close injection 0.707 4.86 0.556 0.707 4.95 0.495
No warmup remove P4G warmup policy 0.828 3.83 0.283 0.727 4.55 0.283
No eval scaffold remove warmup and adaptive close 0.606 6.12 0.404 0.626 6.28 0.394
No adversarial self play Planner-only scaffold 0.677 4.88 0.434 0.616 5.55 0.384
No GRPO self play supervised Phase 1 policy only 0.616 6.08 0.384 0.576 6.23 0.455

training and the P4G specific inference scaffold.
The No warmup row illustrates why RCSR is

needed in addition to SR and AT. Without the
warmup policy, the model reaches the lowest AT
under both user settings, including 3.83 turns for
the soft user, and still keeps a relatively high SR.
However, its RCSR drops from 0.556 to 0.283 un-
der the soft user and from 0.566 to 0.283 under the
hard user. This pattern suggests that the model can
learn a shortcut-like behavior that asks for commit-
ment earlier and sometimes obtains a successful
endpoint, but does so before the dialogue has pro-
vided enough context or user-state change to sat-
isfy the rationality constraint. The warmup com-
ponent therefore acts less like a speed booster and
more like a stabilizer: it helps the system establish
the task, surface the user’s stance, and make later
persuasion attempts count as rationally grounded
successes rather than merely fast successes.

4.2 Human Validation and Statistical
Reliability

Because the silver BDI states and rationality sig-
nal are LLM based, we additionally audit both
components with human annotation. Across 160
dialogue prefixes, the three BDI text fields re-
ceive mean scores of 4.55–4.62 out of 5, with
91.9–94.4% scoring at least 4; the scalar fields ob-
tain MAE of 0.071–0.094 and Spearman correla-
tions of 0.79–0.84. On 425 P4G turns, human la-
bels agree with the rationality judge on 91.8% of
cases (κ = 0.801); across 100 dialogues, mean
turn agreement is 91.2% and human–AI rational-
ity scores correlate at ρ = 0.81. Full protocols
and component-level results are reported in Ap-
pendix A.3.

For the 99-session Qwen3-4B hard-user P4G
evaluation, 10,000 paired bootstrap resamples
show that MASP’s improvements over Planner-
only have 95% confidence intervals excluding zero
for SR, AT, and RCSR. Against SFT, the inter-

Table 3: Effectiveness across dialogue turns. All rows
use Qwen3-4B on the same 99 example P4G test split
under the hard user; RCSR uses τq = 0.70.

Method RCSR@3 RCSR@4 RCSR@8 SR@8

MASP 0.444 0.485 0.566 0.788
Planner-only 0.212 0.273 0.384 0.616
SFT 0.071 0.141 0.455 0.576

Table 4: Robustness across P4G user simulators.

Method Avg SR Worst SR Avg RCSR Worst RCSR

MASP 0.795 0.737 0.562 0.556
Planner-only 0.660 0.616 0.414 0.384
SFT 0.579 0.545 0.407 0.384

vals exclude zero for SR and AT, while the RCSR
interval [−0.0202, 0.2424] includes zero. Of the
21 unsuccessful sessions, 20 contain at least three
refusal labels; the most frequent overlapping pat-
terns are dialogue breakdowns and repeated pres-
sure. Appendix A.4 and Appendix A.5 provide the
complete intervals and failure analysis.

4.3 Effectiveness Across Dialogue Turns

The P4G results show that MASP reaches
stronger final performance within the full eight
turn budget. We next examine when this advan-
tage appears under the rationality-constrained met-
ric, focusing on the hard user setting where resis-
tance is strongest. On the same Qwen3-4B P4G
test split, we compute RCSR@t for intermediate
turn budgets and retain SR@8 as endpoint task-
success context.

Table 3 shows that the rationality-constrained
gains of MASP emerge well before the last
turn under the hard user. MASP reaches 0.444
RCSR@3 and 0.485 RCSR@4, while Planner-
only reaches 0.212 and 0.273, and SFT reaches
only 0.071 and 0.141. Thus the final improve-
ment is not mainly a late recovery effect, nor is it
driven only by fast but poorly grounded successes.
Instead, mentalized self play appears to help the
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system identify user state earlier and choose ut-
terances that produce rationally grounded progress
with fewer turns against a difficult user.

4.4 Robustness Across User Simulators

We further test whether the gains of MASP de-
pend on a particular user simulator. On the P4G
test split, each system is evaluated against an en-
semble of three user simulators U . For a method
m, we define WorstSR(m) = minu∈U SR(m,u)
and WorstRCSR(m) = minu∈U RCSR(m,u).
Table 4 reports both average and worst case per-
formance across this ensemble.

MASP is strongest under both average and
worst-case views. Its worst-case SR remains 0.737
while Planner-only and SFT drop to 0.616 and
0.545; the same pattern holds for RCSR, where
MASP keeps 0.556 while both baselines fall to
0.384. This supports the central claim that men-
talized adversarial self-play improves robustness
rather than only fitting one simulator.

5 Conclusion

We presented MASP, a mentalized adversarial
self play framework for proactive dialogue. In-
stead of training a system policy only against soft
or fixed user simulators, MASP models dialogue
as a partially observable game between two agents
over a shared BDI based latent mental state. A
frozen teacher mentalizer provides latent state es-
timates for reward computation, a student mental-
izer supplies state estimates for the policy, and
alternating GRPO self play trains the system to
make task progress while training the user to resist
in rational ways. Across completed proactive dia-
logue benchmarks, MASP improves success, ef-
ficiency, and rationality constrained success over
SFT and Planner-only baselines. The P4G robust-
ness analysis further shows that these gains are not
confined to a single user simulator, supporting the
value of treating user resistance as part of the train-
ing objective rather than only as an evaluation con-
dition.

Limitations

MASP has several limitations. First, training
depends on silver mental state annotations, the
teacher mentalizer, and the rationality judge, so
bias or noise in these components can affect the
learned policies. Second, the shared BDI style
geometry is designed to transfer across domains,

but may miss specialized user states in some tasks.
Third, alternating self play with two policies and
auxiliary mentalizers is more expensive than sin-
gle policy planning. Finally, when a dataset does
not provide explicit user profiles (pu = ∅), the
privileged information gap between the teacher
and student mentalizers is reduced, so the split
mainly regularizes reward side state estimation
rather than providing strong profile conditioned
hidden information.
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A Additional Experiments

A.1 P4G Horizontal Comparison

We additionally compare MASP with representa-
tive proactive dialogue systems evaluated on P4G
in prior work (Rakib et al., 2025; He et al., 2024b).
As shown in Table 5, MASP achieves the best suc-
cess rate and the lowest average turn count. Com-
pared with LDPP, MASP improves SR by 6.4
points and reduces AT by 1.49 turns; compared
with UDP, it improves SR by 26.1 points and re-
duces AT by 3.63 turns.

A.2 Learning Dynamics of Self Play

We inspect whether the final gains are a byproduct
of the inference scaffold alone or whether Phase
2 self play contributes additional learning. For
the P4G Phase 2 run, we track self play rollout
performance after each outer iteration and evalu-
ate saved traces with the same success, average

Table 5: P4G comparison with representative proactive
dialogue methods.

Method Backbone AT↓ SR↑
Standard – 8.32 0.468
ProCoT – 7.98 0.543
ICL-AIF – 8.09 0.465
GDP-Zero – 9.12 0.328
TRIP GPT-3.5 8.20 0.495
PPDPP Vicuna-13B 8.19 0.463
UDP GPT-4o mini 7.71 0.598
LDPP Qwen1.5-1.8B 5.57 0.795

MASP (ours) Qwen3-4B 4.08 0.859

Table 6: Learning dynamics of self play. Rollout SR
and reward are measured during P4G system update
rollouts; Eval metrics are recomputed from held out
eval traces.

Iter. Roll. SR Reward Eval SR Eval AT Eval RCSR MR

1 0.450 0.826 0.433 7.17 0.333 0.935
2 0.550 0.946 0.533 6.00 0.200 0.867
3 0.713 1.209 0.560 6.50 0.360 0.883

turn count, rationality constrained success, and ra-
tionality metrics. Table 6 shows that rollout SR
and reward rise across iterations, indicating that
the system policy improves under the changing
user policy rather than only benefiting from a fixed
prompt scaffold.

A.3 Human Validation of Synthetic
Components

Because the mental-state annotations and ratio-
nality signal are produced with LLM-based com-
ponents, we conducted two additional human–
AI agreement studies. These audits evaluate the
intermediate supervision and reward signals di-
rectly, complementing the success-judge audit in
Appendix C.4.

BDI silver-label audit. We sampled 160 di-
alogue prefixes, with 40 examples from each
of P4G, ESConv, EmpatheticDialogues, and
CraigslistBargain. Human annotators rated the
semantic consistency of belief, desire, and inten-
tion on a five-point scale, and independently esti-
mated receptivity, confidence, and valence using
the same value ranges as MASP. Table 7 shows
high consistency for the textual fields and strong
agreement for the scalar fields.

Rationality Judge audit. We sampled 100 com-
plete P4G trajectories. Human annotators labeled
each user response as rational, irrational, or uncer-
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Table 7: Human audit of 160 silver BDI records. Text
fields report mean consistency and the percentage of
scores at least four; scalar fields report MAE and Spear-
man’s ρ.

Component Primary metric Secondary metric

Belief Mean 4.62 ≥ 4: 94.4%
Desire Mean 4.58 ≥ 4: 93.1%
Intention Mean 4.55 ≥ 4: 91.9%
Receptivity MAE 0.071 ρ = 0.84
Confidence MAE 0.076 ρ = 0.82
Valence MAE 0.094 ρ = 0.79

Table 8: Human audit of the Rationality Judge on 100
P4G trajectories.

Level Metric N Result

Turn Agreement 425 91.8%
Turn Cohen’s κ 425 0.801
Turn Uncertain rate 443 4.1%
Dialogue Mean turn agreement 100 91.2%
Dialogue Rationality ρ 100 0.81
Confidence Mean score (1–5) 100 4.68

tain using the dialogue context and current BDI
state, and also provided a dialogue-level confi-
dence score. As reported in Table 8, the judge
reaches 91.8% agreement and Cohen’s κ = 0.801
over 425 adjudicated turns. The uncertain rate
is 4.1% over all 443 turns, and dialogue-level
human–AI rationality scores have Spearman cor-
relation 0.81.

These results support the consistency of the syn-
thetic components on the audited samples, but they
do not establish performance with real users. Eval-
uation with legally and ethically collected real-
user interactions remains future work.

A.4 Paired Bootstrap Confidence Intervals

Using the stored hard-user P4G traces, we com-
puted paired 95% bootstrap confidence intervals
over the same 99 held-out sessions with 10,000
resamples. Table 9 reports differences between
MASP and each controlled baseline. The inter-
vals exclude zero for SR, AT, and RCSR against
Planner-only, and for SR and AT against SFT.
The RCSR difference against SFT is positive but
its interval includes zero. These intervals mea-
sure uncertainty over held-out sessions rather than
training variance across random seeds; multi-seed
training stability remains to be established.

A.5 P4G Failure Analysis

We analyzed all 21 failures among the 99 Qwen3-
4B hard-user P4G dialogues. Failed dialogues end

with substantially lower receptivity than success-
ful dialogues (0.193 versus 0.713 on average), and
20 of the 21 failures contain at least three refused
labels. Table 10 summarizes the recurring pat-
terns; categories overlap because one dialogue can
exhibit more than one failure mode.

The qualitative traces show two common pol-
icy errors. In some dialogues, the system contin-
ues asking after a clear financial refusal, which in-
creases pressure without changing the user’s un-
derlying constraint. In others, it returns to a do-
nation request before resolving trust, transparency,
or information needs. These cases suggest that low
receptivity should trigger either a more informa-
tive response or a respectful termination decision
rather than repeated closing attempts.

A.6 Scope of the Contribution

The contribution is scoped to BDI-based mental-
ized adversarial self play that jointly trains system
and user policies for proactive multi-turn dialogue.
Prior work has already used self play for dialogue
planning and policy learning. The distinction in
MASP is the use of an evolving BDI state as the
shared structure for teacher–student mentalization,
user-relative progress, rationality feedback, and al-
ternating system–user optimization. Within this in-
tegrated design, BDI mentalization addresses hid-
den user states, the rationality signal discourages
blind resistance, and alternating self play exposes
the system to an adaptive rather than fixed user
policy. The ablations in Table 2 evaluate parts of
this pipeline, although comparisons with simpler
unstructured latent-state alternatives remain useful
future work. The current benchmarks span per-
suasion, emotional support, empathy, and negoti-
ation, including cooperative and competitive set-
tings, but they do not establish generalization to
unseen dialogue domains; broader cross-domain
evaluation remains future work.

B Additional Method Details

B.1 Training Details

Training proceeds in three stages. First, we ob-
tain silver BDI annotations for dialogue prefixes
and use them to train a teacher mentalizer and a
student mentalizer. The teacher is frozen after pre-
training and defines the state used by reward com-
putation, while the student provides the estimate
used by the system policy. Second, we warm start
both agents with supervised learning on human di-
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Table 9: Paired bootstrap differences on the 99 hard-user P4G sessions. Intervals use 10,000 resamples. Positive
∆SR and ∆RCSR and negative ∆AT favor MASP.

Comparison ∆SR (95% CI) ∆AT (95% CI) ∆RCSR (95% CI)

MASP − Planner-only 0.1717 [0.0505, 0.2929] −0.9899 [−1.6465, −0.3232] 0.1818 [0.0404, 0.3232]
MASP − SFT 0.2121 [0.0909, 0.3333] −1.6768 [−2.2121, −1.1212] 0.1111 [−0.0202, 0.2424]

Table 10: Failure patterns among 21 hard-user P4G fail-
ures. Categories are not mutually exclusive.

Failure pattern Count

Financial constraints 8/21
Unresolved trust or information needs 5/21
Repeated pressure 10/21
Conversation breakdowns 12/21

alogues, yielding system and user reference poli-
cies that initialize self play and serve as KL an-
chors. We denote the resulting system and user
policy adapters as pi_S and pi_U, corresponding
to πθ and πψ, respectively.

During alternating adversarial self play, each
outer iteration first freezes the user and updates the
system, then freezes the system and updates the
user. The reported experiments use a GRPO style
update without a value function: rollout steps are
partitioned into small groups, returns are normal-
ized within each group to form relative advantages,
and each LoRA policy is updated with a clipped
ratio objective plus KL regularization to its super-
vised reference. After each self play cycle, the stu-
dent mentalizer is refreshed on collected prefixes
with targets from the frozen teacher. All quanti-
ties used for reward computation, including the
teacher state, progress signal, and rationality sig-
nal, are treated as stop gradient signals during pol-
icy optimization.

In implementation, MASP does not modify the
causal LM backbone. The student estimate on the
system side is rendered into a short BDI control
block by retrieving the closest textual BDI record
from the BDI prior, while the user side receives
the current BDI state. Thus, mentalization enters
policy learning through prompts for each role and
parameter efficient LoRA updates.

Silver BDI annotations. The silver BDI labels
are produced by an offline LLM based Oracle Be-
lief Updater (OBU), not by human annotators. For
each dialogue prefix, the OBU receives the task de-
scription, role mapping, dialogue history, and task
specific calibration hints, and is prompted to out-
put exactly six fields: belief, desire, intention, re-

ceptivity, confidence, and valence. We use GPT-
4o-2024-08-06 for this offline cache construction,
with temperature 0.2 and a maximum of 320 to-
kens. The resulting cache provides silver super-
vision for Phase 0 mentalization and the initial
states for the BDI prior; reward-side latent state es-
timates during self play are supplied by the frozen
teacher mentalizer.

Concrete BDI record and encoder inputs. The
following simplified P4G record illustrates the six
fields used by the mentalizers.

Simplified P4G BDI record

Belief: The user believes that Save the Children is trust-
worthy and that small donations can help.
Desire: The user wants to help children.
Intention: The user intends to donate now.
Receptivity: 1.0
Confidence: 0.8
Valence: 0.5

For the teacher mentalizer, the encoder input
contains the task description, role mapping, dia-
logue history, task goal, and user profile when
available. The student input contains only the ob-
servable dialogue history. In both cases, the pre-
dicted belief, desire, and intention strings are en-
coded separately by the frozen Qwen3 backbone,
mean pooled, and ℓ2 normalized. The receptivity,
confidence, and valence values are then appended
as the pre-scaled scalar coordinates in Eq. (8).

B.2 Target States and BDI Prior
We use one fixed target-state template per task.
Each template is specified before evaluation and
shared across all examples in that task; it is not
tuned per test dialogue. In compressed form, the
templates are:

• P4G: the user believes Save the Children is
trustworthy and that small donations can help,
wants to help children, and intends to donate
now; (ρ, c, v) = (1.0, 0.8, 0.5).

• ESConv: the user believes talking with
the supporter and trying suggestions can
help, wants to feel less distressed and find
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Table 11: Common hyperparameters used across the
completed experiments.

Quantity Value

BDI scalar weights
(αρ, αc, αv)

(1.0, 1.0, 1.0)

Discount γ 0.97
Progress stabilizer εprog 10−6

Encoder max length 384
Mentalizer projection hidden
size / dropout

512 / 0.1

Phase 0 teacher/student learn-
ing rate

3× 10−4

Phase 0 loss weights
(λreg, λdyn)

(1.0, 0.5)

Phase 1 LoRA learning rate /
epochs

10−4 / 3

LoRA rank / alpha / dropout 64 / 128 / 0.05
LoRA target modules q, k, v, o, gate, up, down

projections
GRPO clip / epochs / max grad
norm

0.2 / 2 / 1.0

Student refresh learning rate /
updates

3× 10−4 / 12

coping strategies, and intends to open up
and try a concrete suggestion; (ρ, c, v) =
(1.0, 0.7, 0.4).

• EmpatheticDialogues: the user believes the
listener understands their feeling, wants to
feel heard and emotionally connected, and in-
tends to continue sharing openly; (ρ, c, v) =
(0.8, 0.6, 0.3).

• CraigslistBargain: the seller believes the
buyer’s offer can be mutually acceptable,
wants to close at an acceptable price, and
intends to agree on a final transaction;
(ρ, c, v) = (0.8, 0.7, 0.3).

The BDI prior used for initialization and prompt
rendering is the non-parametric pool of initial BDI
records extracted from the training split. During
prompt conditioning, a continuous estimate ẑt is
mapped back to text by cosine nearest-neighbor
retrieval over this encoded pool, and the retrieved
BDI record is rendered as the system-side control
block.

B.3 Auxiliary Training Objectives
Let z̄t denote the silver latent state annotation pro-
duced by the offline OBU. We train the teacher
mentalizer with

LF = λreg
∑

t

∥Fω(ht, pu, g)− z̄t∥2A

+ λdyn
∑

t

∥∆zFt −∆z̄t∥2A,
(19)

where

∆zFt = Fω(ht+1, pu, g)− Fω(ht, pu, g),

∆z̄t = z̄t+1 − z̄t.
(20)

The student mentalizer is trained to mimic the
frozen teacher:

LM =
∑

t

∥Mϕ(ht)− sg(Fω(ht, pu, g))∥2A ,

(21)
where sg(·) denotes stop gradient. During self
play, we continue to refresh the student with
teacher targets collected from self play prefixes
and mix in real dialogue prefixes from the BDI
cache, which prevents the student from drifting
purely toward the current self play distribution.

The rationality signal is supplied by a fixed
judge:

qt = Rrat(ht, zt, at, ut) ∈ {−1, 0, 1}. (22)

The judge returns a positive signal when the user
response is rational under the current mental state,
a negative signal when it is irrational, and zero
when the output cannot be parsed. This signal is
used as reward feedback and for RCSR evaluation,
but it is not differentiated through during policy
optimization.

B.4 Policy Optimization
The main experiments optimize both agents with
GRPO at the utterance level. For each role, we
collect rollout steps and partition them into groups
G. Let Gi be the discounted return for response yi
in group G, and define the advantage relative to the
group

Âi =
Gi −meanj∈GGj
stdj∈GGj + ϵ

. (23)

For a generic policy πη, the clipped objective at
the response level is

LGRPO(η) = −Ei
[
min

(
ri(η)Âi,

clip
(
ri(η), 1− ϵ, 1 + ϵ

)
Âi

)]

+ βKL
(
πη(· | oi) ∥

πref(· | oi)
)
,

(24)
where

ri(η) = exp
(
log πη(yi | oi)

− log πηold(yi | oi)
)
.

(25)
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Table 12: Phase 2 self-play hyperparameters for the completed reported runs. K denotes outer alternating self-play
iterations and β is the KL coefficient for both policies unless two values are shown.

Run K Episodes / iter. LR β (wprog, winf , wrat) Group size

P4G, Qwen3-4B 100 80 10−5 0.05 (1.0, 0.25, 0.5) 8
P4G, Qwen3-0.6B 100 80 2× 10−6 0.10 (1.0, 0.25, 0.5) 8
ESConv, Qwen3-4B 12 64 2× 10−6 0.08 (1.0, 0.25, 0.0) 8
ESConv, Qwen3-0.6B 40 64 2× 10−6 0.08 (1.0, 0.25, 0.0) 8
EmpatheticDialogues, both backbones 40 64 2× 10−6 0.08 (1.0, 0.25, 0.0) 8
CraigslistBargain, both backbones 40 64 2× 10−6 0.08 (1.0, 0.25, 0.0) 8

For the system, yi = ai and oi = (hi, ẑi, g); for
the user, yi = ui and oi = (hi, zi, pu, g). The ref-
erence policy πref is the corresponding supervised
warm start policy.

B.5 Prompt Conditioning

We do not modify the backbone architecture. In-
stead, the latent state is rendered into a short
text block and prepended to the prompt for each
role. The system consumes the student estimate
ẑt through cosine nearest-neighbor retrieval over
the BDI prior defined in Appendix B.2, while the
user policy is prompted with the current BDI state
zt. This keeps the framework compatible with
standard causal language models and LoRA based
training.

C Dataset and Evaluation Details

C.1 Dataset Statistics

Table 13 provides dataset statistics and role map-
pings for the benchmark settings used or prepared
in this work. Corpus Size reports the size of the re-
leased dataset, while Eval Size denotes the number
of held out dialogue contexts used to construct soft
user and hard user rollouts when that benchmark is
evaluated.

C.2 Common Closed Loop Evaluation
Protocol

All benchmarks are evaluated as closed loop roll-
outs with an eight turn budget. At each system
turn, the system policy generates a response con-
ditioned on the dialogue history and the available
mental state estimate. The user side is either the
soft imitation style user policy or the hard adver-
sarial user policy. After each exchange between
assistant and user, a task specific success judge as-
signs the outcome label used to decide whether the
task specific success criterion has been met. Un-
less otherwise noted, the success judge uses GPT-

3.5 with three sampled judgments. We use the fol-
lowing common rationality judge prompt.

Common rationality judge

Task context: [task description]
User mental state: [current BDI state]
Most recent exchange:
Assistant: [assistant turn]
User: [user turn]
Question: Was it rational for a user with that internal
mental state to respond this way? A rational response
means that the user updates when the assistant gives
a concrete and honest reason to update, or reasonably
resists when such a reason is absent.
Answer with exactly one label: RATIONAL or
NOT_RATIONAL.

Each episode begins from a held-out initial con-
text h0. At turn t, the system produces at from
the complete current history and its estimated user
state, the user simulator produces ut, and both
utterances are appended to form ht+1. The suc-
cess judge then reads the complete accumulated
dialogue through ht+1. If the goal has not been
reached, the next exchange continues from that
same history, for at most eight system–user ex-
changes. The judge is therefore a per-turn check-
point over a growing trajectory rather than an eval-
uator of an isolated response.

Table 14 shows an actual successful P4G roll-
out. The system first elicits the user’s stance, then
provides task-relevant information, and only then
makes a concrete request after the user becomes
more receptive.

C.3 P4G Evaluation Protocol

P4G success means that the persuadee has de-
cided to donate to Save the Children. The judge
maps each sampled judgment to one of four la-
bels, with rewards refused = −1.0, neutral
= −0.5, positive = 0.1, and agree = 1.0. The
reported P4G rows use a success threshold of 0.6
over the averaged sampled reward. This threshold
is fixed before evaluation and makes binary suc-

34588



Dataset Task Roles Corpus Size Eval Size

P4G Persuasion Persuader / Persuadee 1,017 dialogues 99
ESConv Emotional support Supporter / Seeker 1,300 dialogues 195
EmpatheticDialogues Empathetic response Speaker / Listener 24,850 dialogues 2,542
CraigslistBargain Negotiation Buyer / Seller 6,682 dialogues 838

Table 13: Dataset statistics. Eval size denotes the number of held out dialogue contexts prepared for closed loop
evaluation.

Table 14: Example closed-loop P4G trajectory with the success-judge checkpoint after each accumulated exchange.

Turn System User Judge

1 Have you heard of Save the Children? No, tell me about it. Neutral; unsuccessful
2 It promotes children’s rights and supports chil-

dren in need.
That sounds worthwhile. Positive; unsuccessful

3 Would you donate $0.25 from your task pay-
ment?

I’m happy to donate today. Agree; successful

cess closer to an agree decision than a merely pos-
itive response; with three sampled judgments, for
example, two agree labels plus one positive la-
bel pass, while two agree labels plus a neutral
or refused label do not. The complete MASP
pipeline uses a Qwen3 backbone with Phase 0
teacher and student mentalization, Phase 1 super-
vised warm starts for pi_S and pi_U, and Phase 2
alternating GRPO self play. The reported Qwen3-
4B P4G rows use the Phase 2 system adapter
together with the P4G scaffold used at evalua-
tion time: p4g_warmup_v1 and adaptive dynamic
close injection. For system decoding, MASP and
Planner-only use temperature 0.3, while SFT uses
temperature 0.75; the user simulator uses tempera-
ture 0.9. We use the 99 example clean test split.

P4G success judge

Conversation so far:
[dialogue history]
Assistant: [assistant action]
Persuadee: [user reply]
Question: Has the persuadee been successfully convinced
to make a donation at the end of the conversation?
Choose exactly one response: the persuadee has explic-
itly refused; the persuadee remains neutral about donat-
ing; the persuadee has a positive attitude towards donat-
ing but has not decided yet; the persuadee has decided to
donate.

C.4 Human–AI Agreement Audit

Following the dialogue-level evaluation practice
used in prior proactive dialogue work (Deng et al.,
2023; Rakib et al., 2025), we conducted a supple-
mentary human–AI agreement audit for the P4G
success judge. We randomly sampled 100 P4G
evaluation records from the union of the valida-

tion and test splits and asked five human anno-
tators to label the final outcome, binary success,
success or terminal turn, and turn-level task la-
bels. The same records were evaluated by the au-
tomatic GPT-3.5 judge used in our closed-loop ex-
periments. This audit is intended as a sanity check
for the automatic judge rather than as a standalone
human evaluation of policy quality. On the coarse
endpoint labels, we observed no disagreements
between human and GPT-3.5 annotations: final
outcome and binary success both reached 100.0%
exact agreement, corresponding to Cohen’s κ =
1.000. To avoid relying only on these endpoint la-
bels, we also report finer-grained timing and turn-
level agreement. For successful cases, the success-
turn exact match was 97.4% with a mean absolute
error of 0.039 turns; over all records, terminal-turn
exact match was 98.0% with a mean absolute er-
ror of 0.030 turns. Turn-level task labels reached
95.7% agreement with Cohen’s κ = 0.942. These
non-endpoint metrics provide a more conservative
view of judge reliability and show that the remain-
ing disagreements mainly concern success timing
or intermediate task states rather than the final do-
nation decision.

C.5 ESConv Evaluation Protocol

For ESConv, the automatic judge estimates
whether the support interaction improves the help
seeker’s emotional state. The judge uses the Di-
alogXpert/PPDPP style four level emotional out-
come labels with rewards worse = −1.0, same
= −0.5, somewhat_better = 0.5, and resolved
= 1.0. Following that convention, the reported
ESConv SR treats the averaged sampled reward as
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successful when it is greater than or equal to 0.5,
so both somewhat_better and resolved count
as successful. This criterion measures whether
the user appears meaningfully helped, not whether
the underlying emotional issue is fully resolved;
resolved is therefore a stricter diagnostic out-
come rather than the primary SR threshold. For
system decoding, MASP and Planner-only use
temperature 0.3, while SFT uses temperature 0.75;
the user simulator uses temperature 0.9. For the
Qwen3-0.6B hard user MASP run, 194 of 195 first
successful turns are labeled somewhat_better,
while only one is labeled resolved, confirming
that the near ceiling SR mainly reflects rapid im-
provement rather than complete resolution.

ESConv success judge

Conversation between a Therapist and a Patient about
[emotion type] regarding [problem type]:
[dialogue history]
Therapist: [assistant action]
Patient: [user reply]
Question: Has the Patient’s issue been solved?
Choose exactly one response: No, the Patient feels worse;
No, the Patient feels the same; No, but the Patient feels
better; Yes, the Patient’s issue has been solved.

C.6 EmpatheticDialogues Evaluation
Protocol

EmpatheticDialogues is originally a next response
empathy benchmark rather than a goal completion
benchmark, so we use a closed loop success cri-
terion based on emotional resolution. Each tra-
jectory is judged with the labels worse, same,
somewhat_better, and resolved. For the re-
ported EmpatheticDialogues rows, success re-
quires the final outcome label to be resolved;
somewhat_better is retained as a diagnostic out-
come but is not counted as task success. For sys-
tem decoding, MASP and Planner-only use tem-
perature 0.3, while SFT uses temperature 0.75; the
user simulator uses temperature 0.9. All rows use
the 2,542 example test split and max eight listener
turns.

EmpatheticDialogues success judge

Conversation so far:
[dialogue history]
Listener: [assistant action]
Speaker: [user reply]
Question: Has the speaker’s emotional state improved
or been resolved? For this dataset, resolved means
the speaker shows clear evidence of feeling accurately
heard, validated, emotionally steadier, and willing to

continue. A generic sympathetic response is at most
somewhat_better.
Respond with one exact label only: worse, same,
somewhat_better, or resolved.

C.7 CraigslistBargain Evaluation Protocol
CraigslistBargain success means that the buyer
and seller reach an agreement that satisfies the util-
ity criterion for the buyer. The judge first deter-
mines whether a deal has been reached and ex-
tracts the final agreed price. If any sampled judg-
ment indicates no deal, the outcome is treated
as no_deal. Otherwise, the final deal price is
converted to buyer normalized utility, (pdeal −
pseller)/(pbuyer−pseller), and the interaction is suc-
cessful when this value meets the success thresh-
old. In our CraigslistBargain evaluation, this
threshold is fixed to 0.0, so SR@8 counts deals
that close within eight turns and achieve nonneg-
ative buyer utility. The main table therefore uses
the same paper-level metrics as the other datasets:
SR@8, AT, and RCSR@8. Deal completion with-
out the buyer utility threshold is treated only as
an auxiliary diagnostic outside the main metric set.
For this dataset, the system role is the buyer and
the user role is the seller. We therefore define hard
and soft by buyer-side difficulty rather than by the
training-stage label: the Phase 1 BC seller is re-
ported as the hard user because it is more diffi-
cult for the buyer-system to close favorable deals,
while the Phase 2 self-play seller is reported as the
soft user because it accepts buyer-favorable deals
more often in our evaluation. This reversal is spe-
cific to buyer-system CraigslistBargain and does
not change the soft/hard convention for the co-
operative P4G, ESConv, or EmpatheticDialogues
tasks.

CraigslistBargain success judge

Conversation so far:
[dialogue history]
Buyer: [assistant action]
Seller: [user reply]
Question: Have the buyer and seller successfully reached
a deal at the end of the conversation?
If they have reached a deal, reply exactly: They have
reached a deal at [price]. Otherwise, reply exactly:
They have not reached a deal.
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