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Abstract

Deep Research Agents have shown strong ca-
pability in multi-step information retrieval, rea-
soning, and long-form report generation, but
existing benchmarks and systems remain pre-
dominantly text-centric, with limited evaluation
of whether visual elements are factually reliable
and well aligned with the surrounding analysis.
To address this gap, we introduce TVIR (Text—
Visual Interleaved Report Generation), which
includes TVIR-BENCH, a benchmark of 100
expert-curated multimodal deep research tasks
that require visual elements to serve specific
analytical sub-goals, and TVIR-AGENT, a hi-
erarchical multi-agent framework that serves
as a strong baseline for constructing outlines,
retrieving images, generating charts with trace-
able sources, and composing reports through
context-aware sequential writing. We fur-
ther develop a dual-path evaluation framework
that combines Textual Assessment and Visual
Assessment. Experiments across nine deep
research systems show that TVIR-AGENT
achieves strong overall performance, underscor-
ing the importance of explicit multimodal de-
sign and evaluation for evidence-driven report
generation. The project page is available at
https://nju-link.github.io/TVIR.

1 Introduction

Recent advances in large language models (LLMs)
(OpenAl et al., 2024; DeepSeek-Al et al., 2025)
have catalyzed the emergence of Deep Research
Agents (DRAs) (Zheng et al., 2025; Coelho et al.,
2025; Cai et al., 2026; Tongyi DeepResearch Team
et al., 2025), which aim to autonomously conduct
multi-step information retrieval, reasoning, and
generation to produce comprehensive research re-
ports. These systems have shown promising capa-
bility in long-context planning, citation grounding,
and analytical writing, positioning them as poten-
tial assistants for complex professional decision-
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Figure 1: Comparison of representative deep research
benchmarks. Existing benchmarks mainly focus on
text-only or weakly multimodal reports, whereas TVIR-
BENCH requires text—visual interleaved reports with
semantically grounded charts and retrieved images.

making in domains such as policy analysis, finance,
and scientific research. As a result, a growing body
of benchmarks and systems (Shi et al., 2025) has
focused on evaluating end-to-end deep research
workflows rather than isolated questions.

Despite this progress, as shown in Figure 1, exist-
ing deep research paradigms remain predominantly
text-centric. Most benchmarks and agent frame-
works evaluate success based on textual coherence,
depth, and citation support, while overlooking a
critical characteristic of real-world professional re-
ports: the integration of visual evidence. In prac-
tice, high-quality research outputs rarely rely on
text alone. Instead, they interleave narrative analy-
sis with charts, diagrams, and images that serve as
evidential artifacts—supporting claims, revealing
trends, and enabling rapid sense-making. When
visual elements are present in current systems, they
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are often treated as decorative supplements rather
than first-class reasoning components, with limited
evaluation of their fidelity, provenance, or align-
ment with the surrounding text. This gap leads to
a fundamental mismatch between existing deep re-
search benchmarks and the demands of real-world
analytical work. A research agent that produces flu-
ent text but inaccurate, misleading, or semantically
disconnected visuals cannot be considered reliable
for high-stakes decision-making. Moreover, with-
out explicit evaluation protocols, models tend to op-
timize for superficial visual inclusion—prioritizing
aesthetic completeness over evidential rigor. Ad-
dressing this limitation requires rethinking deep
research not as a purely textual task, but as a multi-
modal synthesis problem in which text and visuals
must be jointly generated, and evaluated.

To this end, we introduce TVIR (Text—Visual
Interleaved Report generation), a unified bench-
mark and the corresponding agentic framework
designed to advance deep research towards mul-
timodal, evidence-driven report generation. First,
we present TVIR-BENCH, a multimodal deep re-
search benchmark consisting of 100 expert-curated
tasks spanning diverse domains and complexity lev-
els. Unlike prior benchmarks, it enforces strict de-
sign principles that require visual elements—both
retrieved images and code-generated charts—to be
semantically grounded in specific analytical sub-
goals, rather than appended post hoc.

Second, we propose TVIR-AGENT, a hierarchi-
cal multi-agent baseline framework for text—visual
interleaved report generation. The agent decom-
poses user tasks into structured plans with ex-
plicit multimodal constraints, instantiates images
and charts with traceable sources, and generates
long-form reports through context-aware sequen-
tial writing. By explicitly modeling visual evidence
throughout the planning and writing stages, TVIR-
AGENT treats visuals as integral components of
reasoning rather than optional embellishments.

Finally, we introduce a comprehensive evalu-
ation suite that jointly audits textual and visual
quality. Our framework combines Textual Assess-
ment (focusing on citation grounding, logical con-
sistency, and analytical depth) with Visual Assess-
ment, which measures figure quality, chart fidelity,
and cross-modal alignment between text and visu-
als. Through extensive experiments across multiple
deep research systems, we highlight the insuffi-
ciency of existing paradigms and underscore the
need for multimodal deep research agent designs.

In summary, our contributions are threefold :

* We introduce TVIR-BENCH, the first com-
prehensive benchmark specifically designed
to evaluate the end-to-end generation of long-
context multimodal research reports, which
establishes a new foundation for developing
and evaluating deep research agents.

* We propose TVIR-AGENT, an autonomous
framework designed to handle the text—visual
interleaved report generation. The system con-
sists of a Planner, a Visual Asset Instantiation
module, a Writer and a Polisher.

* We develop a rigorous dual-path evaluation
framework that assesses reports through Tex-
tual Assessment and Visual Assessment. Our
extensive experiments with nine representa-
tive deep research systems provide the critical
insight that while current LLMs excel at tex-
tual fluency, they frequently prioritize "decora-
tive" visuals over "evidential" ones, highlight-
ing a significant gap in existing paradigms for
evidence-based multimodal reasoning.

2 Related Work

Interleaved Multimodal Generation Recent
work has increasingly studied interleaved text and
visual content beyond conventional text generation.
SurveyX (Liang et al., 2025) augments automat-
ically generated academic surveys with retrieved
references, figures, and tables, while LLM-I (Guo
et al., 2025) learns to orchestrate image search,
image synthesis, code execution, and editing as
specialized external tools. These systems establish
important foundations for multimodal generation,
but do not specifically target evidence-grounded,
open-domain deep research reports.

Deep Research Agents Deep Research Agents
(DRASs) have become an important paradigm for
long-horizon information retrieval, evidence syn-
thesis, and report generation. WebThinker (Li
et al., 2025) interleaves web exploration with sec-
tion drafting, checking, and editing through a Deep
Web Explorer, while WebWeaver (Li et al., 2026b)
couples evidence acquisition with outline optimiza-
tion and citation-driven synthesis from a memory
bank. FinSight (Jin et al., 2026) adds heteroge-
neous data collection and iterative chart refinement
for financial analysis, but is domain-specific. Mul-
timodal DeepResearcher (Yang et al., 2026) gener-
ates text—chart reports from scratch using Formal
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Description of Visualization (FDV) for exemplar-
based planning and iterative refinement. In con-
trast, TVIR-AGENT is designed for open-domain
deep research and jointly supports retrieved im-
ages, source-traceable charts, research-grounded
planning, and long-form sequential writing.

Deep Research Benchmarks Existing deep re-
search benchmarks mainly evaluate text-only re-
port generation. DeepResearch Bench (Du et al.,
2026) separates report assessment (RACE) from
citation trustworthiness (FACT), while DeepRe-
search Bench II (Li et al., 2026a) uses 9,430 expert-
derived rubrics for information recall, analysis,
and presentation. In multimodal settings, Multi-
modalReportBench (Yang et al., 2026) considers
reports with code-generated charts, but its evalua-
tion remains coarse-grained. MMDeepResearch-
Bench (Huang et al., 2026) further studies image—
text inputs, where report visuals are grounded in
task-provided images. In contrast, TVIR-BENCH
evaluates end-to-end text—visual report generation,
requiring visual elements to serve specific analyti-
cal sub-goals and conducting fine-grained assess-
ments of both textual and visual quality.

3 TVIR-BENCH
3.1 Data Design

Domain Coverage To ensure comprehensive and
representative domain coverage, we draw on the
domain taxonomies and task distributions of sev-
eral existing deep research benchmarks, including
DeepResearch Bench (Du et al., 2026), LiveRe-
searchBench (Wang et al., 2026a), and DeepRe-
searchEval (Wang et al., 2026b), and develop the
domain taxonomy shown in Figure 2. While pre-
serving coverage of the humanities and basic sci-
ences, we place greater emphasis on Technology &
Intelligence and Finance & Business to better align
the needs of high-stakes decision-making.

Task Design and Complexity Task construc-
tion is guided by five core design principles:
role-driven, demand-oriented, deep research,
frontier-focused, and multimodal integration.
These principles ensure that tasks are grounded in
realistic user needs, require substantive analytical
synthesis rather than simple information retrieval,
and incorporate explicit multimodal elements to
better reflect real-world deep research workflows.
To systematically evaluate model performance un-
der varying cognitive demands, we further organize

Technology & Intelligence
Finance & Business
Health & Medicine
Environment & Energy
History & Society
Education & Culture
Literature & Art

A < @ Law & Policy

Academic & Research
10% Tourism & Entertainment

Figure 2: Domain taxonomy of TVIR-BENCH.

tasks into three complexity levels, corresponding
to low, medium, and high requirements for multi-
modal integration and instruction following. Fur-
ther details are provided in Appendix A.1.

3.2 Data Construction

As shown in Figure 3(a), dataset construction fol-
lows an expert-driven workflow with four stages.

Expert Topic Proposal For each task, a domain
expert with sufficient professional knowledge and
judgment proposes a core topic. To satisfy the
frontier-focused principle defined above, the topic
must be reasonably novel and timely.

LLM-Based Task Drafting Based on the expert-
proposed core topic, we guide Grok-4.1-Thinking
to produce a task draft that is logically coherent,
researchable, and practically meaningful. The de-
tailed prompt is provided in Appendix F.1.

Multi-Expert Review and Revision Each draft
is then examined by three experts and revised ac-
cordingly. The review focuses on four aspects: (1)
Design Compliance, which checks whether the
task satisfies the predefined task design principles;
(2) Factual Accuracy, which verifies the correct-
ness of entities, concepts, claims, and contextual
details involved in the task; (3) Logical Coherence,
which evaluates whether the task is clearly formu-
lated and whether its sub-questions form a meaning-
ful and well-connected whole; and (4) Multimodal
Validity, which ensures that required multimodal
elements are practically obtainable, including pub-
licly retrievable images and code-generated charts
based on real and accessible data.

Checklist Compilation For each accepted task,
we compile a corresponding evaluation checklist.
The checklist converts the task into a set of verifi-
able items for systematically assessing whether a
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Figure 3: Overview of TVIR-BENCH, including data construction pipeline and evaluation framework.

generated report fully and accurately addresses its

requirements. Each item is formulated as a s

number of clear and actionable atomic checkpoints,

without going beyond the task itself.

3.3 Dataset Statistics

TVIR-BENCH comprises 100 high-quality multi-
modal deep research tasks, including 50 Chinese
tasks and 50 English tasks. They span 10 major
domains and are proportionally balanced across

the three predefined complexity levels. The

questions within these tasks cover eight high-level
functional types, such as trend prediction, mecha-
nism explanation, and comparative analysis, with a
roughly balanced distribution across the dataset.

3.4 Evaluation Framework

Figure 3(b) illustrates our multi-dimensional
uation framework for end-to-end auditing of

erated research reports. It consists of two comple-
mentary components: Textual Assessment (TA)

and Visual Assessment (VA). TA and VA are

puted as the arithmetic mean of their respective
fine-grained metric scores. Unless otherwise speci-
fied, all metrics are evaluated using an LL.M-
Judge, with scores normalized to a scale of 1—
See Appendix B for metric computation details and

Appendix F.3 for evaluation prompts.

3.4.1 Report Preprocessing

mall support downstream evaluation, we preprocess

each generated report to extract structured informa-
tion using the judge LLM. Specifically, we extract
(i) reference entries, including their reference in-
dices and associated URLs, (ii) fact—citation pairs
for textual assessment, where factual statements are
linked to citation indices, and (iii) figure elements
for visual assessment, together with their captions,
base64-encoded visual content, surrounding con-
text, and associated citation indices. We then use
the extracted URLSs to retrieve the corresponding
webpage text via the Serper APIL. The extraction
prompts are provided in Appendix F.2.

sub-

3.4.2 Textual Assessment (TA)

Citation Support (CS) measures whether factual
statements are supported by their cited references.
Using the extracted fact—citation pairs and retrieved
reference contents, the judge LLLM assigns each
fact a score of 1, 0.5, or 0 for supported, partially
supported, and unsupported, respectively.

Instruction Alignment (IA) evaluates whether
the report satisfies the task checklist. For each
checklist item, the judge LLM assigns a score of 1,
0.5, or 0 based on how completely and specifically
the report addresses it.

Writing Quality (WQ), Analytical Depth &
Breadth (ADB), and Factual & Logical Con-
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Figure 4: Overall architecture of TVIR-AGENT for text—visual interleaved report generation.

sistency (FLC) are assessed at the report level.
WAQ evaluates coherence and organization, clarity
and readability, conciseness, and stylistic consis-
tency. ADB assesses whether the report goes be-
yond surface-level description through explanatory
reasoning, sustained analysis, critical evaluation,
forward-looking insight, and broad thematic cover-
age. FLC measures self-consistency by detecting
factual or logical contradictions and mapping the
resulting issue count to a discrete score.

3.4.3 Visual Assessment (VA)

Multimodal Composition (MC) provides a report-
level assessment of how effectively figure elements
are organized across the report, considering their
layout, quantity, variety, and richness.

Figure Quality (FQ) captures the intrinsic vi-
sual quality of figures. It combines Image Quality,
derived from CV-based measurements of resolu-
tion, aspect ratio, sharpness, and contrast together
with a duplication penalty, and Chart Quality, as-
sessed by the judge LLM using binary checklist
evaluations of layout integrity, readability, and con-
ciseness. The final FQ score is computed as a count-
weighted average of the two component scores.

Figure Caption Quality (FCQ), Figure—
Context Integration (FCI), and Chart-Source
Consistency (CSC) are assessed for each extracted
figure element. FCQ evaluates whether a caption
accurately describes the figure, provides sufficient
interpretive information, and remains clear and
readable. FCI assesses how well each figure re-
lates to its surrounding text, is incorporated into the
narrative flow, and contributes information beyond
what text alone can effectively convey. CSC mea-
sures the consistency of each chart with its cited
sources by identifying contradictions and mapping

the resulting issue count to a discrete score.

4 TVIR-AGENT

We develop TVIR-AGENT based on MiroThinker
(MiroMind Team et al., 2025) for text—visual in-
terleaved report generation. Figure 4 illustrates its
overall architecture. Given a user task 7, TVIR-
AGENT produces a high-quality research report R
through four stages, which we introduce below.

4.1 Research-Grounded Planning

As the initialization module, the Planner parses
the user task 7 and iteratively invokes external
tools such as Google Search and web scraping to
retrieve relevant information. It then synthesizes
the collected information into a structured outline
O = {o1,09,...,0n}, where each outline unit o;
contains a section title, a brief summary, planned vi-
sual requirements V; Y, and section-level research
notes NV;. Each note n € N records a citation,
source URL, and key findings. These notes pro-
vide factual grounding for subsequent stages and
improve both credibility and traceability.

4.2 Visual Asset Instantiation

Given the planned outline O, this stage instantiates
the visual requirements of each section. To address
different visual needs, we employ two specialized
agents. The Image Searcher handles visual con-
cepts such as portraits, scenes, and architecture
diagrams by retrieving candidate images through
Google Image Search, filtering low-quality results
with heuristic rules, and using a visual question
answering (VQA) tool for relevance verification
before selecting the most suitable one. The Chart
Generator handles content involving data distri-
butions or relationships by retrieving relevant data
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System Textual Assessment Visual Assessment Aggregate
CS 1A WQ ADB FLC FQ MC FCQ FCI CSC TA VA  Overall
Commercial Closed-Source Systems
Gemini-3-Pro Deep Research 1496 5831 66.88 63.94 88.50 - - - - - 58.52 - -
Grok-4.1-Thinking DeepSearch 17.72  60.65 67.68 57.58 89.20 80.43 52.15 47.04 46.76 575 5856 4643 5249
Claude-4.5-Sonnet w/Search 47.53 7932 69.37 70.52 84.00 90.24 63.85 61.47 5343 6749 70.15 6730 68.72
Perplexity Deep Research 44.60 81.03 67.60 70.64 80.90 73.62 6290 59.02 6341 835 6895 5346 61.20
Genspark Deep Research 3527 8371 69.28 70.64 84.60 92.87 70.70 63.58 59.00 40.28 68.70 65.29  66.99
Manus-1.6 4557 74.12 7215 62.84 9240 8627 70.75 66.14 71.03 56.02 6942 70.04 69.73
TVIR-AGENT Variants (Ours)

TVIR-Agent (Qwen3-Max) 53.68 76.69 69.30 67.48 83.00 91.71 67.80 7244 74.56 78.63 70.03 77.03 73.53
TVIR-Agent (GLM-4.7) 68.64 7198 6920 68.16 80.20 84.61 6255 70.13 7339 7735 71.64 73.61 72.62
TVIR-Agent (Claude-4.5-Sonnet) 51.20 81.09 69.88 72.22 76.20 87.17 77.80 7449 76.75 77.58 70.12 78.76 74.44

Table 1: Main results on TVIR-BENCH across nine deep research systems, averaged over three independent
evaluation runs. Bold and underlined indicate the best and second-best performance on each dimension, respectively.

Overall is computed as the mean of TA and VA.

through search and web scraping tools, verifying
authenticity and cross-source consistency, gener-
ating Python plotting code, and executing it in a
sandbox to produce charts.

After this stage, each outline unit o; is up-
dated with instantiated visual assets Vl-inSt, together
with captions, descriptions, and source provenance,
yielding the augmented outline OV*®. For code-
generated charts, the original data-source URLSs
are preserved; for retrieved images, the correspond-
ing source webpage URLs are retained.

4.3 Context-Aware Sequential Writing

The Writer generates the report section by section.
To maintain coherence across sections and reduce
redundancy, it conditions on the current outline unit
o; and a dynamically updated global context C;_1,
which consists of the titles, summaries, and subsec-
tion structures of previously generated sections. It
also uses the associated research notes N; as sup-
porting evidence and, when they are insufficient,
invokes search and web scraping tools to gather
additional verifiable information.

During generation, the Writer determines inser-
tion points for the instantiated visual assets in o;
based on their descriptions and composes Mark-
down content with interleaved text and visual ele-
ments, using local paths for code-generated charts
and online URLSs for retrieved images. Each section
maintains its own figure and citation numbering,
both starting from 1.

4.4 Global Index Polishing

In the final stage, the Polisher processes references
and figures at the report level. It first removes
uncited references from each section, then dedu-

plicates the remaining references globally by URL
and normalized content, and renumbers them into
a unified reference list, while updating in-text ci-
tation markers accordingly. Finally, it renumbers
figures across sections, reassigns figure IDs and la-
bels in sequential order, and updates in-text figure
references to match.

5 Experiments

5.1 Experimental Setup

We evaluate a total of nine deep research systems,
including six commercial closed-source systems
and three TVIR-AGENT variants built with dif-
ferent backbone LLLMs. The commercial systems
consist of one text-only report generation system,
Gemini-3-Pro Deep Research (Google, 2025a), and
five text—visual interleaved report generation sys-
tems: Grok-4.1-Thinking DeepSearch (xAl, 2025),
Claude-4.5-Sonnet w/Search (Anthropic, 2025),
Perplexity Deep Research (Perplexity Al, 2025),
Genspark Deep Research (Genspark Al, 2025), and
Manus-1.6 (Manus Al, 2025). The three TVIR-
AGENT variants use Qwen3-Max (QwenTeam,
2025), GLM-4.7 (Zhipu Al, 2025), and Claude-
4.5-Sonnet as backbone LLMs. More details on
report collection are provided in Appendix D.1. Re-
port preprocessing and all LLM-based evaluation
are conducted using GPT-5.2 (OpenAl, 2025) as
the judge LLM, with temperature set to 0.

5.2 Main Results

Overall performance Table 1 presents the main
results on TVIR-BENCH. Overall, TVIR-AGENT
variants achieve the strongest aggregate perfor-
mance among all evaluated systems. In particular,

34923



TVIR-Agent (Claude-4.5-Sonnet) obtains the best
Overall score, followed by TVIR-Agent (Qwen3-
Max) and TVIR-Agent (GLM-4.7), while Manus-
1.6 is the strongest commercial system. The aggre-
gate metrics also reveal different system strengths:
TVIR-Agent (GLM-4.7) achieves the best TA
score, showing strong textual capabilities, whereas
TVIR-Agent (Claude-4.5-Sonnet) achieves the best
VA score by a clear margin, demonstrating supe-
rior visual grounding and cross-modal alignment.
These results indicate that our framework is partic-
ularly effective for deep research tasks requiring
both textual synthesis and visual integration.

Key insights The benchmark also reveals several
important insights into current deep research sys-
tems. First, no single model consistently performs
best on every fine-grained dimension, suggesting
that strong aggregate performance does not neces-
sarily translate into consistent strength across all
aspects of text—visual research. Second, several
commercial systems remain competitive on textual
assessment metrics, indicating that high-quality
textual synthesis is already a relative strength of
existing deep research products. Finally, Gemini-
3-Pro Deep Research cannot be evaluated on VA
and Overall because it generates text-only reports,
which further highlights the importance of native
multimodal support in TVIR-AGENT.

5.3 Further Analysis

Fine-Grained Strengths and Limitations Com-
pared with commercial systems, TVIR-AGENT
variants show clearer advantages in CS and most
VA dimensions. On CS, TVIR-Agent (GLM-4.7)
achieves 68.64, outperforming the best commer-
cial system Claude-4.5-Sonnet w/Search (47.53) by
21.11 points. For FCQ, TVIR-Agent (Claude-4.5-
Sonnet) scores 74.49, exceeding Manus-1.6 (66.14)
by 8.35 points. These results indicate better evi-
dence grounding and more reliable cross-modal
alignment in TVIR-AGENT. By contrast, FLC re-
mains relatively weaker for several strong systems,
likely because longer and more detailed reports are
inherently harder to maintain consistently.

Performance across Task Complexity Levels
Figure 5 shows a consistent trend across TVIR-
AGENT variants and leading commercial systems.
As task complexity increases, IA generally de-
clines, while ADB tends to improve. This suggests
that more complex tasks place heavier demands on
multimodal coordination, instruction tracking, and

Instruction Alignment (IA)

Score

Analytical Depth & Breadth (ADB)

Score

k Claude-4.5-Sonnet ~ Manus-1.6

TVIR TVIR TVIR Gensparl
(Claude-4.5-Sonnet)  (GLM-4.7)  (Qwen3-Max)  Deep Research wiSearch

Deep Research System

Figure 5: Performance comparison of IA and ADB
across task complexity levels for TVIR-AGENT variants
and leading commercial systems.

long-horizon reasoning, making it more difficult for
research systems to fully satisfy task requirements.
At the same time, such tasks appear to encourage
more comprehensive and exploratory responses,
leading to greater explanatory depth, broader the-
matic coverage, and more sustained analysis.

Tool Usage Analysis within TVIR-AGENT Fig-
ure 6 shows that TVIR-AGENT variants exhibit
distinct tool usage patterns across the main compo-
nents. Inspired by DeepResearch Bench (Du et al.,
2026), we additionally report Average Effective
Citations (AEC) in Figure 7, with its definition
provided in Appendix D.3. TVIR-Agent (GLM-
4.7) shows the heaviest use of search and scraping
tools, especially in the Planner and Chart Generator,
which is consistent with its highest AEC of 102.41.
However, under a limited agent-turn budget, overly
extensive retrieval may come at the expense of
chart asset instantiation: despite planning an aver-
age of 8.66 charts per task, it generates only 3.33,
yielding a chart fulfillment rate of 38.45%. By con-
trast, TVIR-Agent (Claude-4.5-Sonnet) adopts a
more balanced tool usage profile, maintaining a rel-
atively high AEC of 86.14 while achieving the high-
est chart fulfillment rate of 94.61%. These results
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Figure 7: Average Effective Citations (AEC) per task
across deep research systems.

suggest that the relative strengths of TVIR-AGENT
variants depend not only on backbone model ca-
pability, but also on how effectively tool usage is
allocated between retrieval and chart generation.

Structural Error Analysis To further examine
the reliability of reports, we analyze three types of
structural errors: Traceability Error, Consistency
Error, and Completeness Error. Traceability Er-
ror refers to facts, data, or figures presented without
explicit and accessible sources; Consistency Error
reflects failures in the internal indexing system,
including missing numbers or duplicated entries;
Completeness Error captures unusable or incom-
plete components referenced in the text, such as
broken figures or absent captions. As shown in Fig-
ure 8, TVIR-AGENT variants produce substantially
fewer errors than commercial systems, suggesting
better end-to-end control over citation management
and multimodal report assembly, with TVIR-Agent
(GLM-4.7) achieving the lowest total error count.
Nevertheless, traceability remains a persistent chal-
lenge across systems, and even TVIR-AGENT ex-
hibits a nontrivial number of errors.

0 25 50 75 100 125 150 175
Number of Errors

Figure 8: Distribution of structural errors across deep
research systems.

5.4 Validation of the Evaluation Framework

Reliability of Information Extraction To vali-
date the reliability of the preprocessing stage, we
manually annotate ground truth for 90 reports in
total, including 10 reports per system across 9 sys-
tems. The annotation covers three extraction tar-
gets: (i) reference entries, (ii) fact—citation pairs,
and (iii) figure elements. As shown in Table 2,
LLM-based extraction achieves near-perfect preci-
sion, recall, and F1 across all three targets, suggest-
ing that this stage introduces negligible noise into
downstream evaluation. In addition, since metrics
such as Citation Support and Chart—Source Con-
sistency depend on webpage content rather than
URLs alone, we retrieve webpage text via the Ser-
per API. Across the full evaluation set of 9 x 100
reports, the retrieval success rate is 96.53%, in-
cluding cases where the source webpage itself is
no longer available, indicating limited impact on
evaluation coverage.

Human Alignment To assess the reliability of
our automated evaluation, we conduct a large-scale
human alignment study on reports from 8 systems
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Extraction Target Precision Recall F1

Reference entries 100.00 100.00 100.00
Fact—citation pairs 99.55 99.20  99.35
Figure elements 100.00  100.00 100.00

Table 2: Performance of LLM-based information extrac-
tion.

over the full benchmark of 100 tasks, excluding
Gemini-3-Pro Deep Research because it gener-
ates text-only reports, making VA inapplicable and
Overall unavailable. We recruit 20 annotators with
Master’s degrees and relevant domain expertise,
and each report is independently evaluated by three
annotators. Following DeepResearch Bench (Du
et al., 2026), we adopt Pairwise Agreement Rate
(PAR) and Overall Pearson Correlation (OPC)
as the primary metrics, and further report Overall
Spearman Correlation (OSC) to capture rank-
based consistency. See Appendix D.4 for metric
definitions. Table 3 shows strong agreement be-
tween automated evaluation and human judgments.
We also report human inter-annotator agreement,
with an Overall PAR of 74.20.

Dimension PAR OPC OSC
TA 70.00 99.12 97.62
VA 81.07 99.42 100.00
Overall 78.39 99.73 97.62

Table 3: Agreement between automated evaluation and
human judgments.

Robustness Across Judge LLMs To further as-
sess the robustness of the evaluation framework,
we compare the results produced by two judge
LLMs, GPT-5.2 and Gemini-2.5-Pro (Google et al.,
2025b). Table 4 shows high agreement across TA,
VA, and Overall. In particular, OPC remains near-
perfect in all three dimensions, while OSC and
PAR are also consistently strong. These results pro-
vide strong evidence that the evaluation framework
is robust to the choice of judge LLM.

5.5 Ablation Studies

To examine the contribution of key components in
TVIR-AGENT, we conduct ablation studies using
TVIR-Agent (Claude-4.5-Sonnet) as the reference
system. Specifically, we remove research notes,
the Image Searcher, and the Chart Generator,
respectively, while keeping the rest of the pipeline

Dimension PAR OPC OSC
TA 81.96 9942 92.86
VA 88.04 99.26 100.00
Overall 86.07 99.44 97.62

Table 4: Agreement between the two judge LLMs, GPT-
5.2 and Gemini-2.5-Pro.

unchanged. As shown in Table 5, removing any
component leads to a drop in overall performance.
Among them, removing the Chart Generator has
the largest effect, reducing VA from 78.62 to 60.91
and Overall from 73.92 to 63.84, which highlights
its central role in visual synthesis and cross-modal
alignment. Removing the Image Searcher leads to
a clear decline across all metrics, whereas the effect
of removing the research notes is relatively small.
Overall, these results show that the performance
gains of TVIR-AGENT come from the complemen-
tary contributions of research-grounded planning
and specialized visual capabilities.

System Variant TA VA  Overall
TVIR-Agent 69.23 78.62 7392
w/o research notes 68.63 78.42 7352
w/o Image Searcher 67.82 77.23  72.53
w/o Chart Generator 66.77 6091  63.84

Table 5: Ablation results for TVIR-Agent (Claude-4.5-
Sonnet) on 20 randomly sampled tasks.

6 Conclusion

We introduce TVIR, a unified benchmark and agen-
tic framework for text—visual interleaved report
generation. It includes TVIR-BENCH, an expert-
curated benchmark with a dual-path evaluation
framework covering both textual and visual as-
sessment, and TVIR-AGENT, a hierarchical multi-
agent framework that explicitly models visual ev-
idence throughout planning and writing. Exten-
sive experiments show that TVIR- AGENT achieves
strong overall performance and improves evidence
grounding and cross-modal alignment over existing
systems, while also revealing a key limitation of
current deep research systems: they remain much
stronger at textual synthesis than at integrating vi-
sual assets. We hope TVIR will provide a foun-
dation for future work on trustworthy multimodal
deep research agents.

34926



Limitations

Benchmark and Evaluation Despite the strong
agreement between judge LLMs, our evaluation
framework still inherits the limitations of auto-
mated assessment. First, most metrics rely on
LLM-as-a-Judge and may remain sensitive to judge
preferences, prompting variations, and model up-
dates. Second, citation-based evaluation depends
on external webpages, whose content may change
over time or become inaccessible, which can affect
evaluation stability. Some report-level visual prop-
erties also remain difficult to assess automatically.
For example, metrics such as MC rely mainly on
textual cues around figures rather than direct visual
perception, which means that report-level multi-
modal composition, cross-figure coordination, and
narrative coherence are only partially captured. In
addition, more subjective qualities, such as figure
aesthetics and professional visual design, are not
explicitly evaluated, although they are often impor-
tant in real-world analytical writing.

Agent Framework Although TVIR-AGENT
provides an effective hierarchical framework for
text—visual interleaved report generation, it remains
a relatively basic design with substantial room for
improvement. The current system is still largely
stage-wise, and efficiency may be further improved
through stronger parallelization of retrieval, visual
asset instantiation, and writing across sections. Its
memory management and context compression
mechanisms are also relatively simple for long-
horizon multimodal tasks with diverse sources and
intermediate artifacts. In addition, while TVIR-
AGENT already supports iterative search, this it-
eration is still concentrated before downstream
planning and writing. Stronger designs may more
tightly interleave search with planning and writing,
allowing the agent to dynamically revise outlines,
update visual requirements, and retrieve targeted
evidence as the report evolves. Finally, the current
polishing stage mainly handles report-level index-
ing and formatting, while more advanced refine-
ment could further improve figure quality, citation
quality, and local text—visual alignment.
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A Data Design Details
A.1 Definitions of Task Design Principles

Role-Driven Each task should be centered on a
clearly identifiable user with a specific professional
identity or functional role, such as a policymaker,
clinician, investment analyst, or engineer. The role
should be concrete and representative of a real user
group that may plausibly raise such a research need
in practice, rather than a vague or generic subject
such as "a normal user". To strengthen realism
and task specificity, the task context should also
describe the user’s objective, constraints, or deci-
sion scenario. For example, instead of asking a
general question about a biomedical trend, a task
may be framed from the perspective of a head of
R&D at a biopharmaceutical company who needs
to assess the clinical and commercial prospects of
a new therapeutic direction. This design principle
ensures that tasks are anchored in authentic use
cases rather than abstract knowledge queries.

Demand-Oriented Each task should express a
clear and structured research demand within a spe-
cific domain or topic. A task may include multiple
sub-questions, but they should remain logically
connected and confined to the same thematic scope
rather than being artificially assembled from un-
related domains. Each sub-question should corre-
spond to a well-defined information goal, avoid-
ing open-ended prompts such as "give your opin-
ion" without substantive constraints. We encourage
tasks to be presented in a structured manner, for
example by explicitly listing the aspects that need
to be covered, so that the model has a clear pathway
for organizing its response and the evaluator has a
clear basis for judging completeness. While com-
plex tasks are allowed, the instruction should re-
main coherent, bounded, and operational, without
ambiguity, redundancy, or internal contradiction.

Deep Research Tasks should require substan-
tially more than surface-level information aggre-
gation. They should encourage the model to syn-
thesize evidence from multiple sources, construct
causal or explanatory chains, compare competing
claims, and produce conclusions or recommenda-
tions. Relevant evidence may include academic
findings, statistical data, case materials, or expert
viewpoints, and the task should implicitly or explic-
itly require the model to explain how such evidence
supports its claims. In addition, tasks should en-
courage critical analysis by asking the model to

recognize conflicts across sources, limitations in
data, uncertainty in interpretation, or weaknesses
in methods. A well-designed deep research task
should therefore form a closed analytical loop: evi-
dence gathering, reasoning and critique, and then
conclusion or actionable recommendation.

Frontier-Focused Tasks should target recent de-
velopments, emerging challenges, and open ques-
tions across domains, so as to evaluate whether
models can engage with up-to-date knowledge
rather than relying mainly on static background
information. In general, topics are expected to fo-
cus on new technologies, policy changes, market
shifts, scientific breakthroughs, or other develop-
ments that have become salient within the past two
to three years. Tasks are encouraged to rely on
recent and authoritative sources, especially mate-
rials published in or after 2024, such as top-tier
conference papers, industry white papers, govern-
ment releases, company filings, or official statisti-
cal reports. When a task involves trend analysis
or quantitative comparison, it should call for the
latest available data, ideally from 2024-2026 when
accessible, with clear attention to timestamps. For
frontier topics where no stable consensus yet exists,
the task may ask the model to present and compare
different institutional or scholarly viewpoints and
analyze the basis of their disagreement.

Multimodal Integration Tasks should explicitly
require the integration and presentation of multi-
modal information, so that visual elements become
a meaningful part of the research process rather
than decorative additions. Such elements may in-
clude publicly retrievable images from the web,
such as model architecture diagrams, algorithm
workflow illustrations, historical portraits, envi-
ronmental photographs, or scene images, as well
as code-generated charts based on real, publicly
accessible data, such as line charts, radar charts,
heatmaps, or pie charts. In task wording, mul-
timodal needs should usually be expressed natu-
rally through verbs and phrases such as "visualize",
"plot", "show", "illustrate", or "provide a figure
with explanation", without always explicitly speci-
fying whether the model must retrieve an existing
image or generate a chart. Instead, the intended
visual type should be implied by the request itself,
for example by asking for a radar chart to com-
pare alternatives or an architecture diagram to ex-
plain a technical system. All multimodal elements
must directly serve the core analytical objective
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Functional Type Definition

Status Characterization

Questions that describe the current state, structure, characteristics, or

distribution of an object, issue, or system.

Comparative Analysis

Questions that compare two or more entities to identify similarities,

differences, relative strengths and weaknesses, or rankings.

Mechanism Explanation

Questions that explain the causes, mechanisms, or underlying principles

behind a phenomenon, outcome, or behavior.

Evolution Tracing

Questions that examine the origin and development of an object, idea,

technology, or institution over time.

Impact Assessment

Questions that evaluate the effects, consequences, benefits, risks, or

limitations of a policy, technology, event, or intervention.

Trend Prediction

Questions that infer likely future developments or outcomes based on

current data, patterns, or models.

Foundational Exploration

Questions that probe fundamental or frontier issues to investigate princi-

ples, unknown mechanisms, or the nature of a problem.

Solution Construction

Questions that require designing a framework, model, system, strategy,

or actionable plan to solve a problem or achieve a goal.

Table 6: Definitions of the eight high-level functional types used in TVIR-BENCH.

and should be added only when they improve in-
terpretation, explanation, or decision support. For
example, a heatmap may be used to show regional
differences in policy outcomes, an architecture dia-
gram to clarify the innovation of a model design, or
a time-series plot to support claims about market
growth. To ensure practical feasibility, any required
retrieved image must be publicly available online,
and any required generated chart must rely on real
and publicly accessible data sources.

A.2 Definitions of Task Complexity Levels

Low Complexity Low-complexity tasks are rela-
tively concise, typically around 200 Chinese char-
acters or about 130 English words. They usually
contain one to three multimodal requirements
and are primarily intended to assess whether a sys-
tem can handle focused deep research requests with
limited structural and coordination burden. Such
tasks may be written in a compact paragraph or
brief outline form, and explicit bullet-point decom-
position is not required.

Medium Complexity Medium-complexity tasks
are more elaborate, typically around 400 Chinese
characters or about 260 English words, and contain
two to four multimodal requirements. They are
expected to involve a clearer internal structure and
usually benefit from being organized into three to

four major points, each with one to three sub-
questions. These tasks impose greater demands on
instruction following, cross-source synthesis, and
the coordinated use of text and visual evidence.

High Complexity High-complexity tasks are the
most demanding, typically around 600 Chinese
characters or about 390 English words, and con-
tain three to five multimodal requirements. They
must be presented in an explicitly structured for-
mat, usually with four to five major points, each
containing two to four sub-questions. These tasks
place substantial demands on long-horizon plan-
ning, detailed instruction tracking, and multimodal
integration across multiple analytical dimensions.

A.3 Definitions of High-Level Functional
Types

To guide task design, we predefine eight high-level
functional types that specify the intended analytical
role of sub-questions in TVIR-BENCH. Each sub-
question is designed to primarily instantiate one of
these functions, and Table 6 gives their definitions.

B Fine-Grained Evaluation Metrics
Computation Details

All fine-grained metrics are first computed on a
normalized scale in [0, 1] and then linearly rescaled
to [0, 100] for presentation.
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B.1 Textual Assessment Metrics

Let a report contain M extracted fact—citation pairs
and K checklist items. For rubric-based report-
level metrics, let D denote the number of scoring
dimensions in the corresponding rubric.

Citation Support For each extracted fact—
citation pair, the judge assigns

s$5 e {1, 0.5, 0},

corresponding to supported, partially supported,
and unsupported, respectively. The Citation Sup-
port score is

If no fact—citation pair is available, the score is set
to 0.

Instruction Alignment For each checklist item,
the judge assigns

st e {1, 0.5, 0},

corresponding to fully satisfied, partially satisfied,
and not satisfied, respectively. The Instruction
Alignment score is

1K
_ IA
IA = — E s
Jj=1

Writing Quality Writing Quality is assessed us-
ing a report-level rubric with Dwq = 4 dimen-
sions. Let

ry® e {1,2,...,10}
be the judge score for dimension d. The normalized
score is
DWQ

1 WQ
WQ = Ty o,
10Dwq 4= d

Analytical Depth & Breadth Analytical Depth
& Breadth is assessed using a report-level rubric
with Dapg = 5 dimensions. Let

raPB e {1,2,...,10}

be the judge score for dimension d. The normalized
score is

1 DapB
ADB= — ADB
10DAps ; K

Factual & Logical Consistency Let Nigges de-
note the number of distinct internal contradiction
issues identified by the judge. This issue count is
mapped to a discrete 10-point score 7F“C, which
is then normalized as

7QFLC
FLC = .
10
Nissues rFLC
0 10
1-2 9
34 8
56 7
7-8 6
9-10 5
11-12 4
13-14 3
15-17 2
> 18 1

Table 7: Mapping from contradiction count to the FLC
score.

B.2 Visual Assessment Metrics

Let a report contain Nj, extracted images, Nchart
extracted charts, and Ny, extracted figure elements
in total.

Multimodal Composition Multimodal Compo-
sition is assessed using a report-level rubric with
Dyic = 2 dimensions. Let

M€ e {1,2,...,10}

be the judge score for dimension d. The normalized
score is

1 Dy
MC = MG
10Dnrc ; "d

If no figure element is present, the score is set to 0.

Figure Quality Figure Quality combines Image
Quality (IQ) and Chart Quality (CQ).

For each image ¢, we compute four normalized
sub-scores: resolution R;, aspect ratio A;, sharp-
ness 5;, and contrast C;. The raw image quality
score is defined as

Qi = 0.25R; + 0.15A4; 4+ 0.355; + 0.25C;.

The weights are human-calibrated rather than man-
ually assigned. Expert annotators rated extracted
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images on the same four sub-dimensions and an
overall image quality score, each ranging from 1 to
10. We then fit a linear regression model from the
four sub-scores to the overall rating and normalized
the fitted coefficients to obtain the final weights.
To penalize near-duplicate images, we compute a
duplicate penalty pq,, based on perceptual-hash
similarity. The Image Quality score is

ung

Z Q 1*pdup)‘
=1

1rng ;

Q=

If no image is present, the score is set to 0.
For each chart j, the judge evaluates a binary
checklist with D¢ = 10 items. Let

Cjd € {0, 1}

be the score for checklist item d. The Chart Quality
score is

(‘h'ut DCQ

cQ= Z > Cid:

DCQNChart 1 d=

If no chart is present, the score is set to 0.
The final Figure Quality score is the count-
weighted average of IQ and CQ:

Nimg . IQ + Nchart . CQ

FQ =
Q Nimg + Nchart

If no figure element is present, the score is set to 0.

Figure Caption Quality For each figure element
k, the judge assigns 1-10 scores on Dpcq = 3
dimensions. Let

rhat €{1,2,...,10}
be the dimension score. The normalized per-figure
score is

Drcq
SFeQ
Tk d

FCQ — 1
F 10Drcq £

The report-level Figure Caption Quality score is

Ngg

1 C
fig 11

If no figure element is present, the score is set to
0. In our implementation, missing captions are
assigned a score of 0.

Figure—Context Integration For each figure ele-
ment k, the judge assigns 1-10 scores on Dpcp = 3
dimensions. Let

reg € {1,2,...,10}

be the score for dimension d. The normalized per-
figure score is

1 Dycr

FCI
Tk:,d .
d=1

PO =
F 10Dpcr

The report-level Figure—Context Integration score
is

If no figure element is present, the score is set to
0. In our implementation, figures with missing
context are assigned a score of 0.

Chart-Source Consistency For each chart 7, let
N ]-CSC denote the number of distinct contradiction
issues identified by the judge. This issue count is
mapped to a discrete 10-point score ’I”]-CSC, which
is then normalized as

1 Nchart
CSC= ——— r&SC,
1O]Vchart ]Z; J

If no chart is present, the score is set to 0. In
our implementation, charts without usable cited
references are assigned a score of 0.

NOSC - pgse
0 10
1 9
2 8
3 7
4 6
) )
6 4
7 3
8 2

>9 1

Table 8: Mapping from contradiction count to the CSC
score.

C Evaluation Implementation Details

Since current LLMs remain unreliable at process-
ing long multimodal reports in a single pass, espe-
cially when lengthy text and multiple figures must
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be considered jointly, direct evaluation can intro-
duce hallucinations. We therefore evaluate the two
report-level metrics involving multimodal elements,
Instruction Alignment and Multimodal Compo-
sition, using the textual report representation. The
judge mainly relies on figure captions, surrounding
text, and insertion markers to determine whether
multimodal requirements are satisfied and how vi-
sual elements are organized across the report.

This design creates two practical issues. First, in-
valid visual references, such as missing figures, bro-
ken links, corrupted files, empty paths, or pseudo-
visual content (e.g., ASCII diagrams, Mermaid-
style text graphics, and other non-rendered tex-
tual substitutes), may misleadingly appear as mul-
timodal evidence in the report text. To avoid this,
we preprocess reports by replacing the URL or lo-
cal path of any unusable visual element with an
empty value, so that it is treated as invalid in later
evaluation stages.

Second, figure captions may be fluent but seman-
tically inconsistent with the actual figure, which
can also distort text-based judgments. To mitigate
this problem, we perform a caption-revision step us-
ing the Figure Caption Quality evaluation, where
the judge has direct access to the figure itself. If
any scoring dimension of a caption is at most 6, the
caption is treated as unreliable and replaced with
the judge-generated revision from the same step;
if a figure has no caption, the generated revision is
inserted when possible. The resulting evaluation
representation is then used for subsequent scoring,
providing a cleaner and more faithful textual de-
scription of the original visual content.

This revision is an evaluation-side normalization
step rather than post-hoc editing of the generated re-
port. It does not add or remove figures, modify fig-
ure files or placement, or introduce new evidence;
it only makes the textual proxy more faithful to the
visual elements present in the original output.

D Experimental Implementation Details

D.1 Report Collection

For the six commercial closed-source systems, re-
ports are collected through their official web inter-
faces rather than APIs. To guide these systems to
produce reports in the text—visual interleaved for-
mat required by our benchmark, we use a unified
system prompt as provided in Appendix F.4. This
prompt is largely shared across systems, with only
two practical adjustments: the requested output for-

mat is specified as either Markdown or HTML,
depending on the platform’s native support, and
the chart-generation instruction is adapted to sys-
tem capability, as some systems are better suited to
Python-based chart generation while others align
more naturally with JavaScript-based rendering.
Although Gemini-3-Pro Deep Research can only
produce text-only reports in our setup, we still pro-
vide it with the same multimodal report-generation
prompt for fairness and consistency.

Among the evaluated commercial systems,
Claude-4.5-Sonnet w/Search and Genspark
Deep Research produce deep research reports only
in HTML format. Since our evaluation framework
takes Markdown reports as input, these outputs are
converted into Markdown before preprocessing and
scoring. This conversion is a format-normalization
step only: it removes HTML-specific tags and ren-
dering wrappers, without rewriting report content.
We verify that (1) all textual content is preserved;
(2) citations, source attributions, and provenance
information remain accurate and aligned with the
original output; and (3) all non-textual contents,
including charts and retrieved images, are saved as
local files and inserted at the correct positions in the
Markdown report. We additionally perform man-
ual line-by-line checks between the original HTML
reports and their Markdown versions to detect in-
formation loss or misalignment. For systems that
directly generate Markdown reports, including our
TVIR-AGENT variants, the reports are copied with-
out content conversion. All outputs are then stored
through the same Markdown-based interface for
downstream preprocessing and evaluation, so this
normalization does not provide a format-specific
advantage to TVIR-AGENT.

D.2 Variance Across Independent Runs

To assess the stability of our evaluation pipeline, we
apply the LLLM-as-a-Judge scoring procedure three
times with identical settings to a fixed collection of
preprocessed reports. The system outputs are evalu-
ated repeatedly without end-to-end regeneration, so
the resulting standard deviations reflect variability
in evaluation scores rather than report-generation
variance. The detailed results are shown in Table 9.
The consistently small standard deviations indicate
stable evaluation results.

D.3 Average Effective Citations

To complement citation-quality evaluation, we
additionally report Average Effective Citations
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Model Textual Assessment Visual Assessment Aggregate
CS 1A WQ ADB FLC FQ MC FCQ FCI CSC TA VA  Overall
Commercial Closed-Source Systems
Gemini-3-Pro Deep Research 0.002 0.002 0.003 0.004 0.003 - - - - - 0.002 - -
Grok-4.1-Thinking DeepSearch 0.006 0.002 0.002 0.004 0.000 0.001 0.007 0.005 0.004 0.000 0.002 0.002 0.000
Claude-4.5-Sonnet w/Search 0.002 0.011 0.002 0.008 0.014 0.003 0.020 0.003 0.004 0.007 0.002 0.006 0.002
Perplexity Deep Research 0.002 0.003 0.007 0.006 0.006 0.000 0.005 0.001 0.004 0.003 0.005 0.001 0.003
Genspark Deep Research 0.003 0.010 0.001 0.006 0.003 0.002 0.008 0.004 0.002 0.014 0.001 0.004 0.002
Manus-1.6 0.006 0.005 0.002 0.004 0.005 0.005 0.007 0.002 0.001 0.001 0.003 0.000 0.001
TVIR-AGENT Variants (Ours)

TVIR-Agent (Qwen3-Max) 0.002 0.015 0.001 0.003 0.011 0.002 0.005 0.008 0.005 0.018 0.004 0.003 0.001
TVIR-Agent (GLM-4.7) 0.003 0.006 0.002 0.006 0.009 0.001 0.011 0.004 0.006 0.010 0.002 0.004 0.003
TVIR-Agent (Claude-4.5-Sonnet) 0.002 0.001 0.005 0.002 0.000 0.006 0.004 0.003 0.001 0.004 0.001 0.001 0.001

Table 9: Standard deviations of the main results on TVIR-BENCH over three independent evaluation runs.

(AEC), which measures how much verifiably sup-
ported information a system provides on average
for each task. Intuitively, AEC reflects the average
quantity of factual statements in generated reports
that are supported by their cited references, and
therefore captures a system’s effective use of evi-
dence beyond a normalized accuracy score.

Let T" denote the set of all tasks, and let |T'| be
the total number of tasks. For each task ¢ € T, let
U, denote the set of extracted fact—citation pairs
after preprocessing. For each pair i € Uy, the
Citation Support evaluator assigns a support score

scp € {1, 0.5, 0},

corresponding to supported, partially supported,
and unsupported, respectively. We define the ef-
fective citation count for task ¢ as the sum of these
support scores over all extracted pairs:

Et:ZSiC}tS.

€U

The Average Effective Citations over the full
benchmark is then computed as

1 1
AEC _ T Et = — SCS'
PR PIPIL

teT icU;

Compared with the normalized Citation Support
score, which measures the average support quality
of extracted factual statements, AEC emphasizes
the absolute amount of useful, evidence-backed in-
formation that a system delivers per task. A system
may achieve a high normalized citation-support
score by making relatively few but well-supported
statements, while AEC further rewards systems
that can sustain strong evidence grounding at larger
informational scale.

D.4 Agreement Metrics

Pairwise Agreement Rate Pairwise Agreement
Rate (PAR) measures how often two evaluators
induce the same pairwise preference over reports
for the same task. Let T" denote the set of tasks,
and let S denote the set of evaluated systems. For
each task ¢t € T, there are

()

unordered report pairs. For a given task ¢ and report
pair p, let

I(t,p) = 1, if the pairwise preferences agree,
P 0, otherwise.

Here, a pairwise preference is determined by
comparing the scores assigned by the two evalua-
tors to the two reports in the pair; equality is treated
as a tie. The Pairwise Agreement Rate is then com-
puted as

Np
2. 2 1(tp)

teT p=1

PAR=————.
T Np

Overall Pearson Correlation Overall Pearson

Correlation (OPC) measures the linear correlation

between the system-level average scores produced

by two evaluators. Let

X = (.%'1,.%2,.. . 7$|S|)

be the vector of average scores assigned by the first
evaluator across all sampled tasks for the evaluated
systems, and let

Y = (y1,92,- -, Ys])
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System TA(ZH) TA(EN) VA (ZH) VA (EN) Overall(ZH) Overall (EN)
Commercial Closed-Source Systems
Gemini-3-Pro Deep Research 59.64 57.39 - - - -
Grok-4.1-Thinking DeepSearch 58.84 58.29 38.65 54.20 48.75 56.24
Claude-4.5-Sonnet w/Search 70.84 69.46 69.61 64.98 70.23 67.22
Perplexity Deep Research 69.13 68.78 52.90 54.02 61.01 61.40
Genspark Deep Research 69.29 68.11 64.20 66.37 66.75 67.24
Manus-1.6 71.10 67.74 71.82 68.27 71.46 68.00
TVIR-AGENT Variants (Ours)

TVIR-Agent (Qwen3-Max) 71.01 69.04 77.24 76.82 74.13 72.93
TVIR-Agent (GLM-4.7) 7291 70.36 74.41 72.81 73.66 71.59
TVIR-Agent (Claude-4.5-Sonnet) 70.60 69.63 79.64 77.88 75.12 73.76

Table 10: Results across languages on TVIR-BENCH.

System Tech. & Intell.  Fin. & Bus.

Health & Med. Law & Policy Env. & Energy Acad. & Res. Edu. & Cult. Lit. & Art Hist. & Soc.

Tour. & Ent.

Commercial Closed-Source Systems

Grok-4.1-Thinking DeepSearch 51.40 52.78 53.93 54.68
Claude-4.5-Sonnet w/Search 67.09 68.87 69.91 69.36
Perplexity Deep Research 62.07 59.95 59.03 61.80
Genspark Deep Research 66.21 66.39 66.97 65.88
Manus-1.6 68.48 70.72 68.51 65.68

52.55 56.44 50.86 53.37 55.64 41.26
67.87 65.93 69.59 69.32 70.75 69.66
61.21 61.58 62.45 60.41 62.99 61.23
68.83 67.46 68.35 65.51 67.34 69.05
72.06 73.58 63.13 70.60 74.10 70.39

TVIR-AGENT Variants (Ours)

TVIR-Agent (Qwen3-Max) 73.38 71.70 73.55 74.34
TVIR-Agent (GLM-4.7) 73.44 70.86 74.28 72.11
TVIR-Agent (Claude-4.5-Sonnet) 73.16 75.27 73.73 73.45

75.63
74.33
75.63

75.09
75.27
74.95

Table 11: Overall results across domains on TVIR-BENCH.

be the corresponding vector produced by the sec-
ond evaluator. The Overall Pearson Correlation is
defined as

OPC = rPearson(Xy Y)a

where 7pearson (-, -) denotes the standard Pearson
correlation coefficient. This metric evaluates
whether the two evaluators assign similar absolute
score patterns across systems.

Overall Spearman Correlation Overall Spear-
man Correlation (OSC) measures the rank-based
correlation between the system-level average
scores produced by two evaluators. Using the same
vectors X and Y, the Overall Spearman Correla-
tion is defined as

OSC = T'Spearman (X, Y))

where rspearman(-, -) denotes the standard Spear-
man rank correlation coefficient. Compared with
OPC, OSC focuses on whether the two evaluators
induce similar system rankings rather than similar
absolute score values.

E Additional Experimental Results

E.1 Performance across Languages

Table 10 shows a mild overall advantage on the
Chinese subset, especially in textual assessment,

where all evaluated systems achieve higher TA
scores than on English tasks. For VA and Over-
all, most systems also perform slightly better
on Chinese, though a few, including Grok-4.1-
Thinking DeepSearch, Perplexity Deep Research,
and Genspark Deep Research, achieve comparable
or stronger results on English. The gap is generally
modest, and system rankings remain broadly sta-
ble across languages. One possible reason is that
the two subsets are not direct translations, but are
designed with language-specific cultural and real-
world context. They should therefore be viewed
as parallel benchmark slices rather than strictly
matched pairs. Despite these differences, TVIR-
AGENT variants consistently rank among the top
systems on both subsets, suggesting strong cross-
lingual generalization.

E.2 Performance across Domains

As shown in Table 11, TVIR-AGENT variants re-
main strong across domains and achieve leading
performance in most cases, suggesting good gen-
eralization across a diverse set of long-form multi-
modal research tasks. To characterize domain-level
difficulty, we use a ranking-based analysis rather
than directly averaging scores, since ranking is less
sensitive to unusually high or low values from indi-
vidual systems. For each system, we rank domains
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Domain Avg. Rank
History & Society 3.88
Education & Culture 4.12
Tourism & Entertainment 5.00
Environment & Energy 5.12
Literature & Art 5.25
Academic & Research 5.50
Health & Medicine 5.88
Law & Policy 6.25
Finance & Business 6.62
Technology & Intelligence 7.38

Table 12: Average domain ranks based on Overall
scores, with lower ranks indicating easier domains and
higher ranks indicating greater difficulty.

Metric PAR OPC OSC
CS 7250 99.65 92.86
IA 63.93 9551 9048
WQ 60.89 9443 9048
ADB 62.32 9690 95.24
FLC 61.07 9347 9524
CQ 68.21 99.84 97.62
MC 65.50 9326 97.62
FCQ 7393 97.92 100.00
FCI 77.32 99.56 100.00
CSC 7446 99.93 97.62

Table 13: Metric-level agreement between automated
evaluation and human judgments.

by Overall score and then compute each domain’s
average rank across systems. Table 12 shows that
History & Society and Education & Culture are eas-
ier domains, whereas Technology & Intelligence,
Finance & Business, and Law & Policy appear more
challenging. This pattern is intuitive, as technology,
finance, and policy often involve denser terminol-
ogy, faster-changing factual content, and stricter
citation-grounding requirements, all of which in-
crease the difficulty of long-form synthesis and
text—visual interleaved report generation. By con-
trast, domains such as history and culture often
allow broader narrative organization and place less
pressure on highly technical grounding.

E.3 Metric-Level Human Alignment

For completeness, we report agreement for each
fine-grained evaluation metric in Table 13. These
results are consistent with the TA- and VA-level

agreement in the main paper. In particular, most
visual metrics and Citation Support show strong
alignment, since they are evaluated on local items
such as individual figures, charts, or fact—citation
pairs, yielding more concrete judgment targets.
In contrast, Writing Quality, Analytical Depth &
Breadth, and Factual & Logical Consistency in-
volve broader report-level assessments and are
therefore harder for evaluators to align perfectly.

F Prompt Templates

F.1 Prompt for LLM-Based Task Drafting
Prompt for LLM-Based Task Drafting

SYSTEM PROMPT
Project Background

Deep Research refers to a class of Al research
assistants or toolchains that automate the full
pipeline of “information retrieval — analyti-
cal synthesis — structured writing,” aiming
to produce comprehensive reports approach-
ing professional analyst quality within a rel-
atively short time. Its typical workflow is as
follows: after a user provides a research topic
together with requirements on depth and scope,
the agent autonomously performs multi-step
web search, collects and analyzes a large num-
ber of information sources (including text, im-
ages, PDFs, and other modalities), dynamically
adjusts retrieval strategies, and finally gener-
ates a structured research report with citations
attached to key claims for verification.

Current mainstream Deep Research bench-
marks mainly focus on the generation qual-
ity of purely textual reports, typically evalu-
ating outputs such as literature reviews, issue
analyses, or conclusion-oriented essays. How-
ever, in real-world deep research scenarios—
including scientific research, policy analy-
sis, and business intelligence—high-quality
reports often rely heavily on the coordinated
expression of multimodal information. For ex-
ample, charts may be used to present key data
trends, schematic diagrams to explain complex
mechanisms, and images to provide evidence
for experimental phenomena. These visual el-
ements are not merely decorative additions;
rather, they are deeply coupled with the text at
the levels of semantics, logic, and argumenta-
tive structure, jointly forming a complete re-
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search narrative.

Because existing evaluation frameworks
largely ignore the multimodal dimension, they
suffer from clear limitations. On the one hand,
they cannot assess whether a model can ef-
fectively introduce external visual evidence
or invoke tools to generate appropriate charts
in response to a text-only input, in order to
support its analysis and conclusions. On the
other hand, they also fail to adequately mea-
sure a model’s overall performance in terms
of image—text consistency, cross-modal logical
alignment, and informational complementar-
ity. This evaluation gap may lead models, in
practical applications, to produce reports that
appear plausible yet lack empirical support, or
reports in which visual and textual components
are poorly aligned, thereby weakening their
credibility and practical utility in real research
tasks.

Accordingly, there is an urgent need to con-
struct a Deep Research benchmark for mul-
timodal report generation. Under the setting
where the original user input remains textual,
such a benchmark should systematically cover
multiple dimensions, including the quality of
textual generation, the appropriateness of cit-
ing external images, the correctness of tool-
generated charts, and the semantic coordina-
tion and logical coherence between text and
visuals. In this way, it can more comprehen-
sively and realistically reflect a model’s over-
all capability in complex research tasks. This
project aims to fill that gap and provide stan-
dardized, scalable infrastructure for the devel-
opment and evaluation of next-generation mul-
timodal Deep Research models.

Task Design Principles

1. Role-Driven

Each task should be centered on a clearly iden-
tified user with a concrete role or profes-
sional identity (e.g., policymaker, clinician,
investment analyst, scientist, student), reflect-
ing authentic research needs and decision con-
texts in a specific domain.

* Each task must explicitly specify the
user’s role (e.g., “Head of R&D at a bio-
pharmaceutical company”).

* The user role should be representative of a
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real professional group that could plausi-
bly raise such a research question in prac-
tice.

¢ The task context should include the user’s
objective, constraints, or decision sce-
nario to enhance realism and relevance.

* Avoid generic users such as “ordinary
user” or “researcher’’; the role should be
concrete and clearly recognizable.

2. Demand-Oriented

Each task should pose a clear and structured
research need within a specific domain. It may
include multiple related sub-questions, pro-
vided that these are operational and help the
model organize its output in a way that sup-
ports subsequent evaluation.

* A task may include multiple sub-
questions, but they must remain within
the same domain or theme and should not
be artificially stitched together across un-
related fields.

* Each sub-question should have a clear
informational target; avoid open-ended
prompts such as “What do you think?”

e Structured task formulations are encour-
aged, for example by listing aspects that
must be covered, so as to provide a clear
path for generation.

» Complex tasks are allowed, but the over-
all logic must remain coherent, the bound-
aries clear, and the instructions free of
ambiguity, redundancy, or contradiction.

3. Deep Research

Tasks should require the model to go beyond
superficial aggregation of facts, instead de-
manding multi-source synthesis, causal reason-
ing, evidence-based argumentation, and criti-
cal analysis, thereby demonstrating deeper un-
derstanding and integration.

* Tasks should go beyond fact listing and re-
quire the model to establish logical chains
of reasoning.

* The use of multi-source evidence is en-
couraged, including literature findings,



statistical data, case images, and expert
views, together with explanations of how
each source supports the argument.

* The model should be asked to identify
information conflicts, data limitations,
or methodological weaknesses, thereby
demonstrating critical thinking.

* The output should include clear conclu-
sions or recommendations that close the
loop with the preceding analysis.

4. Frontier-Focused

Task topics should cover recent developments
and key challenges across domains, encourag-
ing the model to use up-to-date literature, data,
and multimodal resources that reflect current
frontier knowledge.

* Topics should focus on new technolo-
gies, new policies, emerging markets,
or scientific breakthroughs that have
appeared within the past 2-3 years.

* It is encouraged to cite authoritative
sources from 2023 onward, such as top-
conference papers, industry white papers,
government releases, or public company
filings.

o If a task involves technical or market
trends, it should require the use of the lat-
est available data (e.g., 2024-2025 statis-
tics) with explicit timestamps.

* For frontier issues where no consensus
yet exists, the task may require the pre-
sentation of different schools of thought
or institutional positions, together with
analysis of their supporting evidence.

5. Multimodal Integration

Tasks should explicitly require the integration
and presentation of multimodal information,
asking the model to combine text, images,
charts, and other modalities during analysis
in order to improve clarity, explanatory power,
and decision support.

e Multimodal elements may include: im-
ages directly retrieved from the web
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(e.g., model architecture diagrams, al-
gorithm flowcharts, portraits of histori-
cal figures, environmental or scene pho-
tographs), or visualizations generated by
code based on web-retrieved data (e.g.,
line charts, radar charts, heatmaps, pie
charts).

The task description should naturally em-
bed keywords such as “plot,” “show,” “vi-
sualize,” and “include figure explanations”
so as to clearly specify the desired image
type and purpose, implicitly guiding the
model toward retrieval or generation.

This means the task should
not explicitly say whether the
model must retrieve or generate
the visual, but should instead
guide it implicitly through
phrases such as “plot a radar
chart” (generation) or “include
the architecture diagram” (re-
trieval).

¢ All multimodal elements must serve the

core analytical objective closely, and the
task should add multimodal require-
ments precisely according to actual re-
search needs, avoiding any decorative or
irrelevant inclusion. For example, use a
heatmap to show regional differences in
policy effectiveness, a model structure di-
agram to explain algorithmic innovation,
or a time-series line chart to support mar-
ket growth trends.

* When a task requires images obtained

through web retrieval, those images
must be real and publicly accessible so
that the task is genuinely executable.

* When a task requires visualizations gen-

erated by code, the underlying data
sources must be real and publicly avail-
able so that the task is genuinely exe-
cutable.

Counterexample: the requested
image appears reasonable but
does not actually exist.

Task: “As the head of advanced
process R&D at a semicon-



ductor company, I am leading
the push toward mass produc-
tion at 3nm and below, and 1
now need an analytical report
for process roadmap decision-
making. The report should: (1)
explain the core physical and
process reasons why transistor
density continues to improve at
3 nm while yield is under pres-
sure or even declines, and com-
pare FinFET and GAA (espe-
cially MBCFET) in terms of
gate control capability, para-
sitic effects, and process com-
plexity; (2) analyze the main
defect types in EUV lithogra-
phy and their formation mecha-
nisms. Please cite data from au-
thoritative 2024-2025 industry
reports or papers, and include
two schematic figures for expla-
nation: one showing the struc-
tural evolution from FinFET to
GAA (MBCFET), and another
showing the formation mech-
anisms of key EUYV lithogra-
phy defects, with all key tech-
nical parameters and their lit-
erature sources labeled in the
figure.”

Note: task descriptions may also randomly in-
clude requirements for tables where appropri-
ate, provided that such requirements are gen-
uinely motivated by the task.

Overall Requirements

The full benchmark contains 100 tasks in to-
tal: 50 Chinese tasks and 50 English tasks. For
each language, tasks should be divided by com-
plexity level into low, medium, and high, and
cover the following 10 domains:

* Technology & Intelligence, covering fron-
tier areas such as artificial intelligence,
computer science, semiconductors, micro-
electronics, chips, and quantum comput-
ing; lithium batteries and energy storage
technologies belong to “Environment &
Energy”
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* Finance & Business

* Health & Medicine

* Law & Policy

* Environment & Energy

* Academia & Research, focusing on fron-
tier progress in foundational disciplines
such as mathematics, physics, and chem-
istry

* Education & Culture

* Literature & Art

* History & Society

* Travel & Entertainment

Localized content that reflects the cultural
background of the language is encouraged.

Task Examples

Data sources: In an ideal research report,
all information acquired through web search
should be clearly cited. Therefore, task descrip-
tions may randomly include constraints related
to sources, such as “label image sources,” etc.
Note: the following examples are constructed
for non-specialist researchers and are provided
for reference only; they do not necessarily rep-
resent the optimal task formulation.

1. Low Complexity

About 200 Chinese characters (or about 130
English words); 1-3 multimodal require-
ments. The task may simply be described in
the form of an outline; bullet points are not
mandatory.

* As the lead researcher at a prominent Al
lab specializing in hybrid intelligence sys-
tems, I need to compile a comprehen-
sive report for guiding our 2026 R&D
roadmap on integrating neural-symbolic
methods with LLM reasoning. Focus
on advancements from 2023-2025, draw-
ing from top conferences like NeurIPS,
ICML, and ICLR papers, to outline the
evolution of neural-symbolic approaches
in enhancing LLM capabilities for logical,
mathematical, and causal reasoning. Key



elements include: core mechanisms ad-
dressing LLLM hallucinations and reason-
ing gaps, comparative performance met-
rics, and case studies from models like
Neuro-Symbolic LLMs or AlphaProof
variants. Include a retrieved diagram
showing neural-symbolic fusion architec-
tures, and draw a timeline chart depicting
major milestones and model releases from
2023-2025, highlighting improvements in
reasoning tasks. Provide actionable rec-
ommendations for our lab’s hybrid model
development, emphasizing scalability and
ethical considerations. [Technology / In-
telligence]

* As a supply chain strategy consultant, |
am investigating the disruptive impact of
Shein and Temu on Amazon’s US mar-
ket dominance. The research must focus
on the recent strategic shifts, specifically
analyzing the "de minimis" tax loophole
challenges and the trend toward local US
warehousing by Chinese players. Evalu-
ate Amazon’s response through its "Low-
Price Store" initiatives and fee restructur-
ing. Use authoritative data from the US
International Trade Commission or recent
retail logistics white papers. Please plot
a bar chart comparing the monthly active
user (MAU) growth of Temu, Shein, and
Amazon in the US through late 2025. Ad-
ditionally, include a retrieved schematic
diagram illustrating the "Cross-Border E-
commerce Logistics Model" (often re-
ferred to as the direct-shipping model)
to contrast with Amazon’s FBA model.
[Finance / Business]

2. Medium Complexity

About 400 Chinese characters (or about 260
English words); 2-4 multimodal require-
ments. It is recommended to describe the task
in bullet points (3—4 points), with each point
containing 1-3 sub-questions.

* As a senior policy advisor in the UK
Treasury’s Tax Policy Division, I need
to draft a comprehensive report on the
role of inheritance taxes in promoting
wealth redistribution, to inform potential
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reforms in the 2026 Finance Bill, system-
atically covering these dimensions: (1)
Policy Evolution: What key reforms to
inheritance tax regimes occurred in ma-
jor economies like the UK, US, and EU
countries from 2023-2025? How do these
changes aim to enhance redistribution?
Draw a timeline chart to chronicle the se-
quence of major inheritance tax reforms
from 2023 to 2025 across these jurisdic-
tions, incorporating nodes for enactment
dates, rate adjustments, and annotations
on anticipated redistribution effects to vi-
sually trace policy progression and inter-
national influences. (2) Redistribution Im-
pacts: Based on 2023-2025 studies, how
effective are inheritance taxes at reducing
wealth inequality? What evidence shows
their progressive nature, and what limi-
tations arise from exemptions like busi-
ness property relief? Draw a bar chart
depicting top marginal inheritance tax
rates versus wealth concentration levels
in select countries. (3) Evasion and Chal-
lenges: What common avoidance strate-
gies, were highlighted in 2024-2025 de-
bates, and in what ways do they erode the
intended redistributive objectives of inher-
itance taxes? Analyze conflicts in data,
like underreporting in high-net-worth es-
tates, and evaluate anti-evasion measures
in recent legislation. (4) Reform Recom-
mendations: Drawing on cross-country
comparisons, what policy options could
strengthen inheritance taxes for fairer re-
distribution? Propose 2-3 feasible UK-
specific suggestions, weighing economic
impacts and political feasibility against
2025 fiscal constraints. Plot a radar chart
covering revenue potential, equity gains,
and administrative costs to visualize the
trade-offs of these options. [Law / Pol-

icy]

As a senior climate resilience specialist at
Florida’s Department of Environmental
Protection, prepare a detailed assessment
report on how climate change has ampli-
fied hurricane intensities, to support up-
dated coastal adaptation policies for 2026-
2030. The report must systematically



cover these dimensions: (1) Mechanisms
of Intensification: What role do warmer
sea surface temperatures play in fueling
rapid hurricane intensification, based on
2023-2025 attribution analyses? How do
factors like increased atmospheric mois-
ture and reduced wind shear contribute,
and what are the observed changes in
storm duration? Cite schematic diagrams
of hurricane formation processes to il-
lustrate energy transfer from oceans to
winds. (2) Empirical Evidence from Re-
cent Storms: How has climate change
elevated maximum wind speeds in At-
lantic hurricanes during the 2023-2025
period, based on rapid attribution stud-
ies and related analyses? What metrics
show shifts in Saffir-Simpson categories,
and how do regional variations highlight
data conflicts? Draw a line chart depict-
ing average wind speed increases over
the past three years. (3) Future Projec-
tions and Risks: What do CMIP6 mod-
els forecast for hurricane intensity under
+1.5°C to +2°C warming scenarios by
2030? Discuss how these changes could
exacerbate coastal flooding, storm surge
heights, and associated economic losses
in Florida and the broader Atlantic re-
gion, while noting model resolution lim-
itations that affect fine-scale predictions.
(4) Policy and Mitigation Recommenda-
tions: What adaptive strategies are rec-
ommended to mitigate the impacts of in-
tensified hurricanes on Florida’s coastal
areas, considering the compiled evidence
from mechanisms, observations, and pro-
jections? Analyze trade-offs in implemen-
tation costs versus benefits, drawing on
2024-2025 case studies, and recommend
prioritized actions with evidence-based
rationale. [Environment / Energy]|

3. High Complexity

About 600 Chinese characters (or about 390
English words); 3-5 multimodal require-
ments. The task must be described in bullet
points (4-5 points), with each point containing
2—4 sub-questions.

* As a Workforce Development Policy
Lead, I am evaluating the integration
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of micro-credentials into the national
higher education framework to address
the widening technical skills gap. We
need to define the future of modular
learning in a rapidly automating labor
market. Please provide a deep research
report on the evolving relationship be-
tween micro-credentials and traditional
academic degrees: (1) Market Adop-
tion and Employer Valuation: Analyze
recent hiring data from platforms like
LinkedIn and Indeed regarding the ac-
ceptance of industry-recognized micro-
credentials (e.g., Google Career Certifi-
cates, AWS, Coursera Specializations)
versus Bachelor’s degrees for entry-level
TMT roles. How has the "Skills-First"
hiring trend specifically impacted the
salary premium traditionally associated
with university degrees? Evaluate the
effectiveness of micro-credentials for
executive-level upskilling. Plot a bar
chart comparing employer "hiring intent"
statistics for candidates with "Degree
Only" vs. "Degree + Micro-credentials"
based on recent workforce surveys. (2)
Stackability and Institutional Integration:
How are traditional universities (e.g.,
ASU, Open University) "stacking" short
courses into full Master’s or Bachelor’s
degrees? Evaluate the progress of the
"European Learning Model" (ELM) and
digital credential interoperability across
borders. How are "Credit Transfer" sys-
tems evolving to recognize non-academic
learning experiences? Retrieve a dia-
gram illustrating the concept of stack-
ing micro-credentials into full degree pro-
grams. (3) Socio-Economic Impact and
Al-Driven Reskilling: Analyze the role
of micro-credentials in "reskilling" work-
ers displaced by AI and automation. Is
there a tangible risk of "credential infla-
tion" where modular learning becomes a
mandatory, expensive supplement to tra-
ditional degrees? Evaluate the accessibil-
ity of these credentials for non-traditional
students in rural versus urban areas. Gen-
erate a line chart visualizing the growth
in enrollment for non-degree vocational



credentials versus traditional 4-year de-
grees over the last five years. (4) Regula-
tory and Quality Assurance Challenges:
Summarize recent legislative efforts in
the US and UK to allow federal or stu-
dent aid for short-term vocational pro-
grams (e.g., Short-Term Pell Grant pro-
posals). How are "Quality Labels" for
micro-credentials being audited to pre-
vent the rise of "micro-credential mills"?
Evaluate the role of industry bodies in cer-
tifying the "shelf-life" of fast-depreciating
tech skills. Create a table comparing the
cost, duration, and median salary out-
comes for the top 5 most popular micro-
credentials of the past year. [Education /
Culture]

* As a Cultural Heritage Legal Advisor, I
am preparing a legal and strategic brief
on the landmark negotiations between the
British Museum and the Hellenic Min-
istry of Culture regarding the Parthenon
Marbles. This case is setting a 21st-
century precedent for the concept of "Uni-
versal Museums". Please provide a deep
research report covering: (1) Diplomatic
and Legal Framework: Analyze the shift
in the British Museum’s stance toward a
"cultural exchange" or "long-term loan"
rather than permanent transfer. Evaluate
the impact of recent UK legislative de-
bates on the British Museum Act 1963
and its ban on "de-accessioning". What
are the legal implications of the "owner-
ship vs. custodianship" argument? Incor-
porate a table comparing the legal argu-
ments for "Retention" (British side) vs.
"Restitution" (Greek side) based on inter-
national law principles. (2) Public Sen-
timent and Global Decolonization: How
have public opinion polls in the UK and
Greece changed regarding the return of
the Marbles recently? Analyze the in-
fluence of other recent restitutions (e.g.,
Benin Bronzes from Germany, Nigerian
artifacts) on the current negotiation mo-
mentum. Evaluate the impact of "Gen Z"
sentiment on museum ethics and repatria-
tion policies globally. Create a pie chart
visualizing UK public opinion on return-

ing the Parthenon Marbles based on re-
cent YouGov or similar surveys. (3) Tech-
nological Solutions: Evaluate the role of
high-resolution 3D-scanning and robotic
carving (e.g., by the Institute for Digi-
tal Archaeology) in creating perfect Pen-
telic marble replicas for display. Can a
"Digital Return" or "Replica Swap" sat-
isfy both cultural preservation and lo-
cal sovereignty? Analyze the concept of
"Digital Ownership" in resolving sharing
disputes. Include a retrieved image show-
ing a 3D-scanned reconstruction or a high-
fidelity replica of Parthenon sculptures
being processed or displayed. (4) The Fu-
ture of the "Encyclopedic Museum": An-
alyze the long-term implications for other
high-profile disputed artifacts, such as the
Rosetta Stone or the Nefertiti Bust. Will
a Parthenon settlement trigger a "hollow-
ing out" of Western museums or lead to a
new era of collaborative global curation?
Evaluate the role of private collections
in the restitution landscape. Include a ta-
ble mapping the top 5 most high-profile
disputed artifacts in global museums and
their current negotiation status. [History
/ Society]

USER PROMPT

Today is [DATE]. Please strictly follow the
task design principles described above (role-
driven, demand-oriented, deep research,
frontier-focused, and multimodal integra-
tion), and refer to the format and standards
in the task examples. In the [DOMAIN] domain,
centered on the topic of [TOPIC], generate one
[LANGUAGE-COMPLEXITY] Deep Research task
based on extensive web search of relevant ma-
terials.

F.2 Prompts for Report Preprocessing
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Prompt for Reference Entries Extraction

SYSTEM PROMPT

You are an expert academic information ex-
tractor. Your task is to rigorously and com-
prehensively extract all references from the
research_report, and return them in order.

Extraction Guidelines



* Only extract the references section, not
citation facts from the body.

¢ For each reference, return:

— ref _idx: The citation number N, in
order of appearance.

— ref_url: The URL of the reference (if
available, otherwise empty string).

Output Format
Respond with a JSON list. Each item:

{

"ref_idx": "Citation number”,
"ref_url”: "URL of the reference”
3
USER PROMPT

Please extract all references from the following
research_report according to the guidelines.

<research_report>
{report_content}
</research_report>

Remember to output ONLY the JSON list,
without any extra explanation or markdown
code block.

Prompt for Fact—Citation Pairs Extraction

SYSTEM PROMPT

You are an expert academic information ex-
tractor. Your task is to rigorously and com-
prehensively extract all citation facts from the
research_report body, in the form of (fact,
ref_idx) pairs.

Extraction Guidelines
1. Scope

* Only extract citation facts that appear in
the main text body and have explicit ci-
tation markers (e.g. “[3]”, “[4,5]”).

* Ignore:

— Citations related only to figures (e.g.
in figure captions or source notes
around figures).

— Any unmarked citations (mentions
of prior work without explicit num-
bered markers).

2. Fact

* Must be complete, understandable sen-
tences or paragraphs containing the cita-
tion markers. Expand context if needed
for clarity.

¢ When one or more citations are associated
with a table:

— If the citations apply to the entire
table (e.g., in the table caption or
source notes around the table), the
fact must contain the entire table
content.

— If the citations apply to only part of
the table (e.g., a specific row, col-
umn, or cell), then:

+ Create a separate fact for each
such cited part.

% Each fact must describe only
that specific part (the corre-
sponding row/column/cell con-
tent), not the whole table.

3. ref idx

* Use the citation numbers exactly as they
appear in the text.

« If a fact cites multiple references, include
all cited numbers in ref_idxs.

Output Format
Respond with a JSON list. Each item:

{
"fact”: "Text fragment from the report
body containing the citation marker(s)",
"ref_idxs”: ["1", "2"]
}
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USER PROMPT

Please extract all citation facts from the fol-
lowing research_report according to the guide-
lines.

<research_report>
{report_content}
</research_report>

Remember to output ONLY the JSON list,
without any extra explanation or markdown
code block.




Prompt for Figure Elements Extraction

SYSTEM PROMPT

You are an expert academic information ex-
tractor. Your task is to rigorously and com-
prehensively extract all figures from the re-
search_report, and return them in order.

Extraction Guidelines

* Only extract figures such as images,
charts, graphs, diagrams and etc.

* For each figure, return:

— caption: The complete figure cap-
tion/title exactly as it appears. (ver-
batim; do not rewrite or translate).

contents: The file path(s) or URL(s)
of the figure.

context: If the figure is explicitly ref-
erenced in the main text (e.g., “see
Figure 27, “Figure 2 shows...”), ex-
tract the sentence(s) or paragraph
that contains the reference and ex-
plains it. If there is no explicit
reference, extract the surrounding
text near the figure, and insert the
placeholder <figure> on its own
line at the exact position where the
figure appears.

ref_idxs: Include only citation num-
bers that appear within the figure’s
caption or associated legend (typi-
cally indicating the data source). If
none are directly mentioned, return
an empty list.

Output Format
Respond with a JSON list. Each item:

{

"caption”: "Title or caption of the figure

n

"contents”: ["Path(s) or URL(s) of the

figure"],
"context"”: "Contextual text from the
report”,
"ref_idxs": ["1", "2"]
3
USER PROMPT

Please extract all figures from the following
research_report according to the guidelines.

<research_report>
{report_content}
</research_report>

Remember to output ONLY the JSON list,
without any extra explanation or markdown
code block.

F.3 Prompts for LLM-as-a-Judge Evaluation

Prompt for Citation Support
SYSTEM PROMPT

You are an expert evaluator specializing in fact
verification against reference materials. Your
task is to rigorously assess whether the state-
ment is supported by the content of its associ-
ated references.

Judgment Criteria

¢ First, determine whether the references
contain any valid information. If they are
empty, show “page not found,” or other-
wise lack substantive content, the state-
ment should be marked as "unknown".

¢ If the references are valid:

— If a statement’s facts or data can
be fully found in the references,
mark it as "supported" (data can be
rounded).

If only part of the facts or data
in the statement can be found in
the references, mark it as "par-
tially_supported".

If none of the facts or data in the
statement can be found in the refer-
ences, mark it as "unsupported".

* Only judge based on the actual content
provided.

Output Format

Respond with a JSON object. Do not add mark-
down code blocks (like “‘json) around the out-
put.

{

"result”: "supported”,

"justification”: "Clearly explain which
parts of the statement are supported,
partially supported, or unsupported, and

cite direct evidence from the
references.”
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USER PROMPT

Please judge whether the following statement
is supported by the references according to the
criteria.

<statement>
{fact}
</statement>

<references_json>
{references_payload?}
</references_json>

Remember to output ONLY the JSON object.

Prompt for Instruction Alignment

SYSTEM PROMPT

You are an expert evaluator specializing in au-
diting multi-modal deep research reports. Your
task is to rigorously assess whether a generated
research report aligns with a specific checklist
derived from a user’s research query.

Goal

Determine if the report fully, accurately, and
deeply addresses each item in the checklist.

Evaluation Scoring Criteria

* Score 1 (Pass): The report provides a
complete, specific, and substantial an-
swer to the checklist item. All requested
data, analysis, formats, and timeframes
are met.

* Score 0.5 (Partial): The report addresses
the checklist item but is missing some re-
quired elements, is somewhat vague, only
partially meets constraints, or provides in-
complete/underspecified evidence. The
item is partially satisfied.

* Score 0 (Fail): The report fails to provide
the required information, is largely vague,
misses key constraints, or is missing en-
tirely.

Important Guidelines

1. Explicit Inclusion of Multimodal Ele-
ments

¢ Valid multimodal elements include em-
bedded or clearly shown figures, or a con-
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crete, non-empty file path or URL that
clearly points to such an element.

* The following do not qualify as valid mul-
timodal content:

— Placeholders (e.g., “Figure 1: [to be

inserted]”, “image here”).

— Any references without an actual fig-
ure or a concrete locator (e.g., “see
figure below” but no figure, URL, or
file path is provided).

— Any figures shown only as plain text
or ASClII-style diagrams.

2. Focus on Substantive Data Delivery

* The evaluation must be based strictly on
the actual, concrete content delivered in
the report; scoring is only permitted when
the report explicitly includes substantive
content fulfilling the required informa-
tion.

* The following do not qualify as satisfying
an item:

— Methodology-only text (plans, ap-
proaches, or descriptions of how
data might be obtained) without de-
livered results.

— Statements indicating the required
information is missing, unavailable,
not found, or not provided (e.g., “in-
formation not provided,” “no data
found”).

Instructions

e Step 1: For each checklist item, locate the
directly relevant section in the "Research
Report”.

» Step 2: Verify whether the identified con-
tent includes all the specific information
required by that item.

 Step 3: Provide a score from {0, 0.5, 1}.

* Step 4: Write a clear justification that
explicitly states which required elements
have been provided, or specifically iden-
tifies what is missing or non-compliant,
citing direct excerpts from the report as
evidence.



Output Format

Respond with a JSON object mirroring the
input structure. Do not add markdown code
blocks (like “‘json) around the output.

{
"Section Name": {
"Checklist Item Text": { "score": 0, "
justification”: "..." },

USER PROMPT

Please evaluate the instruction alignment of
the following research report based on the pro-
vided checklist.

<original_query>
{original_query}
</original_query>

<checklist>
{checklist}
</checklist>

<research_report>
{report_content}
</research_report>

Remember to output ONLY the JSON object.

Prompt for Writing Quality
SYSTEM PROMPT

You are an expert academic editor. Your task
is to evaluate the Writing Quality of a model-
generated research_report.

Goal

Evaluate how well the research_report func-
tions as academic/professional prose in the
style of a research report, focusing on writing
quality rather than factual correctness.

Scoring Dimensions (Each 1-10 points)

1. Coherence & Organization

Does the research_report have a logical, co-
herent flow at the document and paragraph
level, with well-structured sections and smooth
transitions?

Focus:

e Overall structure: clear sections and a
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reasonable order.

» Paragraph-level coherence: each para-
graph has a clear main idea; sentences
within a paragraph follow a logical pro-
gression.

* Transitions between sections/paragraphs:
the reader is guided smoothly from one
topic to the next, without abrupt or unex-
plained jumps.

Scoring:

¢ 9-10 — Excellent coherence and organi-
zation: The report’s structure is clear and
well-designed; sections and paragraphs
are logically ordered. Transitions are
smooth, the progression of ideas is easy to
follow, and the overall reading experience
feels cohesive from start to finish.

* 7-8 — Good coherence: The overall struc-
ture is clear and sensible. There may be
minor rough transitions or slightly uneven
sections, but the progression of topics or
ideas is consistently understandable and
largely well ordered.

* 5-6 — Acceptable but uneven: A recog-
nizable structure exists, but some para-
graphs or sections feel disjointed, mis-
placed, or weakly connected. Transitions
are occasionally abrupt, and the reader
sometimes has to work to reconstruct how
one part leads to the next.

* 3-4 — Weak coherence: Organization is
confusing or inconsistent. Sections or
paragraphs appear in a suboptimal order;
topic shifts are abrupt; transitions are of-
ten missing. The overall flow is unclear
and hard to follow.

* 1-2 — Poorly organized: The report is
largely incoherent in its sequencing. Top-
ics are mixed together without clear struc-
ture, transitions are absent, and the reader
struggles to understand how the text is
organized or how different parts relate to
each other.

2. Clarity & Readability



Is the research_report written in clear, read-
able language, avoiding unnecessary complex-
ity and ambiguity?

Focus:

* Sentence-level clarity: proper grammar,
clear syntax, and appropriate vocabulary.

» Avoidance of overly convoluted, ambigu-
ous, or unnecessarily complex sentences.

* Technical terms and specialized concepts
are used appropriately and explained or
contextualized when necessary.

Scoring:

* 9-10 — Very clear and readable: Sen-
tences are well-constructed and easy to
understand. Technical terms are used ap-
propriately and explained when necessary.
The text is pleasant to read and accessible
to the intended audience.

* 7-8 — Generally clear: The text is un-
derstandable with only minor awkward
phrasing or occasional dense passages.
Overall readability is good.

* 5-6 — Mixed clarity: The main ideas can
be understood, but there are noticeable
awkward sentences, occasional ambigu-
ities, or sections that are harder to parse.
The reader needs extra effort at times.

* 3-4-Hard to read: Frequent grammar or
syntax issues, long and tangled sentences,
or confusing wording. Clarity problems
significantly hinder comprehension.

* 1-2 — Very unclear: Serious language
problems or extremely convoluted writing
make the report difficult to understand or
even follow.

3. Conciseness & Redundancy

Does the research_report avoid unnecessary
repetition and filler, expressing ideas as suc-
cinctly as is reasonable for the task defined by
the query?

Focus:

» Presence of repeated arguments, sen-
tences, or paragraphs without added
value.

* Overuse of generic phrases, boilerplate,
or “throat-clearing” that does not advance
the content.

* Whether section length is justified by in-
formation content; no obvious padding or
“water”.

Scoring:

* 9-10 - Highly concise: The report is tight
and efficient: almost no redundancy or
filler. Each paragraph contributes new
information or perspective relevant to the

query.

* 7-8 — Mostly concise: Some minor repeti-
tion or slightly wordy passages, but over-
all the report is reasonably succinct and
does not feel bloated.

* 5-6 — Moderate redundancy: The report
contains noticeable repeated ideas or ver-
bose phrasing. While still usable, it could
be significantly tightened without loss of
content.

* 3-4 — Substantial redundancy: Many
points are repeated, or large portions add
little beyond what has already been stated.
The report feels padded or overly long
relative to its substantive content.

 1-2 — Highly verbose and repetitive: Ex-
tensive redundancy and filler severely di-
lute the message. The key ideas are buried
under unnecessary text.

4. Stylistic & Referencing Consistency

Is the writing style internally consistent in
terms of formatting, including its use of tone,
terminology, citations, references, and figures?
Focus:

 Tone: the level of formality is stable; the
text does not jump needlessly between
very informal and highly formal styles.

e Terminology: key terms, labels, and
names for the same concept, variable, or
method are used consistently.

¢ Citations: one coherent citation format is
followed uniformly.



e References: the format of reference list
entries is consistent.

* Figures:

— Numbering format is consistent.

— Caption format is consistent.

— Source attribution format is consis-
tent across all figures.

— In-text citation format for figures is
consistent.

Important: Evaluate only whether these el-
ements are internally consistent in format-
ting throughout the report. Do NOT evalu-
ate whether they conform to academic stan-
dards, whether content quality is appropriate,
whether sources are credible, whether informa-
tion is accurate, whether the number of sources
is uniform, or whether source types are uni-
form. Focus solely on consistency of format-
ting: Are the same things formatted the same
way throughout?

Scoring:

* 9-10 — Highly consistent formatting:
Tone level, terminology spelling/capital-
ization, citation format, reference list for-
mat, and figure formatting are uniform
throughout. All formatting choices fol-
low a single consistent pattern.

* 7-8 — Minor formatting inconsistencies:
Overall formatting is consistent, with only
occasional small deviations that do not
significantly affect the professional ap-
pearance.

¢ 5-6 — Noticeable formatting inconsisten-
cies: There are several visible inconsis-
tencies in formatting that reduce visual
polish but do not prevent understanding.

* 3-4 — Frequent formatting inconsisten-
cies: The report often switches between
different formatting styles for the same
elements. Citation formats are mixed, ter-
minology formatting is unstable, and fig-
ure formatting varies significantly. This
is visually distracting and appears unpro-
fessional.

* 1-2 — Very inconsistent formatting: For-
matting is chaotic with no clear standard.
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The same terms are formatted differently
throughout, citation styles change arbitrar-
ily, reference entries have no consistent
format, and figure numbering/captions
follow no pattern. The report appears vi-
sually disorganized and unprofessional.

Instructions

* Step 1: Review the provided Re-
search_Report.

* Step 2: Evaluate the Writing Quality of
the Research_Report across the four di-
mensions: Coherence & Organization,
Clarity & Readability, Conciseness &
Redundancy, and Stylistic & Referenc-
ing Consistency.

» Step 3: For each dimension, provide a
detailed justification that examines con-
crete evidence from the report and ex-
plains the reasoning leading to the score.

* Step 4: Based on the justification, assign
a 1-10 score for each dimension accord-
ing to the detailed scoring criteria.

* Step 5: If any dimension scores 6 or
lower, use the suggestion field to propose
concrete improvements. If all dimensions
score 7 or higher, set the suggestion field

"nn

as an empty string "".

Output Format

Respond with a JSON object. Do not add mark-
down code blocks (like “‘json) around the out-
put.

{
"justification”: {
"Scoring Dimension": "specific reasons
for the score...”,

}7
"scores": {
"Scoring Dimension”: 8,

},...

"suggestion”:

n n

USER PROMPT

Please evaluate the Writing Quality of the fol-
lowing research report based on the provided
rubric.




<research_report>
{report_content}
</research_report>

Remember to output ONLY the JSON object.

Prompt for Analytical Depth & Breadth
SYSTEM PROMPT

You are an expert academic editor. Your task is
to evaluate the Analytical Depth & Breadth
of a model-generated research_report.

You will be given:

1. Original_Query: The user’s original re-
quest or research question.

2. Research_Report: The model-generated
report responding to that query.

Goal

Assess how deeply and broadly the re-
search_report thinks about and analyzes the
topic, beyond merely restating facts or copying
surface-level content.

Scoring Dimensions (Each 1-10 points)

1. Causal Explanatory Reasoning

To what extent does the report go beyond
description and provide clear, causal or
mechanism-oriented explanations for its main
claims?

Focus:

* Does the report move beyond simply stat-
ing “what happened” to explain “why”
and “how it happens”?

¢ Are there clear causal or mechanism links
(e.g., linking causes, conditions, and out-
comes), rather than a loose list of factors?

* Does it specify key causal pathways and
the conditions under which they hold,
rather than implying causality?

Scoring:

* 9-10 — Excellent causal explanatory
reasoning: The report consistently ex-
plains why and how key phenomena
occur via explicit causal pathways and
mechanisms, clarifying conditions/bound-
aries for major claims with minimal unex-
plained jumps.
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* 7-8 — Strong but slightly uneven rea-
soning: Most important points include
plausible causal/mechanism explanations,
though some claims lack clear pathways
or boundary conditions.

¢ 5-6 — Moderate explanatory reasoning:
Some causal/mechanism explanation is
present, but several key claims rely on
generic “drivers” language without spec-
ifying how the mechanism operates or
when it applies.

* 3-4 — Limited or shallow reasoning: Ex-
planations are mostly vague (“due to”,
“driven by”’) with little mechanism detail
or conditionality; causal links are often
implied rather than articulated.

¢ 1-2 — Very poor or purely descriptive:
The report is largely descriptive, with al-
most no attempts to explain why or how;
causal/mechanism thinking is essentially
absent.

2. Analytical Depth & Development

To what extent does the report develop its key
points into sustained analysis rather than brief,
list-like statements?

Focus:

* Are key claims unpacked with multi-step
reasoning rather than asserted in a single
step?

* Are the most important points developed
into coherent, connected paragraphs in-
stead of fragmented one-line bullets?

* Does the report prioritize depth on central
points, with added length being substan-
tive rather than repetitive?

Scoring:

* 9-10 — Excellent development: Central
claims are unpacked with clear multi-
step reasoning; key sections show sus-
tained, connected analysis with strong in-
ternal structure. Depth is concentrated on
the most important points; added length
is substantively analytical with minimal
filler or repetition.



* 7-8 — Strong development with minor
thin spots: Most key points are devel-
oped beyond surface summary and in-
clude some multi-step reasoning. Struc-
ture is generally coherent, but a few sec-
tions remain somewhat compressed, list-
like, or stop short of fully unpacking im-
plications/logic.

* 5-6 — Mixed/uneven development: The
report alternates between some developed
passages and many thin statements. Sev-
eral important claims are only partially
unpacked, with reasoning that is short,
generic, or stops after one step. List-like
presentation is common for core points.

e 3-4 — Shallow/list-like development:
Predominantly brief bullets or high-level
summaries. Claims are often asserted
with little to no reasoning, and important
points lack sustained development or con-
nected explanation.

* 1-2 — Very poor development: Fragmen-
tary and minimally elaborated. The report
mostly consists of headings or one-liners
with little analytical content and no mean-
ingful development of key points.

3. Critical Evaluation & Assumptions

To what extent does the report critically ex-
amine its assumptions, limitations, and alter-
native viewpoints instead of treating its own
perspective as unquestioned?

Focus:

* Does the report identify and discuss key
assumptions underlying its analysis, mod-
els, or narratives?

* Does it acknowledge limitations in data,
methods, or perspective, and consider
how these might affect the reliability or
scope of its conclusions?

* Does it engage with relevant alternative
explanations, interpretations, or strate-
gies, rather than presenting a single view-
point as obviously correct?

Scoring:
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* 9-10 - Excellent critical evaluation: The
report explicitly surfaces major assump-
tions and examines their plausibility. It
discusses important limitations of data
and methods and thoughtfully considers
how these constrain the conclusions. Al-
ternative viewpoints or explanations are
actively engaged and weighed, showing
strong self-critical awareness.

» 7-8 — Solid but incomplete critical re-
flection: The report shows clear critical
thinking: it notes some key assumptions,
limitations, and alternative perspectives.
However, not all important issues are ex-
plored in depth, and parts of the anal-
ysis still rely on relatively unexamined
premises.

* 5-6 — Moderate critical evaluation:
There is some acknowledgement of as-
sumptions or limitations, and the report
may briefly mention alternative views.
However, this is sporadic and not inte-
grated into the core reasoning; most ar-
guments still proceed as if their premises
are mostly unquestioned.

* 3-4 — Limited critical reflection: As-
sumptions and limitations are largely im-
plicit or mentioned only superficially. Al-
ternative explanations or viewpoints are
barely considered, and the report mostly
treats its own framing and data as straight-
forward and unproblematic.

¢ 1-2 — Very poor or absent critical evalu-
ation: The report presents its analysis as
if it is fully self-evident, with virtually no
discussion of assumptions, limitations, or
alternatives. It shows little awareness of
potential biases, blind spots, or uncertain-
ties.

4. Actionable Forward-Looking Insight
Does the report translate its analysis into
meaningful, forward-looking implications or
recommendations that help the reader under-
stand what to do or watch for next?

Focus:

* Does the report derive concrete implica-
tions for action, decision-making, strat-



egy, policy, or further work from its anal-
ysis?

Are recommendations or takeaways spe-
cific, directional, and conditional (where
appropriate), rather than vague or purely
formulaic statements?

Does the report consider future scenarios,
risks, opportunities, or monitoring points,
instead of stopping at a description of the
current state?

Scoring:

* 9-10 - Excellent actionable and
forward-looking insight: The report
offers clear, specific, and well-justified
implications or recommendations that
follow from the analysis. It highlights
relevant future scenarios, risks, or op-
portunities and gives the reader a strong
sense of “what to do or pay attention to
next.”

7-8 — Strong but somewhat limited
insight: There are meaningful, reason-
ably specific implications or recommen-
dations, and some forward-looking reflec-
tion. However, coverage is not fully sys-
tematic: certain conclusions are left with-
out actionable follow-through or future-
oriented consideration.

5-6 — Moderate actionable insight: The
report contains some useful takeaways,
but they are either unevenly developed,
somewhat generic, or only loosely tied to
the preceding analysis. Forward-looking
elements are present but not deeply inte-
grated.

3-4 — Limited or generic implications:
Implications and recommendations, if
present, are mostly high-level, vague, or
boilerplate with little specificity or prior-
itization. There is little sense of future
scenarios or concrete next steps.

1-2 — Very poor or absent forward-
looking content: The report mostly de-
scribes or analyzes the current situation
with almost no attempt to derive practical
implications or future-oriented insights.
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5. Thematic Breadth & Coverage

How comprehensively does the report cover the
key aspects of its topic, showing a sufficiently
broad and well-chosen thematic scope without
obvious blind spots?

Focus:

* Does the report address the main dimen-
sions that are clearly relevant to the core
topic, rather than focusing narrowly on a
single aspect?

* Does it reasonably extend beyond only
the explicitly mentioned points in the orig-
inal_query to include other clearly impor-
tant, closely related angles?

* While remaining focused, does the re-
port avoid obvious gaps where a major,
relevant facet of the topic is missing or
severely underdeveloped?

Scoring:

* 9-10 — Excellent thematic breadth and
coverage: The report covers the topic in
a well-balanced, comprehensive way, ad-
dressing the major relevant dimensions
with appropriate depth. It not only re-
sponds to the explicitly stated points in
the original_query but also proactively in-
cludes other clearly important, closely re-
lated angles. This extension beyond the
original_query feels natural and necessary
rather than off-topic. There are no clear
blind spots.

 7-8 — Strong but slightly uneven cover-
age: Most important aspects of the topic
are covered, and the scope feels suitably
broad. The report does move beyond the
exact wording of the original_query to
touch on some additional, relevant facets,
but one or two significant dimensions are
treated briefly or somewhat underdevel-
oped. The overall breadth is good, with
only minor gaps.

* 5-6 — Moderate thematic breadth: The
report addresses several key facets of the
topic, but coverage is selective or uneven.
It may mostly stick to the points explic-
itly mentioned in the original_query, with



only limited extension to other relevant
angles, or it may treat some dimensions in
depth while leaving others only hinted at.
Overall breadth is acceptable but leaves
noticeable room for a more complete pic-
ture.

¢ 3-4 — Narrow or imbalanced coverage:
The report focuses heavily on a limited
subset of relevant aspects and largely
stays within the most obvious or explicitly
stated parts of the original_query. It rarely
brings in additional, closely related angles
that would help complete the thematic
picture. As a result, the scope feels con-
strained or skewed, and important dimen-
sions of the topic are missing or severely
underdeveloped.

* 1-2 — Very poor or severely narrow
coverage: The report’s treatment of the
topic is extremely narrow, fragmentary, or
misaligned. It may restrict itself almost
entirely to a small portion of what the
original_query mentions, ignoring other
clearly relevant aspects, and it does not
attempt to go beyond the original_query’s
explicit wording in any meaningful way.
The reader is left without a coherent over-
all understanding of the subject.

Instructions

* Step 1: Review the provided Origi-
nal_Query and Research_Report.

* Step 2: Evaluate the Analytical Depth
& Breadth of the Research_Report
across the five dimensions: Causal Ex-
planatory Reasoning, Analytical Depth
& Development, Critical Evaluation
& Assumptions, Actionable Forward-
Looking Insight, and Thematic Breadth
& Coverage.

* Step 3: For each dimension, provide a
detailed justification that examines con-
crete evidence from the report and ex-
plains the reasoning leading to the score.

* Step 4: Based on the justification, assign
a 1-10 score for each dimension accord-
ing to the detailed scoring criteria.
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* Step 5: If any dimension scores 6 or
lower, use the suggestion field to propose
concrete improvements. If all dimensions
score 7 or higher, set the suggestion field

nn

as an empty string "".

Output Format

Respond with a JSON object. Do not add mark-
down code blocks (like “‘json) around the out-
put.

{
"justification”: {
"Scoring Dimension"”: "specific reasons
for the score...”,

}’
"scores”: {
"Scoring Dimension”: 8,

}’...

"suggestion”:

n n

USER PROMPT

Please evaluate the Analytical Depth &
Breadth of the following research report based
on the provided rubric.

<original_query>
{original_query}
</original_query>

<research_report>
{report_content}
</research_report>

Remember to output ONLY the JSON object.

Prompt for Factual & Logical Consistency

SYSTEM PROMPT

You are an expert academic editor. Your task
is to evaluate the Factual & Logical Consis-
tency of a model-generated research_report.

Goal

Determine whether the report contains factual
or logical contradictions, and count the total
number of distinct contradictions.

Out Of Scope
¢ Citation and reference issues: Do NOT

evaluate any problems related to citations
or references. This includes inconsis-




tencies in attribution, source identifica-
tion, or provenance of methods/concepts/-
data that arise from how citation mark-
ers are used or organized. If a con-
tradiction exists only because of cita-
tion or reference-list issues, it is OUT
OF SCOPE. Only identify contradictions
that would still exist if all citation mark-
ers and reference entries were removed
from the report.

¢ External factual accuracy: Do NOT
evaluate whether the report’s statements
are true in the real world; only check
whether the report contradicts itself in-
ternally.

* Terminology consistency: Do NOT eval-
uate whether key terms, labels, or names
for the same concept, variable, or method
are used consistently throughout the re-
port; only when such terminological dif-
ferences lead to a direct contradiction
about the same underlying object or re-
sult should it be counted as an issue.

Contradiction Definition

An contradiction (issue) exists when two or
more statements in the report, taken at face
value within the report’s own context, cannot
all be true at the same time, and the report
does not provide a clear explanation, condition,
or update that resolves this conflict.

You must consider both:

1. Factual contradictions

Examples include, but are not limited to:

* The same quantity (e.g., sample size,
number of companies, growth rate, per-
centage, etc.) is given conflicting values
with no explanation (e.g., no mention of
different subsamples, filtering, or time
points).

* The same time period, region/market, or
population/scope is described differently
in different places for what is clearly the
same analysis or dataset.

¢ The same dataset’s source or status (com-
plete vs missing/bias, etc.) is described
in mutually conflicting ways for the same
stage of analysis.
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¢ The same result (same metric, same time
period) is described with opposite trends
or directions in different parts of the text
(e.g., “increasing” vs “decreasing’’) with-
out clarification.

2. Logical contradictions
Examples include, but are not limited to:

 The report states an explicit premise, as-
sumption, or applicability condition, and
later reasoning or conclusions clearly vio-
late that premise under the same context.

The report gives a certain judgment/evalu-
ation of a model, strategy, or view in one
place and later uses an opposite charac-
terization of the same item in the same
context, without new evidence or condi-
tions.

The conclusions or recommendations di-
rectly state the opposite of the report’s
own presented results (e.g., results show
“unlikely to succeed,” conclusion claims
“almost certain to succeed”).

The report explicitly labels its results as
non-generalizable or restricted, but later
presents them as broadly applicable with-
out any additional justification.

Counting Rules

* Each distinct contradiction (factual or log-
ical) counts as one issue.

» Repeated restatements of the same under-
lying contradiction count as one issue.

o If multiple statements all conflict on the
same fact or conclusion, treat that as one

issue.
Instructions
e Step 1: Read the entire Re-

search_Report.

* Step 2: Identify all contradictions where
the report’s own statements cannot all be
true at the same time and no clear expla-
nation is given.

* Step 3: For each identified issue:



— Provide a brief description of the
contradiction.

Provide textual evidence: quote or
closely paraphrase the relevant con-
flicting statements with location ref-
erences (section/paragraph labels if
available, or your own brief loca-
tor such as “Introduction, paragraph
27).

Remember

Be as strict as possible in identifying contradic-
tions. Scrutinize the report thoroughly to find
any potential logical or factual inconsistencies.

Output Format
Please respond with a JSON object. Do not add
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markdown code blocks (like “‘json) around the
output.

{
"total_issues”: 4,
"issues": [
{
"id": 1,
"description”: "brief summary of the
contradiction”,
"evidence": {
"section/paragraph reference”:
excerpt or close paraphrase”,

n

}...
},

USER PROMPT

Please evaluate the Factual & Logical Consis-
tency of the following research report based on
the provided rubric.

<research_report>
{report_content}
</research_report>

Remember to output ONLY the JSON object.

Prompt for Chart Quality
SYSTEM PROMPT

You are an expert Data Visualization Quality
Assurance Specialist. Your task is to rigorously
audit the visual quality of charts in a research
report using a strict Binary Checklist.
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Goal

Determine if the visual chart fully, accurately,
and clearly meets the visual quality checklist
items regarding layout, readability, and con-
ciseness.

Evaluation Scoring Criteria

* Score 1 (Pass): The chart is visually flaw-
less regarding the specific criterion. No
issues are visible.

¢ Score 0 (Fail): The chart fails the crite-
rion. Any visible defect (e.g., text overlap,
unreadable font, broken encoding) results
in a score of 0.

Checklist Items To Evaluate
A. Layout & Structure

* No Overlap: All text elements (titles, leg-
ends, axis labels, tick labels, annotations,
data labels) and graphic elements do not
overlap with each other or with the core
data visualization components.

* No Misalignment: Elements that should
align (axis lines, tick marks with tick la-
bels, legend markers with legend text,
subplot panels in a grid) are consistently
aligned, without clear, unintended offset
or irregular positioning.

* Complete Visibility: All chart content
is fully visible within the canvas bound-
aries, with no elements cut off, clipped,
or extending beyond the viewable area.

e Balanced Spatial Composition: The
chart’s overall composition is balanced;
the plot area, titles, legends, and annota-
tions occupy appropriate proportions of
the canvas; whitespace is distributed rea-
sonably, appearing neither cramped nor
empty.

B. Readability

e Appropriate Text-to-Chart Proportion:
Text elements (titles, legends, axis labels,
tick labels, data labels) are proportionate
to the chart’s visual elements: text is nei-
ther dominating the plot area nor so small
relative to marks/axes that it harms read-
ability.



* Readable Contrast & Distinguishabil-
ity: Text is clearly readable against
the background, and different series/cate-
gories are visually distinguishable. Fail if
low contrast or overly similar colors make
text or categories hard to read/identify.

* Correct Text Rendering: All characters,
symbols, and numbers are displayed cor-
rectly, without encoding errors, missing
glyphs, or rendering issues.

C. Conciseness

* No Excessive Decoration: The chart
does not contain distracting or excessive
decorative elements; all visual effects
are restrained and purposeful, enhancing
rather than obscuring data readability.

¢ No Information Overload: The number
of visual elements in the chart is not ex-
cessive; the chart avoids being too dense
or overcrowded, which would cause diffi-
culty in interpretation.

* No Redundant Labels: Labels are used
efficiently; the same information is not
repeated or presented redundantly in ways
that create visual clutter.

Output Format

Respond with a JSON object. Do not add mark-
down code blocks (like “‘json) around the out-
put.

{

"scores": {

"overlap": 0,
"misalignment”: 1,
"visibility": 1,
"spatial_composition”: 1,
"text_size": 0,
"contrast”: 1,
"text_rendering”: 1,
"excessive_decoration”: 1
"information_overload”: 1
"redundant_labels": 1

}’

"justification”: {
"overlap"”: "Specific description of
overlap issue...",

"text_size": "Specific description of
font size issue...”

}!

"suggestion”: "Actionable advice to fix
the issues...”

’
)
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USER PROMPT

Please evaluate the visual quality of the fol-
lowing chart based on the provided checklist.
Remember to output ONLY the JSON object.
The user input also includes the chart itself.

Prompt for Multimodal Composition

SYSTEM PROMPT

You are an expert evaluator specializing in au-
diting multi-modal research reports. Your task
is to assess the Multimodal Composition of a
model-generated research_report.

Goal

Evaluate how effectively the research_report
organizes and incorporates multimodal ele-
ments in its overall document design, with
particular attention to the layout, quantity,
variety, and richness of figures. Focus
on document-level multimodal composition,
rather than the local relevance or factual cor-
rectness of individual figures.

Scoring Dimensions (Each 1-10 points)

1. Multimodal Layout & Quantity Appro-
priateness

Are multimodal elements placed, distributed,
and used in an appropriate amount across the
report’s stages, supporting a smooth reading
Sflow without obvious gaps or overload?
Focus:

* Figures are placed near the sections where
they are discussed, not arbitrarily clus-
tered or detached.

* The overall visual distribution supports
a natural reading rhythm, avoiding both
long stretches with no visuals despite
complex content and sudden dense clus-
ters that disrupt the flow.

* Important complex content (e.g., struc-
tures, workflows, data comparisons) has
at least some visual support, rather than
relying solely on dense text.

* The total number of figures feels propor-
tionate to the length and complexity of
the report (neither too few nor excessive).



e Multimodal elements are reasonably
spread across key parts, rather than con-
fined to only one section while other
equally complex sections have none.

Scoring:

* 9-10 — Excellent layout and quantity
appropriateness: Multimodal elements
are consistently placed near relevant text
and are well distributed across the report’s
stages. Coverage is well targeted (no clear
gaps), and the quantity feels proportion-
ate with no obvious redundancy. Overall,
the layout and amount clearly support a
smooth, coherent reading experience.

7-8 — Good layout and quantity with
minor issues: Placement and distribution
are mostly sensible with occasional issues
(a figure could be closer to its discussion,
slight clustering, or a small coverage gap).
Quantity is generally appropriate, with
only minor under/over-use that does not
strongly affect readability.

5-6 — Acceptable but uneven: The report
remains readable, but layout and/or quan-
tity feel insufficiently planned. There may
be noticeable stretches lacking visuals de-
spite complexity, awkward groupings, un-
even coverage across sections, or a quan-
tity that is somewhat misaligned (a bit
sparse or somewhat cluttered).

3-4 — Weak layout/quantity choices:
Figures are frequently detached from rel-
evant text or awkwardly grouped; some
key sections lack needed visuals while
others feel cluttered. Coverage and quan-
tity choices noticeably hinder reading
flow and understanding.

1-2 — Very poor layout and quantity
appropriateness: Figures (if any) are
placed with little regard to structure and
discussion points, and the report is either
severely under-illustrated despite com-
plexity or overloaded with visuals. The
multimodal design seriously disrupts or
confuses the reading experience.

2. Multimodal Variety & Richness
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Does the report demonstrate appropriate va-
riety and richness in its multimodal elements
based on the report’s topic and nature?
Focus:

* Source-type variety:

— Retrieved external images: e.g.,
architecture  diagrams, system
schematics, flowcharts, sequence
diagrams, environment photos,
illustrations, etc.

— Code-generated charts: e.g., line
charts, bar charts, scatter plots,
heatmaps, radar charts, box plots,
etc.

* Intra-type variety: Within each source
type present, the report uses multiple ap-
propriate sub-types.

— For charts: Different chart types
count as different sub-types. (e.g.,
line chart, bar chart, scatter plot are
3 distinct sub-types).

— For images: Different purposes
count as different sub-types (e.g.,
offshore wind power architecture di-
agram, reinforcement learning algo-
rithm architecture diagram are 2 dis-
tinct sub-types).

» Topic-appropriate multimodal strat-
egy: The choice and balance of multi-
modal elements should align with the re-
port’s subject matter.

— Data/analysis-heavy topics (e.g.,
financial analysis, statistical stud-
ies, performance benchmarks): Nat-
urally emphasize code-generated
charts with rich variety.

— Technical/architectural  topics
(e.g., system design, software archi-
tecture, infrastructure): Naturally
emphasize retrieved images with
rich variety.

— Balanced topics (e.g., comprehen-
sive surveys, product analyses):
Should include both types with rea-
sonable variety in each.

Hard Constraints:



* You MUST compute these intermediate
variables:

— topic_category: string  in
{"data_heavy", "techni-
cal_architectural”, "balanced"}

— source_types_present: integer in

{0,1,2}

— image_subtypes_count: integer (0 if
no valid images)

— chart_subtypes_count: integer (0 if
no valid charts)

— total_subtypes: integer
(image_subtypes_count +
chart_subtypes_count)

— dominant_subtypes_count: in-

teger (chart_subtypes_count for
data_heavy, image_subtypes_count
for technical_architectural)

* ABSOLUTE SCORING RULES - NO
EXCEPTIONS:

— Once the numerical thresholds are
met, the score range is LOCKED
and cannot be changed.

— You MUST NOT apply any addi-
tional subjective criteria beyond the
defined rules, including but not lim-
ited to:

* Subjective quality judgments
(e.g., "not especially diverse",
"basic/common types")

* Suggestions for additional con-
tent (e.g., "could include more
advanced visualizations", "lacks
X type")

* Personal preferences about spe-
cific chart or image types

— The score range is determined EX-
CLUSIVELY by these objective fac-
tors:

* The COUNT of subtypes (as
computed above)

* Whether both source types are
present (for balanced topics
only)

* The topic category classification

— Within the determined score range
(e.g., 9-10 or 7-8), you may se-
lect the specific score based on the
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minor execution quality differences.
BUT you CANNOT move to a dif-
ferent score range under any circum-
stances.

* You MUST determine the score by
STRICTLY following the mapping below.
The score ranges are hard boundaries
that you CANNOT violate.

Score Mapping (EVALUATE IN ORDER,
STOP AT FIRST MATCH):

* If source_types_present == 0:

— score MUST be 1 or 2. STOP.
* If topic_category == "balanced":

— If source_types_present == 2:

* If image_subtypes_count >= 3
AND chart_subtypes_count >=
3:

— score MUST be 9 or 10.
STOP.

+ Else if image_subtypes_count
>=2 AND chart_subtypes_count
>=2:

— score MUST be 7 or 8.
STOP.

x Else:

— score MUST be 5 or 6.
STOP.
— If source_types_present == 1:

+ If max(image_subtypes_count,
chart_subtypes_count) >= 3:

— score MUST be 5 or 6.
STOP.

+ Else:

— score MUST be 3 or 4.
STOP.

* If topic_category in {"data_heavy", "tech-
nical_architectural"}:

— If dominant_subtypes_count >= 4:
— score MUST be 9 or 10. STOP.
— Else if dominant_subtypes_count >=
3:
— score MUST be 7 or 8. STOP.
— Else if total_subtypes >= 2:
— score MUST be 5 or 6. STOP.



— Else:
— score MUST be 3 or 4. STOP.

Important Guidelines

* Only actual, present multimodal ele-
ments are considered valid for this evalu-
ation.

e Valid elements include embedded or
clearly shown figures, or a concrete, non-
empty file path or URL that clearly
points to such an element.

* The following do not count as valid mul-
timodal content:

— Placeholders (e.g., “Figure 1: [to be

inserted]”, “image here”).

— Any references without an actual fig-
ure or a concrete locator (e.g., “see
figure below” but no figure, URL, or
file path is provided).

— Any figures shown only as plain text
or ASCII-style diagrams.

o If the report contains no valid multi-
modal elements under these rules, reflect
this in your scores (e.g., very weak lay-
out, quantity and variety) and explicitly
mention the absence of real multimodal
content in your justification and sugges-
tions.

Instructions

* Step 1: Review the provided Re-
search_Report.

* Step 2: Evaluate the Multimodal Com-
position of the Research_Report across
the two dimensions: Multimodal Lay-
out & Quantity Appropriateness, and
Multimodal Variety & Richness.

* Step 3: For each dimension, provide a
detailed justification that examines con-
crete evidence from the report and ex-
plains the reasoning leading to the score.

* Step 4: Based on the justification, assign
a 1-10 score for each dimension accord-
ing to the detailed scoring criteria.

* Step 5: If any dimension scores 6 or
lower, use the suggestion field to propose
concrete improvements. If all dimensions
score 7 or higher, set the suggestion field

nn

as an empty string "".

Output Format

Respond with a JSON object. Do not add mark-
down code blocks (like “‘json) around the out-
put.

{
"justification”: {
"Scoring Dimension"”: "specific reasons
for the score...”,

}’
"scores”: {
"Scoring Dimension”: 8,

}’...

"suggestion”:

n n
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USER PROMPT

Please evaluate the Multimodal Composition
of the following research report based on the
provided rubric.

<research_report>
{report_content}
</research_report>

Remember to output ONLY the JSON object.

Prompt for Figure Caption Quality
SYSTEM PROMPT

You are an expert academic editor and visual
analyst. Your task is to evaluate the Quality of
the Figure Caption in a research report.

You may be provided with:

1. Figure: The visual content (such as a
chart, graph, photo, diagram, etc.).

2. Caption: The full text associated with the
figure.

Scoring Dimensions (Each 1-10 points)

1. Visual Accuracy

Does the caption correctly identify and de-
scribe what is actually shown?

Focus:

* Alignment between caption and figure.




* Correct identification of subject, vari-
ables, and visible relationships.

Scoring:

* 9-10 — Perfect match: The caption cor-
rectly identifies what the figure is (e.g.,
chart/diagram/photo), names the key enti-
ties/components/variables, and accurately
describes the visible content. All claims
are consistent with the figure.

» 7-8 — High accuracy: The main identifi-
cation and description are correct; minor
visible elements are omitted or slightly
under-specified, but nothing is wrong or
misleading.

* 5-6 — Partial match: The caption is too
generic or incomplete: it roughly matches
the topic, but misses key visible elements
needed to understand what is shown.

* 3-4 — Low accuracy: The caption refers
to related but materially different content
(e.g., wrong type of figure, wrong compo-
nents/variables, or mischaracterized rela-
tionship/comparison).

* 1-2 — Contradiction: The caption de-
scribes content not present in the figure,
or asserts relationships/structures/process
steps that are clearly contradicted by what
is shown.

2. Minimum Necessary Information

Using only the figure and this caption, can a
reader correctly interpret what is shown? Does
the caption provide the minimum necessary
information given the figure’s complexity (no
less, no more)?

Focus:

 If a reader can understand the figure’s
main point using the figure itself + this
caption (without the main text), the cap-
tion is sufficient.

* Provide only the minimal guidance
needed to read this figure. Do NOT re-
quire the caption to restate or list details
already visible in the figure.

* A caption can be short and still score high
if the figure is self-explanatory. A longer
caption scores high only if the added de-
tails are necessary to remove ambiguity
for this specific figure.

Scoring:

* 9-10 — Minimally sufficient and per-
fectly calibrated: The caption provides
just enough information for correct inter-
pretation (given the figure), with little or
no ambiguity, and without redundant list-
ing or filler content.

» 7-8 — Sufficient with minor inefficiency:
Interpretation is possible without the
main text; one small clarification is miss-
ing or there is a small amount of unnec-
essary detail, but overall still clear.

* 5-6 — Borderline: The caption misses
1-2 key clarifications needed to interpret
the figure or includes noticeable non-
essential detail that does not improve in-
terpretability; a reader may need the main
text.

* 3-4 - Insufficient or bloated: Multi-
ple necessary clarifications are missing
and/or the caption is mostly verbose filler,
leading to confusion or ambiguity.

e 1-2 — Not usable: The caption is too
vague/empty to interpret the figure, or is
largely irrelevant to what is shown, mak-
ing independent interpretation impossi-
ble.

3. Clarity & Readability

Is the caption written in clear and accessible
language that is easy to understand?

Focus:

¢ (Clear sentence structure and word choice.

* Avoids unnecessary jargon or defines
technical terms when necessary.

* Easy to parse and understand on first read-
ing.

Scoring:



9-10 — Highly clear: The caption uses
straightforward, direct language that is
immediately understandable. Technical
terms are either avoided or clearly defined.
No ambiguous phrasing.

* 7-8 — Clear: Generally easy to under-
stand with minor issues (e.g., one slightly
complex sentence or undefined term that
doesn’t significantly hinder comprehen-
sion).

* 5-6 — Moderately clear: Contains some
unclear phrasing, unnecessary complex-
ity, or undefined jargon that requires re-
reading or may confuse readers.

* 3-4 — Unclear: Multiple confusing sen-
tences, heavy jargon without explanation,
or overly complex language that obscures
the main point.

* 1-2 — Incomprehensible: The caption is
so poorly written, convoluted, or jargon-
heavy that readers would struggle to un-
derstand what is being described.

Important Guidelines

* You must primarily compare the Caption
against the Visual Evidence in the Fig-
ure.

* Do not invent or assume facts that are not
supported by the figure.

Instructions

* Step 1: Review the provided Figure and
Caption.

* Step 2: Evaluate the Quality of the Fig-
ure Caption across the three dimensions:
Visual Accuracy, Minimum Necessary
Information, and Clarity & Readabil-

ity.

* Step 3: For each dimension, provide a
detailed justification that examines con-
crete evidence from the figure and ex-
plains the reasoning leading to the score.

* Step 4: Based on the justification, assign
a 1-10 score for each dimension accord-
ing to the detailed scoring criteria.

* Step 5: If any dimension scores 6 or
lower, provide a revised caption in the
suggestion field, using only information
supported by the figure. If all dimensions
score 7 or higher, set the suggestion field

nn

as an empty string "".

Output Format

Respond with a JSON object. Do not add mark-
down code blocks (like “‘json) around the out-
put.

{
"justification”: {
"Scoring Dimension”: "specific reasons
for the score...”,

1,
"scores”": {
"Scoring Dimension”: 8,

},

"suggestion”:

" n

USER PROMPT

Please evaluate the Quality of the Figure Cap-
tion based on the provided rubric.

<caption>
{caption}
</caption>

Remember to output ONLY the JSON object.
The user input also includes the figure itself.

Prompt for Figure—Context Integration

SYSTEM PROMPT

You are an expert academic editor and visual
analyst. Your task is to evaluate how well a
Figure is integrated with its surrounding Con-
text in a research report.

You will be given:

1. Figure: The visual content (such as a
chart, graph, photo, diagram, etc.).

2. Context: The paragraph(s) in the report
that reference or surround this figure. The
placeholder <figure> indicates where the
figure appears in the text.

Goal

Judge the relationship between the Figure
and the Context.




Scoring Dimensions (Each 1-10 points)

1. Contextual Relevance

How well does the figure’s content match the
specific topic and claims in the context?
Focus:

* Whether the context explicitly or clearly

implicitly points the reader to this figure.

¢ How natural the transition is between text

and the figure, and whether the discussion

* Semantic alignment between what the
figure shows and what the context dis-
cusses.

* Whether the figure depicts the same topic,
variables, phenomena, or cases men-
tioned in the surrounding text.

Scoring:

* 9-10 - Highly Relevant: The figure di-
rectly depicts or represents the specific
subject matter discussed in the immedi-
ate context. A reader can clearly see why
this particular figure was chosen for this
passage.

7-8 — Relevant: The figure clearly de-
picts the specific subtopic or subject in
this passage, though it may not capture
every detail mentioned in the text. The
figure choice is appropriate for this con-
text.

5-6 — Moderately Relevant: The figure
belongs to the same broader theme or re-
search area and is not out of place, but
the connection between what the figure
shows and what this passage specifically
discusses is loose.

3-4 — Weak Relevance: The connection
to the context is vague or forced. It only
shares a very general domain, without de-
picting what this passage is specifically
about.

1-2 - Irrelevant: The figure does not
depict anything meaningfully related to
the local context; a typical reader would
be confused why this particular figure is
placed here.

2. Narrative Coherence

How smoothly is the figure integrated into the
flow of the text?

Focus:

around it is sufficient.
Scoring:

* 9-10 — Seamless Integration: The text
explicitly references the figure (e.g., “As
shown in Figure 3...”), and it meaning-
fully discusses key elements of the figure,
so the reader is guided to look at and in-
terpret it.

* 7-8 — Good Integration: There is a clear
reference to the figure, but the transition
is slightly abrupt, or the discussion is a
bit brief or incomplete.

* 5-6 — Weak Link: The figure is men-
tioned (e.g., only “(see Figure 2)” at the
end of a sentence), but the surrounding
text does not really explain or interpret it.

* 3-4 — Disconnected: No explicit refer-
ence; the figure appears between para-
graphs or at the side, and the relation has
to be guessed by the reader.

* 1-2 — Disruptive: The placement of the
figure breaks the reading flow, feels ran-
dom, or even contradicts the narrative se-
quence.

3. Visual Information Value

Does the figure provide visual information that
text alone cannot effectively convey?

Focus:

* Whether the figure offers unique visual
value that would be difficult, inefficient,
or impossible to communicate through
text alone.

* Consider how much understanding would
be lost if the figure were removed? Would
readers struggle to grasp the information
from the text alone?

Scoring:

* 9-10 - Visually Essential: The figure
conveys information that is extremely dif-
ficult or impractical to describe in text.
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Without the visual, readers would strug-
gle to grasp the information even with
lengthy description.

 7-8 — High Visual Value: The figure sig-
nificantly enhances understanding by pro-
viding visual information that would re-
quire extensive text to approximate. Text
alone would be notably less efficient or
clear.

* 5-6 — Moderate Visual Value: The fig-
ure provides some visual convenience,
but most information could be reasonably
conveyed in a few sentences. The visual
format is helpful but not particularly nec-
essary.

* 3-4 — Low Visual Value: The figure adds
minimal visual information beyond what
text easily provides. The visual medium
is barely justified.

* 1-2 — No Visual Necessity: The figure
provides no meaningful visual informa-
tion that text cannot easily convey. Using
a visual medium here is unnecessary re-
gardless of content relevance.

Instructions

* Step 1: Review the provided Figure and
Context.

* Step 2: Evaluate the Integration be-
tween the Figure and the Context
across the three dimensions: Contextual
Relevance, Narrative Coherence, and
Visual Information Value.

* Step 3: For each dimension, provide a
detailed justification that examines con-
crete evidence from the figure and context,
then explains the reasoning leading to the
score.

* Step 4: Based on the justification, assign
a 1-10 score for each dimension accord-
ing to the detailed scoring criteria.

* Step 5: If any dimension scores 6 or
lower, use the suggestion field to propose
concrete improvements. If all dimensions
score 7 or higher, set the suggestion field

nn

as an empty string "".

Output Format

Respond with a JSON object. Do not add mark-
down code blocks (like “‘json) around the out-
put.

{
"justification”: {
"Scoring Dimension”: "specific reasons
for the score...”,

}’
"scores”": {
"Scoring Dimension”: 8,

3,

"suggestion”:

n n
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USER PROMPT

Please evaluate the integration between the
figure and the context based on the provided
rubric.

<context>
{context}
</context>

Remember to output ONLY the JSON object.
The user input also includes the figure itself.

Prompt for Chart-Source Consistency

SYSTEM PROMPT

You are an expert Data Provenance & Chart
Verification Auditor. Your task is to evaluate
Chart-Source Consistency in a research re-
port using only the provided inputs.

You may be provided with:

1. Chart: The chart itself.

2. Caption: The full text associated with the
chart.

. References: A JSON list of cited source
snippets associated with the chart. Treat
this list as the only permissible evidence;
do not assume access to external links
or any information not contained in the
provided snippets.

Goal

Decide whether the chart is consistent with
the provided sources.

Out Of Scope




* Pure visual aesthetics issues (layout,
fonts, colors) unless they prevent verifica-
tion.

» Real-world credibility of sources; only
whether the provided snippets support the
chart as presented.

* Missing or insufficient evidence. Only fo-
cus on contradictions between the chart
and the provided sources.

Definition Of An Issue

An issue exists when at least one claim from
the chart is contradicted by References un-
der the same (or materially equivalent) claim
context.

Counting Rules

 Each distinct underlying problem counts
as ONE issue.

» Multiple symptoms from the same root
cause count as ONE issue.

* If there are multiple unrelated contradic-
tions, count them as separate issues.

Instructions

* Step 1: Read the Chart and Caption to-
gether to extract the chart’s claim(s).

* Step 2: Use the provided References as
the only evidence to verify those claim(s).

* Step 3: Report every distinct issue you
find, each with:

— the chart claim,
— a short description,

— direct quote(s) from References with
ref idx.

* Step 4: Count the total number of distinct
issues.

Output Format
Respond with a JSON object. Do not add mark-
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down code blocks (like “‘json) around the out-
put.

{
"total_issues”: 5,
"issues": [

{
"id": 1,
"chart_claim”: "the specific claim
from the chart being checked”,
"description”: "brief summary of the
issue”,
"evidence": [
{
"ref_idx": "1",
"quote"”: "direct quote from the
corresponding reference snippet”
} )
]
}
]
}
USER PROMPT

Please evaluate the Chart-Source Consistency
based on the provided rubric.

<caption>
{caption}
</caption>

<references>
{references_payload}
</references>

Remember to output ONLY the JSON object.
Do not include any other text or markdown
formatting.

The user input also includes the chart itself.

F.4 Prompts for Report Generation
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Prompt for Manus-1.6, Gemini-3-pro Deep
Research, and Perplexity Deep Research

You are responsible for generating well-
structured, thoroughly argued, and richly il-
lustrated multimodal deep research reports that
meet the following requirements:

1. The report must truly achieve rich illus-
tration with text and images. At key ar-
gumentation points, you should proac-
tively and adequately insert visual el-
ements and embed them into the report.
Visualization forms include but are not
limited to charts generated using tools
like Matplotlib, such as bar charts, line
charts, heatmaps, radar charts, and re-
lated formats, as well as external images
obtained through online searches, such




as flowcharts, diagrams, architecture dia-
grams, and landscape images

All images and charts in the report must
have clear and uniformly formatted num-
bering and titles, and must be explicitly
referenced and interpreted in the main
text, for example, “as shown in Figure
17

All facts, data, viewpoints, images, and
other content obtained through online
searches must be marked in the main text
with standardized reference citations,
for example, “...[1]”; charts generated
using tools must also be annotated accord-
ing to this requirement with their underly-
ing data sources

At the end of the report, complete refer-
ence entries corresponding to the number-
ing in the main text must be listed accord-
ing to a unified academic format, includ-
ing accessible URLs

The report must be written in Markdown
and follow standard Markdown syntax

Prompt for Grok-4.1-Thinking DeepSearch

You are responsible for generating well-
structured, thoroughly argued, and richly il-
lustrated multimodal deep research reports that
meet the following requirements:

1. The report must truly achieve rich illus-
tration with text and images. At key ar-
gumentation points, you should proac-
tively and adequately insert visual el-
ements and embed them into the report.
Visualization forms include but are not
limited to charts generated using tools
like Chart.js, such as bar charts, line
charts, heatmaps, radar charts, and re-
lated formats, as well as external images
obtained through online searches, such
as flowcharts, diagrams, architecture dia-
grams, and landscape images

All images and charts in the report must
have clear and uniformly formatted num-
bering and titles, and must be explicitly
referenced and interpreted in the main
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text, for example, “as shown in Figure
]’7

All facts, data, viewpoints, images, and
other content obtained through online
searches must be marked in the main text
with standardized reference citations,
for example, “...[1]”; charts generated
using tools must also be annotated accord-
ing to this requirement with their underly-
ing data sources

At the end of the report, complete refer-
ence entries corresponding to the number-
ing in the main text must be listed accord-
ing to a unified academic format, includ-
ing accessible URLs

. The report must be written in Markdown
and follow standard Markdown syntax

Prompt for Claude-4.5-Sonnet w/Search
and Genspark Deep Research

You are responsible for generating well-
structured, thoroughly argued, and richly il-
lustrated multimodal deep research reports that
meet the following requirements:

1. The report must truly achieve rich illus-
tration with text and images. At key argu-
mentation points, you should proactively
and adequately insert visual elements
and embed them into the report. Visu-
alization forms include but are not lim-
ited to charts generated using tools like
Chart.js, such as line charts, heatmaps,
radar charts, and related formats, as well
as external images obtained through on-
line searches, such as diagrams, architec-
ture diagrams, and landscape images

2. All images and charts in the report must
have clear and uniformly formatted num-
bering and titles, and must be explicitly
referenced and interpreted in the main
text, for example, “as shown in Figure
1

All facts, data, viewpoints, images, and
other content obtained through online
searches must be marked in the main text
with standardized reference citations,
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for example, “...[1]”; charts generated
using tools must also be annotated accord-
ing to this requirement with their underly-
ing data sources

4. At the end of the report, complete refer-
ence entries corresponding to the number-
ing in the main text must be listed accord-
ing to a unified academic format, includ-
ing accessible URLs

5. The report must be written in HTML and
follow standard HTML syntax
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