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Abstract

Cross-lingual aspect-based sentiment analysis
(ABSA) transfers knowledge from a source
language with annotated data to a target lan-
guage, enabling fine-grained sentiment anal-
ysis without annotated target-language data.
While monolingual ABSA has seen significant
progress, cross-lingual ABSA remains underex-
plored, especially for complex tasks involving
multiple sentiment elements like target-aspect-
sentiment detection (TASD). In this paper, we
propose a novel Seqlab framework that en-
hances cross-lingual ABSA using a sequence-
to-sequence model with an auxiliary sequence-
labelling task performed by the encoder, en-
hancing aspect term recognition and senti-
ment predictions. Additionally, we incorpo-
rate aspect-code switching (ACS), a translation-
based technique that swaps aspect terms be-
tween source and translated sentences, gener-
ating additional training data to enhance the
model’s cross-lingual understanding. We evalu-
ate our approach across eleven languages, three
domains, and two backbone models, surpass-
ing previous state-of-the-art results for the com-
monly studied E2E-ABSA task. Unlike most
prior work that relies solely on English as the
source language, we systematically assess dif-
ferent source-target language pairs and extend
our evaluation to the more challenging, yet
underexplored TASD task in cross-lingual set-
tings. Finally, we provide a detailed error analy-
sis highlighting key challenges and limitations.

1 Introduction

Aspect-based sentiment analysis (ABSA) identi-
fies sentiment towards specific aspects within a
text, making it essential for evaluating products,
services, and user experiences (Zhang et al., 2022).
It involves extracting sentiment elements such as
aspect terms, aspect categories, and sentiment po-
larities. For example, in “Tasty apple”, “apple”
is the aspect term, categorized under “food qual-
ity” with a “positive” sentiment. Despite its broad

applicability, most ABSA research focuses on En-
glish due to the high cost of annotation. This work
addresses zero-shot cross-lingual ABSA, aiming to
transfer knowledge from a labelled source language
to target languages without annotated data.

Traditional cross-lingual approaches rely on
translation-based annotation (Lambert, 2015; Zhou
et al., 2015) or cross-lingual embeddings (Barnes
et al., 2016; Akhtar et al., 2018), while recent
methods (Zhang et al., 2021; Lin et al., 2024)
leverage multilingual pre-trained language models
(mPLMs) such as mBERT (Devlin et al., 2019)
and XLM-R (Conneau et al., 2020). However,
zero-shot cross-lingual ABSA remains challeng-
ing due to language-specific aspect terms, informal
expressions, and the limited representation of low-
resource languages in mPLMs (Li et al., 2020).

Most cross-lingual studies focus on simpler tasks
involving individual sentiment elements or E2E-
ABSA, where aspect terms and their sentiment
polarity are predicted jointly. In contrast, mono-
lingual research has shifted towards sequence-to-
sequence models and more complex tasks, such
as target-aspect-sentiment detection (TASD) (Wan
et al., 2020), which simultaneously extracts aspect
terms, aspect categories, and sentiment polarity.
Despite these advancements, complex tasks and
sequence-to-sequence models remain largely un-
explored in cross-lingual ABSA (Smid and Kral,
2025).

To address the limitations of prior cross-lingual
ABSA research, we introduce a novel ACS +
SEQLAB framework that combines sequence-to-
sequence modelling with auxiliary sequence la-
belling and translation-based augmentation. The
SEQLAB component enhances aspect term recogni-
tion by leveraging encoder-level sequence-labelling
signals both during training and for refining gen-
erated sentiment tuples at inference. In paral-
lel, aspect-code switching (ACS) augments the
data by swapping aspect terms between source
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and machine-translated sentences, enabling the
model to better capture language-specific varia-
tions. These components complement each other,
with ACS providing target-language data augmen-
tation and SEQLAB encouraging the generative
backbone to maintain greater awareness of word-
level boundaries. Together, these components
substantially improve cross-lingual ABSA perfor-
mance.

Our key contributions are: 1) We propose a novel
framework that combines an alignment-free trans-
lation method, aspect-code switching, and gener-
ative models enhanced with sequence labelling to
improve cross-lingual ABSA. 2) We evaluate our
method across eleven languages, three domains,
and two backbone models in various source-target
language combinations, achieving new state-of-the-
art results. 3) We extend our framework to the un-
derexplored and challenging cross-lingual TASD
task. 4) We conduct a detailed analysis to iden-
tify key challenges and limitations of the proposed
framework, offering insights for future research.

2 Related Work

Early cross-lingual ABSA research primarily fo-
cused on aspect term extraction and sentiment clas-
sification, relying on translation-based annotation
and word alignment tools like FastAlign (Dyer
et al., 2013) to obtain pseudo-labelled data (Zhou
et al.,, 2015; Lambert, 2015) or cross-lingual
word embeddings to enable language-agnostic
ABSA (Wang and Pan, 2018; Barnes et al., 2016).

More recent approaches have addressed mainly
the E2E-ABSA task using multilingual encoder-
only Transformer models, such as mBERT (De-
vlin et al., 2019) and XLM-R (Conneau et al.,
2020), often combined with machine transla-
tion. TRANSLATION-TA (Li et al., 2020) follows
the Translate-then-Align paradigm, fine-tuning on
translated data, while BILINGUAL-TA extends this
by incorporating both translated and original source
data. ACS (Zhang et al., 2021) introduces an
alignment-free projection method with aspect code-
switching, and ACS-DISTILL enhances it with dis-
tillation on unlabelled target-language data. CL-
XABSA (Lin et al., 2023) integrates contrastive
learning, while EQUI-XABSA (Lin et al., 2024)
employs a dynamically weighted loss to address
class imbalances and leverages anti-decoupling for
improved semantic representation.

Some methods avoid machine translation and are

not limited to encoder-only models. LACA (Smid
et al., 2025b) leverages large language models
(LLMs) to generate pseudo-labeled targets using
various backbone architectures. Wu et al. (2025b)
study LLMs across multiple settings, including
zero-shot and few-shot prompting, as well as zero-
shot cross-lingual fine-tuning. Wu et al. (2025a)
employ mT5 and, in addition to E2ZE-ABSA, also
address the TASD task, as do Smid et al. (2025a),
who improve cross-lingual performance through
constrained decoding (CD).

3 Methodology

This section describes our framework for the TASD
task, applicable to the E2E-ABSA task by omitting
aspect categories. Figure 1 shows the framework
overview, which leverages a sequence-to-sequence
model, auxiliary sequence labelling task, and com-
bined inference to improve the final output.

E [on <aspect> food <category>
SeqLab QIETENEE food quality <polarity> great
é / Final output
71 Y2 )uedl Yn EGen
A
Linear Decoder output
hy ) (h2)...("n *_Decoder
Encoder Decoder input
R X2 )eus\Fn
A
[ Delicious food ]—[(a, ¢,p): (food, FOOD#QUALITY, positive)]
Input Labels

Figure 1: Overview of the proposed framework. The
encoder’s auxiliary sequence labelling task improves
the model and final output. The decoder input consists
of the gold tokens from the label, and the output is the
model’s prediction.

3.1 Problem Formulation

Given an input sentence « = {x;};"; containing
n tokens, the aim is to predict all sentiment tuples
Yy = {ti}l}ll, where each tuple ¢; comprises an
aspect term (a), aspect category (c), and sentiment
polarity (p). Alternatively, ABSA can be modelled
as a sequence labelling problem, where the task is
to predict token-level labels for the input sentence.

In cross-lingual ABSA, the goal is to predict la-
bels y7 for sentences =7 in the target language 7
using only labelled data (%, y®) from the source
language S. The dataset Ds does not include la-
belled examples in the target language, making this
a zero-shot cross-lingual task.
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3.2 ABSA Generative Model Assisted with
Sequence Labelling

Figure 1 illustrates the proposed framework, which
uses a sequence-to-sequence (encoder—decoder)
model to generate the output, assisted by an aux-
iliary sequence labelling task. We initialize the
ABSA system with weights from pre-trained multi-
lingual models that form the backbone of the archi-
tecture. During training, we fine-tune the full set
of parameters ®, including task-specific weights
W and biases b.

3.2.1 Generative Framework

We utilize sequence-to-sequence models, where
the encoder processes the input sequence x into
a contextualized representation, and the decoder
generates the output sequence y token by token.
Each token y; is predicted based on prior tokens
yfl and the encoded representation.

To enhance the generative process, we in-
troduce special tokens: <aspect>, <category>,
<polarity>, <ssep> (tuple separator), and <null>
(for sentences with no sentiment tuples). These to-
kens are added to the tokenizer and assigned new
embeddings. Aspect categories, originally in the
format “ENTITY#ATTRIBUTE”, are converted
into natural language (e.g. “FOOD#QUALITY”
becomes “food quality”). We map sentiment polar-
ities: “positive” to “great”, “negative” to “bad”,
and “neutral” to “ok”. Figure 1 illustrates an ex-
ample of the output structure.

We fine-tune the model by minimizing the cross-
entropy loss Lgen for the generated sequence:

1 1 n .
ﬁGen:ﬁ Z _EZIOgPG(yikB’?h Dl

(z,y)eD i=1

3.2.2 Sequence Labelling Assistance

Inspired by prior work in monolingual ABSA (Xi-
anlong et al., 2023), we enhance the generative
process with sequence labelling by leveraging the
encoder’s output. The encoder produces hidden
vectors h = {h;}" ; for each token in the input
x. Using a tagging scheme, we assign token-level
labels ) = {T-P0S, T-NEG, T-NEU, 0}, indicating
whether a token is part of an aspect term, labelling
only the first token of each word. For example,
T-POS means the token is part of a positive aspect
term. Finally, a linear classification layer maps the
hidden vectors h; to label probabilities:

Pe (yi|zi) = softmax(Wh; + b). ()

This scheme does not fully capture multi-word as-
pect terms, which would require a BIO or similar
tagging approach commonly used in encoder-only
models. It also does not encode information about
aspect categories. However, this is not necessary in
our approach, as sequence labelling serves only as
an auxiliary task. We keep the process simple and
efficient by focusing on individual words from the
encoder output rather than entire aspect phrases.

The cross-entropy loss for sequence labelling,
LseqLab, is defined as:

1 1 —
LseqLab = D] Z - Zyi log Pe (y:|z:)| . (3)
(x,y)€D i=1

3.2.3 Joint Optimization

The final loss £ combines the generative and se-
quence labelling losses:

L= LGen+ - »CSeqLabv 4)

where « is a hyperparameter controlling the weight
of the auxiliary sequence labelling task.

3.2.4 Inference

Example tuple

(soup, food quality, positive)

Generated Tuple with Probabilities

v

All Probabilities > _Yes,
Threshold? —> Tuple Accepted

No i
Aspect Terms Yes
Match Seq —> Tuple Accepted
Labels?
No
Tuple Discarded

Figure 2: Inference algorithm.

Similar to Xianlong et al. (2023), we leverage the
sequence labelling task output to enhance the gen-
erated outputs’ quality. Specifically, we first extract
the probabilities associated with each word in the
tuples generated by the model. For each tuple, if all
the words it contains have probabilities exceeding
an experimentally determined threshold, the tuple
is retained without further checks. However, if any
word in the tuple falls below this probability thresh-
old, we compare the generated tuple with the aspect
terms identified during the sequence labelling task
performed by the encoder. In this comparison, if
the aspect term in the generated tuple is a subset of
the aspect terms identified by sequence labelling, or
vice versa, the tuple is retained. Otherwise, we dis-
card the tuple. This approach, depicted in Figure 2,
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— x°: En-en iF i x' : Es-es v
{}: Service, positive, {Service} here was great, [/ ] was fantastic. El servicio} aqui excelente, la [ ] fue fantéstica.} {}: El servicio, positive,
service general s System T *dservice general
[I: food, positive, food =57 En-es, v 275 Esen ASS 0 , positive, food
quality [{EI servicio} here was great, [ ] was fantastic.] [ {Service} aqui excelente, la [ ] fue fantastica. | quality

Figure 3: Example of label projection method with aspect code-switching (lower part) for English—Spanish pair.

ensures that the generated outputs are consistent
with the aspect terms identified by the sequence
labelling task while filtering out low-confidence or
inconsistent tuples.

3.3 Aspect Code-Switching Mechanism

Zhang et al. (2021) demonstrate that alignment-
free translation and aspect code-switching (ACS) —
swapping aspect terms between source and target
languages — improves cross-lingual ABSA. Smid
et al. (2024) also applied this idea to the cross-
lingual detection of emotion-triggering words.
Therefore, we adopt it too.

We begin by marking aspect terms in the source
sentence with special symbols (e.g. “{}” or “[]”)
to ensure they remain identifiable after translation.
We use unique symbols to prevent ambiguity for
sentences with multiple aspects. We then translate
the sentence and retrieve aspect terms using these
markers, as illustrated in Figure 3.

Next, given a source sentence & and its trans-
lation 27, we generate two additional aspect code-
switched sentences: 257, where the source sen-
tence contains aspect terms in the target language,
and 7 °, where the translated sentence contains
the aspect terms in the source language, as shown
in the lower part of Figure 3. The final ACS
dataset comprises four subsets: source dataset Dg,
translated dataset D7, and aspect-code switched
datasets Ds7 and D7s. During training, we merge
the four subsets into a single pool and sample in-
stances uniformly at random.

4 Experimental Setup

We conduct experiments on E2E-ABSA and TASD.

4.1 Dataset

We evaluate the proposed framework on the
SemEval-2016 dataset (Pontiki et al., 2016), which
includes real user restaurant reviews in English
(en), Spanish (es), French (fr), Dutch (nl), Russian
(ru), and Turkish (tr). We use the data splits pro-
vided by Zhang et al. (2021) for a fair comparison.
Additionally, we use the hotel and laptop domain
pre-split datasets from Wu et al. (2025a). Unlike

the restaurant dataset, this dataset is parallel; only
the English portion contains original reviews, while
the other languages are translations. We consider
the same six languages as above and further include
Japanese (ja), Korean (ko), Thai (th), Vietnamese
(vi), and Chinese (zh) to broaden the linguistic
coverage. Appendix A presents the datasets statis-
tics. We use the source language validation set for
model selection in all experiments to ensure true
unsupervised settings (Zhang et al., 2021).

4.2 Implementation Details

We employ the base and large mT5 models (Xue
et al, 2021) as well as the large mBART
model (Tang et al., 2020) in our experiments. Trans-
lations are obtained using the Google Translate
API' as described in Section 3.3. Appendix B pro-
vides the full experimental setup.

4.3 Evaluation Metrics

We employ micro-F1 as the evaluation metric, con-
sistent with related work (Zhang et al., 2021; Lin
et al., 2023, 2024), where we deem a predicted tu-
ple correct only if all sentiment elements within
the tuple are accurate. We report average F1 scores
across five runs with different random seeds.

4.4 Compared Methods

We compare our SEQLAB framework against sev-
eral methods. The ZERO-SHOT baseline fine-tunes
the model using only labelled source-language data,
a strong benchmark for cross-lingual tasks (Con-
neau et al., 2020; Wu and Dredze, 2019). The re-
maining methods are described in Section 2. Most
prior work focuses on the restaurant domain and
the E2E-ABSA task, typically using encoder-only
models like XLLM-R. These models differ in their
pre-training data to mT5 we use, which may affect
overall and language-specific performance. Some
studies do not include Turkish as a target language
due to its relatively small dataset size.

Most compared methods share the same data
and task formulation. However, Wu et al. (2025a)
and Smid et al. (2025a) also predict implicit aspect

"https://translate.google.com/
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terms (e.g. in sentence “Delicious”), making their
task definition differ from ours. We exclude im-
plicit aspect terms — consistent with the majority of
prior work — to ensure a uniform setup and enable
direct comparison. We also include a comparison
with GPT-40 mini (OpenAl et al., 2024), using the
prompt provided in Appendix B.

5 Results

Key observations of the restaurant domain results
shown in Table 1 include:

1) The mTS model consistently outperforms
encoder-based models in the MONOLINGUAL set-
tings across all target languages, with an average
improvement of over 4.5%. The only exception is
French, where the performance is comparable. This
disparity is likely due to differences in pre-training
corpora between the models. Incorporating the SE-
QLAB method further enhances performance by
nearly 2% on average.

Task Method Es Fr NI Ru Tr  Avg}
GPT-40 minif 50.02 48.21 49.14 45.19 4578 48.14
GPT-40 (Wu et al., 2025b) 54.01 5228 53.06 44.88 - 51.06
MONOLINGUAL (Zhang et al., 2021)* 7193 67.44 6428 64.93 - 67.15
MONOLINGUAL 7518 67.80 7139 7252 5498 71.72

+ SEQLAB 77.18 7035 73.84 73.23 6255 73.65
ZERO-SHOT (Li et al., 2020)* 67.10 5643 59.03 56.80 4621 59.84
TRANSLATION-TA (Li et al., 2020)* 58.10 47.00 56.19 50.34 4024 5291
BILINGUAL-TA (Li et al., 2020)* 61.87 4934 58.64 52.89 4144 55.69

2 ACS (Zhang etal., 2021)* 67.32 59.39 62.83 60.81 - 62.59

< ACS-DISTILL (Zhang et al., 2021)* 69.24 5990 63.74 62.02 - 63.73

(E"j CL-XABSA (Linetal., 2023)* 64.85 5947 59.75 61.13 - 61.16

M Fine-tuned LLMs (Wu et al., 2025b)" 68.95 63.01 60.84 53.50 - 61.58
EQUI-XABSA (Lin et al., 2024)* 69.56 60.68 61.31 62.34 - 63.47
MT5-LARGE-CD ($midetal, 202507 6930 61.10 60.80 63.70 48.90 63.73
MT5-LACA (Smid et al., 2025b) 72.03 6392 65.70 62.92 - 65.92
LLM-LACA ($mid etal., 2025b)" 7427 70.13 6825 62.38 - 68.76
ZERO-SHOT 6230 57.83 66.46 60.64 4623 61.81

+ SEQLAB 63.35 60.18 69.07 63.36 4891 63.99
ACS 70.84 6230 71.52 67.96 5292 68.16
+ SEQLAB 72.56 6242 72.00 68.99 53.02 68.99
GPT-40 minif 4092 39.80 35.13 32.66 3241 37.13
GPT-40 (Wu et al., 2025b)" 48.89 46.76 42.14 37.65 - 45.36
MONOLINGUAL 7120 5893 6435 69.57 36.84 66.01

a + SEQLAB 7236 60.35 67.39 70.30 49.88 67.60

E MTS5-LARGE-CD ($mid etal, 20252)F  57.60 50.40 5040 5490 43.80 53.33
ZERO-SHOT 5460 49.81 59.64 5508 39.61 5478

+ SEQLAB 58.00 51.79 6225 58.05 4342 5752
ACS 6498 5514 6579 63.55 4941 62.37

+ SEQLAB 66.28 56.30 66.58 64.27 4635 63.36

Table 1: Results on the restaurant domain with English
as the source language and other languages as targets.
The best result in the cross-lingual setting for each lan-
guage and task for base-sized models is highlighted in
bold, for models not taking into account size underlined.
$ denotes that average scores excludes Turkish. * indi-
cates prior works using encoder-only models (XLM-R;
mBERT in Lin et al. (2023)). T indicates methods with
larger models. ¥ denotes different task formulation.

2) In ZERO-SHOT settings, mT5 surpasses XLM-
R by almost 2% on average, with notable gains for
Dutch (+7.43%) and Russian (+3.84%), but a drop
in Spanish by nearly 5%. The SEQLAB method

improves average zero-shot results by over 2%.

3) Incorporating ACS data into fine-tuning
significantly boosts performance, improving re-
sults by over 7% and 4% compared to ZERO-
SHOT and ZERO-SHOT + SEQLAB, respectively.
This highlights the importance of target-language
data, even when pseudo-labelled, in bridging the
source—target gap. Adding SEQLAB further im-
proves performance by approximately 1% over
ACS alone.

4) Our ACS + SEQLAB approach outperforms
the previous best base-sized model (MTS5-LACA)
by over 3% on average. While performance is
slightly lower for French and comparable for Span-
ish, it yields substantial gains for Dutch and Rus-
sian, highlighting the continued effectiveness of
translation-based approaches compared to LLM-
based augmentation. Compared to prior translation-
based methods such as ACS-DISTILL, our method
improves results by more than 5%.

5) The proposed ACS + SEQLAB framework sig-
nificantly outperforms most LLM baselines. Com-
pared to the best GPT-4o results, it achieves nearly
18% higher performance in cross-lingual settings
and exceeds fine-tuned LLMs by more than 7%
on average. At the same time, our approach
achieves comparable average performance to LLM-
LACA, which combines LLM fine-tuning with
LLM-based pseudo-labelling. While LLM-LACA
performs better on Spanish and French, our method
is stronger on Dutch and Russian, likely due to
differences in language support in the underlying
LLAMA 3.1 models (Dubey et al., 2024). Impor-
tantly, our approach is substantially more efficient,
relying on a 580M-parameter model compared to
8B-70B models used in LLM-LACA, resulting in
significantly lower computational and memory re-
quirements. Moreover, data translation is generally
less resource-intensive than LLM-based data gen-
eration. Overall, both approaches achieve strong
cross-lingual performance, but the choice depends
on computational constraints and target language.

6) Among the target languages, French yields
the lowest overall performance, while Dutch and
Spanish exhibit the highest scores. This could be
attributed to Dutch’s linguistic similarity to English
and the higher presence of Spanish in mT5’s pre-
training data.

7) The best overall results for each language are
achieved by combining SEQLAB and ACS. On av-
erage, this combination surpasses the previous best
method by over 3% on average.
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8) Results on the TASD task mirror those for
E2E-ABSA: SEQLAB consistently improves per-
formance across settings, while ACS substantially
enhances cross-lingual transfer. For both tasks, our
best cross-lingual results are on average only 5%
weaker than monolingual performance.

While LLMs offer the advantage of zero- and
few-shot usage without task-specific training, their
performance in ABSA is often inferior to fine-
tuned smaller models (Zhang et al., 2024; Wu
et al., 2025b). Achieving competitive results typ-
ically requires fine-tuning large models, introduc-
ing substantial computational and memory over-
head (Smid et al., 2025a). In contrast, our frame-
work achieves competitive and often stronger cross-
lingual performance while relying on a substan-
tially smaller model. Moreover, deploying LLMs
raises practical concerns, including higher infer-
ence latency and, in the case of cloud-based mod-
els, potential data privacy issues when handling
sensitive data.

5.1 Other Domains Results

Table 2 presents the results on the hotel and lap-
top domains with English as the source language.
Similar to the restaurant domain, the results demon-
strate the effectiveness of both ACS and SEQLAB,
with each method providing substantial improve-
ments and their combination yielding the best cross-
lingual performance. The ZERO-SHOT baseline is
notably weaker for Asian languages than for Eu-
ropean ones, likely due to greater linguistic diver-
gence from English. However, incorporating ACS
data mitigates this gap, resulting in more consistent
performance across languages.

Interestingly, the cross-lingual performance of
ACS + SEQLAB in the hotel and laptop domains
often surpasses monolingual results, a trend not
observed in the restaurant domain. We hypothe-
size that this is due to the parallel nature of these
datasets: non-English training data are translations
and may therefore be of lower quality. Since our
approach also relies on machine translation from
English, the resulting translated training data are
closely aligned with the target-language training
data. Furthermore, incorporating high-quality En-
glish data, along with aspect code-switched data,
likely provides richer supervision, leading to im-
proved performance compared to training solely on
translated target-language data. Further analysis is
provided in Appendix C.1.

5.2 Additional Results

Appendix C provides additional results with dif-
ferent methods on all domains and also specifi-
cally on the restaurant domain, covering different
source—target language configurations and back-
bone models, further validating the effectiveness of
the proposed approach.

5.3 Ablation Study

Table 3 presents an ablation study for the proposed
approach, focusing on the E2E-ABSA task. It high-
lights the impact of individual components of the
proposed method.

Effect of sequence labelling The VANILLA ap-
proach, which excludes the sequence labelling com-
ponent, performs worse in all cases. The largest
difference is observed in the ZERO-SHOT setting,
where the VANILLA method lags more than 2%
behind the SEQLAB approach.

Effect of the inference stage To assess the effec-
tiveness of the inference stage, we remove it from
the SEQLAB method while retaining the sequence
labelling part. In most cases, excluding the en-
hanced inference stage leads to worse performance,
confirming its utility. However, the difference be-
tween VANILLA and SEQLAB is greater than that
between SEQLAB and the SEQLAB version with-
out the inference stage, indicating that sequence
labelling plays a more significant role than the in-
ference stage.

Effect of the generative framework We evalu-
ate only the encoder part of mT5 that uses sequence
labelling with BIO tagging to predict aspect terms
and polarity (ENCODER-ONLY). The results are
5-8% worse than when using the full model for gen-
erating predictions, highlighting that the encoder
alone underperforms compared to the full model.

Effect of ACS Incorporating ACS improves re-
sults by more than 5% compared to the ZERO-
SHOT approach. We also evaluate a variant that ex-
cludes the aspect code-switched datasets and uses
only the source and translated datasets (TR-ONLY),
without the aspect-code switched data. As shown in
Appendix 5.4, this approach yields slightly worse
results on average than using ACS, especially in
laptop and hotel domains, though it remains a vi-
able alternative.

Effect of sentiment information in sequence la-
belling We label tokens with aspect term and
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E2E-ABSA TASD

Domain Method Es Fr NI Ru Tr Ja Ko Th Vi Zh Es Fr NI Ru Tr Ja Ko Th Vi Zh
MONOLINGUAL 67.01 66.83 71.89 70.77 69.19 7842 7785 7584 7027 79.41 60.02 61.06 6340 51.05 65.10 67.81 68.12 63.88 59.64 66.42
+ SEQLAB 69.36 67.35 69.98 70.18 70.05 7855 7926 7622 71.13 8144 5812 60.88 6544 5142 69.51 7142 71.52 6643 6249 68.17
4 ZERO-SHOT (Wuetal., 20250)* 41.03 34.08 4935 3847 46.87 3593 31.89 3720 2544 39.73 3677 1949 2630 2057 17.71 2530 1336 2090 1569 24.45
£ ZERO-SHOT 59.66 51.75 5740 46.71 4021 5641 31.06 47.15 3628 6231 5553 46.10 50.59 38.04 38.06 49.25 31.23 4129 30.60 50.81
+ SEQLAB 61.52 56.34 57.57 50.69 43.60 61.58 33.52 51.87 37.57 68.74 56.80 5033 51.17 4472 38.70 58.05 31.44 4406 3595 51.77
ACS 7348 7429 7777 7301 8029 7746 8215 7727 7501 8297 6461 69.44 7375 60.59 72.25 73.94 74.88 67.81 6471 69.76
+ SEQLAB 74.77 7404 76.66 74.24 80.40 78.05 83.34 7685 73.63 8282 6571 66.16 70.82 60.15 72.18 7048 78.67 66.29 68.13 70.28
MONOLINGUAL 71.68 85.02 7548 7565 67.54 81.39 79.09 73.08 6491 76.01 5884 5323 4515 4374 48.19 51.66 61.01 51.80 49.44 43.99
+ SEQLAB 69.96 8529 7400 65.84 65.84 81.09 79.05 76.02 6824 7750 59.73 60.97 49.28 52.38 48.76 52.21 60.04 5497 51.68 43.74
& ZERO-SHOT (Wuetal, 20250)*  44.89 48.65 6471 42.69 5376 44.93 41.60 44.00 40.76 53.25 2246 2491 3354 1837 20.88 2222 18.01 2256 19.59 22.55
é‘ ZERO-SHOT 40.18 5852 56.18 37.84 51.08 56.80 2595 5425 40.72 64.09 30.87 39.34 33.84 23.69 2730 30.66 17.33 33.24 2855 32.11
- + SEQLAB 4493 63.17 60.85 4594 5435 59.56 28.62 5587 43.67 6694 3541 41.83 3646 2578 2690 33.85 24.65 38.61 25.64 32.38
ACS 76.14 87.58 7894 8384 7551 81.35 81.33 7421 7373 7730 60.58 6341 4999 5638 5298 51.72 66.58 5590 53.57 46.07
+ SEQLAB 78.12 86.82 77.81 84.56 76.55 81.36 82.10 76.51 74.74 79.85 62.85 63.47 52.01 5848 53.39 5098 6649 57.11 54.37 47.61

Table 2: Results on the E2E-ABSA and TASD tasks on laptop and hotel domains with English as the source
language and other languages as the target ones. Bold results indicate the best outcomes for a given target language,
domain, and task in cross-lingual settings. * indicates results from related work that used different task formulation.

Method Es Fr N1 Ru Avg
5 VANILLA 6230 57.83 66.46 60.64 61.81
% SEQLAB 63.35 60.18 69.07 63.36 63.99
g - inference 61.19 5882 6837 6327 6291
N ENCODER-ONLY 60.89 5582 5847 5226 56.86
VANILLA 70.84 6230 7152 67.96 68.16
g SEQLAB 72.56 6242 72.00 6899 68.99
< - inference 71.63 63.55 7142 68.80 68.85
ENCODER-ONLY 6528 57.82 6042 59.17 60.67

Table 3: Ablation study of the proposed framework on
E2E-ABSA, with the best results highlighted in bold.

W/o sentiment W/ sentiment

80.22 81.14
79.52 80.36

SEQLAB
- inference

Table 4: English development set results with and with-
out sentiment information in sequence labelling.

sentiment polarity information. However, the sen-
timent polarity information is not used during the
inference stage. Alternatively, we experiment with
labelling tokens based solely on whether they are
part of aspect terms, excluding sentiment informa-
tion. Table 4 shows the results for the English
development set. Including sentiment information
leads to an improvement of almost 1%, demonstrat-
ing its effectiveness as it contributes to the model’s
overall understanding of the sentiment elements.

5.3.1 Loss and Threshold Hyperparameters

Figure 4 investigates the impact of the sequence
labelling weight («) and threshold parameters on
the English development set. We evaluate a range
of sequence labelling weights. The best results are
generally achieved with o = 0.1, but any value be-
tween 0.005 and 1 performs similarly well. Setting
a too high (e.g. 2) significantly reduces perfor-
mance, indicating that the generation loss remains
critical. Conversely, a very low value (0.001) also
lowers performance, suggesting that the sequence
labelling task plays an important role.

For the threshold value, we experiment with

—ee 0,999
09999

81

Fl-score [%]

L
JHONVOHIIH LA DINY
RS ES IS EENEENGENGENGENQENCENS

> Sequence labelling weight

Figure 4: Results with different sequence labelling
weights and thresholds on the English development set.

four different settings. Performance remains rel-
atively stable across thresholds, but as the thresh-
old increases, it generally improves up to 0.999.
However, using 0.9999 results in the worst perfor-
mance. The optimal threshold of 0.999 is close to
1, and when examining the probabilities of gener-
ated words, we find they often approach 1, even
for incorrect predictions. Therefore, 0.999 is a
reasonable choice, as smaller thresholds may al-
low incorrect outputs to pass through, while larger
thresholds could be too restrictive.

Y y G " )
Threshold 1 Total  Accepted Accepted Ratioaccepted Ratioacepted (. Unaccepted

predictions  (threshold) (encoder) ~threshold [%]  encoder [%] ratio [%]

09 6977 373 268 80 71.85 2145 25 6.70
099 69.73 326 198 101 60.74 30.98 27 828
0999 7245 387 39 291 10.08 75.19 57 1473
09999 7121 410 2 333 0.49 81.22 75 18.29

Table 5: Effect of threshold on accepted predictions for
Spanish in the E2E-ABSA task and restaurant dataset.

To further justify our choice of threshold, we
analyse how many predictions are accepted by the
thresholding mechanism versus by the encoder fil-
tering. Table 5 shows the breakdown for Span-
ish on the E2E-ABSA task (other languages and
TASD show the same pattern, with similar shifts in
the ratios of threshold-accepted, encoder-accepted
and unaccepted predictions as the threshold in-
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Figure 5: Number of error types for the TASD task in restaurant domain for each target language with English as

the source language.

creases). Lower thresholds (0.9-0.99) admit a high
proportion of low-confidence predictions (over 60—
70%), which correlates with lower F1 scores. As
the threshold increases, the number of threshold-
accepted predictions decreases sharply, shifting ac-
ceptance to the encoder filter. The threshold of
0.999 achieves the best balance: it suppresses most
low-confidence outputs while still allowing enough
high-quality predictions to pass, yielding the high-
est F1 (72.45). In contrast, 0.9999 becomes overly
restrictive, accepting almost no predictions directly
and resulting in a performance drop. Overall, the ta-
ble illustrates that 0.999 provides the most effective
trade-off between precision and coverage.

5.3.2 Error Analysis

We conduct an error analysis to assess the perfor-
mance of different methods across target languages
and identify key challenges. We randomly select
100 test examples for each target language and eval-
uate all methods using the same examples. We use
English as the source language for the TASD task
and manually compare model outputs to the cor-
rect labels. Figure 5 presents the results, while
Appendix D shows a small set of illustrative model
errors. As expected, the ZERO-SHOT approach pro-
duces the most errors, followed by ZERO-SHOT +
SEQLAB and ACS, while ACS + SEQLAB consis-
tently has the fewest errors.

Predicting aspect terms is the most challeng-
ing, as they are language-dependent and can be
any word or phrase in the text. Errors include
missing aspect terms, incorrect spans, and partial
matches (missing or adding words). The ZERO-
SHOT method occasionally predicts aspect terms in
English rather than the target language (e.g. “staff”
instead of French “personnel”), particularly in
Spanish, French, and Turkish. SEQLAB and ACS

mitigate these issues, as they are primarily designed
to improve aspect term prediction. Missing aspect
terms are especially common in French.

Aspect category prediction is comparatively eas-
ier than aspect term prediction due to the limited
label space. The main challenges arise with se-
mantically similar categories, such as “food quality”
and “food style_options”, and rare categories like
“location general”. Although SEQLAB does not ex-
plicitly model aspect categories, it still reduces er-
rors, suggesting that better aspect term understand-
ing and prediction enhances performance even for
other sentiment elements.

Sentiment polarity is the easiest element to pre-
dict, with most errors involving the “neutral” class.
The model often misclassifies mildly positive or
negative sentiment as “positive” or “negative” in-
stead of “neutral”. Additionally, “neutral” is the
least frequent sentiment class in all datasets, mak-
ing it harder to learn. While SEQLAB and ACS
reduce polarity errors, the effect is smaller than for
aspect terms or categories.

5.4 Machine Translation Quality Analysis

To assess translation quality, we evaluate transla-
tions across all languages and domains using all
training examples translated from English, exclud-
ing cases where the translation omitted the special
markers around aspect terms, which occurred in
approximately 6% of instances. We report three
metrics commonly used in prior ABSA studies to
evaluate translation quality (Wu et al., 2025a).
The first metric is Aspect accuracy (Acc),
which measures the percentage of aspect terms
correctly preserved in the translationyo markerss
i.e. translations generated without special mark-
ers around aspect terms. The second metric
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Restaurant

Hotel Laptop

Tr < Try/o markers En & Tr En < BTr Tr <> Tryw/o markers En < Tr En < BTr Tr < Tryw/o markers En & Tr En < BTr

Acc BS SB BS SB BS SB Acc BS SB BS SB BS SB Acc BS SB BS SB BS SB
Es 86.62 9873 99.41 9220 93.14 96.97 9733 93.64 9880 99.53 92.62 9346 9699 97.61 83.01 9848 99.19 9229 9353 96.43 97.37
Fr 80.70 98.45 9939 91.99 92.12 97.05 9742 8502 98.70 99.44 92.01 92.70 96.99 97.59 80.60 98.62 99.46 91.77 93.02 96.56 97.39
NI 7532 9859 9935 9277 92.66 97.38 97.61 91.89 99.07 99.54 93.11 93.03 97.38 97.85 72.89 98.32 99.05 9295 9331 9695 97.57
Ru 76.25 9843 99.16 9153 92.10 96.55 97.02 73.06 9829 99.17 91.83 92.78 96.57 9723 75.13 98.13 9897 92.03 9329 9596 96.89
Tr 68.65 97.72 98.87 90.35 9146 96.64 97.08 86.42 9825 99.24 90.75 9236 96.65 97.33 75.17 97.84 98.89 90.68 92.43 9598 97.05
Ja - - - - - - - 7390 97.15 9851 90.11 91.16 9593 96.87 76.18 97.01 98.60 90.05 9195 9522 96.59
Ko - - - - - - - 72774 97.51 98.83 90.29 90.58 96.10 96.94 76.21 9745 98.69 90.26 91.44 9549 96.71
Vi - - - - - - - 83.71 98.12 9892 91.09 91.43 96.50 97.04 80.00 97.99 98.69 9147 91.75 96.02 96.96
Th - - - - - - - 78.13 95.80 98.01 90.07 91.77 95.74 96.52 7747 9560 97.81 90.29 92.64 9532 96.59
Zh - - - - - - - 7225 9822 9931 9122 89.74 96.03 9647 7744 97.07 9835 91.10 91.33 9577 96.97
AVG 7751 9838 99.24 91.77 9230 9692 9729 81.08 97.99 99.05 9131 9190 96.49 97.15 7741 97.65 9877 9129 9247 9597 97.01

Table 6: Evaluation of translation quality from English to target languages using multiple metrics. Acc denotes
Aspect accuracy, BS BERTScore, and SB SBERT similarity. 7r refers to translated text, 77w/ markers tO translations
generated without special markers around aspect terms, En to the original English sentence, and BTr to the back-

translation into English.

is BERTScore (Zhang* et al., 2020) computed
with XILM-R-large, and the third is the SBERT
score (Reimers and Gurevych, 2019) computed
using multilingual E5 (Wang et al., 2024), where
sentence embeddings are compared using cosine
similarity. BERTScore and SBERT capture se-
mantic similarity at the token and sentence lev-
els, respectively. For BERTScore and SBERT, we
evaluate three comparison settings: (1) translated
text vs. translationyy/o markers, (2) translated text vs.
the original English sentence in the multilingual
setup, and (3) the original English sentence vs. the
back-translation of the translated sentence into En-
glish. These comparisons assess translation faith-
fulness, i.e. whether the translated sentences pre-
serve the meaning of the original English input.
Scores above 90% generally indicate very high se-
mantic similarity.

Table 6 presents the translation quality analy-
sis. Both BERTScore and SBERT remain consis-
tently high across all languages and domains, in-
dicating strong semantic consistency between the
original English sentences and their translations.
On average, the comparison between translated
text and translationy/o markers achieves over 97%
BERTScore and 98% SBERT similarity. In the mul-
tilingual comparison between translated and orig-
inal English sentences, both metrics exceed 91%
on average. Slightly lower scores are expected in
this setting, as the comparison is performed across
different languages. For the comparison between
original and back-translated sentences, both met-
rics exceed 95% on average, further confirming
strong semantic preservation. Overall, Asian lan-
guages tend to score approximately 0.5-1% lower
than European languages.

Aspect accuracy is also consistently high
across languages, averaging approximately 77—
80% across domains. This metric is based on
strict exact string matching and therefore penal-
izes benign linguistic variations, such as valid syn-
onym substitutions or minor word-order changes.
A manual analysis of mismatched cases confirmed
that these variations generally preserve the original
meaning and sentiment, consistent with the high
BERTScore and SBERT results. Thus, the lower
exact-match accuracy does not necessarily translate
into substantial semantic noise in the pseudo-labels.
Similar to the semantic similarity metrics, Acc is
generally slightly lower for Asian languages than
for European languages, which is expected given
the greater linguistic distance from English.

6 Conclusion

In this paper, we propose a novel approach to
improving cross-lingual ABSA by leveraging a
sequence-to-sequence model augmented with an
auxiliary sequence-labelling task. This auxiliary
task enhances aspect term recognition and re-
fines sentiment predictions. Additionally, we com-
bine this approach with aspect-code switching, a
translation-based technique that swaps aspect terms
between source and target sentences, generating ad-
ditional training examples to improve cross-lingual
generalization. Our method achieves new state-of-
the-art results on the E2E-ABSA and TASD tasks,
demonstrating its effectiveness across eleven lan-
guages, three domains, and two backbone models.
Furthermore, we systematically evaluate different
source-target language pairs. Finally, our error anal-
ysis highlights key challenges, offering insights for
future research.
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Limitations

Despite achieving state-of-the-art performance in
cross-lingual ABSA, the proposed framework has
some limitations. First, while the experiments con-
firmed its effectiveness for cross-lingual ABSA, it
could be extended to tasks like named entity recog-
nition. Second, our method adds a simple linear
layer on top of the encoder that is not present in
traditional sequence-to-sequence models, though
this overhead is very small. Third, we use a rela-
tively simple sequence labelling approach that does
not encode information about aspect categories and
operates at the level of individual words rather than
word spans, while aspect terms are often multi-
word. A more expressive labelling scheme could
potentially improve performance. Fourth, we fo-
cus exclusively on encoder—decoder models and do
not explore decoder-only alternatives, which have
recently gained popularity. However, their unidirec-
tional nature and lack of fine-grained token-level
supervision may make them less suitable for se-
quence labelling tasks.

Ethics Statement

We base our experiments on widely adopted bench-
mark datasets from prior research, allowing for fair
and transparent result comparison. The study was
conducted ethically and does not involve any harm
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related to race or gender — due to the nature of the
large-scale web data on which they were trained.
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A Dataset Statistics

Table 7 shows the statistics of the restaurant dataset
for each language. Table 8 presents the statistics for
the hotel and laptop domains, where the number of
sentences and aspects is identical across languages
due to the parallel nature of the dataset.

B Experimental Details

For all experiments, we use models from the Hug-
gingFace Transformers library> (Wolf et al., 2020),
the AdamW optimizer (Loshchilov and Hutter,

Zhttps://github.com/huggingface/transformers

En Es Fr NI Ru Tr

Train No. sentences 1,600 1,656 1,332 1,378 2,924 986
No. aspects 1,377 1,500 1,294 956 2,439 1,083

Dev No. sentences 400 414 322 344 731 246
No. aspects 365 353 345 274 629 271

Test No. sentences 676 881 668 575 1,209 144
St No. aspects 612 713 649 373 945 148

Table 7: Data statistics for each language in the restau-
rant domain.

Hotel Laptop
Train No. sentences 1,255 1,264
No. aspects 1,250 1,366
No. sentences 308 326

Dev
No. aspects 280 352
Test No. sentences 584 532
) No. aspects 714 610

Table 8: Data statistics for hotel and laptop domains.

2019), a batch size of 16, greedy search decod-
ing, an inference threshold of 0.999, a sequence
labelling loss weight a of 0.1, and a single NVIDIA
L40 GPU with 48 GB memory. We search for the
optimal number of epochs up to a maximum of 25.

We employ the base mT5 model (Xue et al.,
2021) for the main experiments with a learning rate
of 1e-4, as monolingual studies have successfully
used English base T5 (Raffel et al., 2020). To as-
sess the robustness of our method, we also conduct
experiments with the large mBART model (Tang
et al., 2020) (learning rate le-5) and the large mT5
model (learning rate 1e-4).

We use the Google Translate API? for the trans-
lation process described in Section 3.3 but discard
approximately 6% of cases where special symbols
are lost to maintain data integrity. Figure 3 illus-
trates the process. Zhang et al. (2021) provide ACS
datasets with English as the source language and
various target languages, excluding Turkish. How-
ever, they removed aspect category annotations,
preventing their use for TASD. To address this, we
recover the original aspect categories and generate
new datasets for Turkish as a target language and
for all source languages other than English.

Our prompt, inspired by Smid et al. (2024), for
GPT-40 mini defines the task, sentiment elements,
and expected output. Figure 6 shows the prompt
for the TASD task, adaptable for E2E-ABSA by
omitting the aspect category.

*https://translate.google.com/
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E2E-ABSA TASD

Domain Method Es Fr NI Ru Tr Ja Ko Th Vi Zh Es Fr NI Ru Tr Ja Ko Th Vi Zh

MONOLINGUAL  67.01 66.83 71.89 70.77 69.19 7842 77.85 7584 7027 79.41 60.02 6106 6340 51.05 6510 67.81 68.12 6388 59.64 66.42

MULTILINGUAL  72.06 7223 74.17 69.34 7727 7795 77.59 7385 7090 79.89 6339 6822 68.73 59.60 69.36 75.18 73.61 6498 60.78 68.75
+ SEQLAB 73.50 70.68 73.16 71.88 77.93 79.73 80.15 76.67 7236 82.94 6245 6827 6944 61.17 7092 7231 7557 6621 6503 70.85

g ZERO-SHOT  59.66 5175 5740 4671 4021 5641 3106 47.15 3628 6231 5553 46.10 5059 3804 3806 4925 3123 4129 30.60 5081
+SEQLAB 6152 5634 S7.57 5069 43.60 6158 3352 SI.87 3757 68.74 5680 S50.33 SLI7 4472 3870 5805 3144 4406 3595 5177
TR-ONLY 7307 7299 7648 69.87 7859 80.34 7855 7636 72.65 8089 6447 6157 6992 59.66 69.04 73.14 7130 6521 6116 67.86
+SEQLAB 7477 TL19 7315 7225 7733 7778 8120 7687 7242 8236 66.04 6934 6829 5991 68.83 7172 7454 6603 6374 70.62
ACS 7348 7429 7177 7301 8029 7746 8215 7727 7501 8297 6461 6944 7375 60.59 7225 7394 7488 6781 6471 69.76
+SEQLAB 7477 7404 7666 7424 8040 78.05 8334 7685 7363 8282 6571 66.16 70.82 60.15 72.18 7048 78.67 6629 68.13 70.28
MONOLINGUAL 7168 85.02 7548 7565 67.54 8139 79.09 7308 6491 7601 5884 5323 45.15 4374 48.19 5166 61.01 5180 49.44 43.99
+SEQLAB  69.96 8529 7400 6584 6584 81.09 7905 7602 6824 77.50 3973 6097 4928 5238 4876 5221 60.04 5497 5168 43.74
MULTILINGUAL 7236 8371 7225 7774 68.99 8246 7847 7184 6665 7540 57.82 5825 4687 50.07 5186 50.70 62.13 5365 51.08 4531
- +SEQLAB 7411 8584 7485 8179 7296 8331 7884 7636 7394 7949 5842 6239 4875 5657 5143 5190 6330 5381 5264 46.02
g roRebas TRIL 884 748 8179 7296 8331 7884 7056 1354 A 0842 0239 487> 5057 SIS 5150 6350 5381 5264 460
= ZERO-SHOT ~ 40.18 5852 5618 37.84 5108 5680 2595 5425 4072 6409 3087 39.34 3384 2369 2730 30.66 17.33 3324 2855 3211
= +SEQLAB 4493 63.17 60.85 4594 5435 39.56 2862 5587 43.67 6694 3541 4183 3646 2578 2690 3385 2465 3861 2564 3238
TR-ONLY 7264 8386 7293 7790 7204 8100 78.16 7273 6973 7395 S7.53 595 4712 5064 4808 5041 6015 5326 5170 4582
+SEQLAB 7286 8300 7468 8250 73.14 8174 7971 7588 7220 77.65 5844 6L11 4823 5423 4939 5040 6195 5387 5299 46.12
ACS 76.14 87.58 7894 8384 7551 8135 8133 7421 7373 7730 60.58 6341 4999 5638 5298 5172 6658 5590 5357 46.07

+ SEQLAB 7812 86.82 77.81 84.56 76.55 8136 82.10 76.51 74.74 79.85 62.85 6347 52.01 5848 5339 5098 6649 57.11 54.37 47.61

MONOLINGUAL  75.18 67.80 71.39 72.52 54.98 - - -
+ SEQLAB 77.18 7035 73.84 7323 6255 - - -

MULTILINGUAL  79.06 65.64 78.63 7731 56.82 - - -
+ SEQLAB 7987 66.96 82.77 7778 64.23 - - -

restaurant

ZERO-SHOT 62.30 57.83 6646 60.64 46.23 - - -
+ SEQLAB 63.35 60.18 69.07 63.36 4891 - - -
TR-ONLY 7146 61.76 7139 67.62 44.95 - - -
+ SEQLAB 7221 6245 7227 6930 46.72 - - -
ACS 70.84 6230 71.52 67.96 52.92 - - -

+ SEQLAB 72.56 6242 7200 68.99 53.02 - - -

Table 9: Complete results with different methods on different tasks and domains with English as the source language.
Bold results are the best results overall for each domain, task, and language combination.

According to the following sentiment elements definition:

- The “aspect term” refers to a specific feature, attribute, or aspect
of a product or service on which a user can express an opinion.
Explicit aspect terms appear explicitly as a substring of the given
text. The aspect term might be “null” for the implicit aspect.

- The “aspect category” refers to the category that aspect belongs
to, and the available categories include: “food general”, “food
quality”, “food style_options”, “food prices”, “drinks prices”, “drinks
quality”, “drinks style_options”, “restaurant general”, “restaurant
miscellaneous”, “restaurant prices”, “service general”, “ambience
general’, “location general”, “restaurant style_options”.

- The “sentiment polarity” refers to the degree of positivity,
negativity or neutrality expressed in the opinion towards a
particular aspect or feature of a product or service, and the
available polarities include: “positive”, “negative” and “neutral”.
“neutral” means mildly positive or mildly negative. Triplets with
objective sentiment polarity should be ignored.

Please carefully follow the instructions. Ensure that aspect terms
are recognized as exact matches in the review or are “null” for
implicit aspects. Ensure that aspect categories are from the
available categories. Ensure that sentiment polarities are from the
available polarities.

Recognize all sentiment elements with their corresponding
aspect terms, aspect categories, and sentiment polarity in the
given input text (review). Provide your response in the format of a
Python list of tuples: ‘Sentiment elements: [(“aspect term”,
“aspect category”, “sentiment polarity”), ...]'. Note that “, ...”
indicates that there might be more tuples in the list if applicable
and must not occur in the answer. Ensure there is no additional
text in the response. Output empty list if there are no sentiment
elements present in the text.

Input: ““Good food "™

\Output: Sentiment elements: [(*food”, “food quality”, “positive”)]

Figure 6: Prompt for the TASD task with task definition,
example input and expected output (green box).

C Additional Results

This section provides additional results on the
restaurant domain, including results with different
source—target language combinations and results
with different backbone models, showcasing the ef-
fectiveness of the proposed approach, and provides
detailed results for different domains with different
methods.

C.1 Detailed Domain Results

Table 9 presents results across different training
strategies. In addition to the MONOLINGUAL,
ZERO-SHOT, and ACS settings, we evaluate a mul-
tilingual setup, where models are trained on a com-
bination of English and gold target-language data,
and a TR-ONLY cross-lingual setting, which uses
only translated data without aspect code-switching.

A clear pattern emerges across domains. In
the restaurant domain, multilingual training con-
sistently yields the best performance, closely fol-
lowed by monolingual models, while cross-lingual
approaches remain inferior. In particular, the TR-
ONLY setting is noticeably weaker than multilin-
gual training, highlighting the limitations of rely-
ing solely on translated data in this domain. In
contrast, for the hotel and laptop domains, cross-
lingual methods — particularly ACS + SEQLAB —
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Source E2E-ABSA TASD
L Method
anguage En Es Fr NI Ru Tr En Es Fr NI Ru Tr
GPT-40 mini 55.10 50.02 4821 49.14 45.19 4578 46.77 4092 39.80 35.13 32.66 32.41
Mono  MoNOLINGUAL 7298 75.18 67.80 7139 72.52 5498 6491 7120 5893 6435 69.57 36.84
+ SEQLAB 75.56 77.18 7035 73.84 7323 6255 6572 7236 6035 67.39 70.30 49.88
ZERO-SHOT — 6230 57.83 6646 60.64 4623 - 5460 4981 59.64 55.08 39.61
En + SEQLAB — 6335 60.18 69.07 6336 4891 - 5800 51.79 6225 58.05 43.42
ACS — 7084 6230 7152 67.96 5292 - 6498 55.14 6579 63.55 49.41
+ SEQLAB ~ 7256 6242 7200 6899 53.02 - 6628 5630 66.58 64.27 4635
ZERO-SHOT 61.02 — 5518 67.07 6125 48.07 47.83 — 4838 6044 5829 42.10
Es + SEQLAB 6424 - 5572 6851 6346 47.13 5161 -  48.87 61.61 5724 43.94
ACS 68.01 -  63.68 7120 68.00 5205 6276 - 5656 66.00 63.00 45.67
+ SEQLAB 68.95 -  63.82 7250 6849 5151 6322 - 5661 66.14 63.95 46.65
ZERO-SHOT 6238 5874 - 6535 5635 4324 5378 5242 - 5991 54.06 36.90
. + SEQLAB 6347 6145 - 6757 59.99 46.19 53.87 5635 -  61.60 5433 38.96
ACS 67.78 7386 - 7032 6622 4881 6259 67.67 -  64.64 6293 43.88
+ SEQLAB 6832 7428 — 7071 6737 4926 6332 69.09 -  64.86 63.04 43.40
ZERO-SHOT 61.06 5835 57.66 - 5446 4455 5258 54.85 4963 - 5144 36.66
NI + SEQLAB 64.06 62.14 59.62 —  59.09 4595 54.04 56.92 5251 - 5649 4035
ACS 6629 71.19 6391 — 6672 4509 61.55 6597 5779 - 6191 39.72
+ SEQLAB 6729 7140 63.84 — 6697 4658 60.80 66.21 58.03 - 6277 40.66
ZERO-SHOT 63.79 59.05 5630 6257 -  50.07 46.04 5070 44.63 5802 -  40.69
Ru + SEQLAB 65.16 6333 57.90 6492 - 5038 48.02 54.93 4873 59.58 - 4270
ACS 5781 6098 5329 6515 -  52.15 5328 56.87 4728 59.58 -  46.84
+ SEQLAB 57.66 62.10 5246 6446 — 5126 5227 57.00 46.82 6032 - 4544
ZERO-SHOT 4453 3994 28.77 43.19 31.81 - 3096 26.12 2551 36.65 2191 -
- + SEQLAB 4798 3723 35.18 4657 39.68 —  33.88 2943 25.14 3379 2823 -
ACS 48.00 49.93 47.84 53.65 57.64 —  43.17 46.15 41.10 4897 5249 -
+ SEQLAB 4879 5226 4849 54.88 6051 — 4437 4822 4192 4906 5532 -

Table 10: Results on the E2E-ABSA and TASD tasks in the restaurant domain with different combinations of source
and target languages. Bold results indicate the best outcomes for a given target language and task in cross-lingual

settings.

often outperform monolingual models, while mul-
tilingual results are generally comparable to, or
slightly better than, monolingual performance.

We attribute this difference to the nature of the
datasets. The restaurant domain consists of real-
world, human-authored reviews, whereas the hotel
and laptop datasets are parallel corpora obtained
via translation from English. As a result, the gold
target-language training data in these domains may
be of lower quality or less diverse. At the same
time, our ACS approach also relies on translating
English data, producing training data that closely
resembles the parallel datasets. This similarity is
further amplified by the fact that the dataset cre-
ators (Wu et al., 2025a) use the same translation
engine and a similar aspect alignment strategy. In-
corporating English data in the multilingual set-
ting additionally introduces higher-quality super-
vision, which may explain the strong performance
observed.

This hypothesis is supported by the near-
identical performance of the multilingual and TR-
ONLY settings in the hotel and laptop domains,
suggesting a high degree of similarity between
the translated and gold data. To quantify this, we
measure similarity between the gold training data
and our translated data using BERTScore (Zhang*
et al., 2020) with XLLM-R-large (token-level simi-
larity) and SBERT (Reimers and Gurevych, 2019)
with multilingual E5 (Wang et al., 2024) (sentence-
level similarity). The average BERTScore reaches
99.87%, and the SBERT score 99.28%, indicating
that the two datasets are nearly identical. This high
overlap likely explains why translation-based ap-
proaches perform so similar to multilingual method
in these domains.

Overall, the best performance with high-quality
target-language data is achieved through multilin-
gual or monolingual training, while ACS + SE-
QLAB proves most effective when such data are
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Model Method E2E-ABSA TASD
Es Fr NI Ru Tr Avg Es Fr NI Ru Tr Avg

TS h MONOLINGUAL 75.18 67.80 71.39 72.52 5498 68.37 7120 5893 6435 69.57 36.84 60.18
ase + SEQLAB 77.18 7035 73.84 7323 6255 7143 7236 6035 6739 7030 49.88 64.06
51 MONOLINGUAL 79.03 7395 7735 7635 69.59 7525 7571 6731 7291 7344 62.07 70.29
me> farge +SEQLAB 7981 74.80 7777 77.08 70.65 76.02 7631 6827 73.68 7411 64.73 7142
BART laree  MONOLINGUAL  77.26 7154 7705 7408 68.87 73.76 7325 6527 7155 70.93 5860 67.92
£ 1 SEqQLAB 7745 7275 7720 7450 6859 74.10 74.04 6593 72.86 71.62 59.73 68.84
ZERO-SHOT 6230 57.83 6646 60.64 4623 58.69 5460 4981 59.64 5508 39.61 5175

TS base + SEQLAB 6335 60.18 69.07 6336 4891 6097 58.00 5179 6225 58.05 43.42 54.70
ACS 70.84 6230 7152 6796 5292 65.11 6498 55.14 6579 6355 4941 59.77

+SEQLAB 7256 6242 7200 6899 53.02 6580 6628 5630 6658 6427 4635 59.95

ZERO-SHOT 6732 6545 7282 6756 5643 6592 6142 5854 6673 6436 5108 6043

TS largo + SEQLAB 7027 6685 73.87 6822 5654 67.15 64.63 60.15 68.04 64.66 5227 61.95
ACS 7509 6691 7448 71.04 58.17 69.14 69.80 59.85 6847 6754 5091 6331

+ SEQLAB 7597 6770 75.80 7248 5923 7023 7099 60.97 69.74 6827 54.02 64.80

ZERO-SHOT 6544 6095 7031 6655 40.66 60.78 59.44 5531 6323 6135 3634 55.13

+SEQLAB 6758 61.08 71.71 6532 40.18 61.17 6221 5593 64.80 61.00 3890 5657

mBART large _ - _______ " __________ _ " __ " _ O o _______T_____
ACS 7346 6273 7342 69.83 5570 67.03 6754 5735 6828 6523 4852 61.38

+ SEQLAB 7409 6331 7398 7040 5678 67.71 68.74 S57.87 6773 6622 50.06 62.12

Table 11: Results with different models in the restaurant domain. Bold results indicate the best performance for
each task and dataset in both monolingual and cross-lingual settings.

unavailable or of lower quality. The ACS ap-
proach consistently outperforms the TR-ONLY set-
ting, whereas ZERO-SHOT remains the weakest
strategy. Additionally, incorporating SEQLAB gen-
erally leads to further performance improvements
across settings.

C.2 Different Source-Target Combinations

Table 10 presents results for both E2E-ABSA and
TASD across various source-target language com-
binations. The trends largely align with the previ-
ous findings. The SEQLAB method consistently
improves results across languages and tasks. Com-
bining SEQLAB with ACS data further enhances
performance. TASD is more challenging than E2E-
ABSA, as it requires predicting sentiment element
triplets rather than simple tuples.

A notable observation is that the optimal source
language varies for different target languages. For
instance, Spanish-French transfer performs excep-
tionally well, likely due to the shared linguistic
characteristics of these Romance languages. In
contrast, Turkish consistently yields the lowest per-
formance as a source and target language, likely
due to its structural differences from the other eval-
uated languages.

Our approach also clearly outperforms GPT-40
mini, especially on TASD, with gains of over 20%
in most cross-lingual settings compared to its zero-

shot results.

Overall, the combination of ACS and SEQLAB
is a robust strategy across multiple tasks and lan-
guage pairs for cross-lingual ABSA.

C.3 Models Comparison

Table 11 compares performance across three dif-
ferent models on E2E-ABSA and TASD with En-
glish as the source language. As expected, larger
models yield better results, with mT5 large achiev-
ing the best overall performance. The ACS and
SEQLAB methods significantly boost performance
across all models. The best results for each model
are obtained when combining ACS and SEQLAB,
demonstrating the versatility and effectiveness of
these methods across different architectures, specif-
ically mT5 and mBART.

D Qualitative Error Analysis

Table 12 presents a few representative examples
of model errors on the restaurant dataset with the
ACS + SEQLAB approach. We categorize these
errors into four types for clarity:

* Partial aspect extraction: The model pre-
dicts only part of a multi-word aspect.

* Over-predicted aspect: The model predicts
extra tokens beyond the gold aspect.
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Language Sentence Gold Aspect Predicted Aspect Error Type

Spanish Buena localizacion en el centro de la Barcelona delant de mar . localizacién - Missed aspect

Spanish  Solamente el vino rosado es un poquito mediano ~~~~~ vino vinorosado  Over-predicted aspect
French I:'; Scl(l)r;z’l:(i? Sez lé:ili::pla(;lel;zlr?lzgngf ii;ms 1" ambiance de ces années 1a . ambiance - Missed aspect

e U s ot e bessedmele, o

avec juste ce qu’ il faut de goft .

Duich  Mijn tweede Leefe uit het vatkwam in cen flesie !~~~ Leefe - Missed aspect
Duich  Tafel gereserveerd en dan genieten maar , dachtenwe .~~~ - Tafel Fals positive
Russian  Est’ zal dljanckurjadih , &to nesomnenno vazno. ~~ zaldljanckurjasih  zal Partial aspect extraction
Russian  Odnako,svobodnyh stolikov bylomnogo. - solikov False positive
Turkish  Istiklal Caddesi * ne girdiginizde soldakahyor. ~ solda Istiklal Caddesi ~ Wrong aspect extraction
Turkish Lahmacun ve iglikofte iyi fakat dolmalar Antep Lahmacun ve iglikofte Lahmacun Partial aspect extraction

usuliinde Istanbul’da yediklerim arasinda en iyilerden di.

Table 12: Illustrative examples of errors made by the ACS + SEQLAB approach using the mT5-base model on the
restaurant dataset. Cyrillic text has been transliterated to Latin here for readability; the model uses the original script

as input.

* Wrong aspect extraction: The model pre-

dicts an unrelated aspect.

* False positive: The model predicts an aspect

when none is present.
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