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Abstract

Recent speech language models rely on en-
coders that are optimized separately from au-
toregressive models. Since these encoders are
unaware of the downstream objectives, the ex-
tracted representations may not be optimal for
downstream tasks. To address this limitation,
we introduce a discrete latent variable model on
mel spectrograms that jointly optimizes the en-
coder and the speech language model. Joint op-
timization not only brings improvements over
codec-based and other mel-spectrogram-based
baselines on zero-shot Text-to-Speech (TTS)
and Speech-to-Text (STT) tasks, but also ef-
fectively alleviates common issues in autore-
gressive mel spectrogram modeling, such as
prolonged silence generation and word omis-
sions. Samples are available at the demo page.

1 Introduction

Recent advancements in speech language model-
ing typically rely on a decoupled two-stage train-
ing strategy. First, a speech codec (Défossez et al.,
2023; Kumar et al., 2023) or a variational autoen-
coder (VAE) is trained to encode speech signals
via intermediate representations; second, an autore-
gressive model is trained on these representations
(Chen et al., 2025; Défossez et al., 2024; Turetzky
et al., 2024; Sun et al., 2024). While this two-stage
approach allows each component to be indepen-
dently optimized and reused across different speech
systems, the encoder is typically unaware of the
downstream tasks. It is therefore difficult for codec
models or autoencoders to know what to represent
and what can be discarded. In fact, discretized
representations often fail to preserve task-relevant
information unless they are jointly optimized with
the downstream objectives (Yeh and Tang, 2024;
Onda et al., 2025).

To enable joint training, the training targets need
to be either the wave samples themselves or acous-
tic features, such as mel spectrograms. Mel spectro-

grams are a compelling choice, owing to their the
success in speaker verification (Desplanques et al.,
2020), speech recognition (Gulati et al., 2020) and
speech generation (Ren et al., 2020). Autoregres-
sive modeling of mel spectrograms, however, has
its difficulties. Generating speech autoregressively
often gets trapped in stretched silence or produces
constant artifacts (Tu et al., 2025; Song et al., 2025;
Chen et al., 2024), especially with mel spectro-
grams (Chen et al., 2023; Battenberg et al., 2025).

In this work, we introduce a Mel-Spectrogram-
Based Discrete Latent Language Model (MELD)
for autoregressive text-speech modeling, in which
the mel encoder and the autoregressive model are
jointly optimized. Specifically, we extend the gen-
erative process to a discrete latent space and a con-
tinuous mel spectrogram space. With the discrete
latent space, we make use of sampling methods
over discrete distributions that have been shown to
effectively suppress stretched silence (Chen et al.,
2024, 2023; Song et al., 2025). At the same time,
modeling the continuous mel spectrogram space
avoids potential information loss that can degrade
STT performance.

We evaluate MELD against mel-spectrogram-
based models like MELLE (Meng et al., 2025),
which proposes a continuous Gaussian sampling
space. We show that such sampling space is limited
with MELLE’s objective compared to a discrete la-
tent space in MELD. Empirically, our reproduction
of MELLE frequently produces prolonged silence,
while the discrete sampling in MELD effectively
suppresses this issue. On zero-shot TTS continua-
tion benchmarks, we observe consistent improve-
ments over MELLE and other codec-based base-
lines, including VALL-E (Chen et al., 2025). The
advantage of joint optimization is even more pro-
nounced for STT. Unlike input representations such
as dMel that are discretized independently of the
STT objective, MELD is optimized directly from
mel spectrograms w.r.t. the STT objective, leading
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to lower word error rates.
Finally, we show that MELD opens new opportu-

nities to improve joint TTS–STT modeling. Train-
ing the two tasks together is known to be challeng-
ing (Battenberg et al., 2025; Bai et al., 2024) for
several reasons. For instance, an STT-only model
does not necessarily need to preserve prosodic in-
formation that is crucial for zero-shot TTS. We
show that MELD can, by design, learn both STT
and TTS tasks within a single autoregressive model.
In particular, the strength of joint optimization over
mel spectrograms results in significant improve-
ments in STT compared to dMel (Bai et al., 2024).

2 Autoregressive learning objectives

We briefly review autoregressive modeling of mel
spectrograms conditioned on its transcription, and
derive the learning objective of our discrete la-
tent variable model. Let y = (y1, . . . , yM ) be a
byte-pair-encoding (BPE) token sequence (Sen-
nrich et al., 2016) with each token from a text
vocabulary ym ∈ Vtext, x = (x1, . . . , xT ) be a
sequence of mel frames where xt ∈ Rdmel . Con-
sider an autoregressive model, the log likelihood of
generating acoustic frames given the text factorizes

− log p(x|y) =
T∑

t=1

− log p(xt|x<t, y). (1)

The conditional probability is recently modeled by
a decoder-only Transformer. Because the model
only learns to predict the next frame without know-
ing when to terminate generation, prior work intro-
duces a jointly trained stop predictor (Wang et al.,
2017; Meng et al., 2025). We will show that the
stop predictor is unnecessary in our model.

A limitation of such models is that they typically
predict deterministic frame estimates and lack a
well-defined distribution for sampling. Generation
without sampling tends to get stuck in infinite si-
lence (Chen et al., 2024; Song et al., 2025), as
commonly observed in sequence-to-sequence mel
spectrogram TTS models (Wang et al., 2017; Shen
et al., 2018; Chen et al., 2023). There is also no
finer control over the output distributions as in dis-
crete sampling (Chen et al., 2025, 2024).

2.1 Generation with discrete latent variables

Inspired by the success of discrete sampling in
speech language modeling (Chen et al., 2025),
MELD extends the autoregressive process across

a discrete latent space and a continuous mel spec-
trogram space. Let z = (z1, . . . , zT ) be the dis-
crete latent variables with zt ∈ Vlatent and Vlatent =
{1, . . . ,K}. The generative factorization over the
next mel frame xt and latent variable zt is

p(xt, zt|x<t, y) = p(xt|zt, x<t, y)p(zt|x<t, y),
(2)

where x<t and y represent historical frames and
text tokens, respectively.

In (2), there are two key conditional indepen-
dence assumptions. First, we assume the past
frames x<t and text y provide sufficient informa-
tion for the next latent zt, making zt conditionally
independent of z<t. Second, given zt and x<t,
the next frame xt is conditionally independent of
z<t. Importantly, conditioning the prediction of xt
solely on zt is usually insufficient to capture the
acoustic details for autoregressive zero-shot TTS,
unless one expands the latent space K via residual
vector quantization (RVQ) or introduces speaker
embeddings. Conditioning on x<t and y alongside
zt enables accurate next-frame prediction while
maintaining a compact discrete latent space. We
visualize the generative process in Figure 1.

Directly maximizing the marginal log likeli-
hood, i.e., log

∑K
zt=1 p(xt|zt, x<t, y)p(zt|x<t, y),

is computationally intractable for large K. We thus
introduce a variational framework to optimize its
lower bound in the following section.

2.2 Variational next-frame prediction
To efficiently approximate the log likelihood, we
introduce a variational distribution to draw quan-
tized samples from the discrete latent space. We
define q(z|x, y) =

∏
t q(zt|xt), assuming frame-

wise conditional independence to match the autore-
gressive generative factorization. The optimization
objective under such assumption can be computed
linear in T . The Variational Lower Bound (VLB)
is derived as:

LVLB =
T∑

t=1

[
KL

[
q(zt|xt) ∥ p(zt|x<t, y)

]

−Ezt∼q

[
log p(xt|zt, x<t, y)

]]
, (3)

where the first term is the KL divergence between
the frame-wise quantization network q(zt|xt) and
an autoregressive network p(zt|x<t, y), the second
term is the reconstruction loss of a reconstruction
network p(xt|zt, x<t, y). The step-by-step deriva-
tion can be found in Appendix A.1.
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Figure 1: A graphical model of the generative
process. We adopt the style of Kingma and
Welling (2014), denoting the solid lines as the
generative model p(xt|zt, x<t, y)p(zt|x<t, y),
while the dashed line as the proposal distribu-
tion q(zt|xt).

<TTS>

Decoder-only Transformer

<EOS>

BPE token mel spec input embedding discrete distribution

<STT>

Decoder-only Transformer
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Figure 2: An illustration of two sequence prediction tasks controlled
by two special tokens <TTS> and <STT>, respectively.

2.3 Extension to speech-to-text
The connection between our variational objective
and standard next-token prediction becomes clear
by expanding the KL term in Equation (3) into
cross-entropy and entropy terms:

Ezt∼q

[
− log p(zt|x<t, y) + log q(zt|xt)

]
. (4)

The cross entropy term over the discrete latent vari-
able zt allows us to integrate STT into the same
sequence modeling framework. To achieve this, we
extend the target discrete space to a union token
set V = Vtext ∪ Vlatent, where Vtext represents the
BPE tokens and Vlatent = {1, . . . ,K} represents
discrete speech latents.

The STT objective minimizes the cross entropy

M∑

t=1

Ezt∼q

[
− log p(zt|y<t, x)

]
, (5)

where we sample zt from q(zt|yt) = 1zt=yt and
y = (y1, . . . , yM ) represents BPE tokens. We
model the next-token distributions, p(zt|y<t, x) for
STT with zt ∈ Vtext, and p(zt|x<t, y) for TTS with
zt ∈ Vlatent, using the same autoregressive network.

Together, there are in total 3 special tokens as
presented in Figure 2, alongside BPE tokens and
K discrete latents: <TTS> for speech synthesis con-
ditioning, <STT> for transcribing conditioning, and
<EOS> for the end of sequence. <EOS> is merged
into the discrete space, and jointly predicted with
BPE tokens and discrete latents.

3 MELD parameterization and training

The feedforward process of MELD for TTS is visu-
alized in Figure 3: A quantization network q(zt|xt)
first quantizes the next frame xt. Next, an autore-
gressive network p(zt|x<t, y) is learned to predict
a sample zt drawn from q(zt|xt). Finally, a recon-
struction network p(xt|zt, x<t, y) reconstructs the

next mel frame. We now describe the parameteri-
zation of each component step by step.

3.1 Quantizing the next frame and sampling

As shown in Figure 3, we draw samples from
q(zt|xt) during training to serve both as targets
for computing the KL term and as the latent em-
beddings for reconstructing mel frames described
in Eq (3). To draw a sample that represents xt well,
we initialize the codebook with k-means centroids
trained on mel spectrograms. The variational dis-
tribution assigns a frame based on the Euclidean
distance between xt and each codeword entry,

q(zt|xt) =
exp

(
−∥xt − czt∥2/τ

)
∑K

k=1 exp (−∥xt − ck∥2/τ)
, (6)

where a codeword ck is the k-th column of a code-
book C ∈ Rdmel×K , and τ is the temperature. We
set τ = 1 in this work.

The distribution can be interpreted as the assign-
ment probability under an isotropic Gaussian mix-
ture model (GMM) with an isotropic covariance τI .
When τ → 0, the distribution becomes minimiza-
tion or hard assignment in k-means (Murphy, 2012;
Kulis and Jordan, 2011). This parameterization is
also known as soft vector quantization (Agustsson
et al., 2017; Sønderby et al., 2017).

With the codebook being properly initialized,
each quantized frame represents the original frame
well with small distortion. We freeze the code-
book throughout training and let the reconstruction
network (Section 3.3) refine the codewords. This
avoids potential challenges of training neural net-
works with vector quantization (Huh et al., 2023).
Despite the codebook being fixed, the quantization
in our framework does not disconnect gradients
from the target mel frames to the input encoder
and the autoregressive model, allowing the joint
optimization of the encoder and the autoregressive
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Figure 3: Variational autoregressive training process,
where ht summarizes x<t and y. The model is trained
to minimize the KL divergence between q and p, and
the MSE between xt and x̂t, x̂t + conv(x̂)t.

model. This is a key distinction between MELD
and the two-stage approaches (Chen et al., 2024;
Bai et al., 2024). In two-stage approaches, an en-
coder is placed between the wave samples or mel
spectrograms and the autoregressive model and
held fixed.

The quantization network is only used to model
the variational distribution q in the variational
bound (3) to learn the generative model (2). It
is therefore not required during inference, when
future frames are also not available.

3.2 Autoregressive latent prediction

As shown in Figure 2, we apply a decoder-only
Transformer to predict the next discrete latent vari-
able zt drawn from the variational distribution q, or
the subsequent text token, i.e., the two prediction
distributions p(zt|x<t, y) and p(zt|y<t, x). Text
tokens and mel spectrograms are mapped to dmodel-
dimensional embeddings before the Transformer. A
lookup function gtext : Vtext → Rdmodel maps a text
token ym into a text embedding. We follow (Meng
et al., 2025), using an encoder of 3-layer multi-
layer perceptron (MLP), gmel : Rdmel → Rdmodel to
encode each mel frame. Figure 3 (left) presents the
feedforward process of latent prediction.

When modeling TTS and STT tasks together,
the two distributions are modeled by a softmax
over the discrete space, the union token set V =
Vtext ∪ Vlatent, followed by a linear layer.

3.3 Spectrogram reconstruction

The reconstruction network is similar to that of
Tacotron 2 (Shen et al., 2018), consisting of a lin-
ear layer with residual connections of a 3-layer
multilayer perceptron and a convolutional module.

The prediction consists of two stages. In Figure 3,
an output embedding ht and a codeword czt sam-
pled from q are mapped to a mel spectrogram space
in an autoregressive manner. An MLP layer is used
to predict the residual and added to the output of a
linear layer to produce x̂t. We denote this process
as

x̂t = SpecNet(ht + gmel(czt)) where,

zt ∼ q(zt|xt) during training,

zt ∼ p(zt|x<t, y) during inference. (7)

During inference, we sample zt from the predicted
discrete distributions. To ensure the discrete signals
zt will not get overlooked, we embed the codevec-
tor czt with gmel that is also used to embed input
mel spectrograms.

After autoregressive decoding, the predicted
spectrogram is refined by a convolutional network
as shown in Figure 3 similar to Shen et al. (2018).
By assuming the reconstruction likelihood as a
product of two isotropic Gaussian distributions, i.e.,
N (xt; x̂t, I)N (xt; x̂t + conv(x̂)t, I), the recon-
struction term Ezt∼q

[
log p(xt|zt, x<t, y)] in Eq (3)

is the mean squared error (MSE):

MSE(x, x̂) =
1

T

T∑

t=1

[
∥xt − x̂t∥22 +

∥xt − (conv(x̂)t + x̂t)∥22
]
, (8)

where conv(·) stands for convolutional network.

3.4 Slowness penalty

To promote diverse generations, prior work has
considered penalizing similarly synthesized acous-
tic frames (Meng et al., 2025). We introduce a
slowness penalty to penalize slow changes in the
predicted acoustic frames x̂,

Lslow = − 1

T − 1

T−1∑

t=1

∥x̂t − x̂t+1∥2. (9)

4 Related work

We contrast MELD to prior work on autoregressive
speech modeling in this section. The proposed
approach primarily differs from others in both how
it derives input representations without relying on a
pre-trained encoder or discretization step, and how
the next prediction is sampled.
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Codec-based LMs. Recent advancements using
discrete codecs derived from residual vector quan-
tization (RVQ) have demonstrated success in zero-
shot TTS (Chen et al., 2025, 2024). The proposed
approach does not apply RVQ to quantize mel
frames, since there are complications of using RVQ
codecs. In RVQ, each frame consists of multiple
levels of codes that follow a fixed hierarchical or-
der (Zeghidour et al., 2021; Kumar et al., 2023).
Previous approaches predict this hierarchy using
non-autoregressive models (Chen et al., 2025) or
rearranging codes at each level with a delay pat-
tern (Kharitonov et al., 2022; Copet et al., 2023;
Défossez et al., 2024). Our approach does not have
such complications. Moreover, codec-based LMs
predict N codebooks per time step. This increases
activation memory by a factor of N , resulting in
higher GPU memory usage than MELD, which pre-
dicts a single latent token. The limitation is also
noted in Chou et al. (2025).

Discretized mel spectrograms. To apply mel
spectrograms for next-token prediction, dMel (Bai
et al., 2024) discretizes mel spectrograms with fi-
nite scaler quantization (Mentzer et al., 2023). We
show that discretizing mel spectrograms before au-
toregressive modeling of speech is not necessary.
In fact, such discretization limits the performance
of models on STT and joint TTS-STT modeling, as
we will demonstrate in Sec 5.5 and 5.6.

MELLE. MELLE (Meng et al., 2025) is a mel-
spectrogram-based model that draws samples from
a single Gaussian autoregressively. In contrast, we
predict the next frame by sampling over a categori-
cal distribution mapped to K isotropic Gaussians in
a GMM (Sec 3.1). We will show that this discrete
latent space effectively suppresses stretched silence
in synthesized speech in Sec 5.3. In addition, the
proposed objective forms a variational lower bound,
but the objective of MELLE is designed in an ad-
hoc manner (Appendix A.7). MELD does not need
a stop predictor and can be easily extended to STT
task. MELLE, however, focuses on speech genera-
tion and relies on voice activity detection (VAD) to
avoid infinite silence generation. We do not depend
on such pre-processing step.

End-to-end speech language modeling. Al-
though VoxCPM (Zhou et al., 2025) is character-
ized as an “end-to-end” speech language model, it
remains dependent on a pre-trained VAE to extract
input representations. In contrast, MELD directly

models mel spectrograms without disconnected gra-
dient flow, the encoder gmel is jointly optimized
with the autoregressive model.

5 Experiments

We conduct experiments to study whether discrete
latent variables improve autoregressive mel spec-
trogram modeling (Sec 5.3, 5.4). We also study
if optimizing directly over mel spectrograms im-
proves STT compared to two-stage approaches
(Sec 5.5) and whether the strength of joint opti-
mization transfers effectively to joint TTS-STT
modeling (Sec 5.6).

5.1 Experimental Settings
We train all autoregressive models on the 960-hour
subset of LibriSpeech (Panayotov et al., 2015), re-
ferred to as LS960. If not otherwise mentioned, we
train all models using 12-layer Transformers with
16 attention heads, an embedding dimension (i.e.,
dmodel) of 1024, a feed-forward network dimension
of 4096, and a dropout rate of 0.2. The resulting
model parameters are roughly 200M. We include
more training details in Appendix A.2.

The choice of text tokens is critical to extend
speech language models from TTS to STT. Unlike
prior speech language models on TTS that heav-
ily trained on phonemic transcriptions (Chen et al.,
2025, 2024; Song et al., 2025; Meng et al., 2025)
on LS960, we adopt BPE tokenization with a vo-
cabulary size |Vtext| of 4096 for both TTS and STT
modeling. We compare two types of speech rep-
resentations for speech language models: discrete
speech codecs, due to their prominence in speech
language modeling, and mel spectrograms.

MELD implementation details. Log mel spec-
trogram configurations are detailed in Ap-
pendix A.3. We encode mel spectrograms and code-
vectors with gmel, a 3-layer MLP encoder with a
network dimension of 1024. Each layer is followed
by a GELU activation function then a dropout of
0.5. We follow the common practice, applying
test-time dropout in gmel during the inference of
zero-shot TTS (Wang et al., 2017; Meng et al.,
2025).1

We set the codebook size K to 8192 and initial-
ize it codebook with k-means++. The codebook is
held fixed after training with k-means. The convo-
lutional layers are based on the postnet of Tacotron

1We find this necessary to mitigate the training-inference
mismatch.
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Table 1: Summary of models for zero-shot TTS task w.r.t. their losses, the type of speech input and output, and the
sampling methods, where Lstop is the binary cross-entropy loss of the stop predictor (Wang et al., 2017).

Model Main Loss Aux. Loss Text Speech Vocoder Sampling

Codec-LM cross entropy - BPE DAC code DAC decoder Top-k / Top-p
Mel-LM MSE (8) +Lstop Lslow (9) BPE mel frames HiFi-GAN No sampling
MELLE MSE (8) + Lstop LKL + Lslow (9) BPE mel frames HiFi-GAN Gaussian
MELD (proposed) LVLB (3) Lslow (9) BPE mel frames HiFi-GAN Top-k / Top-p

2 (Shen et al., 2018), detailed in Appendix A.6.
Mel spectrograms are converted into waveforms
using a HiFi-GAN vocoder (Kong et al., 2020) pre-
trained on 585-hour LibriTTS.2 Since our models
are trained on normalized mel spectrograms, the
predicted frames are rescaled before the vocoder.

5.2 A summary of model variants

We summarize main model variants we are going
to compare in Table 1. We apply top-p sampling
with p = 0.9 and top-k sampling with k = 60 to
sample from discrete distributions. Moreover, we
impose a score of −1 to the codes if they were
sampled in the previous top-p candidates, denoted
as repetition penalty.

Codec-based baselines. We implement a variant
of our model based on speech codecs, labeled as
Codec-LM in Table 1. We train Codec-LM by ex-
tracting speech codes using a DAC encoder that
consists of 12 codebooks with a codebook size
of 1024 (Kumar et al., 2023).3 Codebook embed-
dings are randomly initialized. The DAC encoder
encodes waveforms at 16kHz to a sequence of 12-
level codecs at 50 Hz after RVQ (Zeghidour et al.,
2021). To capture the dependency of residuals, we
introduce a delay of one code to each level of the
RVQ codecs (Kharitonov et al., 2022; Copet et al.,
2023; Défossez et al., 2024). The delay pattern
introduces a total delay of (12− 1)× 20 ms. We
use 12 linear heads to predict 12 levels of RVQ
codes each time step for TTS. The generation is ter-
minated if any head predicts <EOS>. The predicted
codes are passed to the DAC decoder to synthesize
waveforms. To perform STT task, another linear
head is used to predict BPE tokens.

While the codec-based baselines and mel-
spectrogram-based baselines rely on different
vocoders, DAC is trained on speech from multi-
ple corpora comprising over 1000 hours of data
(Kumar et al., 2023).

2https://huggingface.co/mechanicalsea/speecht5-tts.
3https://github.com/descriptinc/descript-audio-codec

Mel-spectrogram-based baselines. Two vari-
ants based on mel spectrograms are implemented
by holding most of the architectures fixed. First,
we remove the latent space and consider a decoder-
only variant of Tacotron 2 (Shen et al., 2018), de-
noted as Mel-LM. The model is trained with MSE
loss (8). No sampling is used for this variant. Sec-
ond, we reproduce MELLE (Meng et al., 2025)
following their settings. MELLE differs from Mel-
LM in terms of an additional KL term that regular-
izes Transformer outputs to a Gaussian prior, and
samples predictions from a Gaussian distribution.
Both Mel-LM and MELLE rely on another linear
layer to predict when to terminate, while in MELD,
<EOS> is part of the discrete code vocabulary. We
apply a weight of 0.2 for slowness penalty Lslow to
all mel-spectrogram-based approaches. We detail
the re-production of MELLE in Appendix A.7.

5.3 Zero-shot text-to-speech

We begin with zero-shot TTS task. Given the text
transcription and the first 3 seconds of an utterance
as the prompt, we ask the model to continue the
utterance with the hope of preserving speaker char-
acteristics. We follow the evaluation protocol in
Chen et al. (2025); Borsos et al. (2023), using audio
samples with the duration between 4 seconds and
10 seconds from the LibriSpeech test-clean subset
(2.2 hours). We repeat speech generation 3 times
and report the averaged scores.

We evaluate the generated samples with subjec-
tive and objective metrics. For subjective metrics,
two mean opinion scores (MOS) are evaluated—
Similarity MOS (SMOS) and Comparison MOS
(CMOS) (P.808, 2018; Cooper et al., 2024). We
detail the subjective assessment in Appendix A.5.
Content fidelity is evaluated by passing synthesized
speech through a Conformer-Transducer and a
Whisper-large model(Radford et al., 2023) to com-
pute word error rates (WERs) against the ground
truth. We also evaluate speaker similarity between
the given speech prompt (the first 3 seconds) and
the generated speech. We follow Song et al. (2025),
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Table 2: Model comparisons between codec-based ap-
proaches and ours. All models are trained on LS960. ♣
denotes the VALL-E results reproduced in Song et al.
(2025), which is trained on Encodec codecs derived
from 24kHz audio samples.

Model Text Speech Freq WER↓ SIM↑
Ground truth – – – 2.2 / 1.6 0.925
DAC – – 50.0 2.2 / 1.6 0.922
HiFi-Gan – – 62.5 2.2 / 1.6 0.903

VALL-E ♣ Phn Encodec 75.0 - / 5.0 0.868
Codec-LM Phn DAC 50.0 5.7 / 4.7 0.872
Codec-LM BPE DAC 50.0 5.3 / 4.8 0.864

MELD BPE mel frames 62.5 2.4 / 1.9 0.872
MELD BPE mel frames 31.3 2.5 / 1.9 0.855

computing the cosine similarity (SIM) over speaker
embeddings extracted from a WavLM-finetuned
model,4 in which values above 0.86 are recognized
as the same speaker. Importantly, we use it solely
as a proxy for assessing speaker similarity.

Our Codec-LM is on par with VALL-E. We
first compare our Codec-LM with VALL-E (Song
et al., 2025), both are trained on LS960. For a
closer comparison, we provide a Codec-LM base-
line with phoneme tokens extracted from Park and
Kim (2019). In Table 2, our Codec-LM is on par
with VALL-E in both content and speaker evalu-
ations, despite VALL-E’s two Transformers and
higher frequency codecs derived from Encodec
(Kumar et al., 2023). We observe only a small de-
crease in speaker similarity when switching from
phoneme tokens to BPE tokens in our Codec-LM.

Joint optimization over mel spectrograms vs.
two-stage approaches. We then compare MELD
with Codec-LM. The two models share the same
sampling strategies (Table 1). In particular, we find
the repetition penalty effectively reduces the occur-
rence of long pauses and silence. MELD obtains
up to 2.3% lower WERs compared to codec-based
approaches, while maintaining comparable speaker
similarity. The improvements over Codec-LM also
reflect on subjective evaluation in Table 5. When
we reduce the frequency to 31.3 by concatenating
every 2 frames, we observe a decrease in speaker
similarity, showing the importance of frame rates
to preserve speaker similarity. We will use MELD
at a frequency of 62.5 Hz as our main baseline to
the remaining experiments.

4https://huggingface.co/microsoft/wavlm-base-sv.

Table 3: Model comparisons of mel-spectrogram-based
approaches. Predicted mel spectrograms are converted
to waveforms with the same HiFi-GAN. Note that
MELLE results are based on our reproduction.

Model Lslow Freq WER↓ SIM↑
Mel-LM ✓ 62.5 4.7 / 4.2 0.825
MELLE ✓ 62.5 4.8 / 4.2 0.826

MELD ✓ 62.5 2.4 / 1.9 0.872
MELD ✗ 62.5 6.0 / 3.7 0.862
MELD ✓ 31.3 2.5 / 1.9 0.855

Sampling from a discrete latent space is pre-
ferred over a single Gaussian. Regarding other
approaches based on mel spectrograms in Table 3,
they fall behind in both WERs and speaker simi-
larity. Although Mel-LM and MELLE have better
WERs than Codec-LM in Table 2, the similarity
scores fall behind by 0.047. We consistently ob-
serve long pauses in samples generated by Mel-LM
and MELLE despite the application of a slowness
penalty during training. While MELLE samples
the next frame from a Gaussian latent space (Meng
et al., 2025), the latent space at t is constrained
to the choice of the prior N (xt, I), due to the na-
ture of the reverse KL divergence (Kingma et al.,
2019). Consequently, when a Gaussian is predicted
to represent silence, it becomes unlikely to sample
anything other than silence. In contrast, the dis-
crete latent space includes codes corresponding to
both silent and non-silent frames, enabling MELD
to escape the silence loop.

Table 4: The effectiveness of the discrete latent space
during inference stage. Min shows the total duration
of synthesized samples in minutes. S / D / I denote
the WER breakdown, representing substitution, deletion
and insertion errors.

WER↓ SIM↑ Min S / D / I

Ground truth 2.2 / 1.6 0.925 131.8 0 / 0 / 0
MELD 2.4 / 1.9 0.872 129.3 330 / 157 / 63
w/o rep penalty 3.1 / 2.6 0.869 137.4 330 / 300 / 65
w/o zt 52.3 / 51.7 0.520 >200

5.4 Effectiveness of the discrete latent space
Our objective admits collapsed solutions, e.g., con-
stant zt. However, we empirically observe that
the method does not converge to such cases. To
verify this, we set czt to zero when generating xt
in (7). As shown in Table 4, we observe a sub-
stantial degradation of both WERs and speaker
similarity when information from the discrete la-
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Table 5: Subjective evaluation was carried out on 43
samples with 40 speakers from the LibriSpeech test-
clean set. CMOS is computed w.r.t. MELD.

SMOS↑ CMOS↑
Ground Truth 4.11± 0.10 0.27
Codec-LM 3.72± 0.15 -0.31
MELD (joint) 3.81± 0.12 -0.20
MELD 3.89± 0.06 0.0

tents is removed, indicating that the discrete sam-
ples are essential to infer the next frames. Un-
like sampling from a Gaussian (Meng et al., 2025),
we can enhance sample diversity through repeti-
tion penalty that discourages repeated generations.
Removing the repetition penalty increases WER
by 0.7% with a slight decrease of speaker similar-
ity, while the synthesized samples are noticeably
longer (∼6 mins) than the ground truth, suggesting
excessive silence generation (Table 4). Repetition
penalty also effectively reduces deletion errors, sug-
gesting that it helps mitigate word omissions. We
also study the effects of codebook size on the dis-
crete latent space in Appendix A.4.

Table 6: Performance of decoder-only Transformers
on LibriSpeech dev/test sets using LS960 hours. ♣
Numbers quoted from Défossez et al. (2024) and Bai
et al. (2024), respectively.

dev test
Size Hr clean other clean other

Moshi ♣ 7B 7M - - 5.8 -
dMel (ASR) ♣ 258M 960 3.8 10.3 4.2 10.4

Codec-LM 200M 960 6.1 16.5 6.4 16.4
w/o codebook init 200M 960 >100 >100 >100 >100

MELD 200M 960 4.0 9.8 4.2 10.0
w/o SpecAug 200M 960 4.3 12.5 4.5 12.5
MELD 260M 960 3.6 9.0 3.5 9.2

5.5 Speech-to-text with joint optimization
Prior work on mel spectrogram language modeling
only considers zero-shot TTS task (Meng et al.,
2025). We extend MELD to STT task by putting
speech input ahead of the BPE tokens as shown in
Figure 2 (right). We use the same decoder-only
architecture in TTS for STT task but with two
changes. First, we deactivate dropout in gmel since
we find it leads to unstable STT training. Second,
we use SpecAugment (Park et al., 2019), applying
two masks on frequency subbands with maximum
frequency bands of 30 and 10 masks at frame level
with maximum consecutive frames of 50. The num-

ber of frames per mask at frame level is clipped
by 0.1 times the number of frames. Note that our
MELD baseline on STT is equivalent to adding a
linear head to MELLE to predict BPE tokens.

Discretized representations fail to preserve task-
specific information. Table 6 reports decoder-
only STT results using beam search (a beam size
of 5). We first note that, initializing codebooks for
codec-based STT is critical for better convergence
and WERs as noted in Dhawan et al. (2024). We
therefore initialize and freeze the codebooks from
a pre-trained TTS-only Codec-LM. As shown in
Table 6, using mel spectrograms consistently im-
proves over Codec-LM for up to 6% in test other,
showing the strength of joint optimization in our
framework. We further compare MELD with dMel
(ASR) that is trained on discretized mel spectro-
grams with an 18-layer Transformer decoder and
the same SpecAugment settings (Bai et al., 2024).
Our approach outperforms dMel on decoder-only
ASR model in dev-other (0.5%) and both test-other
(0.4%). The gap is more pronounced with a larger
Transformer (260M).

Table 7: Results of MELD on joint TTS and STT mod-
eling (joint), where we present STT results on test-
clean/other. We compare the joint model with models
trained on the separate tasks (separate).

TTS STT
Model WER↓ SIM↑ clean other

Moshi joint - - 5.8 -
dMel (ASR) separate - - 4.2 10.4
dMel (ASR-TTS) joint - - 7.5 15.3

Codec-LM separate 5.3 / 4.8 0.864 6.4 16.4
MELD separate 2.4 / 1.9 0.872 4.2 10.0
MELD joint 2.8 / 2.2 0.870 4.9 12.1

5.6 TTS-STT modeling with MELD
Finally, we explore the joint modeling of both STT
and TTS tasks with a 12-layer Transformer decoder,
which enables us to perform either task given a
speech or text prompt. We apply a linear layer
after the Transformer to jointly predict the discrete
latent variables and BPE tokens and <EOS>. During
TTS, we mask the BPE tokens in V to avoid text
predictions. Likewise, when decoding BPE tokens
in STT, we mask the latent tokens in V .

Joint optimization reduces the gap between TTS-
STT modeling and task-specific modeling. To
enable both tasks, we adopt a simple multitask
training strategy. We initialize the training with
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TTS task for 80k steps, which is sufficient for a
TTS model to converge. Then we continue the
training with both tasks by mixing speech-text se-
quences for two modes equally in a training batch.
Also, we use a dropout of 0.5 on TTS during train-
ing and inference, while deactivating the dropout in
STT mode. We apply SpecAugment to STT input
stream with two masks on frame level and two on
frequency subbands, since we find the original con-
figuration too aggressive and leads to worse WERs.
Table 7 reports the comparisons of joint models
(joint) and task-specific models (separate). MELD
reduces the WER of dMel (ASR-TTS) on STT by
3.2% on test-other. It also improves Codec-LM
trained on separate tasks in both objective (Table 7)
and subjective (Table 5) metrics. The results show
that MELD not only supports high-quality zero-
shot TTS but it can also perform STT task.

6 Conclusion

In this work, we introduce MELD that predicts mel
spectrogram frames through discrete latent vari-
ables. MELD presents a jointly optimized frame-
work capable of TTS, STT, and TTS-STT model-
ing within a single model. Our results show the
effectiveness of joint optimization in MELD, which
improves STT performance over codec-based and
discretized mel spectrogram baselines while main-
taining strong zero-shot TTS quality. These find-
ings show that mel spectrograms, combined with
discrete latent modeling, provide an effective alter-
native to two-stage speech language modeling.

7 Limitations

We discuss several limitations of the proposed
framework. First, we acknowledge that it is hard to
have fully fair comparisons between codec-based
and mel-spectrogram-based methods. Although all
models share the same Transformer decoder archi-
tecture, they differ in how speech representations
are mapped to waveforms, using a DAC decoder
for codecs or a HiFi-GAN for mel spectrograms.

Second, although we present several advantages
relative to MELLE such as sampling discrete la-
tents, we are not able to fully reproduce the LS960
results reported in MELLE (Meng et al., 2025),
while closely following their training configuration.
We offer several possible explanations and detail
our reproduction in Appendix A.7. For example,
we suspect that the use of a VAD pre-processing
step may be critical for achieving higher-quality

samples, but not emphasized in the original work.
Last, we mainly focus on speech language mod-

els that model the conditional distributions of out-
put speech (for TTS) and text (for STT). We ac-
knowledge that there are other speech tasks of inter-
est to the community, such as question answering
and speech translation (Arora et al., 2025). An im-
mediate next step is to explore the proposed model
on more speech tasks.

8 Ethical considerations

This work is intended to advance fundamental re-
search in speech language modeling using mel spec-
trograms and discrete latent variables. All exper-
iments are conducted on LibriSpeech, a publicly
available dataset, used under the license of CC by
4.0. Speakers are anonymized using numeric IDs.
Their use complies with the original dataset license
and intended research purposes.

Potential ethical risks associated with this work
include the misuse of speech generation methods,
such as voice cloning. While the proposed models
can perform zero-shot TTS, they are trained only
on read speech. However, we acknowledge that
the models can be potentially adapted to unseen
speakers for realistic speech generation. It is im-
portant for such systems to incorporate protocols to
ensure speaker approval, regarding what data will
be collected, how it will be used.
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A Appendix

A.1 Variational Lower Bound
To derive the variational lower bound we require
the following two factorizations

q(z|x, y) =
∏

t

q(zt|xt)

p(x, z|y) =
∏

t

p(xt, zt|x<t, z<t, y)

=
∏

t

p(xt|x<t, zt, y)p(zt|x<t, y),

the first equation is the proposal distribution with
frame-wise dependency, while last line is due to the
same assumptions we make in Section 2.1, zt ⊥
z<t | x<t, y and xt ⊥ z<t | zt, x<t, y.

With these two factorizations,

− log p(x|y)
= − log

∑

z1,...,zT

p(x, z|y)

= − log
∑

z1,...,zT

∏

t

q(zt|xt)
p(x, z|y)∏
t q(zt|xt)

=
T∑

t=1

− logEzt∼q

[
p(xt|x<t, zt, y)p(zt|x<t, y)

q(zt|xt)

]

≤
T∑

t=1

−Ezt∼q

[
log

p(xt|x<t, zt, y)p(zt|x<t, y)

q(zt|xt)

]

=
T∑

t=1

[
KL

[
q(zt|xt) ∥ p(zt|x<t, y)

]

− Ezt∼q

[
log p(xt|zt, x<t, y)

]]
, (10)

we obtain the lower bound by Jensen’s inequality.
We arrive at the variational lower bound of the
conditional log likelihood (3).

A.2 Training configuration
We train all models for 200k steps on 16 NVIDIA
V100 (16GB) GPUs with the Adam optimizer, us-
ing a maximum of 50k frames per batch and a
gradient clip of 10. The learning rate is linearly
warmed up for 1k steps to 5× 10−4, held constant
for 100k steps, and then linearly decayed over the
final 100k steps. We also experiment with longer
training steps, and we do not see notable improve-
ments.

A.3 Mel spectrograms
In line with the mel spectrogram settings from the
pre-trained HiFi-GAN (Kong et al., 2020), we ex-
tract 80-dimensional log mel spectrograms with

a frequency of 62.5 Hz (a frame shift of 16 ms),
64 ms frame length, Hann windowing, 1024-point
Fourier transform. We apply mel filterbanks with
the frequency range of 80 Hz to 7600 Hz. Mel spec-
trograms are then normalized with global mean and
variance computed from the training data.

A.4 Codebook size
As shown in Table 8, MELD is not sensitive to
the choice of codebook size. This is because the
quantized frames are further combined with the
Transformer output (ht in Figure 3) during mel
spectrogram reconstruction.

Table 8: The effect of codebook size evaluated on WER
and SIM metrics.

Codebook size WER↓ SIM↑
4096 1.9 0.872
8192 1.9 0.872
16384 1.9 0.871

A.5 Subjective evaluation
We use SMOS to evaluate the speaker similarity
between the 3-second speech prompt and the gener-
ated speech. We use CMOS to evaluate the compar-
ative naturalness of the synthesized speech relative
to the synthesized speech from the proposed ap-
proach MELD. We recruited listeners via Amazon
Mechanical Turk, a crowdsourcing platform. Each
screen contains two subtasks that are evaluated by
5 different listeners.

For each screen, listeners are presented with two
samples for comparison and one sample as a ref-
erence. We prepare 43 tests across 40 speakers in
Librispeech test-clean set. The first task (SMOS)
is to rate the similarity of candidates (A and B) to
the reference. The scale and the labels are defined
in Table 9. Participants are instructed as follows:

• Rate how similar each sample is to the refer-
ence (not between A and B).

• Use the first 3 seconds of A and B as the refer-
ence and judge the similarity based on voice,
speaking style, emotion, and audio quality.

For the second task (CMOS), the rating scale is
defined in Table 10 based on the following instruc-
tion:

• Compare which candidate sounds more natu-
ral (human-like).

A total of 30 listeners participated, with each screen
receiving 15–20 scores.
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Table 9: Similarity rating scale used in SMOS.

Score Description

5 Extremely similar
4.5
4 Very similar

3.5
3 Moderately similar

2.5
2 Slightly similar

1.5
1 Not similar at all

Table 10: CMOS rating scale for naturalness compari-
son.

Score Description

3 A is much more natural than B
2 A is more natural than B
1 A is slightly more natural than B
0 They are about the same
-1 B is slightly more natural than A
-2 B is more natural than A
-3 B is much more natural than A

A.6 Postnet

The postnet consists of a stack of 3 convolutional
layers each containing 512 filters with shape 5× 1
with batch normalization, followed by a tanh acti-
vation on every except the final layer. The receptive
field is therefore 5× 16 ms.

A.7 MELLE reproduction

The original objective of MELLE (Meng et al.,
2025) consists of four terms, a regression Loss
Lreg, KL Divergence Loss LKL, stop prediction
Lstop, and Spectrogram Flux loss Lflux. The losses
are combined with different weights.

The regression loss is related to the MSE loss in
our objective (8) for reconstruction but with extra
L1 terms. Their reconstruction loss only depends
on zt, while we have additional dependency on x<t

and y. Note that zt is “continuous” in MELLE.
We experiment with L1 loss following the origi-
nal work but we do not find notable improvements.
The KL loss, KL(p(zt|x<t, y)∥N (xt, I)), is intro-
duced to map the Transformer output to a single
Gaussian N (xt, I) (the prior). We follow Meng
et al. (2025), using a linear layer to predict the mean
and log-variance of the Gaussian distribution for

variational inference and sampling (Kingma and
Welling, 2014), with a weight of 0.1 for LKL. We
vary the weighting from 0.1 to 0.5 in increments of
0.1, but we find no notable improvements.

We experiment with the flux loss in Meng et al.
(2025) by varying the flux loss weight from 0.1 to
0.6 in increments of 0.1, but it leads to unstable
training. We instead use the proposed slowness
penalty with a weight of 0.2 and find the slowness
penalty “necessary” for MELLE and Mel-LM to
suppress prolonged silence generations. We adopt
the convolutional layers described in Tacotron 2
(Shen et al., 2018) to refine predicted mel spec-
trograms. Though the exact architectures of the
convolutional layers are not specified in Meng
et al. (2025). We also experiment with extend-
ing MELLE training for up to 400k steps, while
the proposed approach and Codec-LM converge in
100k steps.

We suspect the VAD step is critical in the origi-
nal MELLE to prevent models from continuing to
produce silence. Unfortunately, the original work
does not provide results for experiments conducted
without VAD, nor does it offer comparisons to other
codec-based methods trained on audio samples pro-
cessed with VAD. It is also unclear how they filter
“abnormal” silence. Given that prior codec-based
TTS studies do not have this pre-processing depen-
dency (Song et al., 2025; Han et al., 2024; Chen
et al., 2024), we do not adopt VAD.
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