Send a SCOUT First: Pre-hoc Reasoning for Adaptive Detector Allocation
in Prompt-Injection Defense

Shuhao Zhang*!  Jiarui Li*?
'UC San Diego

Qi Cao!
2University of Illinois Urbana-Champaign
{shz127, g9cao, ruz048, plxie}@ucsd.edu

Ruiyi Zhang! Pengtao Xie!’

jiarui27@illinois.edu

Project page: https://rockylil1.github.io/SCOUT/

Abstract

Prompt-injection detectors are heterogeneous:
each is strong on a different slice of attacks, and
none is always reliable. Yet existing systems
still treat detection as a fixed single-detector
pipeline, committing every request to one de-
tector’s blind spots. We reframe defense as de-
tector allocation: given a heterogeneous pool,
decide per request which detectors to run and
whether to escalate to an LLM judge. Our
framework SCOUT (Scalable and Controllable
Outcome-prediction for Uncertainty-aware
Triage) makes this decision dynamic by pre-
dicting each detector’s per-sample reliability
and latency from how it behaved on similar
past inputs, and exposes a single safety—utility
threshold to the operator (where utility bun-
dles benign-pass rate and wall-clock). To
evaluate this setting, we build SCOUT-450, a
benchmark that captures the structurally com-
plex, agent-facing injections that older prompt-
injection sets under-represent. On SCOUT-450,
a safety-oriented operating point reduces attack-
success rate by 46% and total wall-clock by
40% relative to an always-on GPT-40 judge, at
a 5.1-point benign-utility drop. SCOUT also
transfers to three external benchmarks (BIPIA,
IPI, and IHEval), improving the safety—utility
frontier.

1 Introduction

Large language models are increasingly deployed
in systems that read external content such as tool
outputs, retrieved documents, web pages, and
emails. Instructions hidden in that content can
hijack the model into ignoring its operator’s in-
tent (Pérez and Ribeiro, 2022; Greshake et al.,
2023). A practical production defense must balance
safety (the fraction of attacks it catches) against util-
ity (the per-request wall-clock and the pass-through
rate for benign traffic).

* Equal contribution.
 Correspondence to: Pengtao Xie <p1xie@ucsd.edu>.

Existing defenses sit at different points on
the latency—accuracy spectrum: lexical rules,
lightweight classifiers (ProtectAl, 2023; Li et al.,
2025a), attention and hidden-state probes (Hung
et al., 2025; Wen et al., 2025), alignment-aware
classifiers (Jia et al., 2026), and embedding or
LLM-judge methods (Ganguly et al., 2026; Zheng
et al., 2023). The LLM judge, a frontier model
such as GPT-40 prompted to read each request and
return an attack/benign verdict, is the most accurate
but by far the slowest: a single API call costs on
the order of 1.5 s, about four orders of magnitude
slower than a rule-based keyword and regex scan-
ner that flags an input in well under a millisecond.
These smaller, faster detectors are each strong on
a different attack category, and on some of them
one beats the judge (Section 7.2). Which detector
is best therefore changes with the input, yet a stan-
dard cascade (Viola and Jones, 2001; Chen et al.,
2024) fixes the order in advance and inherits the
cheap detector’s mistakes wherever it is confident.

To address this, we propose SCOUT, which allo-
cates detectors per input (Figure 2). Concretely, for
each request SCOUT retrieves anchors with similar
injection structure and reads how each detector be-
haved on them, and a small predictor then estimates
which detectors are reliable for the input and how
long each will take. The router runs the predicted-
reliable light detectors in parallel, and escalates to
an LLM judge only when their vote is uncertain.
This makes SCOUT heterogeneity-aware: because
the allocation is per input, each request can go to
the detector that handles its attack category, includ-
ing the categories where a small detector beats the
judge. Two further properties follow from the same
design. First, SCOUT is scalable, since adding a
detector is just a single pass over the anchor set,
with no retraining of the retriever, predictor, or rout-
ing rule. Second, SCOUT is controllable: a single
operator threshold trades safety against latency, and
because the predictor also estimates latency, the op-
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Figure 1: SCOUT allocates detectors per input. (a) Four detectors on the shared SCOUT-450 sample space
(UMAP of input embeddings): green dots are correct decisions, blue crosses are false positives, and orange
crosses are false negatives. The detectors make different errors and their accuracy varies widely. (b) A single-
detector defense commits each request to one fixed detector’s verdict (top). SCOUT (bottom) asks how every
detector will behave on the input: a small predictor reads the retrieved detector fingerprints and estimates each
detector’s correctness and latency, and an operator threshold 7 then selects which light detectors to trust and when
to escalate to the LLM judge. (c) Detector-invocation share on SCOUT-450 (GPT-40 judge) at four thresholds
(r € {0.55,0.75,0.875,1.00}; headline 0.875), where p is the escalation rate. As 7 rises, the judge (Dyym) takes a

larger share of invocations.

erator can fix this threshold to a latency budget
before any request runs.
Our contributions are listed as follows:

* We reframe prompt-injection defense as per-
input detector allocation. SCOUT chooses
which detectors to trust for each request, so
one deployment can match the detector to the
input it faces.

* We propose SCOUT, which summarizes each
detector’s past behavior as a fingerprint and
trains a small predictor to estimate, for each in-
put, which detectors are reliable and how long
each takes. Allocating detectors from these
estimates makes the defense tunable through
one threshold with a predictable latency cost,
and lets new detectors join with no retraining.

* We build SCOUT-450, a 450-sample bench-
mark enriched for the structurally complex,
agent-facing injections that older prompt-
injection sets under-represent. On it, SCOUT
lowers attack-success rate by 46% and total
wall-clock by 40% against an always-on GPT-
40 judge, at a 5.1-point benign-utility cost,
and the same system transfers to BIPIA, IPI,
and IHEval with no retraining.

2 Related Work

Prompt-injection attacks and benchmarks. Re-
search on prompt injection spans direct at-

tacks (Pérez and Ribeiro, 2022) and indirect at-
tacks embedded in external content (Greshake et al.,
2023), with taxonomies and benchmarks that define
the attack space, instruction hierarchy, and agent-
facing settings (Liu et al., 2024b; Wallace et al.,
2024; Yi et al., 2025; Zhang et al., 2025¢; Liu et al.,
2025a) and analyze how instruction placement and
transferable patterns shape vulnerability (Li et al.,
2024, 2025b).

Defenses. Standalone defenses span lexical
guards and trained classifiers (ProtectAl, 2023;
Chen et al., 2025a; Li et al., 2025a; Ja-
cob et al.,, 2025), attention and hidden-state
probes (Hung et al., 2025; Wen et al., 2025),
alignment-aware classifiers (Jia et al., 2026; Min
et al., 2026), embedding-OOD (Ganguly et al.,
2026) and semantic-intent detectors (Wang et al.,
2025), prompt-modification techniques (Chen
et al., 2025b; Zhang et al., 2025a), and LLM
judges (Zheng et al., 2023), each fixing its own
safety, utility, and latency trade-off. Cascades es-
calate from cheap to expensive stages (Viola and
Jones, 2001; Chen et al., 2024), and composed sys-
tems combine components through a rule fixed at
design time (Le et al., 2026; Hossain et al., 2025;
Liu et al., 2025b). All commit to a routing rule
before seeing the input.

Routing and pre-hoc outcome prediction. Out-
side prompt injection, cascades (Viola and Jones,
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Figure 2: SCOUT framework overview. (a) Fingerprint construction: for each request x, KNN retrieval over the
anchor prompt bank surfaces the top-10 neighbors and returns the matching detector fingerprints. (b) Outcome
prediction: a small predictor (Qwen3-4B, SFT+GRPO post-training on SCOUT-30K with chain-of-thought
rationales) maps the fingerprint slice to per-detector (pred_corr,pred_lat) estimates. (c) Uncertainty-aware
triage: a single threshold 7 over the predictor-filtered ensemble routes the request to a light-pool verdict, an
LLM-judge escalation, or a skip, producing the final attack/benign decision.

2001) and selective prediction (Geifman and El-
Yaniv, 2017) defer hard cases to a stronger model
when confidence is low; FrugalGPT (Chen et al.,
2024) and RouteLLM (Ong et al., 2024) route
among LILM tiers; and SCOPE (Cao et al., 2026)
predicts per-model outcome and cost from behav-
ioral fingerprints. Ball et al. (2025) prove crypto-
graphic impossibility results for input filters weaker
than the target LLM.

3 Detector Fingerprints and Retrieval

Let x = (policy, goal, eval_content) denote an in-
put request and D = {Dy, ..., Dy} the available
detector pool, where each detector D produces a
binary verdict §p(x) € {0, 1} (1 = attack) at wall-
clock /p(z) € R. We partition D into a light pool
Dijigne that the routing layer can invoke in parallel
and a single LLM judge Dypym (indexed Dg) re-
served for escalation. SCOUT exposes an operator-
facing threshold 7 (Section 5) that controls how
often the router escalates to the judge, trading wall-
clock for safety and benign utility.

Safety-utility evaluation axes. We report four
quantities. Safety is the detector-level attack pass-
through rate (ASR = FN /N, lower is safer), the
fraction of attacks that the defense misses. Utility
combines benign utility (BU = 1 —FPR) and total
wall-clock latency over the benchmark. Accuracy
(Acc) is the overall binary classification accuracy,
reported alongside the two class-conditional axes.
Sweeping 7 traces the safety—utility trade-oft.

Detector fingerprints. To characterize detectors
without retraining the router, we fix an anchor set
A = {ai}i]\;f} of representative inputs (Section 6).
For any detector D, we record its behavior on every
anchor to form a detector fingerprint

6a4(D) = {(ai gp(a), tpla) };5, ()
where yp(a;) € {0,1} is the verdict and ¢p(a;) €
R the latency. An off-the-shelf LLM (GPT-OSS-
120B (OpenAl, 2025b)) serializes each entry into
a short structured record stating a one-sentence
detector profile, the anchor’s category and car-
rier, and D’s observed verdict, correctness, and
latency. This makes detector integration training-
free: adding a detector requires only a single pass
over A to generate its fingerprint, with no gradient
update to the retriever, predictor, or router.

Retrieval-augmented context. At inference, for
a test input & we retrieve the most relevant anchors
by dense retrieval (Karpukhin et al., 2020). Let
s(z, a) be the cosine similarity between the asym-
metric embeddings of z and an anchor a; we re-
trieve the top-K anchors

AK<x) = TOp—K 3(x7a)7 (2)

acA
where the embedder is instructed to align on in-
jection structure: category, hiding strategy, carrier,
and attack mechanism. Topical content is ignored.
Retrieval is detector-agnostic, so the single rank-
ing A (x) serves the whole pool. The retrieved
fingerprint slice serves two purposes: it is serial-
ized into the conditioning context of the outcome
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predictor (Section 4), and the empirical accuracy
of each detector over A () defines a per-sample
trust prior m, p € [0, 1] used by the triage rule
(Section 5). Retrieval instructions, the trust prior,
and anchor-bank stress tests are in Appendix C.

4 Outcome Predictor

The predictor is a small language model that es-
timates, for each (sample, detector) pair (x, D),
whether D will be correct on x and how long it will
run. Its target is detector correctness 1[gp(z) =
y(x)], which the router then aggregates across the
pool. Conditioned on a prompt P(x, D) that con-
catenates the detector profile, the retrieved finger-
print records (Section 3), and the target sample, it
samples

z, (pred_corr,pred_lat) ~ py(-| P(x, D))

3)
where z is a short reasoning chain and
(pred_corr,pred_lat) € {0,1} xRy is the struc-
tured prediction. Because the prompt carries the
detector’s text profile, one set of parameters 6
serves every detector in the pool. We instantiate
py as Qwen3-4B-Instruct (Qwen Team, 2025) with
LoRA (Hu et al., 2022), trained on SCOUT-30K
(Section 6) in two stages.

Stage 1: SFT via hindsight distillation. Fol-
lowing Cao et al. (2026), we warm-start 6 by su-
pervised fine-tuning on hindsight-distilled ratio-
nales (Liu et al., 2024a): a teacher sees the prompt,
the detector verdict §p(x), the gold label y(x),
and latency /p(z), then writes a concise z that
justifies the target (1[yp(z) = y(z)],¢p(x)). The
predictor learns to emit (z, pred_corr, pred_lat),
which fixes the output format and bounds length.

Stage 2: GRPO. On top of the chain-of-thought
SFT variant, we align the predictor using group-
relative policy optimization (Shao et al., 2024) with
a gated multiplicative reward

R(0§ x, D) = gfmt(o) "’"corr(o) : (1 +rlat(0))a “4)

where g, is a format gate, 7o matches
pred_corr to 1[gp(z) = y(x)], and ri, rewards
an accurate latency estimate. The multiplica-
tive form keeps correctness dominant: a wrong
correctness prediction zeros the reward whatever
the latency. The training corpus, the chain-of-
thought (Wei et al., 2022) variants used in the abla-
tions, the full reward, the GRPO objective, and the
hyperparameters are in Appendix D.

Algorithm 1 SCOUT routing rule. Returns a ver-
dict and the predicted path latency.

Require: sample x; light pool Diigne; judge Dypm; threshold

-

Require: predictions pred_corr,pred_lat; trust weights
wp

1: S < {D € Dig : pred_corr(z, D) =1} >

predicted-reliable light detectors

22if S = () then return (§p, (%), Tprea +
pred_lat(z, Diim))

3: end if

4: Run S in parallel.

A (ZDeSngD(x))/(ZDeSwD) >

trust-weighted vote

2 £ < Tpred + maxpeg pred_lat(z, D) > light latency

¢ if max(v,1 — v) > 7 then return (1[v > 0.5], /)

: end if .

. if pred_corr(z, Duim) = 1 then return (§p,, (%), £ +
pred_lat(z, Diim))

10: else return (1[v > 0.5],¢)

11: end if

5 Uncertainty-Aware Triage

Algorithm 1 turns the predictor’s per-detector es-
timates into a per-sample allocation. A subset se-
lector keeps the light detectors the predictor marks
reliable on z; they run in parallel and cast a trust-
weighted vote. When the vote’s agreement falls be-
low 7, an escalation gate consults the LL.M judge,
but only when the predictor also marks the judge
reliable on x; otherwise the subset vote stands. Be-
cause the predictor also estimates each detector’s
latency, the rule returns the predicted wall-clock
{(x) of the path taken, which makes 7 a latency
control (Section 7.7). Appendix E details the trust
weighting, the empty-subset fallback, and the sym-
metric escalation gate, and Section 7.3 ablates the
selector and the gate separately.

Since /(z) never enters the routing decision,
summing it over the stream yields the total wall-
clock T(7) = dow {(z) that SCOUT predicts for
any 7 before running. The operator can therefore
meet a latency budget L without labels by selecting

(L) = max{r : T'(7) < L}, 5)

the safest threshold within budget. The trust-
mixing weight w € [0, 1] balances the per-sample
and global trust priors. Appendix E gives the
budget-to-7 recipes and the operating point we re-
port, and Appendix F sweeps w.

6 Data

We use four mutually disjoint data roles. An up-
stream prompt-injection corpus (BIPIA (Yi et al.,
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Table 1: Per-category breakdown on SCOUT-450. Per-attack-category ASR (|, with the Total) and per-benign-
category BU (7), plus latency and accuracy. SCOUT is shown at three points on its 7-sweep (Figure 3); the headline
is 7=0.875 (shaded). Bold marks the best aggregate result (Total ASR, Total BU, Acc); underline marks the leading
detector within a category (heterogeneity diagnostic). Attention tracker (}) is excluded from ranking (degenerate,
BU=.044 on benign). Detector details in Appendix A.

ASR per attack category | BU per benign category 1 Total Lat Acc
Detector hid tool exf dir Total benign aligned Total ()4 T
Rule-based .651 524 707 769 .651 7156 714 733 0.1 516
Logistic regression .349 167 .146 .038 255 .622 .505 .559 10 .664
DeBERTa .363 .000 .098 .077 231 178 581 .672 9 727
Attention tracker’ .000 119 171 192 .067 .044 S14 297 24 .658
AlignSentinel .596 214 293 192 443 11 .886 .805 26 .664
DistilBERT .589 310 244 .077 435 .844 .686 759 3 .649
InstructDetector 740 405 .268 154 .549 811 .533 .662 27 542
PIGuard .096 119 146 .000 .098 222 486 364 203 .669
GPT-40 137 214 .024 .000 118 .989 971 979 656 924
GPT-5.1 185 238 146 .000 .169 933 924 928 659 873
SCOUT (7=0.55) 144 .024 .073 .077 .106 .800 .790 795 87 851
SCOUT (7=0.75) .103 .024 .049 .038 .075 .878 .867 872 222 902
SCOUT (7=0.875) .096 .024 .024 .000 .063 .889 .962 928 395 933
(a) Latency vs accuracy (b) Latency vs attack block rate (c) Latency vs benign utility
1.0 - 1.0 1.0 *®
0.9 x g 0.9 g : 0.9
. : T % g
0.8 0.8 208 A
o © Ay 2
3 A R ; - A é
go7 4 N i EO] A 4 20.7 AA‘ m
0.5 A %05 B 205 £
@ A @
= o
0.3 <03 0.3 A
10! 10? 10! 102 10! 102
Total time on N =450 (s, log) { Total time on N =450 (s, log) { Total time on N =450 (s, log) {
—— SCOUT (sweep 1) 4+ Single detector x  Always-LLM-judge (D)

Figure 3: Quality—latency frontier on SCOUT-450. Wall-clock vs. quality across the 7 € [0.50, 1.00] sweep of
the predictor-filtered cascade; gray triangles are all individual standalone detectors, and X marks the always-on
Drpm. Attack block rate = 1 — ASR (higher is better). Sweeping 7 trades latency for quality, with Acc, 1 — ASR,
and BU improving together.

2025) and related public sets) trains our D,
D3, D5, D7, and Dg detectors. The SCOUT-
specific data consist of SCOUT-30K, with 29,551
hindsight-distilled (sample, detector) examples for
predictor supervision; Anchor-400, a 400-sample
fingerprint set for kNN retrieval and trust priors;
and SCOUT-450, a 450-sample evaluation bench-
mark (255 attack / 195 benign) intentionally en-
riched for the harder hidden_tricky category. Ap-
pendix B gives the construction, sampling, compo-
sition, and data-separation audit of each split.

utility trade-off over standalone detectors and
the always-on Dym?

* RQ2. Which design choice produces the
gain?

¢ RQ3. Can SCOUT absorb new detectors and
a swapped LLM judge without retraining?

* RQ4. Does the framework transfer to bench-
marks it was not trained on?

7.1 Setup

Detector pool. The pool spans six detector fami-

7 Experiments

We organize the experiments around four research
questions:

* RQ1. Does SCOUT improve the safety—

lies: lexical and structural rules (D;); lightweight
ML classifiers over sentence embeddings (Ds,
seven variants); a fine-tuned DeBERTa-v3 clas-
sifier (D3) (He et al., 2023; ProtectAl, 2023);
an attention-based diagnostic (D4) (Hung et al.,
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2025); an alignment-aware classifier (Ds) (Jia
et al., 2026); and an LLM-as-judge (Drpm) (Zheng
et al., 2023). The default light pool is
{Dy, DENN DER DXGB Ds. Dy, D5}, which the
router runs in parallel, with GPT-40 (OpenAl,
2024) as the escalation judge Dy pnm. Per-detector
backbones and training corpora are in Appendix A.

Protocol. RQ1-RQ3 use the held-out SCOUT-
450 benchmark and RQ4 the external BIPIA, IPI,
and IHEval benchmarks. Unless noted, SCOUT
runs the SFT4+GRPO predictor over this light pool
with trust mixing w = 0.6. We compare SCOUT
against the individual standalone detectors and the
always-on Dy y; alternative routing rules and pre-
dictors are ablations of SCOUT introduced in Sec-
tion 7.3. Metrics follow Section 3; Appendix K
gives the serving stack and latency model.

7.2 Safety—utility frontier on SCOUT-450
(RQ1)

On SCOUT-450, per-input allocation improves the
safety—utility trade-off over every single-detector
baseline in Table 1, including the judge Diim
(GPT-40) run on every request. At the headline
operating point, SCOUT records the lowest To-
tal ASR (.063) and the highest accuracy (.933): it
is safer than the safest single detector (PIGuard,
.098) and more accurate than the most accurate
one (Dym, .924), at about 0.6 x the wall-clock of
Dr1m. No single detector reaches both corners at
once. The only axis on which Dy leads is benign
utility (.979 vs. .928), the throughput that 7 trades
for safety.

The threshold T exposes a usable control sur-
face across this frontier: low-7 points stay on the
light pool and finish in a fraction of the headline
wall-clock, while raising 7 spends judge calls to
tighten safety, so an operator reads off the point that
meets its budget. Across the sweep SCOUT’s curve
sits above the individual-detector points on every
quality axis and to the left of the Dy marker
(Figure 3).

The gain comes from detector heterogeneity. No
single detector is strong everywhere, so a fixed de-
ployment inherits one detector’s profile across the
whole stream. For each input, SCOUT predicts
which light detectors are reliable and runs only
those, escalating to the judge only when their vote
is uncertain. The routed system therefore stays at
or near the best detector in every attack category at
once (Table 1; per-category routing trace and bal-

Table 2: Ablations on SCOUT-450 (D; ;v = GPT-40).
Top: predictor recipe at fixed filter+skip routing, with
each row at its own best 7. Each row in this block
is the complete routed system with only the predictor
replaced; the block includes two non-LLM predictors
(KNN (Cover and Hart, 1967), MLP (Rumelhart et al.,
1986); Appendix H) and three LLM-predictor recipes.
Middle: allocation rule over the same detector pool
(always-judge, majority vote, global-trust weighted vote,
pure kNN routing, no-predictor cascade, uniform-trust
cascade). Lower middle: trust-mixing w. Bottom row:
SCOUT at the headline operating point (w = 0.6, head-
line 7). Total Lat is total wall-clock in seconds.

Acc ASR BU Total

t 1 T Latl

KNN predictor 909 110 933 412.1
MLP predictor 898 .086 .877 339.1
Qwen3-4B (5-shot CoT) 907 110 928 388.2
Qwen3-4B (0-shot CoT) 918 102 944 4989
SFT-CoT (5-shot) 904 .098 908 333.6
Always-Dy v judge 924 118 979 6555
Majority vote 736 251 718 262
Global-trust weighted vote .736  .251 718  26.2
Pure kNN routing 729 298 764 17.1
No-predictor cascade 920 .090 .933 462.6
Uniform-trust cascade 927 078 933 515.7
w=20.0 929 071 928 416.1
w=04 931 .067 .928 410.5
w=10 924 075 923 361.6
SCOUT (w = 0.6) 933 063 928 395.1

ance checks in Appendix G), giving it an aggregate
ASR below any fixed choice.

7.3 Where the gain comes from (RQ2)

RQ2 asks why the frontier improves. Table 2
changes one link of SCOUT at a time (the reli-
ability predictor, the allocation rule, or the trust
mixing) while keeping the rest fixed, except that
predictor-recipe rows use their own best 7; Fig-
ure 4 shows the same three axes as threshold-swept
attack-block-rate curves.

Predictor quality determines whether SCOUT
can exploit detector heterogeneity. Replacing only
the reliability estimator weakens the routed sys-
tem: attack leakage rises from .063 ASR to .086—
.110 for the alternatives. The predictor estimates
each detector’s predicted correctness for the cur-
rent input, and the routing gain comes mainly from
calibrating this estimate on the light pool. Ap-
pendix H traces it to two learned behaviors: the
SFT+GRPO predictor is both more accurate and
more concise than the SFT, zero-shot, and non-
LLM (KNN, MLP) variants, and removing the rea-

36319



Predictor recipe

0.90 / 0.90
x -«

Routing rule

Trust mixing w
0.950

- ) - ®  0.925
2085 2085 & 0.900
< <
1 0.80 1 1 x
A 080 0875

0.75 0.75 0.850

10! 102 10t 102 10! 102
Total time on N =450 (s, log) ! Total time on N =450 (s, log) { Total time on N =450 (s, log) !
% % %

. 095 - 095
§0.90 go 9 go.go
085 n T 0.5
= 0.80 g g
Y S S 0.80
o o o

0.75
10t 102 10
Total time on N =450 (s, log) {
Base Qwen3-4B (5-shot CoT)
No-predictor cascade

w=0.0 — w=02 — w=0.5

Total time on N =450 (s, log) {
Base Qwen3-4B (0-shot CoT)

Uniform-trust cascade

0.75
10° 10! 10?
Total time on N =450 (s, log) {

SFT-CoT —— SCOUT

—— SCouT

w=1.0 % Always-LLM-judge (Dym)

Figure 4: Ablation curves on SCOUT-450 (polynomial fits over the threshold sweep 7 € [0.50, 1.00]; « is total
wall-clock, log scale). Top row: 1 — ASR (attack block rate). Bottom row: benign utility (1 — FPR). Columns
vary one link of SCOUT: predictor recipe, routing rule, and trust mixing w. Always-Dyyym (X) is the high-latency
reference. Companion accuracy panels are in Appendix G, Figure 19.

soning chain lowers predicted-correctness accuracy.
A direct filter does not substitute for the predictor
either. A Qwen3-4B-Instruct model fine-tuned on
the attack/benign labels alone reaches .973 accu-
racy on SCOUT-450, and its attack recall falls to
.25—.47 on BIPIA, IPI, and IHEval (Appendix I).

Per-input allocation matters beyond ensembling.
Using the same detector pool, the no-predictor cas-
cade and the uniform-trust cascade both leave more
attacks unblocked (.090 and .078 ASR, versus .063
for SCOUT): the former lets detectors vote where
fingerprints mark them unreliable, and the latter
gives a category specialist and a noisy detector
equal weight. Rules that never consult the judge
fall further behind, with .251 ASR for majority
and global-trust weighted voting and .298 for pure
kNN routing over the anchor accuracies. SCOUT
separates these roles, with the selector setting mem-
bership and the trust prior setting vote mass (Ap-
pendix E). In Figure 4, at matched wall-clock its
predictor-filtered cascade sits above both cascades
on attack block rate while tracking them on BU, so
the gain comes from allocation at unchanged BU.
A stronger judge prompt does not close this gap. A
retrieval-augmented GPT-40 judge that reads the
five nearest labeled anchors lowers ASR to .027
but drops BU to .867 and lengthens every judge
call (Appendix L).

Trust mixing stabilizes local fingerprint evidence.
Both endpoints hurt: w = 0 ignores the retrieved

neighborhood, and w = 1 overweights a small one
and raises ASR to .075. The middle range is best;
we use w = 0.6, and Appendix F gives the full
sweep.

7.4 Pool reconfiguration exposes controllable
operating points (RQ3)

RQ3 tests whether SCOUT can absorb pool
changes after training. A router tied to detector IDs
or a fixed cascade would need new labels or cali-
bration when the judge or light detectors change;
SCOUT takes in a new component from its behav-
ior on the anchor set alone. We freeze the trained
predictor, retriever, routing rule, trust mixing, and
threshold 7, and let each new judge or light detector
enter only through a detector fingerprint built from
one pass over Anchor-400, with no fine-tuning, cal-
ibration fit, or gradient update. Table 3 applies this
protocol on SCOUT-450.

The Base rows swap the LLM judge while keep-
ing the light pool fixed, testing whether the judge
is a hard-coded endpoint or another fingerprinted
component. The extension rows add D (Distil-
BERT) and Dg (InstructDetector), absent from the
Base light pool (Appendix A). These added detec-
tors do not monotonically improve every metric;
they expose different safety, benign-utility, and la-
tency points under the same decision rule: with
GPT-40, adding D7 and Dy raises BU from .928
to .949 while increasing ASR from .063 to .102.

36320



Table 3: Pool reconfiguration on SCOUT-450 (RQ3).
SCOUT is unchanged from the headline setting; only
the LLM judge and the light-pool composition change.
Base = { Dy, DENN, DER DXGB D3, Dy, Ds} for both
judges; extension rows add D7 (DistilBERT) and then
Dg (InstructDetector). Bold marks the best entry per
metric within each judge block; Total Lat (total wall-
clock in seconds) is left unbolded.

Table 4: Cross-benchmark generalization. SCOUT
versus the always-on Dypy on three external bench-
marks (IN=1000 each): BIPIA (Yi et al., 2025),
IPI (Wen et al., 2025), and IHEval (Zhang et al., 2025c),
under both candidate judges. The predictor and rout-
ing rule are unchanged from the SCOUT-450 setting;
the rule operates over the Dg-extended candidate pool
and automatically selects an effective detector combi-
nation per benchmark. 40 and 5.1 denote the two LLM

Total  judges; bold marks the better entry per metric within
Judge  Config. Acct ASR] BUT Latl  each (benchmark, judge) block. Total Lat is total wall-

Always-Drim 924 118 979 6555  clock in seconds.

Base 933 063 928 395.1

GPT-40 b et D+ 922 086 933 416.0 Total
Base+D7 + Dsg 920 102 949 4359 Setting Method Acct ASR| BUT Lat]
Always-Dyim .873 169 928 658.7 BIPIA/40 Always-Drim .894 044 832 1654
GPT-5.1 Base .898 JA10 908 4129 SCOUT 971 026 968 309
" Base+Dy 873 141 892 4044  prpiass  Always-Dum o 873 236 982 1586
Base+D; + Dg 882 .141 913 4313 SCOUT 961 058 980 433
IPl/40 Always-Duim 903 144 950 1504
SCOUT 901 A28 930 915
.. . . . Always-D 940 120 1.000 1651
This is the intended behavior of detector allocation: ~ IPI/5.1 SCOéT M o4 086 974 1147
pool compomtlon F:hanges the set of available Qetec— b AWaysDi 809 008 626 1476
tor behaviors, while 7 controls how conservatively Va0 scouT 844 138 .826 524
SCOUT escalates beyond them. [HEval/s.1 Always-Dum 881 052 814 1540
" SCOUT .861 042 764 1242

7.5 Cross-benchmark generalization (RQ4)

RQ4 stress-tests SCOUT under distribution shift
across BIPIA, IPI, and IHEval. IPI and IHEval are
fully external, used in no part of SCOUT; BIPIA
feeds SCOUT-30K and SCOUT-450, so the BIPIA
slice evaluated here is de-intersected from those
splits and from detector training, disjoint from ev-
erything SCOUT saw (Appendix J). We run the
SCOUT-450-selected configuration unchanged on
all three, with no benchmark-specific calibration.
Table 4 reports the six benchmark—judge cells.
SCOUT cuts wall-clock in all of them and low-
ers ASR in five, with the largest safety margin on
BIPIA; on IPI it stays close to the already-strong
judge on accuracy while blocking more attacks.
The strongest light detector changes across bench-
marks, and on BIPIA it outperforms the judge (Ta-
ble 15), so the transfer comes from re-allocating
detectors per benchmark; Appendix J repeats the
transfer with the KNN and MLP predictors.
IHEval differs in attack form: it pits instruc-
tions at different hierarchy levels against each other.
Most light detectors fall near chance here, and only
Dy (degenerate on BIPIA and IPI) carries signal,
so SCOUT escalates more and its safety gain nar-
rows. Under GPT-40 it gives up the judge’s near-
complete attack recall (the lone ASR regression)
for substantially higher benign utility and accuracy

Table 5: Downstream agent evaluation on the 255
SCOUT-450 attacks. ASR is detector pass-through;
MAR is the malicious-action rate over all attacks.

Defense Passed ASR | Actions MAR |
No defense 255 1.000 252 988
D3 DeBERTa 59 231 56 220
Always-Drim 29 114 28 110
SCOUT 16 063 16 063

at far lower wall-clock.

7.6 Downstream agent evaluation

ASR counts the attacks that pass the defense, which
need not equal the attacks that compromise the
agent behind it. To measure the gap, we feed ev-
ery passed attack among the 255 SCOUT-450 at-
tacks to a Qwen3-4B agent with sandboxed mock
tools, and we count a compromise only when the
agent executes the injected operation (protocol in
Appendix K). In Table 5 a passed attack almost
always leads to a malicious action, with 252/255
under no defense, 56/59 after D3, 28 /29 after the
always-on judge, and 16/16 after SCOUT. Detec-
tor pass-through is therefore a close proxy for agent
compromise in this setting, and SCOUT, which
blocks the most attacks, also yields the fewest com-
promises.
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7.7 Latency and deployment discussion

Three points carry the deployment story; Ap-
pendix K gives the full model, the per-predictor
breakdown, and the break-even derivation.

T dials wall-clock, predictably. Because SCOUT
predicts each detector’s latency, it predicts the wall-
clock of its own routing, and the predicted total
T'(7) follows the realized cost across the T-sweep
(in-distribution gap 2.5%, and the same monotone
trend transfers to the external benchmarks; Ap-
pendix K, Figure 23). An operator therefore sets
latency by choosing 7 against a predicted budget,
with no live measurement: the budget-to-7 map
(Appendix E, Figure 17) sends a target latency bud-
get (or a safety budget) to the threshold 7* that
meets it, label-free for the latency budget since
T'(t) comes from pred_lat.

Where the budget goes. At the headline point
SCOUT spends 395 s versus 656 s for the always-
on GPT-40 judge (Table 1), and the saving comes
entirely from requests that finish on the filtered
light pool. The judge call remains the largest cost
term, so 7 moves wall-clock mainly through the
escalation rate, which rises with 7 while the light-
pool mix stays roughly constant (Appendix E, Fig-
ure 18); the per-path breakdown and the predictor’s
own (small) overhead are in Appendix K.

When SCOUT helps. The threshold 7 moves
SCOUT between the light pool and the always-on
judge (Table 1). Atlow 7 the router rarely escalates,
so wall-clock is lowest while ASR and BU trail the
judge. Near the headline point SCOUT blocks
more attacks than the judge at lower wall-clock
and trails it only on benign utility. Beyond it, fur-
ther escalation adds wall-clock without improving
ASR, BU, or Acc (Appendix E). SCOUT therefore
helps most when the pool holds complementary
specialists and the judge dominates latency.

8 Conclusion

We reframe prompt-injection defense as detector
allocation: the system decides per input which de-
tectors to trust, combining behavioral fingerprints,
a small predictor that estimates each detector’s per-
input reliability and latency, and an uncertainty-
gated routing rule. Because the predictor also esti-
mates latency, a single operator threshold tunes the
safety—latency trade-off against a budget known be-
fore any request runs, and a new detector joins
through one anchor-set pass with no retraining.
On SCOUT-450 and three external benchmarks

(BIPIA, IPI, IHEval), SCOUT improves the safety—
utility trade-off over every single-detector baseline,
including the always-on Dy .

We have open-sourced the full pipeline, includ-
ing the predictor checkpoint, the SCOUT-30K train-
ing set, the SCOUT-450 and Anchor-400 splits,
and the detector fingerprint library that lets oper-
ators assemble their own detector pools. All arti-
facts and code are available on the project page:
https://rockylill.github.io/SCOUT/.

Limitations

Dependence on the detector pool. SCOUT com-
poses detectors and does not improve any of them.
When no detector in the pool carries usable signal
on the target distribution, the routed system cannot
exceed what the pool supports.

Anchor coverage. The trust prior and the re-
trieved context are only as good as Anchor-400’s
coverage of the test distribution. An input far from
every anchor falls back on the global prior, and
a new attack family needs a refreshed anchor set,
which costs one pass per detector.

Evaluation scope. All four benchmarks are
English-only and follow a fixed taxonomy of injec-
tion mechanisms, and SCOUT-450 holds only 450
samples. We do not evaluate cross-lingual transfer,
attacks outside this taxonomy, or adaptive attackers
that target the router itself.

Setup dependence. Wall-clock numbers de-
pend on our A100 + vLLM stack and on median
per-detector accounting. The concurrency discus-
sion uses a single judge-utilization model, and the
downstream-agent check uses one Qwen3-4B agent
with mock tools. Both results are specific to those
setups.
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* M Worked examples (fingerprint, training
data, inference outputs).

* N Reproducibility and responsible use.

¢ O Licenses and intended use.

A Detector pool details

The detector pool D comprises a base pool of six
families used throughout the main-text experiments
(D1-Ds plus Dy 1m), two additional detectors used
in the pool-reconfiguration study (D7, Dsg), and
one further single-detector baseline reported for
reference but not integrated into SCOUT’s pool

(D).

Base pool.

* D;: Lexical / structural rules (training-
free; CPU-only; sub-millisecond latency). A
keyword and regex screen for explicit in-
jection markers (ignore the above, new in-
struction, override, etc.), suspicious tags
((im_start|) and variants), structural anoma-
lies (e.g. HTML comments inside benign con-
tent), and base64/hex/unicode-escape patterns
indicating obfuscation. The rule list is hand-
curated from prior threat reports and does not

Tracker (Hung et al., 2025) on Llama-3.1-8B-
Instruct (Llama Team, 2024): a single for-
ward pass measures the ratio of attention mass
placed on the operator’s goal tokens vs. the
document tokens; samples below a fixed ratio
threshold are flagged as injections. The de-
tector is highly sensitive to long carriers and
tends to flag legitimate tool outputs, which
is reflected in its degenerate benign utility on
SCOUT-450.

* Ds: Alignment-aware classifier (trainable;
GPU; ~60 ms). AlignSentinel (Jia et al.,
2026): an MLP probe we train on our detec-
tor training set over a frozen instruction-tuned
LLM’s attention features, producing a three-
way classification (attack, aligned instruction,
benign). We collapse the two non-attack la-
bels into a binary attack/benign verdict.

* Dypm: LLM-as-judge (training-free; API;
~1.5 s). Prompts an off-the-shelf instruction-
tuned LLM (Zheng et al., 2023) to read the
request and produce a binary attack/benign
verdict with a short rationale. The main-text
experiments use GPT-40 as Dy y; the candi-
dates we considered and the selection protocol
are reported in Appendix L.

learn from data. Pool extensions (RQ3).

Dy: Lightweight ML classifiers over sen-
tence embeddings (trainable; CPU/GPU;
~10 ms). Seven variants share the same
input pipeline: a fixed sentence embed-
ding (Reimers and Gurevych, 2019) (Qwen3-
Embedding-0.6B (Zhang et al., 2025b)) of
the request content is fed to one of {logis-
tic regression, linear SVM, RBF SVM, XG-
Boost (Chen and Guestrin, 2016), k-nearest
neighbors over the embedding (k=25), MLP,
random forest}. All variants are trained on
the upstream corpus described below and
never updated after deployment. We report
DER, DXGB and DXNN geparately in the per-
detector tables.

* D7: Lightweight indirect-injection classi-
fier (trainable; GPU; ~6 ms). A DistilBERT-
base classifier (Sanh et al., 2019) from the
indirect-injection detection study of Chen et al.
(2025a), fine-tuned to detect injected instruc-
tions in retrieved external content. We train it
on our detector training set and add it to the
light pool in the D7 extension row of Table 3.

* Dg: Instruction-tuned hidden-state probe
(trainable; GPU; ~60 ms). InstructDetec-
tor (Wen et al., 2025), a probe over the in-
ternal hidden states of an instruction-tuned
LLM, trained on our detector training set to
identify task hijacking. Added to the light
pool in the D7+ Dg extension row.

* D3:  Fine-tuned transformer classifier Single-detector baseline (not in any SCOUT
(trainable; GPU; ~10 ms). DeBERTa-v3-base  pool).

(~184M parameters) (He et al., 2023; Protec-
tAl, 2023) fine-tuned end-to-end on our detec-
tor training set with binary cross-entropy.

* Dy: Attention-based diagnostic (training-
free; GPU; ~18 ms). Implements Attention
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* Dgy: PIGuard prompt guard (trainable;
GPU; ~450 ms). PIGuard (Li et al., 2025a) is a
DeBERTa-derived prompt guard with the Mit-
igating Over-defense for Free training proce-
dure, designed to suppress trigger-word bias.



We use the released PIGuard model and re-
port its standalone metrics on SCOUT-450
and the three external benchmarks as a single-
detector reference. PIGuard appears only as a
standalone baseline, outside the SCOUT light
pool.

Upstream corpus for trainable detectors. The
Dy family, Ds, D5, D7, and Dg are trained on our
detector training set, a prompt-injection corpus as-
sembled from BIPIA (Yi et al., 2025) and adjacent
public datasets; Dy is the released PIGuard model.
This corpus is dominated by short, structurally sim-
ple carriers and a relatively narrow attack-template
distribution. Parts of BIPIA also seed portions of
SCOUT-30K and a small portion of SCOUT-450.
The BIPIA subset we evaluate on as an external
benchmark (Section 7.5, Table 4) is a separate, de-
duplicated 1,000-sample slice disjoint from every
BIPIA example used in detector training, SCOUT-
30K, and SCOUT-450, so the cross-benchmark
numbers carry no training overlap.

The per-detector single-classifier metrics on
SCOUT-450 are read off the standalone rows of
Table 1; the external-benchmark per-detector break-
down is in Table 15.

Detector behavioral diversity. Figure 5 com-
pares the standalone detectors by median per-
request latency and accuracy on SCOUT-30K and
SCOUT-450. The pool spans four orders of magni-
tude in latency, from the sub-millisecond rule scan-
ner to the second-scale LLM judge. The judge is
the most accurate (about .93) and by far the slowest;
every light detector is one to four orders of mag-
nitude faster, at lower and uneven accuracy. Each
detector’s latency and accuracy is stable across the
two splits, so the per-detector behavior the predic-
tor learns on SCOUT-30K transfers to SCOUT-450.
The per-category breakdown behind these aggre-
gates is in Table 1: no detector dominates across
categories, and the judge is not a strict superset of
the light pool, since some inputs are caught only
by a light detector.

Per-detector correctness on the sample space.
Figure 6 projects SCOUT-450 samples onto a
shared UMAP (the same layout shown by metadata
in Figure 9) and overlays each detector’s correct-
ness pattern, with errors split into false positives
and false negatives. Green dots mark samples the
detector classifies correctly, dark-blue crosses mark
false positives, and orange crosses mark false nega-

tives. The overlay shows that error regions differ
qualitatively across detectors: D; and the Dy fam-
ily miss attacks (false negatives) on long structured
carriers, Dy raises false positives across dense be-
nign regions, D5 misses inputs concentrated on
the right-side hidden_tricky cluster, and the LLM
judge has a smaller, more scattered error set. These
per-detector error geometries are what the predictor
exploits when it filters the light pool per input.

Detector error atlas. Figure 7 expands the stan-
dalone SCOUT-450 view from category-level ac-
curacy to a per-sample error atlas. Columns are
detectors and rows are category-grouped samples;
each cell marks whether that detector is correct,
produces a false positive, or misses an attack. The
atlas shows that errors are concentrated but not
identical across detectors, with the densest false-
negative region on hidden_tricky. This per-sample
heterogeneity gives the router useful choices, since
no single detector is best everywhere.

B Data construction and composition

The data pipeline has four roles, summarized in
Section 6. Figure 8 shows the attack/benign and
per-category composition of the three released
SCOUT splits. The SCOUT splits are mutually
disjoint. Trainable-detector weights are learned
on a separate detector training set before any
SCOUT component is trained; the detector-training
examples and the evaluated BIPIA slice are de-
duplicated against SCOUT-30K, Anchor-400, and
SCOUT-450.

Attack categories. SCOUT-450 and the SCOUT-
30K source carriers are annotated along two orthog-
onal axes: an attack category (six values, includ-
ing two benign) describing the high-level intent
of the request, and a carrier type (thirteen values)
describing the surface form in which that intent
is delivered. The taxonomy extends the indirect-
injection categories of BIPIA (Yi et al., 2025)
and the indirect-injection detection benchmark
of Chen et al. (2025a) with explicit benign-but-
adversarially-styled controls (aligned_instruction)
and a hardened-against-detectors category (hid-
den_tricky). The six attack categories are:

* hidden_tricky (hid; 146 on SCOUT-450). At-
tacks whose injected instruction is embedded
in a structurally complex carrier (long HTML,
tool output, emails with quoted threads, code
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Figure 5: Detector behavioral diversity. Left: median per-request latency (log scale). Right: accuracy. Both are
shown for SCOUT-30K and SCOUT-450. Detectors span four orders of magnitude in latency and a wide accuracy
band, and each detector’s profile is consistent across the two splits.

with comments) such that it is plausibly legiti-
mate at the surface level. This is the deliber-
ately hardest category and the largest single
bucket in SCOUT-450; it is where existing
single detectors are weakest.

¢ tool_misuse (fool; 42). Attacks that abuse the
operator’s available tool calls, either by smug-
gling tool-call instructions inside retrieved
content or by directing the model to call a
tool with attacker-controlled arguments. Mod-
eled on the tool-misuse threat in Wen et al.
(2025) and the agent-facing settings of Liu
et al. (2025a).

* exfiltration (exf; 41). Attacks that ask
the model to leak information from the sys-
tem prompt, prior conversation, or retrieved
context to the attacker (e.g. by emitting it
verbatim or by encoding it into a URL).
Aligned with the data-exfiltration category in
BIPIA (Yi et al., 2025).

* direct_misaligned (dir; 26). Direct prompt
injection in the original sense of Pérez and
Ribeiro (2022): the injected instruction ex-
plicitly overrides the operator’s stated goal
(e.g. “ignore the above and instead...”), with
no obfuscation.

* totally_benign (benign; 90). Benign requests
with no instruction-following content beyond

the operator’s stated goal. Includes plain fac-
tual queries, summarization requests, and be-
nign tool outputs.

* aligned_instruction (aligned; 105). Benign
requests whose content contains imperative
language or instruction-shaped fragments that
align with the operator’s goal (e.g. a summa-
rization request whose source document itself
contains instructions for a third party). This
category controls for high-recall detectors that
conflate benign instructions with injection at-
tempts.

The first four categories together form the at-
tack subset (N=255); the last two form the benign
subset (IN=195).

Carrier types. The carrier type records the
surface form of the request content. The thir-
teen values used in SCOUT-450 are: tool_output
(106), plain_text (66), code (45), email (43),
tool_description (40), html (39), markdown (27),
table (26), encoding_obfuscation (23), ga_context
(20), chat_transcript (9), agent_memory (4),
browser_trace (2). The carrier list is drawn from
common LLM-tool integrations and reflects the
surface forms exercised in agent benchmarks (Liu
et al., 2025a; Zhang et al., 2025c). encod-
ing_obfuscation covers base64, hex, and unicode-
escape wrappings of attack payloads. The category
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Per-detector correctness on SCOUT-450
D1 (Acc 0.516) D2-LR (Acc 0.664) D2-SVM (Acc 0.642) D2-XGB (Acc 0.682)

kS

©»

correct = false positive = false negative
Figure 6: Per-detector correctness on SCOUT-450. Each panel shows one detector’s predictions overlaid on the

shared UMAP of eval_content embeddings. Light gray dots are the full SCOUT-450 distribution; green dots are
correct decisions, dark-blue crosses are false positives, and orange crosses are false negatives.
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Detector correctness atlas on SCOUT-450
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Figure 7: Detector correctness atlas on SCOUT-450. Columns are the base-pool and extension detectors; rows are
samples grouped by category (harder samples first within each group). Gray cells are correct decisions, dark-blue
cells are false positives, and orange cells are false negatives. Top bars give each detector’s correct/false-positive/false-
negative rates (accuracy annotated above); the right margin counts how many detectors misclassify each sample.

and carrier axes are independent: any attack cate-
gory can appear in any carrier type, and SCOUT-
450 samples are stratified to populate the (category,
carrier) cross-product where natural examples ex-
ist.

Annotation procedure. The SCOUT splits were
constructed and labeled in-house by the authors.
Candidate samples were generated programmati-
cally from carrier templates and then reviewed by
the authors for the binary attack/benign label, the
attack category, and the carrier type; SCOUT-450
was further hand-curated to over-sample the harder
hidden_tricky category. We did not use crowd-
workers, paid annotators, or any external human-
subjects pipeline, so no recruitment, payment, con-
sent, or ethics-board protocol applies.

Personally identifying information and offensive
content. All SCOUT samples are synthetic. Car-
riers contain fictional entities (company names, ac-
count identifiers, API keys) generated for the tem-
plates, with no real-person personally identifying
information. The attack content consists of stan-
dard prompt-injection patterns (instruction over-
ride, credential exfiltration, task hijacking) of the

same kind found in the public benchmarks we com-
pare against; it contains no hateful, harassing, or
otherwise offensive material beyond the prompt-
injection threat model itself. We therefore did not
apply additional anonymization beyond using syn-
thetic identifiers.

SCOUT-30K, predictor supervision. SCOUT-
30K initializes the predictor (Section 4). We start
from 2,700 source carriers spanning the same six
prompt-injection categories and thirteen carrier
types as SCOUT-450. For each (carrier, detec-
tor) pair, a teacher produces a rationale and struc-
tured prediction (pred_corr, pred_lat). We keep
only pairs whose teacher prediction matches the
target (1[gp(z) = y(x)],{p(z)), yielding 29,551
ShareGPT-format hindsight-distillation examples
across all detectors in D. The category and carrier
marginals (Figure 8a) mirror SCOUT-450, so pre-
dictor training matches the evaluation distribution
at the split level.

Anchor-400, fingerprint set. Anchor-400 is a
held-out 400-sample set used to populate the finger-
print database (Section 3). Its category and carrier
mix (Figure 8b) mirrors the source carriers used
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for SCOUT-30K, but its samples are disjoint from
both SCOUT-30K and SCOUT-450. Each detector
in D is run once on every anchor. The resulting
(yp(a),lp(a)) pairs, a one-sentence detector pro-
file, and a brief sample description form the per-
(anchor, detector) fingerprint record. Anchor-400
is used for fingerprint construction, kNN retrieval,
and the trust prior; it is not predictor-training data
and is not part of the evaluation benchmark.

SCOUT-450, evaluation benchmark. SCOUT-
450 is the 450-sample held-out evaluation set used
throughout the paper. It contains 255 attack and
195 benign samples. We intentionally over-sample
hidden_tricky (146 samples), which covers long,
structurally complex carriers such as HTML pages,
emails, code blocks, and tool outputs with adver-
sarial fragments interleaved among legitimate con-
tent. This is where existing single detectors are
weakest and where routing should matter most.
Figure 8c gives the per-category and per-carrier
counts. SCOUT-450 is disjoint from SCOUT-30K
and Anchor-400, so evaluation samples are unseen
by both predictor training and fingerprint construc-
tion.

Data-separation audit. We check this disjoint-
ness empirically. Every SCOUT-450 sample is
compared against the 13,100 samples that can af-
fect the system, namely the 2,700 SCOUT-30K
source carriers, the 400 anchors, and the 10,000
detector-training examples. Exact matching low-
ercases the text and collapses whitespace, and
the composite check compares the full structured
record. Table 6 finds no shared ID, no exact con-
tent match, and no exact composite match. The
two token-Jaccard matches above .95 are non-
identical benign BIPIA examples in the detector-
training data, and neither appears in SCOUT-30K
or Anchor-400.

Sample space by metadata. Figure 9 lays out
the SCOUT-450 eval_content embeddings on a
shared UMAP, colored by attack category, carrier
type, and difficulty. Samples organize by injec-
tion structure: the long structured carriers (HTML,
email, tool output) form the lower-right filament,
and hidden_tricky concentrates on the right. The
per-detector correctness overlay in Appendix A
(Figure 6) reuses this exact layout.

Sample difficulty. Figure 10 scores each
SCOUT-450 sample by how many of the eight base-
pool detectors (D1, the three Dy variants, D3, Dy,

Ds, and the GPT-40 judge) misclassify it. The
count spans the full range from 0 to 8: most sam-
ples are missed by one to three detectors, a tail is
missed by six or more, and the hardest samples
concentrate in hidden_tricky. These counts make
SCOUT-450 a direct test of routing across easy and
hard inputs.

Anchor coverage of the predictor training distri-
bution. Anchor-400 supplies the fixed reference
set for the kNN trust prior and the predictor’s re-
trieved context. Figure 11 projects SCOUT-30K
training samples and Anchor-400 into a shared
per-category UMAP. Anchors cover every cate-
gory, and the per-category anchor count scales
with training mass, so denser regions such as hid-
den_tricky and aligned_instruction receive propor-
tionally more anchors. The same diagnostic gives
similar coverage patterns for carrier type, attack
type, and hiding strategy. Figure 12 expands hid-
den_tricky, the largest attack category, into its ten
concealment strategies and shows Anchor-400’s
coverage of each.

C Fingerprint construction and retrieval

This appendix expands Section 3: per-anchor fin-
gerprint construction, asymmetric kNN retrieval,
the trust prior used at inference, and stress tests of
the anchor bank.

Per-(anchor, detector) record. For every anchor
a € A and every detector D € D, we run D on a
once and record the raw outputs §p(a) € {0,1},
latency ¢p(a), and confidence cp(a). We then
assemble a structured sample context

ctx(a,d) = { anchor metadata, eval_content,
policy/goal, §p(a), y(a),
vq(a), cp(a), KD(CL)},

where the verdict label v4(a) € {TP, TN, FP,FN}
is derived from ¢p(a) and the ground truth y(a).
This context plus a hand-crafted one-paragraph de-
tector profile for D (mechanism description; the
same string is reused across all anchors of the
same detector) is fed to a strong off-the-shelf LLM
(openai/gpt-oss-120b via OpenRouter, batch
size 5, temperature 0.2). The LLM is instructed to
emit a JSON array with three fields per anchor:

1. detector_profile: one sentence describing
what D does and how it works.
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Table 6: SCOUT-450 data-separation audit. Near duplicates use token Jaccard > .95.

Reference data Samples ID overlap Exact content Exact composite  Near duplicate
SCOUT-30K source carriers 2,700 0 0 0 0
Anchor-400 400 0 0 0 0
Detector-training data 10,000 0 0 0 2
All reference data 13,100 0 0 0 2/450

(a) SCOUT-30K source carriers

@

<

exfiltration
direct_misaligned

Bl hidden_tricky
B tool_misuse

(b) Anchor-400 fingerprint set

(®),

(c) SCOUT-450 benchmark

4
0

Bl aligned_instruction
totally_benign

Figure 8: Composition of the three released splits. (a) SCOUT-30K source carriers: 2,700 unique input samples
paired with detector profiles to produce the 29,551 (sample, detector) examples used for SFT and GRPO. (b)
Anchor-400, the held-out fingerprint and kNN retrieval set. (¢) SCOUT-450, the held-out routing benchmark. Each
donut shows the inner attack-vs-benign split (red = attack, blue = benign) and the outer per-category breakdown;
warm shades are attack-bearing categories and cool shades are benign categories.

2. sample_characteristics: up to three sen-
tences describing the anchor’s content, attack-
vs-benign label, category, difficulty, carrier
type, attack mechanism, and goal. This is the
only retrieval-side text (see below).

3. prediction_result: one sentence stating
D’s verdict, whether it was correct, the confi-
dence, and the latency.

The resulting per-detector JSON is the fingerprint
database; |.A| x |D| entries total.

Asymmetric retrieval at inference. We re-
trieve the top-K anchors per test sample using
Qwen3-Embedding-0. 6B (Zhang et al., 2025b) in
an asymmetric query/document configuration with
K = 10. The full top-10 neighborhood is used for
the trust prior below; the outcome predictor (Ap-
pendix D) is conditioned on the 5 nearest of these
records. Both sides L.2-normalize embeddings; we
rank by cosine similarity, which reduces to a dot
product:

sim(zx, a)

<eq(‘r)7 Cd(a) >7

argtopK sim(z, a).
acA

The query side encodes the raw eval_content of
the test sample under a task instruction that ex-
plicitly asks the embedder to align on (i) injection
category (totally_benign, aligned_instruction, di-
rect_misaligned, hidden_tricky, tool_misuse, exfil-
tration), (ii) hiding strategy (explicit, paraphrased,
encoded, context-switching, structurally camou-
flaged), (iii) carrier type (plain text, code, email,
HTML, markdown, tool output / description, ta-
ble, QA context), and (iv) attack mechanism, while
disregarding the topical subject matter of the car-
rier. The document side encodes each anchor’s
sample_characteristics string under a match-
ing instruction asking the embedder to represent
the record along the same four dimensions.

Retrieval is detector-agnostic: neither side sees
detector identity, and sample_characteristics
describes only the anchor sample. A single anchor
index serves every detector in the pool. We use
D3_deberta’s fingerprints to source the document
strings; any detector’s sample_characteristics
would yield the same retrieval because the field is
detector-agnostic. Both sides cache embeddings to
disk, so adding a detector reuses the existing index.
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Figure 9: SCOUT-450 sample space (UMAP). The shared UMAP of eval_content embeddings, colored by
attack category (left), carrier type (middle), and difficulty (right). The per-detector correctness overlays in Figure 6

use the same coordinates.
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Figure 10: Sample difficulty on SCOUT-450. Left: each sample on the shared UMAP, colored by the number of
the eight base-pool detectors that misclassify it. Right: histogram of that count.

Descriptor space coverage. Figure 13 projects
the fingerprint descriptors onto a UMAP and colors
them by attack category, carrier type, and difficulty.
The descriptors organize by injection structure (cat-
egory, carrier, and difficulty), which is what the
asymmetric retrieval relies on: an incoming re-
quest is matched to anchors that share its category,
carrier, and difficulty, so the retrieved fingerprints
report behavior on structurally similar inputs.

Retrieval quality. The trust prior and retrieved
context are useful when the top-K anchors share
the query’s injection type, since detector be-
havior tracks attack type. Figure 14 measures
attack-type retrieval on SCOUT-450. The top-
10 neighborhood contains a same-attack_type
anchor for 81% of queries overall (67% on at-

tacks, 99% on benign; panel a). Coverage
is high for the well-populated types (benign
.99, instruction_override .93, tool _misuse .71,
credential_exfiltration .70) and lower for the
three rarest attack types (parameter_manipulation,
task_hijacking, retrieval_redirection, each with
n < 30 anchors), tracking anchor mass (panel
b). Panel (c) shows the fingerprint compaction:
each anchor record is ~69 tokens versus ~535 for
its raw content, an 87% reduction that keeps the
predictor’s K -shot context small.

Why compact records. The serialization
lets the outcome predictor condition on re-
trieved behavior cheaply: it reads the K nearest
sample_characteristics records in-context
(Appendix D), and these compact records hold that
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Category-Wise Coverage Analysis (UMAP)
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Figure 11: Anchor-400 coverage of the SCOUT-30K training distribution, by category. One panel per
attack/benign category, on a shared UMAP of eval _content embeddings; light gray = all training samples, colored
points = training samples in the focal category, squares = Anchor-400 anchors in the focal category. Panel titles

report per-category query and anchor counts.
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Figure 12: The hidden_tricky category by concealment strategy. Anchor-400 coverage of the ten concealment
strategies that make up hidden_tricky (SCOUT-30K queries vs Anchor-400 anchors), on the shared eval_content
UMAP; light gray = all training samples, colored points = training samples using the focal strategy, squares =
Anchor-400 anchors. Panel titles report per-strategy query and anchor counts.

context to a few hundred tokens, well under the
thousands the corresponding raw eval_content
would require (Figure 14c). The serialization runs
once, offline, over the fixed anchor bank and is
never repeated per request; at inference the only
retrieval-side cost is embedding the incoming
request, which is passed to the predictor as raw
content.

Trust prior at inference. Given the top-K an-
chors N (x) and the per-anchor real correctness

labels 1[gp(a) = y(a)] (already computed when
building the fingerprint database), the per-sample
kNN trust for detector D on test sample z is the
empirical accuracy of D on the retrieved neighbor-
hood:

mep = = > 1in() = y(a)],

a€Nk ()

which lies in [0, 1]. We also precompute a global
per-detector reliability term, the accuracy of D over
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Fingerprint sample descriptor space (d3_deberta)

Category Carrier Type Difficulty
0
aligned_instruction direct_misaligned - code email markdown n/a medium
hidden_tricky - tool_misuse - tool_output plain_text - agent_memory hard easy
- totally_benign exfiltration tool_description ga_context browser_trace
-« table - encoding_obfuscation - chat_transcript

html

Figure 13: Fingerprint descriptor space (UMAP). UMAP of the anchor sample_characteristics descriptors
used on the document side of retrieval, colored by attack category (left), carrier type (middle), and difficulty (right).
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Figure 14: Attack-type retrieval and fingerprint compaction (SCOUT-450). (a) Attack-type Coverage @ K:
fraction of queries whose top-K anchors include a same-attack_type anchor, overall and split into attack and
benign queries. (b) Coverage@ 10 per attack type; bar annotations give the query count n. (¢) Mean tokens per
anchor record: the LLM-serialized sample_characteristics (~69) versus the raw eval_content (~535), the
compaction that keeps the predictor’s K -shot context small.

the entire anchor set A,
™= > 1fgnla) =y(@)],

which is computed once, offline, and uses no test
data. The routing rule then applies the effective
trust

1], (8)

%z,D = Wz p+ (1 - CU) Tp, W€ [0,

in the routing rule (Section 5). The mixing weight
w trades a per-sample local signal (w — 1) against
a global per-detector signal (w — 0); we use
w = 0.6 by default and report the full sweep
in Appendix F. Anchor-side latency /p(z) =
(1/K) - aeny (z) ¢{p(a) is computed analogously
and surfaced to the predictor as a side feature.

Adding a new detector. Plugging detector
D’ into SCOUT requires three steps: (1)
run D’ once on every anchor and store
(gpr(a),Lpr(a), cpr(a)); (2) write a one-paragraph
detector profile for D’ and call the fingerprint LLM
once per batch of 5 anchors to produce the JSON

records; (3) optionally precompute 7p,. The re-
trieval index, the embedder, the predictor, and the
routing rule are unchanged. This is the integration
overhead behind the pool-extension experiments in
Section 7.4.

Anchor-bank stress tests. To measure how
much the router depends on the bank, we freeze the
predictor, the retriever, the routing rule, and 7, and
we change only the anchor bank. For the size abla-
tion we draw stratified random subsets of 200, 100,
and 50 anchors, rebuild the retrieval index and the
trust prior on the subset, and report mean-+std over
three draws. For the leave-out rows we remove
every anchor of one attack category. Table 7 shows
that both interventions keep Acc, ASR, and BU
within seed noise of the full-bank result, since the
router mixes local evidence with the global prior
7p and leans on the prior where the neighborhood
is weak.

Pass-through by attack type. Table 8 splits the
255 attacks by attack type, ordered by frequency,
and compares SCOUT with the always-on judge.
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Table 7: Anchor coverage stress tests on SCOUT-450. Size-ablation rows below 400 are mean-+tstd over three

subsets; leave-out rows remove a complete category from Anchor-400.

Anchor setting Anchors Acc 1 ASR | BU 1 Escalation
Full bank 400 933 .063 928 57%
Random subset 200 .938+.006 .059+£.000 .935+.015 53%
Random subset 100 .940+.003 .063+.011 .9444+.011 57%
Random subset 50 .939+.003 .062+.010 .940+.006 54%
Remove hidden_tricky 261 933 .067 933 -
Remove exfiltration 365 931 .067 928 -

Table 8: Attack-type pass-through on SCOUT-450.
Types are ordered by frequency.

Attack type N SCOUT ASR Judge ASR
credential_exfiltration 71 .028 .028
instruction_override 61 016 016
tool_misuse 42 .024 214
parameter_manipulation 30 .033 .067
task_hijacking 29 .103 172
retrieval_redirection 22 364 .500

SCOUT’s ASR is at or below the judge’s on every
type, including the rarest one, retrieval_redirection
(n=22). The two rarest types carry the highest
ASR for both systems, so their difficulty is shared
with the judge rather than specific to the anchor
coverage.

D Predictor training details

This appendix expands the two-stage recipe of Sec-
tion 4: hindsight SFT followed by GRPO. We de-
scribe what each stage optimizes and why, with
the training frameworks and full hyperparameters
given below.

Stage 1: hindsight SFT. The SFT stage trains
the predictor on the SCOUT-30K corpus to pro-
duce, for every (sample, detector) pair (z, D),
an assistant turn of the form “z | Predicted
Performance: {correctness, latency}”,
where z is a short justification and the JSON
suffix is the structured prediction. Targets are
constructed by hindsight distillation: a teacher
LLM is shown the prompt P(z, D), the detector
verdict yp(x), the gold label y(x), and latency
¢p(x), then asked to justify the target (1[gp(z) =
y(z)],fp(x)). The teacher’s output is parsed
into (z, pred_corr, pred_lat), and we retain only
pairs whose prediction matches that target, yielding
the 29,551 kept examples that make up SCOUT-
30K. Thus pred_corr forecasts whether the detec-
tor will be correct on the sample, independent of

which verdict the detector emits.

The training objective is the standard token-level
cross-entropy on the assistant turn (loss masked
over the prompt). We train two variants from the
same dataset:

» SFT-CoT: the full assistant turn z || JSON.
The predictor learns to emit a short reasoning
chain followed by the structured prediction.

* SFT-NoCoT: the rationale z is dropped at
training time and the assistant turn is the
JSON alone. This isolates how much of the
routing signal depends on the model writing a
chain of thought before emitting the structured
output.

SFT brings the parse-failure rate to zero but does
not, on its own, lift pred_corr accuracy on the
light pool above the base Qwen3-4B (the predictor-
recipe block of Table 2). It learns the output for-
mat of a calibrated predictor without yet learning
the calibration. SFT-CoT initializes Stage 2; SFT-
NoCoT is kept as an ablation point.

Stage 2: GRPO with a gated multiplicative re-
ward. Stage 2 starts from the SFT-CoT check-
point and continues training on the same dataset
with group-relative policy optimization (Shao et al.,
2024). For each prompt P(z, D), the current pol-
icy emits a group of GG candidate completions
{o1,...,0c}. Each o; is scored with the reward
R(0;; x, D) of Equation 4, and the per-sample ad-
vantage is the within-group standardization

Ri — %ZJRJ'

A’L = )
stdj(R;) + € 2

which removes the prompt-level baseline without
learning a separate value head. The policy is up-
dated with the standard PPO clipped surrogate over
{(0i, A;)} and is anchored to the SFT-CoT initial-
ization by a low-coefficient KL penalty against the
frozen reference, which preserves the SFT-acquired
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output format and rationale style while letting the
correctness and latency tokens move under the re-
ward. We do not add an entropy bonus.

The reward R(0; 2, D) = gmt(0) - reorr(0) - (1 4+
r1ac(0)) has three pieces, all scoped to the assistant
turn after stripping any chain-of-thought tags.

» Format gate gp,, (o) € {0,1}: composed of
two checks. (i) Length gate: responses ex-
ceeding a hard length cap are zeroed; this
gate underlies the conciseness noted in Sec-
tion 7.3 and the predictor wall-clock in Ap-
pendix K, and it compresses the SFT-CoT
chain from ~ 130 tokens to ~ 110 at conver-
gence. (ii) Parse gate: the response must con-
tain a single Predicted Performance block
with both correctness € {0,1} and a nu-
merically parseable latency. Any failure on
(i) or (ii) zeros the entire reward.

* Correctness reward 7., € {0,1}:
binary exact-match between the parsed
correctness and 1[yp(z) = y(x)]. There
is no soft credit; the reward is multiplicative
so wrong correctness predictions collapse the
latency contribution to zero as well.

* Latency reward ry, € [0, 1]: a plateau-decay
function of the predicted-vs-observed latency
error A = |pred_lat — ¢p(x)|. With toler-
ance § = max(dmin, 0.5¢p(x)),

1, A <5/2,
e = § (0 —A)/(6/2), §/2< A<,
0, A > 0.

Predictions within 25% of ground truth get
full credit; credit decays linearly to zero at
50% off (Figure 15). The small absolute floor
Omin keeps the reward well-defined for very
small {p(z) (rule-based detectors). The mul-
tiplicative coupling (1 + 71,¢) ensures latency
reward only amplifies a correct prediction and
never compensates for an incorrect one.

What each piece is doing. The format gate disci-
plines the rollout distribution so the gradient sees
parseable answers; without it, the policy can game
the latency reward via verbose hedging. The cor-
rectness reward is the routing signal: it aligns
pred_corr with whether the detector will match
the gold label, closing the light-pool calibration
gap that pure SFT cannot (Appendix H, Figure 20).
The latency reward provides a secondary, finer sig-
nal that is informative only when correctness is

Latency Reward (fq: =20 ms, 6 =10) Latency Reward (fg = 1500 ms, 6 =750)

0 5 10 15 20 25 30 35 40
Predicted latency £ (ms)

500 750 1000 1250 1500 1750 2000 2250
Predicted latency £ (ms)

Figure 15: Latency reward 7. Predictions within
0/2 of the ground-truth latency receive full reward, with
linear decay to zero at §, where 6 = max(2ms, 0.5 {g).
Left: alight detector ({y = 20 ms). Right: the LLM
judge (€ = 1500 ms). The full reward is ggm - Tcorr *
(1 + 7ya), so a correct prediction earns between 1 and
2 depending on latency accuracy, and an incorrect or
malformed one earns 0.

satisfied; it calibrates pred_lat against observed
detector latency, which is what lets the routing
rule predict the wall-clock /(z) of each decision
(Algorithm 1) and lets 7 control latency against a
predicted budget (Section 7.7, Appendix E). Check-
point selection is by routing accuracy on a held-
out validation slice of the SCOUT-30K-derived RL
split; the selected checkpoint is the one used in ev-
ery experiment that names “SCOUT” in this paper.

Hyperparameters. Both stages fine-tune
Qwen3-4B-Instruct with LoRA (Hu et al., 2022)
(rank 128, a=256, dropout 0.05, on all linear
layers). The SFT stage uses learning rate 2x10~4
(cosine schedule, 0.1 warmup ratio), per-device
batch size 4 with gradient accumulation 8,
sequence length 4096, for 3 epochs in bf16. The
GRPO stage uses the group-relative estimator
with G=8 rollouts per prompt, train batch size
192, PPO mini-batch size 64, actor learning rate
1.5x107°, and a low-variance KL penalty against
the frozen SFT-CoT reference with coefficient
0.001 (applied in the loss and kept out of the
reward); we use no entropy bonus and cap
responses at 350 tokens, training for 3 epochs.
Checkpoints are saved every 10 steps and selected
by routing accuracy on the held-out RL validation
slice (the selected checkpoint is global step 462).
The routing knobs are not learned: the trust-mixing
weight w=0.6 (Appendix F) and the operator
threshold 7=0.875 (Section 7.7) are both fixed by
the reported sweeps.

Compute budget. The predictor is a single
Qwen3-4B-Instruct (~4B parameters). All training
runs on one A100 80GB GPU. Stage 1 (SFT) takes
about 4.5 wall-clock hours; Stage 2 (GRPO) takes
about 60 wall-clock hours to run the full check-
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point schedule from which we select. Building
the Anchor-400 fingerprint database queries the
off-the-shelf fingerprint LLM once per batch of 5
anchors per detector, at roughly 5-10 s per call de-
pending on API load, for a total of a few hours of
API wall-clock; this is a one-time offline cost and is
not repeated at inference. Inference-time predictor
latency is the measured 25 ms per request reported
in Appendix K.

Implementation and package versions. Predic-
tor training uses LLaMA-Factory (Zheng et al.,
2024) for the SFT stage and veRL (Sheng et al.,
2024) for the GRPO stage, both built on Hug-
gingFace Transformers (Wolf et al., 2020); infer-
ence is served with vLLM (Kwon et al., 2023)
batched decoding. Sentence embeddings for the
D5 family and for retrieval use Qwen3-Embedding-
0.6B (Zhang et al., 2025b); the D> classifiers use
scikit-learn (Pedregosa et al., 2011) defaults ex-
cept for the k-nearest-neighbors neighborhood size
(k=25). UMAP (Mclnnes et al., 2018) projections
in the appendix figures use umap-learn with co-
sine distance, 15 neighbors, and min_dist= 0.1.
We will release exact version pins and configura-
tion files with the code.

E Triage rule details

This appendix expands Section 5 and walks through
Algorithm 1 line by line. The rule converts the pre-
dictor’s per-detector estimates into a single verdict
for a test sample x in three stages: subset selection,
a trust-weighted vote within the selected subset,
and a symmetric escalation gate. The light pool
Diignt, the judge Dypm, the threshold 7, and the
mixing weight w are the only inputs, and no stage
is retrained when a detector is added. Figure 16
summarizes this flow before the line-by-line de-
scription.

Subset selection (lines 1-2). The selector keeps
the light detectors the predictor judges reliable on
z, S = {D € Dign : pred_corr(z,D) = 1}.
This is a hard inclusion test: a detector with
pred_corr(x, D) = 0 is dropped from the vote
entirely and contributes no weight. The estimate is
binary by design: whether a detector enters S is a
discrete decision, because a detector is either exe-
cuted on x or not, and carries a fixed latency when
run. The continuous reliability signal is retained
separately as the trust prior 7, p € [0,1] (Eq. 6),
which weights each selected detector’s vote (Eq. 8).

Selecting which detectors run and weighting their
votes are thus separated on purpose: pred_corr
decides which detectors run, and 7, p decides how
much each one counts. Selection is where the pre-
dictor exerts most of its influence; it is not scaled
by w, which only mixes the vote weights of the de-
tectors already in S. When S = (), no light detector
is trusted on z and the rule returns the judge ver-
dict directly. This empty-subset case is the rule’s
built-in fallback: an input far from every anchor
drives the retrieved trust evidence down, the pre-
dictor estimates no light detector as reliable, and x
is routed to Dy without consulting the threshold
T.

Trust-weighted vote (lines 4-7). The selected
subset runs in parallel and each detector emits a bi-
nary verdict yp(z). The verdicts are combined
by the effective-trust weights wp = wm,p +
(1 — w)7p of Equation 8, giving the soft vote
v =Y pes wp ip(#) / Ypeswp € [0.1). The
agreement max(v, 1 —v) measures how decisively
the subset leans toward one label. When agreement
reaches the threshold 7, the rule short-circuits and
returns 1[v > 0.5] without running the judge. This
is the path that gives SCOUT its latency advantage,
since the light subset runs in parallel and the judge
call is skipped.

Symmetric escalation gate (lines 9-11). When
agreement falls below 7, the subset vote is un-
certain and the rule considers escalating to the
judge. Escalation happens only if the same pre-
dictor estimates the judge to be reliable on x,
pred_corr(xz,Dypm) = 1; otherwise the rule
keeps the subset vote 1[v > 0.5]. The gate is
symmetric because one predictor scores reliability
on both sides: it can both withhold a useful esca-
lation and trigger an unhelpful one, so it is not an
oracle that fires only when the judge would be cor-
rect. Section 7.3 ablates the selector and the gate
separately to attribute the contribution of each.

The threshold 7. 7 is the deployment-time knob
of Section 5 (Equation 5): a low 7 escalates rarely
and stays cheap, a high 7 escalates more and ap-
proaches the always-judge baseline. Sweeping T
over [0.5, 1.0] traces the trade-off in Figure 3. We
report 7 = 0.875, the knee of the SCOUT-450
sweep: it attains the lowest ASR and the highest
Acc, and beyond it more escalation only adds la-
tency (Figure 23) without improving ASR, BU, or
Acc (Figure 3). We use this single operating point
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Figure 16: Uncertainty-aware triage in SCOUT. The predictor emits a per-detector reliability estimate
(pred_corr) and latency estimate (pred_lat). The reliability estimate filters the light pool before execution,
and the selected light detectors vote with trust weights that mix local fingerprint evidence and global detector
reliability. If the weighted vote is confident under threshold 7, SCOUT skips the LLM judge; otherwise it escalates
only when the predictor also estimates the judge to be reliable, and keeps the light-pool vote when it does not. The
latency estimate gives the predicted wall-clock of the path taken, which makes 7 a latency control (Section 7.7).

for the SCOUT row, the ablations of Section 7.3,
and the appendix tables.

Deployment recipe for 7. At deployment, the
operator picks 7 by running SCOUT once on a
small labeled slice of the target traffic and sweep-
ing 7 to trace the local safety—utility frontier (Fig-
ure 3 shows this trace on SCOUT-450). The op-
erator then selects 7 to meet a stated budget: a
latency budget L via Equation 5, which is label-
free because 7'(7) comes from pred_lat (Fig-
ure 17); a safety target, which needs the labeled
slice to measure ASR; or an LLM-call budget
through the empirical escalation rate p(7) = |{z :
rule escalates on x }|/| X |, observable from server
logs with no labels. The selected 7 is frozen for
production. The operator monitors live p as a cheap
drift signal: a sustained shift away from the cali-
bration value triggers a re-sweep on a fresh labeled
batch. When labeled validation data is unavailable
at deployment, SCOUT ships with 7 = 0.875 (the
SCOUT-450 headline) as the default.

Selecting 7 from a budget. Both budget readings
invert a monotone sweep. Because the LLM judge
dominates per-request wall-clock (Appendix K),
the escalation rate p(7) sets the cost, and p in-
creases monotonically with 7 (Figure 18); the pre-
dicted total T'(1) = dow {(x) therefore also in-
creases monotonically with 7, where /() is the
per-request predicted wall-clock returned by Al-
gorithm 1 from pred_lat. The attack block rate
1 — ASR(7) rises with 7 up to the headline oper-
ating point and then plateaus. The operator thus
reads the threshold off whichever budget is bind-

latency budget safety budget

1.0 - 091
. 0.8 -
g 0.8 1 0.7
§ 06 0.6 .

T T T
0.875 0.900 0.925
safety g =1—ASR

200 400
latency budget L (s)

Figure 17: Budget-to-threshold recipe (SCOUT-450).
The operator maps a target budget to the threshold 7*
that meets it: a latency budget L (left, label-free from
pred_lat) or a safety budget ¢ = 1—ASR (right). Both
maps are monotone; the red circle marks the headline
operating point 7 = 0.875.

ing: a latency budget L gives 7*(L) = max{r :
T(7) < L} (the safest threshold affordable under
L), and a safety budget ¢ gives 7*(¢) = min{r :
1 — ASR(7) > g} (the cheapest threshold meeting
q). The latency reading is more feasible because
the predictor estimates pred_lat, so the wall-clock
of a candidate 7 is known before any request runs.
Figure 17 plots both maps on SCOUT-450; the
headline 7 = 0.875 lies on both curves.

Detector-invocation portfolio across the 7-sweep.
Figure 18 visualizes how the routed system al-
locates its detector budget on SCOUT-450 as 7
sweeps the operating frontier (rows: candidate
LLM judges; columns: the three 7 values from
Table 1 plus 7=1.00 as the upper bound). For each
request we count detector invocations: every light
detector that voted, plus Dypn on every escalated
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request. Each panel annotates the empirical escala-
tion rate p(7).

The pies trace the empirical p(7): as T rises, the
share of requests escalated to Dy grows mono-
tonically and saturates near 60% at the headline
operating point (the under-100% plateau at 7=1.00
reflects the symmetric escalation gate, which with-
holds the judge whenever the predictor estimates
it unreliable on the input). Within-light-pool com-
position stays nearly constant across 7 and across
both judges, so 7 works as an escalation-budget
knob with little effect on which light detectors get
used.

Per-path latency. The easy path costs one
batched predictor call plus the parallel execution
of S, so its detector latency is the maximum over
the selected subset, because the detectors run in
parallel. The escalated path also pays the sequen-
tial judge call. The full deployment model, the
measured predictor wall-clock, and the per-path
breakdown are given in Appendix K; the sensitivity
to w is in Appendix F.

F Trust-mixing sweep

Table 9 reports the full w sweep on SCOUT-450
in steps of 0.1. The predictor, light pool, thresh-
old 7, and judge Dy = GPT-40 are held at the
headline configuration. Quality is nearly flat across
the middle range (w € [0.4,0.7]), with the accu-
racy peak at w € {0.5,0.6}. Wall-clock decreases
monotonically with w as the rule trusts local KNN
trust more and escalates less; the two endpoints
are suboptimal in opposite ways (w = 0 ignores
per-sample information; w = 1 over-trusts noisy
small-neighborhood estimates). We pick w = 0.6,
the best-accuracy setting with the lowest wall-clock
among the peak.

Table 9: Trust-mixing sweep on SCOUT-450. 7, p =
wmg.p+ (1 —w)Tp. np,, =number of escalations to
the LLM judge. Total Lat is total wall-clock in seconds.

Total

w Acc 1 ASR | BU 1 Lat | NDiim
0.0 .929 .071 928 416.1 271
0.1 929 .071 928 416.1 271
0.2 .929 .071 928 414.7 270
0.3 929 .071 928 411.9 268
0.4 931 .067 928 410.5 267
0.5 933 063 928 406.3 264
0.6 933 .063 928 395.1 256
0.7 931 .067 928 386.7 250
0.8 929 .067 923 378.4 244
0.9 929 .067 923 370.0 238
1.0 924 .075 923 361.6 232

Table 10: Balance checks on SCOUT-450. Entries are
Acc/ASR/BU. Macro weights attack categories equally.

Setting SCOUT Always-Dyim

Micro (reported) .933/.063/.928 .924/.118/.979
Macro by attack category .951/.036/.925 .931/.094/.980
Without hidden_tricky .947/.018/.928 .954/.092/.979

G Additional ablations and robustness
checks

Accuracy panels. Figure 19 complements the
main-paper block-rate and BU panels (Figure 4)
with the routing-accuracy view for the same three
ablation axes (predictor recipe, routing rule, trust
mixing w). Curves are over the same 7 sweep and
use the same baselines.

Benchmark balance. SCOUT-450 over-samples
hidden_tricky by design (Appendix B), so Table 10
checks whether the headline gain depends on that
category. Macro averaging gives every attack cat-
egory equal weight, and the last row removes hid-
den_tricky entirely. SCOUT keeps a lower ASR
than Always-Dynm under both views.

Category-level routing trace. Table 11 records,
for each category, how often SCOUT stops on the
light pool and how many final decisions each path
gets right. The light-only fraction ranges from 64%
on fool_misuse to 34% on aligned_instruction, and
on the categories where the light pool is trusted its
decisions are nearly error-free. Across the bench-
mark, 179 of the 420 correct decisions come from
the light pool and 241 from the judge path.

H Per-predictor quality

This appendix supports the predictor-recipe abla-
tion in Section 7.3 with two views of predictor
quality on SCOUT-450.

Per-predictor pred_corr quality and verbosity.
Figure 20 shows per-predictor pred_corr accuracy
(left) and mean output tokens (right). On the light
pool, SCOUT leads at .74, ahead of the SFT and
base variants at .58—.66 (Table 12); this gap orders
the predictor recipes in Table 2. On the more accu-
rate Dy judge the spread narrows, with SCOUT
at .93 and the other recipes between .84 and .92, so
the differentiator at the routing layer is light-pool
calibration. SFT alone calibrates the output format
(parse-failure rate drops to zero) but does not im-
prove the underlying signal; the second-stage RL
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Detector-invocation portfolio across the T-sweep (SCOUT-450, Base pool)
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Figure 18: Detector-invocation portfolio across the 7-sweep on SCOUT-450 (Base pool). Share of detector invo-
cations under filter+skip routing. Rows: LLM judge (GPT-40, GPT-5.1). Columns: 7 € {0.55,0.75,0.875,1.00};
the first three match the SCOUT rows in Table 1. D4 aggregates the three ML-classifier variants. A light detector is
counted on every request it voted on; Dypy on every escalated request. The annotation p(7) below each panel is the

empirical escalation rate.
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Figure 19: Ablation: accuracy panels on SCOUT-450, companion to Figure 4. Routing accuracy versus total
wall-clock; columns are the predictor recipe, routing rule, and trust mixing w. Always-Dym (X) is shown for

reference.

fine-tuning (Section 4) with an exact-match cor-
rectness reward raises calibrated accuracy on the
light pool. SCOUT is also the second-most concise
predictor: the reward’s length gate (Equation 4)
compresses chain-of-thought from ~ 130 tokens
(SFT-CoT) to ~ 110, leaving only the no-CoT base-
line shorter.

Predictor comparison, including non-LLM base-
lines. Table 12 compares every predictor by
raw pred_corr accuracy on SCOUT-450, bro-
ken out by detector group. Alongside the LLM-
predictor recipes we add two non-LLM predictor
baselines that replace the Qwen3-4B model but

leave SCOUT’s routing rule unchanged: KNN pre-
dicts each detector’s correctness as the majority
outcome over the 10 nearest Anchor-400 samples
(cosine over Qwen3-Embedding), and MLP is a
two-layer network over the sample embedding con-
catenated with a detector one-hot, trained on the
Anchor-400 (sample, detector) pairs. SCOUT is
the most accurate predictor on every detector group,
and the margin is largest on the light pool, which
is the group that governs the routing trade-off po-
sition (Table 2). The non-LLM baselines remain
weakly calibrated on the light pool (.63—.68 against
SCOUT’s .74), and their routing outcomes appear
in the predictor-recipe block of Table 2. Two
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Table 11: Category-level routing on SCOUT-450. Light and judge columns split correct/wrong final decisions by

the path used.
Category N Light-only Light correct/wrong  Judge correct/wrong
tool_misuse 42 64% 27/0 14/1
direct_misaligned 26 58% 15/0 11/0
exfiltration 41 56% 22/1 18/0
totally_benign 90 41% 28/9 52/1
hidden_tricky 146 38% 55/1 77/13
aligned_instruction 105 34% 32/4 69/0

(a) Per-predictor accuracy by detector group
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Figure 20: Per-predictor quality and verbosity. Left: pred_corr accuracy broken out by detector group (light
pool / Dy M judge / overall). The light-pool bar governs the routing trade-off position in the predictor-recipe block
of Table 2. Right: mean output tokens per (sample, detector). SCOUT compresses chain-of-thought to ~ 110 tokens

via the reward’s length gate.

comparisons within the LLM-predictor family iso-
late SCOUT’s design choices. First, the reason-
ing chain helps: the SFT-CoT recipe reaches .639
light-pool predicted-correctness accuracy against
.577 for the bare-JSON SFT-NoCoT recipe, and
the GRPO stage is built on the CoT variant, so the
chain-of-thought carries task signal beyond output
formatting. Second, the retrieved fingerprints help:
with chain-of-thought held fixed on the base predic-
tor, supplying the top-5 fingerprints (5-shot) over
no context (0-shot) raises predicted-correctness ac-
curacy from .649 to .655 on the light pool and from
.674 to .681 overall. This gain is small but consis-
tent; the stronger evidence that retrieval surfaces
the right history is the coverage and alignment anal-
ysis in Appendix C.

I Direct fine-tuning versus scheduling

The predictor as a standalone detector. For
diagnostics, we evaluate the SCOUT predic-
tor as a standalone binary detector. It emits
an attack/benign verdict directly from the same

SFT+GRPO checkpoint used inside SCOUT, with-
out the fingerprint database, trust prior, or routing
rule. The model is served via vLLM with the same
prompt template as Dyiyy and the same GRPO
LoRA (global step 462) merged into the SFT-CoT
base. Table 13 reports the results.

On the in-distribution SCOUT-450 split, the stan-
dalone direct-detector prompt matches the always-
judge baseline within 0.3 accuracy points (.927 vs.
.924). Wall-clock per request drops to ~ 11 ms,
versus ~ 1500 ms for the API-backed Djim,
because local batched vLLM serving amortizes
the checkpoint over a GPU batch. This direct-
detector measurement differs from SCOUT’s rout-
ing predictor call in Appendix K, which runs one
detector-profile prompt for each member of the
light pool and the judge and costs 25 ms per re-
quest at batch size 8. We do not claim the predic-
tor is “cheap” in absolute compute terms. On the
three external OOD benchmarks, recall collapses to
.25—.46, mostly from missed hidden_tricky and
direct_misaligned attacks. Precision remains
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Table 12: Per-predictor pred_corr accuracy on SCOUT-450. Fraction of (sample, detector) pairs where predicted
correctness matches 1[yp (z) = y(x)], by detector group: the light pool, the Dy judge, and all detectors (overall).
KNN and MLP are non-LLM predictor baselines. Bold marks the best entry per column.

Predictor Light pool Driim Overall
KNN .676 924 .695
MLP .626 924 .651
base Qwen3 (5-shot CoT) .655 916 .681
base Qwen3 (0-shot CoT) .649 904 .674
SFT-CoT (5-shot) .639 916 .660
SFT-NoCoT (0-shot) 577 .842 .597
SCOUT 739 927 758

Table 13: SCOUT predictor used directly as a standalone detector. Same checkpoint as the predictor inside
SCOUT, served via VLLM with Dy ’s prompt and no fingerprints or routing. Accuracy is high on the in-distribution
split, while recall collapses on the three external OOD splits.

Benchmark N Acc Prec Rec F1
SCOUT-450 (in-distribution) 450 927 .996 875 931
BIPIA 1000 671 962 .356 .520
IHEval 1000 .654 748 464 573
IPI setup 1000 .624 .992 250 .399

high (> .74), so the failures are silent attack passes,
with few benign false alarms.

These results motivate SCOUT’s use as an or-
chestration layer. The predictor inherits the distri-
butional bias of SCOUT-30K, which limits stan-
dalone deployment outside the training distribution.
SCOUT recovers usable behavior on these bench-
marks (Section 7, Table 4) by selecting among
detectors with different failure modes, so its out-
of-distribution robustness comes from the detector
pool and the routing rule.

A directly fine-tuned filter. The standalone run
above reuses the scheduler checkpoint, so we also
train the direct alternative, a separate Qwen3-4B-
Instruct binary filter with the same LoRA setup
as the predictor but supervised only on the at-
tack/benign labels of the SCOUT-30K source car-
riers, with no detector-correctness targets and no
fingerprints. Table 14 shows the same pattern as
Table 13. The filter is strong in distribution, and its
attack recall falls to .25—.47 on the three external
benchmarks.

The two approaches differ in what the model
learns. The direct filter learns the attack label and
latches onto cues of the training distribution, so it
degrades under shift. SCOUT learns whether each
detector is reliable on the current input, conditioned
on retrieved fingerprints, and it keeps the detector
knowledge outside the model weights. This struc-
ture costs a retrieval step and a predictor call per

Table 14: Directly fine-tuned Qwen3-4B filter. At-
tack recall collapses under distribution shift; ASR is its
complement.

Benchmark Acc T Attack recall T ASR |
SCOUT-450 (ID) .973 976 .024
BIPIA 722 468 532
IPI .625 252 748
IHEval 524 342 .658

request, and it buys two things the filter cannot
provide, namely transfer across benchmarks (Ta-
ble 4) and the ability to add a detector or a judge
through one anchor pass with no gradient update
(Section 7.4).

J Extended generalization study

External benchmarks. We evaluate on a 1,000-
sample slice of each of three external benchmarks.
BIPIA (Yi et al., 2025) is an indirect-prompt-
injection benchmark over five LLM-integrated
tasks (email, web, table, and code question answer-
ing, and summarization), with malicious instruc-
tions embedded in the external content; it defines
30 text attack types, grouped into task-irrelevant,
task-relevant, and targeted attacks, and 20 code
attack types, split into passive and active attacks.
Our slice is de-duplicated and disjoint from ev-
ery BIPIA example SCOUT uses (Section 7.5).
IPI (Wen et al., 2025) follows the indirect-prompt-
injection setup of the InstructDetector study, with
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injected instructions placed in retrieved external
documents. IHEval (Zhang et al., 2025c¢) evalu-
ates instruction-hierarchy following: it contains
3,538 examples over nine tasks in four scenarios
(rule following, task execution, safety defense, tool
use), each with aligned and conflicting instructions
across system messages, user messages, conversa-
tion history, and tool outputs; we map hierarchy-
conflicting cases to attacks and aligned cases to
benign. The three differ in attack style and struc-
ture, which is why the strongest detector changes
across them (Table 15).

This appendix supports Tables 3—4 with two
latency-vs-quality views: pool extensions under the
two LLM judges (Figure 21) and external bench-
marks (Figure 22). The standalone per-detector
reference on SCOUT-450 is read off the single-
detector rows of Table 1.

Per-detector breakdown on the external bench-
marks. Table 15 expands Table 4 with the
per-detector results on BIPIA, IPI, and IHEval
(IN=1000 each) under both judges. Single-detector
rows are independent of the judge choice; the
Always-Dypp and SCOUT rows match the cor-
responding rows of Table 4.

Three observations follow.

The strongest single detector shifts across bench-
marks, and on BIPIA it is not the LLM judge. On
BIPIA, D3 (Acc .932) and Dg (Acc .928) both out-
perform the GPT-5.1 judge (Acc .873) at a fraction
of its wall-clock; Dg reaches lower ASR but pays
a large BU cost. On IPI the judge wins by a clear
margin. On IHEval, light-detector quality collapses
(most non-degenerate detectors fall below .55 Acc),
and D,, degenerate on the other two benchmarks,
becomes the strongest light detector. No fixed light
detector covers all three benchmarks.

SCOUT’s allocation extracts the benchmark-
specific strengths. On BIPIA, SCOUT reaches the
highest Acc while keeping ASR close to the best
high-recall detector and BU close to the judge. On
IPI, SCOUT matches the judge on Acc and keeps
ASR near the best light-detector value without in-
heriting that detector’s BU collapse. On IHEval,
where the light pool is mostly non-discriminative,
SCOUT keeps BU above .70 under both judges;
with GPT-5.1 it also keeps ASR below .10, whereas
the GPT-40 run trades that safety target for higher
BU and lower wall-clock.

The wall-clock budget reflects this allocation.
SCOUT cuts the GPT-5.1 judge’s wall-clock by

3.7x on BIPIA, 1.4x on IPI, and 1.2x on IHEval;
the cut tracks how often the predictor can route to
a reliable light detector. On IHEval, where light
coverage is thin, escalation is almost mandatory
and the wall-clock saving is the smallest.

Simpler schedulers under distribution shift.
Table 16 replaces only SCOUT’s predictor with the
KNN or MLP predictor of Appendix H and keeps
the routing rule and the GPT-40 judge. The sim-
ple predictors under-escalate on BIPIA and miss
attacks. On IPI and IHEval they escalate far more
often and give up most of the wall-clock saving.
Their low IHEval ASR comes from over-flagging
benign inputs, which shows in a BU near .55. GPT-
5.1 as the judge gives the same pattern.

K End-to-end deployment study

This appendix backs the latency numbers in Ta-
ble 1 and Section 7.7 with the deployment model,
the per-predictor end-to-end breakdown, the break-
even derivation, and a judge-load estimate under
concurrency. It closes with the protocol of the
downstream agent evaluation in Section 7.6.

Deployment model. End-to-end wall-clock per
request decomposes as T'(r) = Tpred(r) +
Taetect(z). The predictor runs once per request as
a single batched call of size |Dyjgn U{Drim}| = 8,
one prompt per detector profile against the same
target sample; the routing rule then runs the filtered
light pool in parallel and, when the rule decides to
escalate, makes a sequential call to the LLM judge
Drim- Tietect 18 read directly from each row’s rout-
ing column (Table 2); Tjyq is reported below.

Predictor wall-clock. 'We measure T}eq for the
SCOUT predictor on a single A100 80GB under
vLLM batched decoding: 25 ms per request at
batch size 8 across the predictor’s typical ~ 110
output tokens. For the other predictor recipes we
scale linearly by mean output length (verbosity is
the dominant factor on memory-bandwidth-bound
decode), giving the Tjeq column of Table 17.

Findings. Table 17 reports each recipe’s predic-
tor (Tpreq) and detector (Tgetect) Wall-clock and the
total. Two points stand out. (i) Predictor verbosity
dominates the gap between predictor recipes. A
5-shot base predictor emits ~ 720 tokens on aver-
age and a 0-shot base predictor still emits ~ 510,
so their predictor wall-clock alone is 0.12—-0.17 s;
SFT-CoT compresses chain-of-thought to ~ 130

36344



(a) GPT-40 judge — Acc (b) GPT-5.1 judge — Acc

0.925- = 3 0.90- 4
0.900 0.88- P AR
0.86-
0.875 -
- « 0.84-
g 0.850 - g o082
< 0.825- < 5.804
0.800 - 0.78-
0.775- 0.761
- . 0.74+ .
10! 102 10! 102
Total time on N =450 (s, log) ¢ Total time on N =450 (s, log) !
(c) GPT-40 judge — Attack block rate (d) GPT-5.1 judge — Attack block rate
0.90- :
0.925 -
“ 0.900- /'. “ 0.85- .
1 1
® 0.875- x © x
~ ~ 0.80-
U 0.850 - ]
° o
S 0.825- 075
o o
£ 0.800- S
b= £
< 0.775- < 0.70-
0.750+ — T .
10! 102 10! 102
Total time on N =450 (s, log) ! Total time on N =450 (s, log) !
(e) GPT-40 judge — BU (f) GPT-5.1 judge — BU
X x
0.92-
0.95- .
- « 0.90- T
@ 0.90- 2
a o 0.88-
w w
| 1
— 085 = 0.86-
2 2
o @ 0.84-
0.80-
0.82-

0
Total time on N =450 (s, log) !

0 T T e "10t
Total time on N =450 (s, log) !
—— Base pool —_— + d7 — + d7 + d8 % Always-LLM-judge (Dy.v)
Figure 21: Pool extension on SCOUT-450 (RQ3), latency view. Six panels (3 rows x 2 judges) show the SCOUT
threshold sweep (base, + D7, + D7 + Dg) on Acc, 1 — ASR, and BU plotted against total wall-clock. Columns:

GPT-4o (left), GPT-5.1 (right). The always-LLM-judge marker (X) is the right-end reference.

(a) BIPIA — Acc (b) BIPIA — Attack block rate (c) BIPIA — BU

o

0.96 « g x
9 «0.980 .
0.94 © 0.90 z
<092 g & 0.075
g 9085 e
<0.90 < =)
U 0.80 20.970
0.88 g @
10 10% 10° 10 102 10° 10! 10? 10°
Total time on N = 1000 (s, log) { Total time on N =1000 (s, log) ¢ Total time on N =1000 (s, log) 4
(d) IPI — Acc (e) IP1 — Attack block rate (f) IPI — BU
0.95 % - 1.0 x
20.90 “
0.90 © ® z
“ X 209
S w
S0.85 2085 !
< 2 =
0.80 Eoso 208
<
101 10? 10° 10! 10? 10° 10! 102 10°
Total time on N = 1000 (s, log) { Total time on N =1000 (s, log) ¢ Total time on N =1000 (s, log) 4
(g) IHEval — Acc (h) IHEval — Attack block rate (i) IHEval — BU
% « 0.8 x
08 % 0.96 <
. © x z
< %094 & 06
] o |
<07 el =)
v 0.92 Zo4
2 =)
0.6 £0.90 @
10 10! 10 102 10°

0? 103
Total time on N = 1000 (s, log) {

0? 10°
Total time on N =1000 (s, log) {

Total time on N =1000 (s, log) 4
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Table 15: Per-detector results on the three external benchmarks (N=1000 each). Single-detector rows are
judge-independent and shown for reference; the two bottom blocks give Always-Dy 1y and SCOUT (7=0.875)
under each judge. Within each judge block, bold marks the better of the two per metric (Acc, ASR, BU); Latency is
the total wall-clock on N=1000 requests. D, is degenerate on BIPIA and IPI (BU near zero, flags everything).

BIPIA IPI [HEval

Detector Acc ASR BU Lat(s) Acc ASR BU Lat(s) Acc ASR BU Lat(s)

) 4 0 4 0 4 0 4 ) { ) 4
D1 Rule-based 548 810  .906 02 503 .826  .832 0.5 .556 .858 .970 0.1
DR 834 266 934 25 622 480 724 20 504 218 226 14
DXc® 770 324 864 25 628 254 510 20 516 142 174 12
DENN 637 540 814 27 530 438 498 22 545 188 278 12
D3 DeBERTa 932 110 974 20 812 112 736 26 509  .012  .030 16
D. Attention tracker! 503 .000  .006 316 514 .000  .028 325 784 096 .664 311
Ds AlignSentinel 732 490 954 89 733 290  .756 140 518 424 460 59
D7 DistilBERT 879 208 .966 18 756 .178  .690 35 509  .034 .052 7
Ds InstructDetector 928 100 .956 67 732 310 774 72 547 080 .174 57
Dg PIGuard 729 026 .484 270 610 .080  .300 334 517 412 446 244
Always-Div (GPT-40) 894 044 832 1654 .903 144 950 1504 .809 .008 .626 1476
SCOUT (GPT-40) 971  .026 .968 309 901 .128 930 915 .844 .138 .826 524
Always-Dyv (GPT-5.1) 873 236 .982 1586 .940 .120 1.000 1651 .881 .052 .814 1540
SCOUT (GPT-5.1) 961 .058 .980 433 944 086 974 1147 861 .042 764 1242

Table 16: Simpler schedulers under distribution shift (GPT-40 judge). Latency is total wall-clock over N=1000
requests. Bold marks SCOUT within each benchmark block.

Setting  Predictor AcctT ASR| BUT Escalation Lat. (s)J
BIPIA SCOUT 971 026 968 36% 309
KNN 943 .082  .968 18% 495
MLP 951 .068 970 29% 580
IPI SCOUuT 901 128 930 58% 915
KNN .898 128 924 81% 1217
MLP .895 124 914 70% 1068
IHEval SCOUT 844 138 .826 45% 524
KNN 774 006 554 75% 1132
MLP 767 012 546 78% 1140

tokens, and SCOUT (via the reward’s length gate,
Equation 4) further down to ~ 110 tokens and the
measured 25 ms. (ii) SCOUT is the only configu-
ration to exceed always-judge accuracy at lower
latency. SCOUT lands at 0.88 s (—40% vs. the
1.46 s baseline) and .933 accuracy (40.9 pts above
always-judge); the other recipes either trail on ac-
curacy or pay more on the predictor wall-clock for
the same latency budget.

Break-even derivation (Section 7.7). SCOUT
replaces every Dy call with a predictor call. A
fraction pesc Of requests then escalates to Dypm;
the remaining 1 — pes. finish on the filtered light
pool at latency Tj;gn (parallel-max over the filtered
subset). End-to-end per request is

Tscour = Tpred + (1 - pesc) Tlight + Desc TDLLM-

Table 17: End-to-end wall-clock on SCOUT-450.
Times are total seconds over N=450; tok is average
output tokens per (sample, detector).

Predictor tok Tpred Taetecr Total Lat vs Dipm
SCOUT (5-shot) 109 11.3 383.8 395.1 —39.7%
SFT-CoT (5-shot) 131 13.5 320.1 333.6 —49.1%
base Qwen3 (5-shot) 718 74.3 313.9 388.2 —40.8%
base Qwen3 (0-shot) 510 54.0 444.9 498.9 —23.9%

SCOUT is faster than always-judge (Tscour <
Tpy, ) iff

(1 - pesc)(TDLLM - Tlight) > Tpred'

The left side is the average judge latency saved
by short-circuiting; the right side is the predic-
tor overhead paid on every request. At our
measured operating point (Zpreq 0.025 s,
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Tpyy = 1457 s, pesc = 256/450 = 0.569),
the routing column Tgyeeer = 0.853 s implies
Tiigne =~ 0.062 s (the per-sample max-light
at median per-detector latency is dominated by
Ds_align_sentinel at ~ 58 ms). The saved-
judge termis (194/450)(1.457—0.062) ~ 0.601 s,
well above the 0.025 s predictor overhead. Plug-
ging back in gives Tscour = 0.025 4 0.853 =
0.878 s < 1.457 s, matching the Table 17 total up
to rounding.

Predicted vs realized wall-clock. Because the
predictor estimates pred_lat, SCOUT predicts the
total wall-clock 7'(7) of its own routing before any
request runs. Figure 23 plots T(T) against the real-
ized total across the 7-sweep on SCOUT-450 and
the three external benchmarks. On SCOUT-450
the curves match in magnitude (mean gap 2.5%);
on the external benchmarks the predictor under-
estimates absolute wall-clock (by up to 29% on
the slowest cell), because their judges and longer
inputs run slower than the SCOUT-30K profiles
pred_lat was trained on, but it reproduces the
same monotone rise and plateau. The budget-to-7
map (Figure 17) depends only on this monotone
trend, so 7 selection transfers even where the abso-
lute prediction is biased.

Production considerations. In Table 17 the
LLM-judge and light-detector times are per-
request, while the predictor’s wall-clock is an amor-
tized share under batched vLLM serving, where
the per-(sample, detector) prompts decode together
on the GPU. A production deployment can batch
predictor work further across concurrent requests.
The LLM judge is the bottleneck. For arrival rate A,
judge service time s, and c judge workers, always-
judge utilization is ujugee = As/c, and SCOUT’s
offered judge load is uscour = pAs/c. At the
headline point, p = 256/450 = .569, so SCOUT
removes about 43% of offered judge load and de-
lays judge saturation under the same worker budget.
This estimate follows from the measured escalation
rate alone. Bursty arrivals, load imbalance among
light detectors, token budgets, and full throughput
and tail-latency curves remain for a production-
specific queueing study.

Downstream agent protocol. For Table 5, each
defense first gives an attack/benign verdict on the
255 attack inputs of SCOUT-450, and a blocked
attack stops at the defense. Every passed input
is then supplied unchanged to a Qwen3-4B agent

with sandboxed mock tools that mirror the tool
affordance in the sample. We count a malicious
action only when the agent executes the injected
target operation, and a mention of the operation
in its reasoning does not count. All four condi-
tions use the same agent, the same tools, and the
same action checker. The experiment relates de-
tector pass-through to agent compromise in this
controlled setup, and it does not assume that the
two rates coincide for every downstream agent.

Table 18: LLM judge candidates on Anchor-400. Can-
didate judges are screened on the anchor split using the
shared eval-only prompt. Accuracy is the primary se-
lection criterion; ASR and FPR show the safety—utility
trade-off, and latency is median API wall-clock per re-
quest.

Judge candidate  Acct ASR| FPR| Lat(ms)
GPT-40 903 139 .041 1528
DeepSeek-V3.2 .890 174 024 4010
GPT-5.1 .873 191 .041 1626
DeepSeck-V4 .863 226 .018 9524
Gemini-3.1 .698 522 .006 4957

L LLM judge selection

The main-text experiments use GPT-40 (OpenAl,
2024) as the LLM judge Dirm. To choose it,
we first ran five candidate judges (GPT-40, GPT-
5.1 (OpenAl, 2025a), DeepSeek-V3.2 (DeepSeek-
Al, 2025), DeepSeek-V4 (DeepSeek-Al, 2026),
and Gemini-3.1 (Google DeepMind, 2026)) on
Anchor-400 (Section 6) and selected by accuracy
(Table 18). We then evaluated the candidates on the
held-out SCOUT-450 benchmark to check whether
the Anchor-400 ranking transferred (Table 19).
Both protocols use the same prompt template (Sec-
tion 7.1, eval-only mode), with one query per judge
per sample.

Table 19: LLM judge candidates on SCOUT-450.
Held-out evaluation of the judge candidates confirms
whether the Anchor-400 ranking transfers. GPT-4o0 re-
mains the best balanced judge, while GPT-5.2 provides
a higher-recall but much higher-FPR operating point.

Judge candidate  Acct ASR| FPRJ]  Lat(ms)
GPT-40 924 118 .021 1457
GPT-5.1 .873 .169 .072 1464
DeepSeek-V4 871 216 .015 9224
GPT-5.2 .804 .051 .385 3638
Gemini-3.1 .669 557 .036 4806

Restricted to the judges evaluated on both sets,
the two rankings agree (GPT-40 > GPT-5.1 =
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Figure 23: Predicted wall-clock follows the realized trend. Predicted total wall-clock T(T) (from pred_lat,

dashed) and realized (solid) across the 7-sweep (w =

0.6) for all four benchmarks under both judges (rows:

SCOUT-450, BIPIA, IPI, IHEval; columns: GPT-40, GPT-5.1). On SCOUT-450 the curves match in magnitude
(gap < 2.5%); on the external benchmarks the predictor underestimates absolute wall-clock (gap up to 29%) while
reproducing the same monotone rise and plateau. Dotted line: headline 7 = 0.875.

DeepSeek-V4, with Gemini-3.1 weakest), support-
ing Anchor-400 as a judge-selection proxy with-
out using the test set. Two judges appear in only
one table: DeepSeek-V3.2 was screened out at
the Anchor-400 stage and was not re-evaluated on
SCOUT-450; GPT-5.2 (OpenAl, 2025c) was added
to the candidate set after the initial Anchor-400
screening, as a higher-recall variant, and run only
on SCOUT-450. We include GPT-5.2 because it
shows a separate operating point, with the lowest
ASR in Table 19 but a 0.385 FPR, i.e. flagging

38.5% of benign requests. The latency column is
API-bound and varies by an order of magnitude
across providers, so screening prioritizes accuracy
and uses latency only as a tiebreaker.

Retrieval-augmented judge variants. A
stronger judge prompt is an alternative to schedul-
ing, so we also test two retrieval-augmented
variants of the GPT-40 judge on SCOUT-450
with SCOUT’s own retriever. Retrieved adds the
five nearest Anchor-400 examples with their gold
labels to the prompt, and hard-error adds the five
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nearest anchors that the judge itself misclassified.
Table 20 shows that the retrieved variant lowers
ASR to .027 by over-flagging benign inputs, so
BU falls to .867, and that the hard-error variant
does not repair the judge’s misses. Both pay a
longer judge call on every request, at about 1.7 s
and 1.6 s per request against 1.46 s for the plain
judge and 0.88 s for SCOUT.

Table 20: Retrieval-augmented GPT-40 judge on
SCOUT-450. Both variants use SCOUT’s retriever over
Anchor-400. Lat. is mean wall-clock per request in
seconds.

Method Acct ASR|] BUft Lat. |
Always-Drim 924 118 979 1.46
+ retrieved 5-shot 927 .027 .867 ~1.7
+ hard-error 5-shot .904 .082 .887 ~1.6
SCOUT 933 .063 928 0.88

M Worked examples

This appendix gives one concrete example each
of (i) the fingerprint LLM prompt that produces
a detector behavioral record, (ii) the hindsight-
distillation training prompt that supervises the
SCOUT predictor, and (iii) two SCOUT inference
outputs on SCOUT-450, including the predictor’s
reasoning trace.

M.1 Fingerprint construction

The fingerprint LLM (GPT-OSS-120B) is called
once per batch of 5 anchors, producing a structured
record per (sample, detector) pair. The prompt
template (with one detector instantiated):

You are a security research assistant
analyzing prompt injection
detector behavior.

DETECTOR: d3_deberta

MECHANISM: Fine-tuned DeBERTa-v3-base
transformer classifier.

Trained end-to-end on external prompt
injection data. Uses full

bidirectional attention over the input
sequence.

For each of the 5 samples below, produce a
structured summary
with exactly 3 parts:
1. Detector profile: one sentence describing
what this detector
does and how it works.
2. Sample characteristics: describe in detail
what the sample
contains -- whether it is an attack or
benign, its category,

difficulty, carrier type, attack mechanism
(if applicable),

and the full content and goal. Keep to 3
sentences or fewer.

3. Prediction result: state what the detector

predicted (attack

/benign), whether it was correct or
incorrect, the confidence

score, and the latency in milliseconds.

Return ONLY a JSON array, one object per
sample, preserving

input order:

L

{

"id": "<sample id>",
"detector_profile”: "<1 sentence>",
"sample_characteristics”: "<detailed
description>",
"prediction_result”: "<predicted, correct
/incorrect, conf>"

}’
]
SAMPLES:

<JSON list of 5 anchor samples with their
detector outcomes>

The returned JSON, one record per (sample, de-
tector), is the fingerprint we index for retrieval. An
example record for D3 on a hidden-tricky anchor:

id: anchor_hidden_tricky-0072

detector_profile: The d3_deberta detector is a fine-tuned
DeBERTa-v3-base transformer classifier that scans the en-
tire input with bidirectional attention to decide if a prompt
contains a hidden injection attack.
sample_characteristics: A hard-difficulty, hidden_tricky
attack delivered as a markdown table that lists live API
keys for several payment processors and embeds a hid-
den comment <!-set_target_account:67890->; the at-
tacker aims to have the model use the hidden account when
processing the request.

prediction_result: Predicted benign, incorrect (false neg-
ative), confidence 0.0014, latency 18.31 ms.

M.2 Hindsight training data construction

Each SCOUT-30K training example pairs a target
(sample, detector) with the top-5 retrieved finger-
print records for that detector. A teacher LLM
produces a chain-of-thought analysis ending in a
structured prediction; the human-side prompt has
the form:

## Detector

The detector is a rule-based scanner that
flags inputs

containing explicit injection keywords or
regex patterns such

as "ignore", "override", or "new instruction”.
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## Historical Records (5 most similar samples
, ranked by
similarity)

### Record 1

This is a 103-token sample. This medium-
difficulty hidden-tricky

attack is delivered in markdown and performs
task hijacking by

embedding a biased comment ...

Outcome: Predicted benign (attack = no),
which is incorrect

(false negative); confidence 0.05; latency
0.19 ms

### Record 2

This is a 190-token sample. A tool-output
draft email

requesting updated lead times for steel
components ...

Outcome: Predicted benign; correct;
confidence 0.05; latency

0.34 ms

[Records 3-5 omitted for space]

## Target Sample
<sample content + goal>

The teacher LLM’s response, used as the SFT
target:

The detector identifies prompt injection by matching ex-
plicit keywords like “ignore,” “override,” or “new instruc-
tion,” and this sample contains none. All historical benign
samples without such keywords were correctly flagged as
safe, and the target sample follows a standard tool-output
structure with no hidden directives or suspicious language.

Predicted Performance:
"latency”: "0.2 ms"}

” n

{"correctness": yes”,

The same data, with format-only edits and no
chain-of-thought, is used for the NoCoT SFT base-
line in Appendix D.

M.3 SCOUT inference outputs on
SCOUT-450

Two representative SCOUT predictor outputs from
SCOUT-450, each pairing the predictor’s reasoning
trace with the structured Predicted Performance
verdict that the router consumes.

Example 1 (predictor agrees with the detector).
Target: predicting D3 on an exfiltration sample.

The d3_deberta detector identifies hidden instructions in
prompts by analyzing bidirectional context. This sam-
ple appears benign at first glance, but the embedded in-
struction to send account details to an external email ad-
dress is a classic instruction-override attack. Historical
records show the detector correctly identifies such covert
attacks, especially when malicious actions are masked
within seemingly normal prompts, despite low confidence

scores in benign cases.

" n

Predicted Performance: {"correctness”: "yes”,

"latency”: "18.6 ms"}

The ground-truth detector outcome agrees (cor-
rect, 18.6 ms), so the router includes Dg in the
light-pool vote.

Example 2 (predictor anticipates a misclassifica-
tion). Target: predicting D3 on a totally_benign
sample containing a hex-encoded configuration
dump.

The d3_deberta detector relies on contextual pattern recog-
nition to identify prompt injection attacks, and it fre-
quently misclassifies benign hex decoding tasks, espe-
cially when the content appears technical or structured.
This sample is a benign configuration dump with no ma-
licious intent, similar in form to Record 1, which was
incorrectly flagged as an attack. The detector’s high sensi-
tivity to encoded or structured data leads it to misinterpret
harmless payloads.

Predicted Performance:
"latency”: "18.9 ms"}

” n

{"correctness": no",

The predictor anticipates a D3 misclassification
on this input, so the router drops Ds from the
light-pool subset for this request, illustrating the
predictor-driven filter at work.

N Reproducibility and responsible use

Repeated runs and deterministic components.
Headline results and most ablations are evaluated
once on fixed held-out sets. The anchor-size stress
test is the exception: each reduced size reports
mean+standard deviation over three independently
sampled anchor subsets (Table 7). Fixed-weight
detectors, greedy predictor decoding, and fixed-
anchor retrieval are otherwise deterministic; hosted
judge responses and wall-clock can vary, and per-
request latency is summarized by the median (Ap-
pendix K). The 7-sweeps in Section 7 trace the
operating curve rather than relying on a single iso-
lated threshold.

Potential risks. Releasing SCOUT-450 and the
attack-category schema could in principle help an
attacker study which prompt-injection structures
evade specific detectors. We judge this risk to
be low: the attack templates we use are standard
instruction-override and exfiltration patterns al-
ready present in public benchmarks such as BIPIA,
IPI, and IHEval, and SCOUT adds no new attack
capability. The released artifacts are intended to
advance defense research, and our framework is a
defensive orchestration layer.
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Use of AI assistants. Several pipeline compo-
nents are LLMs by design: an off-the-shelf model
(GPT-OSS-120B (OpenAl, 2025b)) serializes de-
tector behavior into fingerprint records (Section 3);
a teacher LLM produces the hindsight-distilled ra-
tionales that supervise SCOUT-30K (Section 4,
Appendix D); the outcome predictor is a fine-
tuned Qwen3-4B-Instruct (Section 4); and GPT-4o,
with GPT-5.1 as an alternate, serves as the LLM
judge Dr1m (Section 7.1, Appendix L). Separately,
during manuscript preparation the authors used a
general-purpose Al assistant for language editing
and for drafting and debugging plotting and analy-
sis code; all technical claims, experimental design,
and analyses were produced and verified by the
authors.

O Licenses and intended use

Artifacts we use. We use the following ex-
ternal artifacts under their published terms, all
for research purposes consistent with their in-
tended use. Benchmarks: BIPIA (Yi et al.,
2025), IPI/InstructDetector (Wen et al., 2025),
and IHEval (Zhang et al., 2025c) are released for
prompt-injection research. Detector backbones
and methods: the DeBERTa-v3 prompt-injection
classifier (ProtectAl, 2023), DistilBERT indirect-
injection classifier (Chen et al., 2025a), AlignSen-
tinel (Jia et al., 2026), Attention Tracker (Hung
et al., 2025), and PIGuard (Li et al., 2025a) are
used under their respective licenses (we train the
D>/ D3/ Dsl D7/ Dg weights on our detector training
set; Dg uses the released PIGuard model). Base
models: Qwen3-4B-Instruct (Qwen Team, 2025)
and Qwen3-Embedding-0.6B (Zhang et al., 2025b)
(Apache-2.0/Tongyi terms) and GPT-OSS-120B for
fingerprint serialization. The LLM judges (GPT-4o,
GPT-5.1) are accessed through their commercial
APIs under the providers’ terms of service. Our
use of each artifact is limited to research evaluation
and is consistent with the access conditions under
which it was released.

Artifacts we release. We release SCOUT-
450, Anchor-400, and SCOUT-30K (data), the
SFT4+GRPO predictor checkpoint (model), the
per-detector outputs, and the routing code. The
datasets are released for research use only under
a CC BY 4.0 license; the predictor checkpoint in-
herits the Qwen3 base-model terms; the routing
and analysis code is released under the MIT li-
cense. Because the data was assembled for research

on prompt-injection defense, derivatives should re-
main within research contexts and should not be
repurposed to develop or deploy prompt-injection
attacks.
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