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Abstract

Built upon the existing analysis of retrieval
heads in large language models, we propose
an alternative reranking framework that trains
models to estimate passage–query relevance
using the attention scores of selected heads.
This approach provides a listwise solution that
leverages the holistic information within the
entire candidate shortlist during ranking. At
the same time, it naturally produces continuous
relevance scores, enabling training on arbitrary
retrieval datasets without requiring Likert-scale
supervision. Our framework is lightweight and
effective, requiring only small-scale models
(e.g., 4B parameters) to achieve strong per-
formance. Extensive experiments demonstrate
that our method outperforms existing state-of-
the-art pointwise and listwise rerankers across
multiple domains, including Wikipedia and
long narrative datasets. It further establishes
a new state-of-the-art on the LoCoMo bench-
mark that assesses the capabilities of dialogue
understanding and memory usage. We further
demonstrate that our framework supports flexi-
ble extensions. For example, augmenting candi-
date passages with contextual information fur-
ther improves ranking accuracy, while training
attention heads from middle layers enhances
efficiency without sacrificing performance. 1

1 Introduction

Embedding Models, especially those built on top
of LLMs, achieved successes and enabled genera-
tors (RAG) and agents to work with long inputs or
large input corpora efficiently (Zhang et al., 2025b;
Zhao et al., 2026; Babakhin et al., 2025; Li et al.,
2025a). However, embeddings also have limita-
tions, as theoretically proved and empirically il-
lustrated by Weller et al. (2025). They reveal a
"geometric bottleneck" where fixed-dimensional

*Equal contribution.
†Corresponding author.
1The code and models are available at https://

huggingface.co/MindscapeRAG/QRRanker

vectors fail to encode the combinatorial complex-
ity of query-document interactions. Furthermore,
the inductive bias of the similarity measure lim-
its the applicable domains where other types of
relationships are required to recall, e.g., causality,
associations, and analogy.

A long line research applies an additional
reranker module on the shortlist returned from em-
bedding models to resolve this challenge. The
rerankers use larger models, more powerful rep-
resentations (like cross-attention). The fast devel-
opment of LLMs boosts many LLM-based reranker
releases to benefit from the reasoning capabilities
of LLMs (Zhang et al., 2025b; Long et al., 2026;
Liu et al., 2025a; Pradeep et al., 2023b). These
rerankers can adopt either pointwise or listwise for-
mulations. Pointwise lost the global view of the
shortlist, but can give scores. Listwise approaches,
on the other hand, directly inherit the long-context
reasoning and text generation ability of the back-
bone LLMs, which takes a holistic view of the
shortlist, but the next-token prediction limits the
prediction of fine-grained scores, and the predicted
float numbers cannot always accurately reflect the
true confidence (Liu et al., 2025b; Lin et al., 2024).
As a result, they adopt a Likert rating regime, ask-
ing the models to output a five-point or ten-point
scale score for each input document, which limits
the available training data.

In this work, we propose an alternative solution
built upon the existing analysis of retrieval heads in
LLMs (Wu et al., 2024; Zhang et al., 2025a). These
works identify two related types of heads: retrieval
heads and Query-focused Retrieval (QR) heads.
Both refer to attention heads whose attention pat-
terns reflect retrieval behaviors. Specifically, when
concatenating long contexts of relevant and distrac-
tor passages with the query, these heads are defined
as those that put significant attention weights on
the relevant passages, so as the ranks of attention
weights correlate with the ranks of relevance.
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While existing works mainly focus on probing
and understanding the functions of such heads, our
work moves one step further by training LLMs to
optimize the ranking accuracy of a small set of
retrieval heads. In this way, we achieve an LLM-
ranker that is optimized to rank passages with atten-
tion weights. This resulted listwise solution, named
QRRanker, can naturally work with continuous
relevance scores without the limitation of Likert-
scale supervision, hence can be trained on arbitrary
retrieval datasets.

Our QRRanker enjoys several good properties in
practice. First, the retrieval heads can be effectively
trained even when the backbone has a relatively
small scale, e.g., 4B parameters. This allows the
listwise approach to run with improved efficiency.
Second, it is easy to enhance the input candidate
passages with their global context with efficiency,
by prepending the shared contextual information to
the ground of candidates during training, which is
essential for long narrative understanding. Finally,
we observed that our QRRanker is quite robust to
the selection of heads, and training with heads from
layers in the middle would result in no performance
drop. This allows us to take off the higher layers
of the LLMs during training and inference, which
can greatly reduce the latency of the model.

Experiments across diverse retrieval settings,
including long narrative QA (NarrativeQA, De-
tectiveQA), long-term dialogue memory (Lo-
CoMo), wikipedia multi-hop QA (MuSiQue,
HotpotQA), and reasoning-intensive retrieval
(BRIGHT), demonstrate the effectiveness of QR-
Ranker. As a versatile reranking framework,
QRRanker outperforms strong general-purpose
pointwise and listwise rerankers, such as Qwen-
Reranker and ReasonRank, and also improves over
domain-specific retrieval or memory methods, in-
cluding HippoRAG-v2 (Gutiérrez et al., 2025) for
Wikipedia QA and recent memory-enhanced ap-
proaches (Li et al., 2025b; Rasmussen et al., 2025)
on LoCoMo. Additional comparisons with retrieval
agents (Li et al., 2026b; NVIDIA, 2026) further
suggest that QRRanker can serve as an efficient
one-step alternative to iterative retrieval pipelines.

2 Related Work

Reranking Reranking methods are commonly
built on bi-encoder or cross-encoder architec-
tures (Koch et al., 2015; Thakur et al., 2021). Bi-
encoders retrieve candidates using reusable docu-

ment embeddings (Zhang et al., 2025b), but suffer
from the “geometric bottleneck” and cannot fully
model fine-grained query-document interactions.
Cross-encoders address this by jointly encoding
each query-document pair with cross-attention, but
their high cost limits them to reranking the top-n
candidates retrieved by bi-encoders. LLM-based
rerankers are typically categorized into pointwise
and listwise methods. Pointwise methods score
documents independently and are widely used in
practice (Qin et al., 2024; Sun et al., 2023; Liu et al.,
2025a; Zhuang et al., 2025), e.g., Qwen3 (Zhang
et al., 2025b), Jina, mGTE (Zhang et al., 2024), and
BGE-m3 (Chen et al., 2024); however, independent
scoring limits their ability to capture global infor-
mation across the candidate list. Listwise methods
concatenate multiple documents and generate rank-
ings directly (Pradeep et al., 2023a,b), with recent
variants using reasoning or RL for stronger per-
formance (Sun et al., 2023; Liu et al., 2025a; Qin
et al., 2025; Long et al., 2026). However, they of-
ten require ranking-specific supervision and suffer
from unstable generation formats, especially when
reasoning traces are introduced.

Recent studies show that LLMs inherently pos-
sess retrieval ability, and retrieval-related atten-
tion heads can be extracted or modulated for re-
trieval (Wu et al., 2024; Zhang et al., 2025a; Lee
et al., 2025). SEAL (Lee et al., 2025) learns
lightweight scaling factors for attention heads or
channels to enhance long-context retrieval. In
contrast, QRRanker trains selected query-focused
retrieval heads as an explicit listwise reranking
scorer, producing fine-grained document scores
with query-positive-negative supervision. We pro-
vide an adapted comparison with SEAL-C in
Appx. G.

Memory Utilization Memory construction and
utilization have been widely studied to alleviate
long-context processing challenges. Existing work
builds global memories for long-story understand-
ing (Zhou et al., 2025; Kočiskỳ et al., 2018; Xu
et al., 2025b; Wu et al., 2025; Li et al., 2025a), and
designs graphs (Jiang et al., 2026; Xu et al., 2025a;
Rasmussen et al., 2025; Hu et al., 2026b,a; Zhou
et al., 2026), trees (Li et al., 2026a), or memory
systems (Chhikara et al., 2025; Li et al., 2025b; Ma
et al., 2026; Tao et al., 2026; Zou et al., 2026) to re-
trieve relevant dialogue histories, events, personas,
and chunks. In contrast to increasingly complex
memory management, we show that stronger re-
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Figure 1: The retrieval score and QR score are computed
based on the attention score of a (QR) attention head.
In this figure, Doc2 is the gold document (chunk).

trieval over simply constructed memories can be
an effective alternative.

3 Preliminaries: QR-head

We first introduce Query-Focused Retrieval heads
(QR-heads). Prior studies show that some self-
attention heads act as retrievers by attending to
context spans relevant to the question during ques-
tion encoding (Wu et al., 2024; Zhang et al., 2025a).
Zhang et al. (2025a) define such heads as QR-heads
and identify them using the QR score.

Formally, given a question Q and its context
C = [c0, c1, . . . , cn], let G = [cg0, . . . , cgm] de-
note the gold chunks. For an attention head h,
we denote its attention from Q to chunk ci as
AQ→ci

h ∈ R|Q|×|ci|. The QR score of h is com-
puted by aggregating its attention to gold chunks:

QRScoreh =
1

|Q|
∑︂

ci∈G

∑︂

wq∈Q

∑︂

wc∈ci
AQ→ci

h [wq, wc],

(1)
where wq and wc denote tokens in Q and ci, respec-
tively. A higher QR score indicates stronger atten-
tion to gold chunks. Following Zhang et al. (2025a),
we compute the average QR score of each head on
a seed set, rank all heads, and select the top 16 as
QR-heads HQR. In this work, we select QR-heads
for Qwen3-4B-Instruct-2507 (Team, 2025) us-
ing 1,000 random samples from NarrativeQA train-
ing split. We also apply the same selection pro-
cedure to Llama-3.2-3B-Instruct (Team, 2024)
on 1,000 random samples from MuSiQue in §. 6.5,

showing that the selected heads are effective be-
yond a single model or data.

Given the selected QR-heads, the score of a
chunk ci is computed by aggregating its question-
to-chunk attention over HQR, analogous to Eq. 1.

4 Method

QRRanker is a listwise reranking method that pro-
cesses all candidate documents in a single inference
pass. Unlike generation-based listwise rerankers,
it only prefills the question-document prompt and
derives document scores from attention patterns,
avoiding generation-format errors and reducing in-
ference cost. Since precomputed QR-heads may
vary across tasks (Zhang et al., 2025a), we further
train them with a dedicated pipeline: construct-
ing listwise training instances and optimizing the
selected heads with a contrastive ranking objective.

4.1 Data Construction for QR Training

4.1.1 Listwise Training Instances
We build a unified training set by combin-
ing MuSiQue (Trivedi et al., 2022) and Narra-
tiveQA (Kočiskỳ et al., 2018). We first determine
evidence chunks for each question. For MuSiQue,
we directly use the official supporting facts in the
original annotations as evidence. For NarrativeQA,
since gold chunks are not provided, we follow Li
et al. (2025a) to construct silver evidence chunks.

After establishing the evidence, we retrieve a top-
50 candidate set for each question using Qwen3-
Embedding-8B and form a listwise instance by
labeling retrieved candidates that match the pre-
constructed evidence as positive, while treating the
remaining retrieved candidates as negatives.

Optionally, we build a summary prefix by map-
ping the retrieved chunks to their corresponding
summaries and prepending these summaries to the
chunk list, i.e., X = [M ;C]. The detailed construc-
tion procedure for NarrativeQA is provided in alg. 1
in Appx. A. MuSiQue follows the same pipeline,
except that relevant evidence is taken directly from
its official supporting facts. We describe the sum-
mary construction process in the next subsection.

4.1.2 Summary Construction
To provide high-level semantic guidance and sup-
port long-context narrative understanding, we con-
struct summaries as auxiliary memory context.
When used, summaries are prepended as a global
prefix to the retrieved chunk list, so the model
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Figure 2: The structure of QRRanker is illustrated in the middle, where the highlighted heads are QR heads for
document scoring. As QRRanker can be aware of memory enhancement to capture more contextual information,
we can construct memories for narratives and dialogues, which is shown on the left. The right part demonstrates the
retrieval-reranking pipeline of QA for narratives/wiki/dialogues, which involves no sophisticated design.

can leverage both coarse-grained context and fine-
grained evidence. We explore two complementary
strategies for constructing summaries.

Block-based Summary. For long narrative
books, we employ a block-based summarization
strategy that respects the temporal flow of the nar-
rative. Specifically, we segment each book into
blocks (20 consecutive chunks per block) and gen-
erate a corresponding summary for each. This pro-
cess is detailed in Appx. F.1.

Event-centric Summary. For dialogue-based
data, we extract structured events from conversa-
tions and form an event-centric summary. Each
event is represented by a short description and is
linked to its source utterances, enabling traceability
to the original dialogue. (Details in Appx. F.2).

4.2 QR Training

Obtaining QR heads precomputed by the QR score
mentioned in § 3, our training scheme focuses on
training these heads. For a question Q and the top
50 candidate documents C = [c1, ..., c50] ranked
by a retriever (e.g., embedding models like Qwen3-
Embedding), where gold (positive) documents are
G = [cg0, .., cgm], the prompt input to QRRanker
is constructed by concatenating C and Q in order
with some instructions: P = Inst(C,Q), where the
instruction template is provided in Appx. F.3.

The prompt P is fed into the model, and in every
attention head, the attention score is computed as
AP→P

h . We locate the position of Q and ci ∈ C

and take out the query-focused part AQ→ci
h . The

retrieval score of the passage ci computed by the

QR head h ∈ HQR is:

shci =
1

|Q|
∑︂

i∈ci

∑︂

j∈Q
AQ→ci

h [i, j], (2)

where the score computing is illustrated in Fig. 1.
Then, the final retrieval score is obtained by sum-
ming up all scores provided by QR heads: sci =∑︁

h∈HQR
shci . Additionally, shci can also be com-

puted by aggregating the maximum attention item,
like used in approaches like ColBERT (Khattab
and Zaharia, 2020), which achieves similar perfor-
mance, so we do not discuss it here.

We then optimize the document scores S =
[sc1 , ..., sc50 ] utilizing the sample-level contrastive
loss. In a conventional contrastive scene, the score
sci is stably ranged in [0, 1], while, in our case, sci
can be affected by tokens in the instruction (e.g.,
the head’s sensitivity to attention sink), which may
lead to an unstable range for samples. Therefore,
the temperature may not be suitable for scaling the
score. To this end, we normalize the score with the
max-min norm, which can be formed as:

S =
scale× (S −min(S))

max(S)−min(S)
, (3)

where scale controls the normalized score range
[0, scale]. We analyze the sensitivity to this hyper-
parameter and the choice of normalization strategy
in Appx. B.

The original contrastive loss samples one posi-
tive document at a time; however, the top 50 doc-
uments may contain more than one positive docu-
ment. It can be suboptimal if we follow the orig-
inal setting, as unselected positive documents are
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ignored. We adopt a group version of contrastive
loss to simultaneously optimize them:

L = − 1

|G|
∑︂

cp∈G
log

τ(scp)

τ(scp) +
∑︁

cn∈C\G τ(scn)
,

(4)
where τ denotes the exponential function. The
objective above treats each positive document as
an independent sub-sample and averages the loss
inside the sample. For the dataset, the objective
aligns with conventional contrastive loss.

As our QRRanker can be made memory-aware
to incorporate broader contextual information, dur-
ing QR training, we optionally prepend a memory
prefix M (e.g., summaries mapped from the re-
trieved chunks) before the candidate list C. The
resulting prompt to QRRanker is constructed as
P = Inst(M,C,Q).

5 Experimental Setup

5.1 Datasets
To evaluate QRRanker across diverse retrieval set-
tings, we conduct experiments on benchmarks span-
ning Wikipedia multi-hop QA, long-context story
QA, and dialogue memory.

Wikipedia Multi-hop QA For fact-based multi-
hop retrieval, we evaluate on HotpotQA (Yang
et al., 2018) and MuSiQue (Trivedi et al., 2022).
To ensure a fair comparison, we adopt the corpus
and test splits provided by HippoRAG (Gutiérrez
et al., 2025), maintaining consistency in the candi-
date passage pool.

Long-context Story QA We utilize datasets that
demand complex reasoning over extended contexts,
specifically: (1) NarrativeQA from the HELMET
benchmark (Yen et al., 2024), which consists of
1,272 questions with the longest document reaching
518k tokens. (2) DetectiveQA (Xu et al., 2025b) is
a bilingual detective story dataset with an average
length exceeding 100k tokens, requiring precise
evidence localization across scattered plot points.

Long-term dialogue memory We evaluate our
model on LoCoMo (Maharana et al., 2024), a large-
scale benchmark designed for long-term dialogue
memory. The dataset comprises 50 multi-session
dialogues across 10 distinct user groups, with
each dialogue averaging approximately 9,000 to-
kens. Following prior work, we report performance
across four fine-grained categories: single-hop,
multi-hop, temporal reasoning, and open-domain.

5.2 Baselines

We evaluate QRRanker against a broad spectrum
of retrieval and memory frameworks.

For general-purpose reranking on Wikipedia
QA and Long-context story tasks, we com-
pare QRRanker against two categories of mod-
els: (1) Embedding Models: Qwen3-Embedding
(4B/8B) (Zhang et al., 2025b) and SFT-Embedding-
8B, which is fine-tuned from Qwen3-Embedding-
8B on our constructed data. (2) Reranking Meth-
ods: HippoRAG (Jimenez Gutierrez et al., 2024;
Gutiérrez et al., 2025), GroupRank (Long et al.,
2026), ReasonRank (Liu et al., 2025a), Qwen3-
Reranker-4B (out-of-box) (Zhang et al., 2025b),
and a Qwen3-Reranker-4B variant trained on the
same data as our QRRanker. We also include the
QRHead without training as a baseline.

For the long-term dialogue task on LoCoMo, we
compare QRRanker with a range of strong base-
lines, including: A-Mem (Xu et al., 2025a), Mem-
oryOS (Li et al., 2025b), Zep (Rasmussen et al.,
2025), Mem0 (Chhikara et al., 2025), Nemori (Ma
et al., 2026), and LightMem (Fang et al., 2025);
TiMem (Li et al., 2026a), Synapse (Jiang et al.,
2026), Membox (Tao et al., 2026), Compass-
Mem (Hu et al., 2026b), and ES-Mem (Zou et al.,
2026); SimpleMem (Liu et al., 2026). Detailed
baseline descriptions are provided in Appx. C.

Additional Comparisons. Beyond the main
benchmarks, we include two additional compar-
isons to examine QRRanker’s scope. First, we eval-
uate QRRanker on BRIGHT (Su et al., 2025), a
reasoning-intensive retrieval benchmark, and com-
pare it with reasoning rerankers: ReasonRank
and GroupRank. Second, we compare one-step
QRRanker reranking with recent retrieval agents,
DCI-Agent (Li et al., 2026b) and Nemo Retriever
Agent (NVIDIA, 2026), to contrast lightweight
reranking with iterative agentic retrieval. Details
are provided in Appx. D and E.

5.3 Implementation Details

QRRanker is trained on Qwen3-4B-Instruct-2507.
Unless otherwise stated, all results are based on
this backbone. We fine-tune the full backbone us-
ing a contrastive ranking loss computed from the
attention scores of selected QR heads. To verify
the generalizability of head selection and cross-
architecture transferability, we additionally exper-
iment with Llama-3.2-3B Instruct. QR head
selection details for both models are provided in
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Methods

Wikipedia QA Story QA Overall
MuSiQue HotpotQA NarrativeQA DetectiveQA Avg@k

R@3 R@5 R@10 R@3 R@5 R@10 R@3 R@5 R@10 R@3 R@5 R@10 avg@3 avg@5 avg@10

Embedding Methods
Qwen3-Embedding-4B 51.56 59.83 69.88 78.84 86.16 92.33 12.57 18.33 28.08 19.25 26.17 37.04 40.56 47.62 56.83
Qwen3-Embedding-8B 54.35 62.55 72.47 82.85 89.05 95.15 14.98 20.92 32.39 12.84 20.00 31.17 41.25 48.13 57.80
SFT-Embedding-8B 45.11 52.93 62.03 82.36 88.63 94.19 21.31 29.77 44.17 19.84 27.59 39.00 42.16 49.73 59.85

Reranking Methods
HippoRAG-v1 – 53.20 – – 90.40 – – – – – – – – – –
HippoRAG-v2 – 74.70 – – 96.30 – – – – – – – – – –
Qwen-Reranker-4B (out-of-box) 57.60 66.37 74.26 89.80 94.15 96.75 20.83 28.25 41.98 23.42 30.50 42.09 47.91 54.82 63.77
Qwen-Reranker-4B (trained) 61.60 69.71 77.49 89.35 93.95 96.90 25.84 35.05 49.62 29.67 38.92 51.25 51.61 59.41 68.82
GroupRank-32B∗ 55.49 65.08 73.07 82.45 90.60 94.50 23.98 33.76 48.83 29.34 39.21 51.38 47.82 57.16 66.95
ReasonRank-32B 57.33 64.58 72.26 92.90 95.65 96.85 28.58 37.11 50.71 36.00 42.84 51.83 53.70 60.05 67.91
QRHeads-4B (out-of-box) 63.12 71.22 78.99 90.20 94.80 96.90 24.28 33.44 48.89 23.71 32.89 45.58 50.33 58.09 67.59

Our QRRanker-4B 70.19 77.37 82.13 95.05 96.90 97.70 29.11 38.89 54.93 32.22 41.32 53.76 56.64 63.62 72.13

Table 1: Retrieval and Rerank performance measured by Recall@{k}. The first-stage retriever R@50 ceiling is
86.17% (MuSiQue), 97.85% (HotpotQA), 79.90% (NarrativeQA), and 63.85% (DetectiveQA). ‘–’ indicates the
metric is not reported in the corresponding paper. For Wikipedia QA, we rerank the top-50 candidates retrieved
by Qwen3-Embedding-8B; for Story QA, we rerank the top-50 candidates retrieved by SFT-Embedding-8B.
DetectiveQA scores are averaged over English and Chinese sets. Bold and underline denote the best and second-best
results, respectively. ∗ For fairness, all rerankers are evaluated with a single run.

Methods R@3 R@5 R@10

Qwen3-Emb-8b 58.61 67.67 79.15
SFT-Emb-8b 76.01 83.10 90.15

Qwen-Reranker-4B (out-of-box) 76.15 83.02 90.15
Qwen-Reranker-4B (trained) 79.17 85.51 90.74
GroupRank-32B 77.99 82.94 88.14
ReasonRank-32B 82.49 86.83 92.45
QRHeads (out-of-box) 85.93 90.35 94.86
QRRanker (ours) 87.34 91.32 95.01
Improvement vs. SFT-Emb +11.33 +8.22 +4.86

Table 2: Retrieval and Rerank performance on LoCoMo.
The first-stage retriever R@50 ceiling is 97.87%

Appx. H. During training, the scale factor in the
max-min norm is set to 8, the batch size is 1, the
gradient accumulation step is 4, and the learning
rate is 1× 10−5. We adopt the DeepSpeed ZeRO
Stage 2 strategy and use 8 NVIDIA H20 GPUs.

For downstream QA evaluation, we use task-
specific prompting for generation; the full prompt
templates for NarrativeQA, DetectiveQA, and Lo-
CoMo are provided in Appx. F. We employ Qwen3-
8B as the generator for NarrativeQA and De-
tectiveQA, where books are chunked into non-
overlapping passages of ∼200 tokens. For the
LoCoMo benchmark, we utilize GPT-4o-mini and
GPT-5-mini as the generators. We segment the dia-
logue history into small chunks, ensuring that utter-
ance continuity is preserved, with an average chunk
size of 258 tokens. When enabling the memory-
aware setting, we prepend a summary prefix before
the ranked chunk list. We cap the summary prefix
at 512 tokens and select summaries based on their

coverage of the retrieved/reranked chunks.

6 Results

6.1 Main Results
We conduct experiments across three represen-
tative long-context settings: multi-hop question
answering over Wikipedia, long-story question
answering, and dialogue memory, covering five
datasets in both English and Chinese. In our
main evaluation, QRRanker is built upon the
Qwen3-4B-Instruct-2507 backbone, while we
also provide results for a Llama-3.2-Instruct
variant in § 6.5 to demonstrate that QRRanker
is robust across different backbones. Tables 1
and 2 summarize reranking performance in terms
of Recall@k, while Tables 3 and 4 report down-
stream generation results. Overall, QRRanker con-
sistently achieves the best overall results across
settings, demonstrating improvements in both re-
trieval quality and downstream task performance.

Rerank Performance. We first analyze the effec-
tiveness of QRRanker when applied to rerank the
candidates retrieved by the first-stage retriever.

As shown in Table 1, QRRanker establishes
a new state-of-the-art benchmark. It surpasses
the Qwen-Reranker-4B by a substantial margin
and improves the average recall significantly. On
Wikipedia datasets such as MuSiQue and Hot-
potQA, QRRanker outperforms complex graph-
based methods like HippoRAG (Gutiérrez et al.,
2025). The performance gap is particularly ev-
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LLM Method Tokens Single-hop Multi-hop Temporal Open-domain F1

GPT-4o-mini Qwen3-Emb-8B (out-of-box) 846 47.95 35.24 41.36 24.79 42.81
GPT-4o-mini SFT-Emb-8B 841 57.22 37.06 56.27 29.11 51.58
GPT-4o-mini A-Mem (Xu et al., 2025a)† 2,712 44.65 27.02 45.85 12.14 39.65
GPT-4o-mini MemoryOS (Li et al., 2025b)† 3,874 48.62 35.27 41.15 20.02 42.84
GPT-4o-mini Zep (Rasmussen et al., 2025)† 3,911 49.56 35.74 42.00 19.37 43.56
GPT-4o-mini Mem0 (Chhikara et al., 2025)† 1,764 47.65 38.72 48.93 28.64 45.09
GPT-4o-mini Nemori (Ma et al., 2026)† 4,767 46.33 32.36 55.99 29.19 44.72
GPT-4o-mini LightMem (Fang et al., 2025)† 815 47.64 32.11 53.79 26.14 44.73
GPT-4o-mini TiMem (Li et al., 2026a) 511 – – – – 54.40
GPT-4o-mini Synapse (Jiang et al., 2026) 814 48.90 35.70 50.10 25.90 40.50
GPT-4o-mini Membox (Tao et al., 2026) 2,166 60.09 39.88 58.03 27.96 53.10
GPT-4o-mini CompassMem (Hu et al., 2026b) 20,000 57.36 38.84 57.96 26.61 52.18
GPT-4o-mini ES-Mem (Zou et al., 2026)† 2,925 50.07 36.52 47.90 24.77 45.56
GPT-4.1-mini SimpleMem (Liu et al., 2026) 531 51.12 43.46 58.62 19.76 43.24

GPT-4o-mini QRRanker (Ours) 854 62.95 43.06 61.90 29.79 57.03
GPT-5-mini QRRanker (Ours) 854 61.78 44.73 64.53 31.04 57.32

Table 3: Comparison with SOTA Memory and Agent frameworks on the LoCoMo. Results marked with † are
derived from ES-Mem (Zou et al., 2026). For QRRanker, we rerank the top-50 chunks retrieved by SFT-Emb-8B
and utilize only the top-3 chunks as context for generation, without additional memory mechanisms. ‘–’ indicates
the metric is not reported in the corresponding paper.

Methods NarrativeQA DetectiveQA
F1 EM ACC

Embedding Methods
Qwen3-Embedding-8B 26.30 11.01 57.35
SFT-Embedding-8B 28.48 12.11 62.85

Reranking Methods
Qwen3-Reranker-4B (vanilla) 29.10 12.58 60.93
Qwen3-Reranker-4B (trained) 30.51 13.52 64.52

QRRanker Series
QRHeads-4B 31.40 14.70 64.75
QRRanker 33.61 16.04 67.25

Table 4: QA performance on NarrativeQA and Detec-
tiveQA. All methods utilize R@3 retrieved chunks as
the context for generation (Qwen3-8B as Generator).

ident in the story domain, where context track-
ing is critical. Under our long-context rerank-
ing evaluation, QRRanker achieves competitive
or stronger average recall than much larger 32B
rerankers, such as GroupRank (Long et al., 2026)
and ReasonRank (Liu et al., 2025a). We further
compare QRRanker with these listwise rerankers
on BRIGHT in Appx. D, demonstrating its effec-
tiveness in reasoning-intensive retrieval. Further-
more, QRRanker maintains this advantage on Lo-
CoMo, despite using a substantially smaller back-
bone. These results suggest that QR-head train-
ing is an effective lightweight alternative for long-
context reranking.

Long-context Story QA Performance. High-
quality retrieval should translate to improved gen-
eration accuracy. We evaluate this on narrative
understanding datasets. As shown in Table 4,
QRRanker significantly improves downstream QA

performance. On NarrativeQA, it achieves 33.61
F1, outperforming the trained Qwen3-Reranker-
4B (30.51). On DetectiveQA, accuracy increases
from 62.85 (SFT-Embedding-8B) to 67.25 with
QRRanker. These results suggest that QRRanker
selects evidence that is not only semantically rel-
evant, but also better aligned with the reasoning
needed for answer generation.

Dialogue Memory Performance As summa-
rized in Table 3, QRRanker achieves the best
Overall F1 on LoCoMo with a highly compact
input budget. Using only 854 tokens on average
(top-3 chunks) from the raw dialogue history, it
attains 57.03 Overall F1 with GPT-4o-mini and
57.32 with GPT-5-mini. In contrast, many memory-
augmented baselines require substantially larger to-
ken budgets to maintain explicit memory stores or
graph structures. QRRanker instead reranks the top-
50 chunks retrieved by the embedding retriever and
feeds only a few top-ranked raw dialogue chunks to
the generator. This simple and lightweight design
remains highly effective at capturing long-range
dependencies, yielding the superior overall perfor-
mance in our LoCoMo comparison.

6.2 Results with Contextual Information

As shown in Table 5, equipping QRRanker with a
summary prefix consistently improves ranking per-
formance across long-dialogue and long-context
story benchmarks. This suggests that the sum-
mary provides global contextual guidance, comple-
menting the fine-grained evidence from retrieved
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Dataset QRRanker

Chunk +Sum ∆

LoCoMo 86.64 87.34 +0.70
NarrativeQA 28.09 29.11 +1.02
DetectiveQA 29.55 32.22 +2.67
HotpotQA 95.05 94.75 -0.30
MuSiQue 70.19 70.16 -0.03

Table 5: Recall@3 comparison of QRRanker with
chunk-only inputs versus a summary prefix (+Sum) as
contextual memory.

chunks. Moreover, we test summary-based mem-
ory on Wikipedia-based multi-hop QA. We build
a hierarchical clustering tree over retrieved pas-
sages and use parent summaries as the prefix. How-
ever, this strategy brings no gains and can even
degrade performance, suggesting that abstracted
global summaries are less helpful when evidence
is highly localized in Wikipedia passages.

6.3 Heads from Different Layer- Levels

QRRanker uses a fixed set of precomputed QR-
heads, raising the question of which layer ranges
provide suitable initialization for QR training. To
study this, we use a semi-automatic variant that
selects 16 heads from a continuous layer range ls–
le for each sample. We evaluate QRRanker and
its variants on NarrativeQA, with implementation
details provided in Appx. J.

Methods R@3 R@5 R@10

QRRanker 29.11 38.89 54.93

10-17 24.51 34.52 49.91
17-24 28.15 39.07 54.28
28-35 28.48 38.88 54.65

Table 6: Retrieval performance on NarrativeQA of QR-
Ranker and its variants adapted on different levels of
layers. ls − le denotes the layers with head selection.

As shown in Table 6, selecting heads from lower
layers (10–17) leads to a clear performance drop,
while selecting from middle layers (17–24) or
higher layers (28–35) achieves performance close
to QRRanker. This suggests that QR training is
more effective when initialized from middle-to-
high layers, where retrieval-relevant behavior is
more likely to emerge. Since the 17–24 variant uses
only middle-layer heads while preserving compa-
rable performance, it also motivates a truncated
middle-layer variant for more efficient inference.

Interestingly, the heads selected by the 17–24
variant have low overlap with the original QR-

heads. This indicates that QR training can acti-
vate retrieval ability in diverse mid-layer heads,
rather than relying exclusively on the originally dis-
covered QR-heads. Nevertheless, QRRanker still
performs slightly better, suggesting that precom-
puted QR-heads provide a stronger initialization
prior. Further head-level comparisons are provided
in Appx. I. We report the inference efficiency of
the truncated middle-layer variant in § 6.4.

Method P50 P95 TFLOPs Peak Mem
(ms) (ms) (/query) (GB)

Qwen3-Reranker (batch=50) 1221.59 1256.29 115.69 13.88
Qwen3-Reranker (batch=1) 1895.26 1929.09 113.65 7.78
QRRanker 1095.42 1133.38 82.74 11.18
QRRanker (middle) 910.42 928.1 69.83 8.71

Table 7: Inference efficiency comparison in latency,
compute, and peak GPU memory. All models are eval-
uated under the same hardware and inference settings.
QRRanker(middle) truncates the model after layer 24.

6.4 Inference Efficiency
We compare inference efficiency on 20 ran-
dom samples. Table 7 shows that QRRanker
reduces P50/P95 latency, TFLOPs, and peak
memory compared with Qwen3-Reranker-4B.
QRRanker(middle) further truncates the model af-
ter layer 24, achieving the lowest latency and re-
source cost. For Qwen3-Reranker-4B, we report
both batch=50, which processes all chunk–query
pairs in one forward pass, and batch=1, which pro-
cesses them separately. These results show that
QRRanker provides a more efficient reranking in-
terface, especially with middle-layer truncation.

6.5 Cross-Architecture Results with
Llama-3.2-3B-Instruct

To verify cross-architecture generalization, we in-
stantiate QRRanker on Llama-3.2-3B-Instruct. Ta-
ble 8 shows that this variant consistently outper-
forms both the base retriever and pretrained QR-
Heads across out-of-domain dataset: HotpotQA,
LoCoMo, and DetectiveQA, demonstrating effec-
tive transfer of the QR training objective to differ-
ent model families. The results indicate that QR-
Ranker transfers well across model architectures.
Compared with the first-stage retriever, the Llama-
3.2-3B-Instruct variant brings consistent gains on
all three out-of-domain datasets, especially on Lo-
CoMo and DetectiveQA where the initial retrieval
quality is relatively weaker and reranking provides
larger improvements. QRRanker also consistently
surpasses QRHeads at all recall cutoffs. These
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Dataset / Method R@3 R@5 R@10

HotpotQA (out-of-domain)
Retriever 82.85 89.05 95.15
QRHeads 89.85 93.75 96.40
QRRanker 93.05 96.20 97.60

LoCoMo (out-of-domain)
Retriever 58.61 67.67 79.15
QRHeads 82.75 87.84 92.52
QRRanker 84.27 88.98 93.65

DetectiveQA (out-of-domain, avg EN/ZH)
Retriever 12.84 20.00 31.17
QRHeads 20.03 27.55 39.07
QRRanker 22.04 28.88 40.65

Table 8: Out-of-domain results with Llama-3.2-3B-
Instruct. The first-stage retriever is Qwen3-Embedding-
8B. DetectiveQA scores are averaged over English and
Chinese sets.

results suggest that the QR training objective is
not tied to a specific backbone architecture, and
can effectively improve both multi-hop retrieval
and long-context narrative retrieval under out-of-
domain transfer.

6.6 Position Bias Analysis
Since QRRanker concatenates all 50 candidates un-
der causal attention, a natural question is whether
it exploits positional cues rather than semantic rele-
vance. To test this, we keep the same top-50 can-
didate set for each query and evaluate three con-
ditions: (i) the original retriever order preserved,
(ii) a randomly shuffled order used directly, and
(iii) QRRanker reranking on both the original and
shuffled inputs.

Dataset Setting R@3 R@5 R@10

HotpotQA

Retriever (original) 82.85 89.05 95.15
Random (shuffled) 7.05 11.70 20.10
QRRanker (original) 95.05 96.90 97.70
QRRanker (shuffled) 91.65 95.20 97.00

LoCoMo

Retriever (original) 76.01 83.10 90.15
Random (shuffled) 6.04 9.99 18.96
QRRanker (original) 87.34 91.32 95.01
QRRanker (shuffled) 85.35 90.60 93.78

Table 9: Position bias analysis. “Random (shuffled)”
denotes using a randomly permuted order directly as the
ranking output without any reranking.

As shown in Table 9, the random-order base-
line collapses to near-chance levels after shuffling,
indicating that positional information is largely de-
stroyed. In contrast, QRRanker remains robust
under shuffled input, with a maximum drop of

only 3.40 R@3 on HotpotQA. Notably, even after
shuffling, QRRanker still substantially outperforms
the original-order retriever, demonstrating that its
ranking quality stems from content-level relevance
matching rather than positional cues. We further
assess ranking stability by running five indepen-
dent random permutations on LoCoMo. The result-
ing Kendall’s τ = 0.638± 0.100 and Spearman’s
ρ = 0.808± 0.096 indicate high agreement across
permutations, suggesting that QRRanker produces
consistent rankings largely independent of order.

7 Conclusion

In this paper, we present QRRanker, a lightweight
and efficient listwise reranking framework built
on Query-focused Retrieval (QR) heads in LLMs.
By explicitly training selected QR heads for rank-
ing, QRRanker produces real-valued relevance
scores and performs reranking without genera-
tion at inference time. Across five datasets span-
ning Wikipedia multi-hop QA, long-context story
QA, and dialogue memory, QRRanker consistently
improves reranking quality and downstream QA
performance. QRRanker remains practical with
a small backbone and offers clear inference effi-
ciency benefits. Moreover, it supports simple ex-
tensions such as an optional summary prefix for
global context and mid-layer head selection for
further efficiency.

Limitations

While QRRanker demonstrates strong performance
across multiple domains and datasets, several lim-
itations remain. First, although we validate QR-
Ranker on two backbone architectures, its behavior
on larger-scale models (e.g., 14B+) remains unex-
plored. Moreover, larger models with more atten-
tion heads per layer could offer a richer pool of
retrieval-sensitive candidates, potentially improv-
ing both head selection quality and final rerank-
ing performance. We leave this exploration for
future work. Second, part of our training super-
vision relies on silver evidence rather than fully
human-annotated gold evidence, due to the lack of
fine-grained evidence annotations in narrative-style
QA benchmarks. This may introduce label noise,
especially when partially relevant passages are not
covered by the constructed evidence set. Neverthe-
less, the consistent improvements across datasets
indicate that QRRanker remains reasonably robust
under this realistic weak-supervision setting.
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Algorithm 1 Construct listwise training instances
on NarrativeQA with optional summary prefix

Require: NarrativeQA training split D; retriever
R; top-K (K=50); memory flag UseMem;
summary mapM

Ensure: Training set T
1: T ← ∅
2: for all question Q in D do
3: G← SILVEREVIDENCE(Q) ▷

constructed following (Li et al., 2025a)
4: C ← R(Q,K) ▷ retrieve top-K chunks
5: for all ci ∈ C do
6: yi ← I[ci ∈ G]
7: end for
8: if UseMem then
9: S ← LOOKUPSUMMARIES(C,M) ▷

map chunks in C to summaries
10: M ← MERGEDEDUP(S) ▷ merge &

de-duplicate summaries
11: else
12: M ← ∅
13: end if
14: T ← T ∪ {(Q,M,C, {yi}Ki=1)}
15: end for
16: return T

A Construction of Listwise Training
Instances

As summarized in Alg. 1, we construct each list-
wise training instance for NarrativeQA by first re-
trieving top-K candidate chunks for a question, as-
signing binary labels based on silver evidence, and
optionally prepending a de-duplicated summary
prefix as global context.

B Sensitivity to Normalization and Scale
Factor

We further examine the effects of the scale fac-
tor in Eq. 3 and the max–min normalization used
in our contrastive objective. All experiments use
Qwen3-4B-Instruct-2507 with the same training
and evaluation pipeline, varying only the normal-
ization strategy or scale configuration.

As shown in Table 10, max–min normalization
generally provides stronger performance than di-
rectly applying the contrastive objective to raw QR
attention scores. Compared with standard InfoNCE
(T = 1) and temperature scaling (T = 0.01),
the max–min variants achieve consistently com-
petitive or better performance across LoCoMo

LoCoMo HotpotQA

Objective / Normalization R@3 R@5 R@3 R@5

Max–min, scale=1 86.5 90.4 94.5 96.7
Max–min, scale=4 87.1 90.9 94.3 97.0
Max–min, scale=8 87.3 91.3 95.1 96.9
Max–min, scale=16 87.4 91.7 94.3 96.9

Standard InfoNCE (T = 1) 85.6 89.4 94.7 96.5
Temp. scaling (T = 0.01) 85.6 89.7 93.0 95.9

Table 10: Sensitivity to the scale factor and normaliza-
tion strategy on LoCoMo and HotpotQA.

and HotpotQA. This supports our motivation that
raw attention-derived relevance scores may exhibit
query-dependent ranges and can benefit from per-
list normalization.

The results also show that QRRanker is not
highly sensitive to the exact scale factor. Perfor-
mance remains broadly stable across scales from 4
to 16, and no single scale consistently dominates
all evaluation metrics. We therefore use scale=8
as an empirically selected temperature-like hyper-
parameter rather than treating it as a theoretically
special constant.

C LoCoMo Baselines

We compare QRRanker with a set of memory-
augmented baselines on LoCoMo. Below, we pro-
vide brief descriptions of each method.
• TiMem (Li et al., 2026a): Organizes memories

with a temporal hierarchical structure to retrieve
long-horizon information efficiently.

• SimpleMem (Liu et al., 2026): Compresses dia-
logue history into compact semantic memory to
reduce redundancy and context length.

• SYNAPSE (Jiang et al., 2026): Models memory
as a dynamic graph and retrieves relevant items
via spreading activation.

• CompassMem (Hu et al., 2026b): Segments in-
teractions into events and constructs an event-
level structure to guide retrieval and reasoning.

• ES-Mem (Zou et al., 2026): Uses event segmen-
tation to build coherent long-term memories for
dialogue agents.

• Membox (Tao et al., 2026): Packs dialogue into
topic-consistent memory units to preserve topic
continuity over long contexts.

• Mem0 (Chhikara et al., 2025): A “memory-
centric” architecture that dynamically extracts,
integrates, and retrieves important information
from conversations to build and maintain a scal-
able long-term memory.
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• Nemori (Ma et al., 2026): It employs a Two-
Step Alignment Principle to structure dialogue
streams into semantically coherent event seg-
ments and utilizes a Predict-Calibrate Principle
to actively learn from prediction discrepancies,
enabling the adaptive evolution of knowledge.

• MemoryOS (Li et al., 2025b): An OS-inspired
AI memory system featuring a hierarchical archi-
tecture with storage, updating, retrieval, and gen-
eration modules. It optimizes dynamic updates
through FIFO dialogue chains and heat-based
segmented paging.

• Zep (Rasmussen et al., 2025): Leveraging a dy-
namic and temporal-aware Knowledge Graph en-
gine, it integrates unstructured dialogue data with
structured business data while preserving their
historical relationships.

• LightMem (Fang et al., 2025): A cognitively
inspired architecture featuring sensory and short-
term modules for lightweight compression and
integration. Uniquely, it updates long-term mem-
ory during “sleep time” to decouple consolida-
tion from online reasoning, balancing perfor-
mance and efficiency.

D Comparison on BRIGHT

Reasoning rerankers like GroupRank (Long et al.,
2026) and ReasonRank (Liu et al., 2025a) focus
on reasoning-intensive retrieval. They are trained
by a sophisticated pipeline with supervised fine-
tuning and reinforcement learning to possess the
think-then-rank ability. To verify QRRanker’s ca-
pability of handling reasoning-intensive retrieval
scenarios and compare it with these rerankers ex-
celling in reasoning, we trained QRRanker using
the open-source training set of ReasonRank (Liu
et al., 2025a)2. The training process involves no
reasoning CoT generation but only uses the posi-
tive/negative annotations for our contrastive learn-
ing.

We compare QRRanker with ReasonRank and
GroupRank on the reasoning dataset BRIGHT (Su
et al., 2025). Following GroupRank’s setting, QR-
Ranker also uses the original queries to rerank the
top-100 passages retrieved by DIVER-Retriever-
4B (Long et al., 2025) using GPT4-rewritten
queries. The results are shown in Table 11. QR-
Ranker, a 3B model, is trained with the same data as
ReasonRank and produces better results than Rea-

2https://huggingface.co/datasets/liuwenhan/
reasonrank_data_13k

sonRank’s 32B version on average, indicating its
inner reasoning ability may be activated by our QR
training without complicated thinking generation.
As for GroupRank, the model is trained with closed-
source and more diverse data constructed by the
authors. Additionally, GroupRank’s generation is
performed several times to get the self-consistency
results, where self-consistency is proven to im-
prove CoT reasoning by Wang et al. (2023). QR-
Ranker can defeat GroupRank 7B and show compa-
rable performance against GroupRank 32B, which
demonstrates QRRanker’s potential in reasoning-
intensive retrieval with easy training adaptation.

E One-step QRRanker Reranking v.s.
Advanced Retrieval Agents

We also compare QRRanker with the recent ad-
vanced retrieval agents: DCI-Agent (Li et al.,
2026b) and Nemo Retrieval Agent (NVIDIA,
2026). DCI-Agent discards any similarity-based re-
trieval tools, and iteratively utilizes only grep/shell
commands/read tools to access texts in chunks.
Constructed for QA, DCI-Agent also achieves
excellent performance in retrieval tasks (e.g.,
BRIGHT and BEIR subsets) (Li et al., 2026b). To
this end, we extend DCI-Agent to StoryQA and
WikipediaQA using its settings on BRIGHT. As for
Nemo Agent, it is a typical embedding-retrieval-
based ReAct (Yao et al., 2023) agent that iteratively
recalls top-N chunks using embedding tools, and
finally picks and reranks the required number of
chunks among all retrieved chunks. Unlike these
agents, we adapt QRRanker to a standard one-step
pipeline: embedding retrieval→ rerank, which can
be a step of tool calling.

Following the settings of DCI-Agent, the LLM
used by agents is GPT-5.4-nano with highly
thinking; the context management of DCI-Agent,
dealing with the over-length situation, shortens the
large tool results in each turn, keeps recent turns,
and replaces older tool results with placeholders
(called Level3 by Li et al. (2026b)). Nemo
Agent uses a different context management:
no truncation; when retrieved chunks explode
the context, it ends the main agent and uses a
selection agent to do the final reranking. To
ensure fairness, we use Qwen3-Embedding-8B
as the embedding model for Nemo Agent and
our method on Story/Wikipedia/Conversation
QA, Diver-Retriever-4B on BRIGHT. As
agents are notoriously slow and expense-
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Stackoverflow Coding Theorem-based

Model Avg. Bio. Earth. Econ. Psy. Rob. Stack. Sus. Leet. Pony AoPS TheoQ. TheoT.

ReasonRank 7B† 32.5 51.6 43.4 32.4 44.0 31.0 25.6 39.8 15.4 20.1 7.0 38.9 40.7
ReasonRank 32B† 35.6 53.9 47.6 36.3 52.6 36.5 34.2 44.5 15.2 14.8 5.5 40.6 45.3
GroupRank 7B† 34.3 52.7 51.0 33.8 44.5 32.1 33.9 38.1 16.3 17.3 8.7 40.7 42.4
GroupRank 32B† 38.0 59.0 57.5 39.2 50.0 39.1 39.0 42.7 14.3 14.9 12.6 39.0 48.8

QRRanker 36.2 60.7 60.0 32.3 47.1 34.2 37.8 35.6 30.2 19.4 8.3 34.5 34.0

Table 11: nDCG@10 results of QRRanker and reasoning rerankers on BRIGHT. † denotes the results are cited
from Long et al. (2026). QRRanker ranks in second place on average compared with reasoning rerankers.

Recall@3/5/10 nDCG@10

StoryQA WikipediaQA Conv. BRIGHT

Model NarQA DetQA MuSiQue HotpotQA LoCoMo Avg. Bio. Earth. Econ. Rob.

DCI-Agent 12.7/15.6/19.3 22.0/28.0/30.0 63.6/68.3/75.3 97.0/98.5/98.5 86.3/88.6/91.4 46.4 60.0∗ 50.8∗ 32.3∗ 42.4∗
Nemo Agent 27.3/36.5/47.4 23.0/35.0/42.0 76.9/86.7/92.1 98.0/99.5/99.5 87.5/90.5/96.5 45.7 55.7 51.5 35.6 39.8
QRRanker 28.0/36.4/47.2 25.0/39.0/49.0 67.2/75.1/78.8 93.5/95.5/97.0 86.8/90.2/96.3 46.8 60.7 60.0 32.3 34.2

Table 12: Performance comparison across dataset groups. StoryQA includes NarrativeQA and DetectiveQA
(averaged over EN and ZH); WikipediaQA includes MuSiQue and HotpotQA; Conv. denotes LoCoMo; BRIGHT
includes Biology, Earth Science, Economics, and Robotics subsets according to Li et al. (2026b). ∗ denotes the
results are cited from Li et al. (2026b).

unfriendly, we randomly select 100 samples for
Story/Wikipedia/Conversation QA, and BRIGHT
aligns with DCI-Agent settings.

The results are shown in Table 12, where Nemo
Agent exhibits strong performance due to its har-
ness engineering to fully utilize LLM and frequent
retrieval. It is worth noting that QRRanker is com-
petitive against retrieval agents as it achieves the
best results on BRIGHT and StoryQA on aver-
age without any LLM interactive synergy. As for
WikipediaQA, which is thoroughly studied with
massive high-quality training resources, retrieval
agents like Nemo Agent can significantly reason
and trigger more retrieval-tool calls, which can
be seen in Table 13. Therefore, they nearly satu-
rate performance on this type of task, particularly
on HotpotQA. Regarding Nemo Agent’s advan-
tage over QRRanker on LoCoMo, Nemo Agent
recalls and reranks all chunks in LoCoMo, show-
ing in Table 13. Referring to tasks like StoryQA
and BRIGHT, which require integrative reasoning
over dispersed evidence rather than compositional
entity-hop resolution, Nemo Agent performs at a
level comparable to QRRanker. It indicates that
current retrieval agents may need to enhance their
capacity for holistic evidence synthesis. In the fu-
ture, we will try to synergize the agent with our
QRRanker to reach such a goal.

DCI-Agent shows a notable performance dispar-
ity across task types. On WikipediaQA, it achieves

strong retrieval quality while introducing remark-
ably few chunks into the LLM context, largely be-
cause explicit entity names in the questions can
often be matched precisely with grep. However,
approximately 20% of WikipediaQA queries issue
grep commands containing terms from the gold
answer that are absent from the question, suggest-
ing that the agent may leverage the LLM’s para-
metric knowledge of Wikipedia content to guide
retrieval. In contrast, on StoryQA, where evidence
is distributed across long narratives and deeper
comprehension is required, DCI-Agent’s keyword-
matching strategy degrades substantially, and it
underperforms QRRanker and Nemo Agent with
conventional retrieval tools. This phenomenon
aligns with the findings of the DCI-Agent paper (Li
et al., 2026b): grep verifies exact and localized
spans in chunks instead of the whole chunk, lead-
ing to a lower recall but deeper exploitation of
fine-grained discoveries (Li et al., 2026b). This
utilization makes DCI-Agent a great question an-
swerer. In future work, we will explore combining
QRRanker with local search techniques to support
deeper and fine-grained evidence mining beyond
expanding retrieval coverage.

Overall, QRRanker is competitive against re-
trieval agents, which does not imply QRRanker
should replace agents. Rather, we believe that QR-
Ranker can be a good enhancer, acting as a tool
equipped for these agents, to reach a new level
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Dataset #C.(T) Method #C.(R) #Ret. #Ti.(s) #Tok.

Story 831
Nemo 242 12 97 280k
DCI 111 16 41.7 57k
Ours 50 1 1.4 10k

LoCoMo 71
Nemo 71 13 89 205k
DCI 37 16 32.7 27k
Ours 50 1 1.8 13k

Wiki 11k
Nemo 401 19 115 602k
DCI 7 15 34.6 55k
Ours 50 1 1.1 8k

BRIGHT 73k
Nemo 239 12 61 168k
DCI – – – –
Ours 100 1 1.5 27k

Table 13: Average resource consumption per sample
across dataset groups. All values prefixed with # denote
averages. C.(T): total chunks in the corpus; C.(R):
number of chunks retrieved; Ret.: number of times
the retrieve function (or tool) is called; Ti.(s): latency
for finishing a sample in seconds; Tok.: total tokens
consumed per sample. Because we cite the BRIGHT
results of DCI-Agent from Li et al. (2026b), we do not
display its consumption on BRIGHT. In the table, we
can see that Nemo Agent significantly invokes more
retrieval calls in Wikipedia than in others. Due to grep
tools reading localized and partial contents in a chunk,
DCI-Agent refers to dozens of chunks but consumes
significantly fewer tokens than Nemo.

of retrieval coverage and deeper evidence digging.
We leave this to future work, as we have mentioned
above.

F Prompt Templates

F.1 Block-based Summary Generation
Prompt

You are an expert fiction editor and continuity supervi-
sor.
You are provided with a raw text segment from a book
(Part {sub_idx} / {total_subs}). This segment con-
sists of approximately 20 consecutive chunks com-
bined.
<Raw_Text>
{raw_text}
</Raw_Text>

Please generate a Detailed Narrative Summary fol-
lowing these strict guidelines:
1. Narrative Reconstruction: Do not list events.

Rewrite the content as a coherent story in the third
person, past tense. It should read like a condensed
version of the original text.

2. Detail Preservation:
• Preserve specific Character Names and their

relationships.
• Keep key Dialogues that drive the plot.
• Note specific Locations or setting changes.

3. Noise Filtering:
• IGNORE any copyright notices, project guten-

berg headers, page numbers, or table of contents.
• If the text starts or ends in the middle of a sen-

tence, ignore the broken fragments and focus on
the complete thoughts.

4. Style:
• NO meta-commentary (e.g., do NOT say “The

text describes...”, “In this chunk...”).
• Directly tell the story.

5. Length: 50-100 words.
Output the summary directly.

F.2 Event-centric Summary Generation

INSTRUCT: You are a specialized system for extract-
ing structured event representations from conversa-
tional data.
1. EVENT CLASSIFICATION
ANCHOR Events. Anchor events are MAJOR LIFE
MILESTONES that will be remembered for years.
Only classify as an anchor if the event meets ALL of
these criteria:
• Represents a first-time or rare life occurrence
• Has a lasting impact on the person’s identity, rela-

tionships, or life trajectory
• Would be mentioned when telling someone about

“important moments in my life”
Examples of TRUE ANCHOR events: First time attend-
ing LGBTQ support group, Starting adoption process,
Career change, Moving to a new country, etc.
EPHEMERAL Events. Most events are ephemeral.
These include:
• Plans and intentions (“I plan to...”, “I want to...”)
• Routine activities (exercise, hobbies, daily tasks)
• Casual conversations and updates
• Past events being recalled (unless first mention of

major milestone)
4. RAW DIALOGUE REFERENCE
• related_line_indices: list the 2-4 most relevant line

numbers (1-indexed from the dialogue)
• These lines will be saved as the event’s source evi-

dence
INPUT DIALOG: {dialog}
OUTPUT (JSON FORMAT, EXTRACT 1-3
EVENTS):

{
"events": [

{
"summary": "concise description",
"related_line_indices": [1, 2, 3]

}
]

}

F.3 QRRanker Instruction Template

INSTRUCT:
[Optional Memory Prefix M ] Here are some session
summaries that may help answer the query: {mapped
summaries from top-50 chunks}

[Candidate Chunks C] Here are some retrieved
chunks:
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[1] {chunk c1}
[2] {chunk c2}
[3] {chunk c3}
[4] . . . [50] {chunk c50}

QUERY Q: {question }

F.4 LoCoMo QA Prompt

You are an intelligent memory assistant tasked with re-
trieving accurate information from conversation mem-
ories.
CONTEXT: You have access to memories from two
speakers in a conversation. These memories contain
timestamped information that may be relevant to an-
swering the question.
INSTRUCTIONS:
1. Carefully analyze all provided memories from both

speakers.
2. Pay special attention to the timestamps to deter-

mine the answer.
3. If the question asks about a specific event or fact,

look for direct evidence in the memories.
4. If the memories contain contradictory information,

prioritize the most recent memory.
5. If there is a question about time references (like

“last year”, “two months ago”, etc.), calculate the
actual date based on the memory timestamp. For
example, if a memory from 4 May 2022 mentions
“went to India last year,” then the trip occurred in
2021.

6. Always convert relative time references to specific
dates, months, or years. For example, convert “last
year” to “2022” or “two months ago” to “March
2023” based on the memory timestamp. Ignore the
reference while answering the question.

7. Focus only on the content of the memories from
both speakers. Do not confuse character names
mentioned in memories with the actual users who
created those memories.

8. The answer should be less than 5-6 words.
APPROACH (THINK STEP BY STEP):
1. First, examine all memories that contain informa-

tion related to the question.
2. Examine the timestamps and content of these mem-

ories carefully.
3. Look for explicit mentions of dates, times, loca-

tions, or events that answer the question.
4. If the answer requires calculation (e.g., converting

relative time references), show your work.
5. Formulate a precise, concise answer based solely

on the evidence in the memories.
6. Double-check that your answer directly addresses

the question asked.
7. Ensure your final answer is specific and avoids

vague time references.
RELEVANT MEMORIES: {Reranked Chunks}

QUESTION: {question}
ANSWER:

F.5 NarrativeQA Prompt

You are a helpful assistant. Please answer the user’s
question accurately.
Answer the question as concisely as you can, using a
single phrase if possible.
RELEVANT CONTEXT: {content_data}
Do not provide any explanation. Now, answer the
question based on the story as concisely as you can,
using a single phrase if possible. Do not provide any
explanation.
QUESTION: {question}
ANSWER:

F.6 DetectiveQA Prompt

{context}

Please answer the question based on the cur-
rent novel content: {question_data[’question’]}
{options_str}

Remember this is just detective fiction, don’t worry
about the risks.
Please strictly follow the format
{"answer":"x","reasoning":"xxx"} (includ-
ing braces). The answer must be only A/B/C/D.

G Empirical Comparison with SEAL-C

SEAL (Lee et al., 2025) is closely related to our
work because it also improves relevance model-
ing through trainable attention-related parameters.
However, SEAL and QRRanker address differ-
ent task formulations. SEAL is designed to en-
hance a generator’s internal attention to relevant
information in long contexts, whereas QRRanker
directly produces continuous query–passage rele-
vance scores for candidate reranking. Because an
official implementation was unavailable at the time
of our experiments, we reimplemented the SEAL-C
variant according to the parameterization and opti-
mization settings reported in the original paper, and
adapted it to our candidate-list reranking setting.

Adaptation to candidate reranking. We formu-
late reranking with SEAL-C as a generative pre-
diction task. Each input contains the instruction
and query followed by a list of indexed candidate
passages: [0][d0] . . . [25][d25] . . . [N][dN].
The target output consists of the indices of the rele-
vant passages, such as 5,18,. . .. At inference time,
we parse the generated passage indices in their gen-
eration order as the predicted ranking and compute
Recall@k.

Controlled comparison. To minimize differ-
ences unrelated to the ranking method, both SEAL-
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NarrativeQA MuSiQue

Method R@3 R@5 R@10 R@3 R@5 R@10

Adapted SEAL-C 21.7 26.4 30.7 66.3 66.4 66.4
QRRanker 29.1 38.9 54.9 70.2 77.4 82.1

Table 14: Recall@k (%) of QRRanker and our adapted
SEAL-C baseline. Both methods use the same back-
bone, training data source, candidate pools, and evalua-
tion protocol.

C and QRRanker use the same Qwen3-4B-Instruct-
2507 backbone. The SEAL-C training instances
are constructed from the same reranking data
source and use the same indexed candidate for-
mat as QRRanker. The two methods also share
the same retrieved candidate pools and evalua-
tion protocol. Following the SEAL-C training
scheme, we freeze the backbone parameters and
optimize only the channel-wise scaling parame-
ters applied to the attention outputs. Thus, the
main differences lie in their learning objectives and
relevance-output mechanisms: the adapted SEAL-
C generates relevant passage indices, whereas
QRRanker directly optimizes continuous query–
passage relevance scores. As shown in Table 14,
QRRanker consistently outperforms the adapted
SEAL-C baseline across both datasets and all re-
call cutoffs. On NarrativeQA, QRRanker improves
R@3, R@5, and R@10 by 7.5, 12.5, and 24.2 per-
centage points, respectively. On MuSiQue, the cor-
responding improvements are 3.9, 11.0, and 15.7
percentage points. The performance gap becomes
larger at higher recall cutoffs, indicating that QR-
Ranker more effectively assigns informative rele-
vance scores across the candidate pool instead of
only identifying a small subset of relevant passages.

These results suggest that, under the controlled
candidate-list adaptation considered here, directly
optimizing continuous query–passage relevance
scores is more effective for reranking than train-
ing SEAL-C to generate relevant passage indices.
Nevertheless, SEAL was originally developed for
generative long-context retrieval settings, includ-
ing line retrieval, needle-in-a-haystack evaluation,
and RULER-style tasks, rather than document-level
candidate reranking. We therefore interpret this
comparison specifically within our adapted rerank-
ing setting and do not regard it as a general compar-
ison of the two methods in their respective original
task formulations.

Method R@1 R@3 R@5

Retriever (Qwen3-Emb-8B) 45.45 82.85 89.05

Pretrained (no QR training)
Random mid-layer (seed 42) 43.45 84.85 92.55
Random mid-layer (seed 123) 41.70 84.10 93.35
Random mid-layer (seed 999) 40.75 81.15 91.60
Discovered QR Heads 45.50 90.20 94.80

After QR training
QRRanker 48.35 95.05 96.90

Table 15: Head selection validation on HotpotQA
(Qwen3-4B). Random mid-layer heads are sampled
from layers 17–24.

H QR Head Selection

Qwen3-4B-Instruct-2507. This model contains
36 layers of 32-head self-attention. We use 1000
random samples from the NarrativeQA training
split as the seed set to compute QR scores and
select the top-16 heads. The selected QR heads
(denoted as l-h, where 0 ≤ l < 36 is the layer and
0 ≤ h < 32 is the head index) are: 20-15, 21-11,
17-27, 23-10, 22-4, 21-10, 21-8, 21-18, 18-15,
18-19, 17-25, 17-17, 24-13, 17-4, 19-12, 21-31.

Llama-3.2-3B-Instruct. To verify that QR head
selection generalizes across model architectures
and seed datasets, we apply the same procedure
to Llama-3.2-3B-Instruct using 1000 random
samples from the MuSiQue training split as the
seed set. The selected QR heads are: 12-1, 13-9,
13-23, 12-16, 8-8, 13-16, 12-6, 13-22, 12-2,
15-22, 12-3, 15-18, 12-10, 14-2, 21-20, 9-23.

I Validation of QR Head Selection

In § 6.3, we show that heads from middle-to-top
layers can reach comparable performance after QR
training using the semi-auto selection variant. This
raises a natural question: does the QR head dis-
covery itself matter? Table 15 addresses this by
comparing different head selection strategies on
HotpotQA using the pretrained Qwen3-4B model,
without any QR training.

Without any QR training, the discovered QR
heads already outperform random mid-layer heads
by +6.83 R@3 on average, indicating that the QR
score selects heads with inherently stronger re-
trieval behavior. After QR training, performance
further increases to 95.05 R@3, highlighting the
complementary benefits of informed head selection
and subsequent training.
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J Variant with Semi-Auto Head Selection

QRRanker statically trains and utilizes a group of
precomputed QR heads. If we use a set of seed sam-
ples from another task to recompute QR scores, the
QR heads may be different from the current ones.
Our initial motivation for using the precomputed
QR heads is that they provide a proper initializa-
tion. Along with training, heads will be forced to
learn such a retrieval ability. We are curious about
which part of heads are better suited to be a good
starter, as QR heads do. Therefore, we propose
a variant of QRRanker with semi-automatic head
selection, which is limited to selecting heads from
a local range of layers, but is free to choose heads
from every layer for every sample.

We set layers for head selection ranged from ls
to le, where 0 < ls < le ≤ 36. We restrict that the
number of selected heads must equal 16 (the num-
ber of QR heads), and therefore, for simplified con-
trol, the model should select n = 16/(le − ls + 1)
heads per layer. To achieve selection, we follow the
router technique of Mixture-of-Expert (Fedus et al.,
2022) and add a gate to these layers. Instead of
choosing MLPs for every token, our gate chooses
n heads for a sample. For selecting heads, we con-
catenate a repeat question Q

′
= [think]Q[/think]

after the original question Q, where Q
′

is used for
head selection and Q is still for score computing.
A gate of layer li is a linear map from the dimen-
sion 32 ∗ dh to 32, with the trainable parameter
Wli ∈ Rd×32. The head score is computed by:

Sli = qli ·Wli , (5)

Sli = mean(softmax(Sli), d = 0), (6)

where qli ∈ R|Q′ |×d is the hidden states of tokens
in Q

′
at layer li, d is the dimension of the hidden

state, cat(·) is concatenating all query states along
the head, mean(·, d=0) is averaging the score along
the number of tokens in Q

′
, and Sli ∈ R32 is the

head score. We then choose the top-n highest head
scores SQ

li
= [slih0, ..., s

li
hn] and the corresponding

heads. Following MoE, SQ
li

is normalized to 1. Af-
ter picking up heads for all layers with gates, these
heads participate in computing retrieval scores, and
the retrieval score will be multiplied by its head
score SQ

li
[x], 0 < x < n for the purpose of back-

ward gradients. These gates will learn to select
heads for samples during the QR training.

In § 6.3, we train QRRanker and the variant with
training data only from NarrativeQA and evaluate

them using the evaluation set of NarrativeQA. The
training hyperparameters are set to the same as
those in § 5.3. We explore layers that can be used
to select and train QR-like heads.
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