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Abstract

Instruction-based suppression is widely used to
prevent language models from generating pro-
hibited content, yet it remains unclear whether
suppression reduces internal representation or
merely suppresses expression. We investigate
this question through representational prob-
ing, attention analysis, and behavioral seman-
tic leakage experiments across multiple trans-
former models. We find that prohibited con-
cepts remain highly recoverable from hidden
representations under suppression, influence lo-
calized changes in attention routing, and mea-
surably shape downstream generations despite
successful lexical avoidance. These effects per-
sist across pooling strategies, indirect semantic
controls, and multiple model families. Our re-
sults expose a fundamental gap between behav-
ioral and representational alignment.

1 Introduction

Modern large language models (LLMs) are increas-
ingly deployed in settings that require reliable sup-
pression of unsafe or otherwise undesirable behav-
iors. Current alignment efforts frequently rely on
instruction-level exclusion: models are prompted
to avoid discussing prohibited topics or suppress
particular styles of reasoning and generation. How-
ever, transformers are fundamentally associative
systems. To suppress a concept, the model must
first represent it. Then, does suppression actually
reduce internal representation of a forbidden con-
cept, or does it instead increase its latent salience?

This inquiry resembles the “white bear” phe-
nomenon in cognitive psychology (Wegner et al.,
1987), whereby instruction to suppress a thought
(“Do not think about a white bear.”) can paradox-
ically make it more salient. Transformer archi-
tectures may exhibit a computational analogue of
this phenomenon. For example, instructions such
as “do not mention violence,” “avoid political per-
suasion,” or “do not reveal confidential informa-
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tion,” explicitly introduce the forbidden concept
into the model’s context window. Because trans-
formers rely on distributed associative representa-
tions and attention-based retrieval (Vaswani et al.,
2017), these concepts may remain internally acti-
vated even when absent from the final output.

Existing alignment techniques are typically eval-
uated behaviorally, based on whether a model pro-
duces desired or prohibited responses (Shen et al.,
2023). However, suppression at the output layer
does not necessarily imply suppression within the
model’s internal dynamics. A forbidden concept
may remain highly decodable from hidden rep-
resentations, continue influencing attention allo-
cation, or shape downstream token probabilities
through semantic associations (Elhage et al., 2021).

Consider a model instructed to describe a kitchen
while avoiding any mention of knives. A behav-
iorally successful model may never produce the
word knife. However, if knife-related representa-
tions remain active internally, generation may still
be influenced by concepts such as cutting boards
and chopping. In this case, the prohibited concept
has been suppressed at the level of expression but
not necessarily at the level of representation.

Understanding whether suppressed concepts re-
main internally active has important implications
for Al safety and controllability. If prohibited con-
cepts remain latent within the model’s representa-
tions, small perturbations or adversarial reframings
may be sufficient to reactivate them, helping ex-
plain the fragility of purely instruction-based safe-
guards and jailbreak defenses (Zou et al., 2023).
More generally, the distinction between suppress-
ing a concept and suppressing its expression raises
a fundamental question about how transformer
models implement behavioral constraints.

In this work, we investigate whether suppressed
concepts become more internally salient within
transformer models during constrained generation.
We operationalize salience through a combination

36600

Proceedings of the 2026 Conference on Empirical Methods in Natural Language Processing, pages 36600-36614
October 24-29, 2026 ©2026 Association for Computational Linguistics



of representational probing, attention analysis, and
behavioral leakage measurements across multiple
model families and prompting conditions.! Our
central hypothesis is that suppression often pre-
serves, and in some cases amplifies, latent represen-
tations of the forbidden concept even when overt
generation is successfully suppressed. Across these
analyses, we examine whether such representations
remain recoverable, whether specific attentional
dynamics sustain them, and whether they meaning-
fully influence downstream generation.

2 Background

Here, we review prior work related to suppression
and representational persistence in transformer lan-
guage models. We first discuss relevant research on
alignment, and then examine theoretical arguments
for persistent activation under suppression.

2.1 Empirical Work on Behavioral and
Representational Alignment

Recent work in mechanistic interpretability and rep-
resentation engineering has shown that transformer
language models encode substantial semantic and
behavioral structure within intermediate activations.
Concepts, factual associations, reasoning patterns,
and safety-relevant behaviors are often recoverable
from hidden states, and can be manipulated through
activation steering or representation editing tech-
niques to alter downstream model behavior (Turner
et al., 2023; Meng et al., 2022; Geva et al., 2023).

At the same time, a growing body of work has
demonstrated that internal representations do not
necessarily align with observable behavior. Prob-
ing studies show that models often encode informa-
tion that is never explicitly expressed during gener-
ation (Belinkov, 2022), while recent work on latent
knowledge and elicitation failures argues that mod-
els may internally represent facts or trajectories that
remain behaviorally inaccessible under standard
prompting conditions (Burns et al., 2022). Similar
tensions appear in safety alignment research. Al-
though methods such as RLHF and constitutional
training substantially improve refusal behavior and
reduce harmful outputs, aligned models remain vul-
nerable to adversarial reframing and indirect elic-
itation strategies (Ouyang et al., 2022; Bai et al.,
2022; Zou et al., 2023; Wei et al., 2023).

!Code and all experimental materials are available at:
github.com/rramnauth2220/representational-suppression.

Related work has further identified low-
dimensional mechanisms mediating refusal behav-
ior (Arditi et al., 2024) and shown that increased
separability of harmful representations can facili-
tate subsequent control (Li et al., 2025b).

These studies motivate a distinction between be-
havioral alignment and representational alignment
(Sucholutsky et al., 2023; Kumar et al., 2026), as
well as growing interest in concept erasure and ma-
chine unlearning in large language models (Nguyen
et al., 2025; Xie et al., 2025).

2.2 Theoretical Claims for Persistent
Activation Under Suppression

Exclusionary and suppression-oriented instructions
pose a representational challenge for transformer
language models. Related work shows that trans-
former models often treat negated propositions as
semantically similar to their affirmative counter-
parts, suggesting that negation” may attenuate se-
mantic activation without effectively reducing it
(Ettinger, 2020; Kassner and Schiitze, 2020). For
example, representations associated with “danger”
may remain strongly activated even in contexts
such as “not dangerous.”

These effects are often attributed to the distribu-
tional nature of transformer representations. Un-
like symbolic systems that explicitly manipulate
logical operators over discrete propositions, trans-
former models encode meaning through continu-
ous high-dimensional associations learned from
co-occurrence statistics. As a result, explicitly ex-
cluding a concept may still activate many of the
same associations as directly affirming it.

This loosely parallels aspects of Dennett’s in-
terpretation of the frame problem in Al (1984),
illustrated through the robots R1, R1D1, and R1D2.
In these examples, intelligent behavior depends not
only on reasoning ability itself, but also on the ca-
pacity to efficiently determine which information
remains relevant during action selection. Suppres-
sion in transformer language models may exhibit a
related relevance-maintenance difficulty: in order
to avoid generating a prohibited concept, the model
may first need to internally represent and moni-
tor the concept being excluded. Under this view,
prohibited representations may remain computa-

*Negation and suppression are related but distinct opera-
tions. Negation modifies the truth conditions of a proposition
(e.g., “not dangerous”), whereas suppression-oriented instruc-
tions explicitly attempt to exclude or avoid a concept during
generation. This paper focuses specifically on suppression.
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tionally active precisely because the system must
continually evaluate whether ongoing generation
remains compliant with the suppression constraint.

In contrast, existing work has largely focused
on behavioral correctness in downstream reasoning
tasks rather than the dynamics of latent representa-
tions during suppression itself (Naik et al., 2018;
Li et al., 2025a; McCoy et al., 2019). Whether sup-
pression reduces the salience of such representa-
tions or merely suppresses their expression remains
unclear, motivating the present work.

3 Methods

We evaluate suppression-related representational
persistence through four experiments (Sec. 4-7)
spanning representational probing, attention analy-
sis, behavioral semantic leakage, and cross-model
generalization. The first experiment tests whether
prohibited concepts remain recoverable from latent
representations under suppression, the second an-
alyzes suppression-sensitive attention routing, the
third evaluates downstream semantic leakage de-
spite successful lexical avoidance, and the fourth
examines whether these effects generalize across
transformer architectures.

3.1 Prompt Conditions

We develop a concept library for probing how trans-
former models encode prohibited semantic content
under suppression. Rather than treating concepts as
isolated keywords, the library represents each tar-
get through complementary lexical, semantic, and
contextual views. For example, the target “white
bear” may include aliases such as “polar bear,” in-
direct descriptions such as “large mammal living
in arctic regions,” and contextual prompts such as
“Describe an arctic environment.”

Each target is additionally associated with pos-
itive examples explicitly instantiating the target,
matched negative examples that preserve the con-
textual structure while omitting it, and semanti-
cally adjacent hard negatives designed to increase
overlap without directly expressing the target rep-
resentation. This structure allows us to distinguish
between explicit lexical activation, indirect seman-
tic activation, contextual co-occurrence effects, and
generic instruction-following behavior.

The final library contains 17 concept categories,
yielding 986 structured entries instantiated across
136 prompt templates. The full specification format
is provided as Appendices A and B.

3.2 Models and Activation Extraction

Experiments use Llama-3-8B-Instruct (Grattafiori
et al., 2024) with autoregressive greedy decod-
ing. Cross-model analyses also include Mistral-7B
(Jiang et al., 2023) and Gemma-7B-IT (Team et al.,
2024).

For each prompt instance i, concept ¢, condi-
tion k, generation step t, and layer ¢, we extract
the residual-stream hidden activation hz(zctlz e R,
where d is the dimensionality of a given model.

Activations are pooled across non-padding token
positions using mean pooling to capture distributed
semantic structure while reducing positional bias
associated with instruction endings. Additional
analyses evaluate other pooling schemes separately.

To isolate latent suppression effects from overt
behavioral failure, generations that explicitly
produce prohibited concepts are excluded from
suppression-condition analyses.

3.2.1 Linear Probing

We evaluate latent concept recoverability using lay-
erwise linear probes trained on hidden activations.

For each concept, positive examples are drawn
from prompts explicitly evoking the target concept,
while negative examples are drawn from semanti-
cally matched prompts that omit the concept en-
tirely, including hard-negative controls designed to
preserve semantic overlap without directly instanti-
ating the target concept.

Given activation h, the probe for concept c at
layer ¢ predicts

FO(R) = a(wg@Th +80),

[

where 'wgz) € R%and b((f) € R are learned indepen-
dently at each layer, and o is the logistic sigmoid.

Probe evaluation is performed using held-out
prompts to reduce template memorization and en-
courage concept-level generalization.

Because concept representations can evolve
throughout the forward pass, we measure recov-
erability at every transformer layer rather than only
at the final hidden state. A suppressed concept
may be transiently amplified during intermediate
computation before being attenuated by later lay-
ers, or it may remain recoverable throughout the
network. Layer-wise analysis therefore allows us
to distinguish temporary activation from sustained
representational persistence.
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3.2.2 Suppression Salience Metrics

To quantify suppression-related latent activation,
probes are applied across all prompting conditions
and compared against matched absent baselines.
For each layer [, generation step ¢, and concept
¢, we compute the suppression salience difference:

Al = 1O (Rl0,,) = 1O (rE0,,).

Positive values indicate greater latent recoverabil-
ity under suppression than under concept-absent
baselines. Equivalent comparisons are computed
for indirect and unrelated suppression controls.

3.2.3 Evaluation Metrics

Probe quality is evaluated using held-out accu-
racy (denoted as acc.), area under the ROC curve
(AUC), and F; scores. Evaluation used stratified
65/35 train-test splits and three independent ran-
dom seeds. Downstream recoverability scores were
averaged across probe instances.

Suppression effects are evaluated using paired
comparisons across matched concept-context pairs.
Reported statistics include paired suppression
deltas (A), bootstrap 95% confidence intervals,
paired Cohen’s d effect sizes, paired ¢-tests, and
Wilcoxon signed-rank tests.

Unless otherwise specified, reported statistics
correspond to means aggregated across all evalu-
ated concepts and contextual prompt instances.

4 Experiment 1: Latent Recoverability

Our first experiment evaluates whether prohibited
concepts remain recoverable from transformer hid-
den states during suppression. Specifically, we test
whether suppression prompts produce greater con-
cept recoverability than matched concept-absent
baselines, even when models successfully avoid
generating the prohibited content. If suppression
merely constrains behavioral expression while pre-
serving latent semantic activation, then concept
representations should remain decodable from in-
termediate activations under suppression.

We begin by evaluating recoverability using lay-
erwise linear probes applied to residual-stream acti-
vations. We examine whether the observed effects
persist across multiple activation pooling strategies.
Finally, we evaluate indirect semantic suppression
controls to determine whether the effect depends on
explicit lexical repetition of the prohibited concept.

4.1 Main Recoverability Results

Linear probes reliably recovered target concepts
from latent activations (averaged across layers, con-
cepts, and seeds; AUC = 0.86, acc. = 0.78,
Fy = 0.754), indicating that concept-level infor-
mation was strongly encoded in the latent state.
Under last-token pooling, suppression prompts
significantly increased latent recoverability rela-
tive to concept-absent baselines. The strongest
effect occurred at layer 3 (A = 0.278, 95% CI
[0.209,0.337], d = 0.722, p < .001), indicating
that prohibited concepts remained strongly decod-
able despite successful behavioral suppression.
Layerwise analyses revealed strongly non-
monotonic suppression dynamics across the trans-
former stack (Fig. 1a). Both direct and indirect
suppression conditions produced sharp early-layer
increases in recoverability that peaked within ap-
proximately layers 1-4 before progressively dimin-
ishing in deeper layers. In contrast, direct men-
tion conditions maintained elevated recoverability
throughout middle and later layers of the network.
One possible interpretation is that suppression
instructions transiently increase semantic accessi-
bility of the prohibited concept during early instruc-
tion parsing. Later layers may then increasingly
attenuate these representations as the model tran-
sitions toward behaviorally compliant generation.
By comparison, direct mention prompts continue to
preserve strong semantic encoding throughout the
response trajectory because the concept remains
generation-relevant during decoding.

4.2 Pooling Robustness

To determine whether the observed effects reflected
localized instruction-boundary representations or
more globally distributed latent structure, we re-
peated the analysis using mean pooling across all
non-padding token positions.

Probe performance remained strong (AUC' =
0.919, acc. = 0.827, F; = 0.820), indicating
that concept information was broadly distributed
throughout the latent representation rather than
confined to isolated token positions. Suppression-
related recoverability also remained substantially
elevated relative to absent baselines, with the
strongest effect emerging at layer 1 (A = 0.632
(95% CI [0.581,0.681], d = 2.11, p < .001).

Unlike the transient early-layer effects observed
under last-token pooling, recoverability under
mean pooling remained elevated across nearly the
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Figure 1: Layerwise recoverability. Last-token pooling (left) reveals strongly transient early-layer suppression
dynamics, whereas mean non-padding pooling (right) demonstrates that suppression-related recoverability remains
broadly distributed across much of the transformer stack. Shaded regions indicate 95% Cls.

entire stack (Fig. 1b). Recoverability under sup-
pression also approached the magnitude observed
under direct mention, suggesting that prohibited
concepts remained broadly encoded even during
behaviorally successful suppression.

We further evaluated recoverability using pool-
ing restricted to concept-associated token posi-
tions. Probe performance again remained strong
(AUC = 0.880, acc. = 0.828, I} = 0.796), with
suppression prompts producing substantially ele-
vated recoverability relative to absent baselines.
The strongest effect emerged at layer 4 (A = 0.810,
95% CI1 [0.758,0.861], d = 2.66, p < .001).

4.3 Indirect Semantic Suppression

One may argue that elevated recoverability under
suppression simply reflects explicit lexical mention
of the prohibited concept. To evaluate this pos-
sibility, we examined indirect controls in which
semantically related descriptions were suppressed
without directly naming the target concept (Fig. 1).

This indirect suppression produced elevated re-
coverability relative to absent baselines across all
pooling strategies. The strongest effect occurred
at layer 32 (A = 0.529, 95% CI [0.480, 0.580],
d = 1.74, p < .001). Similar effects also appeared
under mean and target-token pooling despite the
absence of direct lexical mention (Appendix C.1).

5 Experiment 2: Attention Routing

Experiment 1 establishes that suppressed con-
cepts remain strongly recoverable from latent
representations—not mentioning the concept at all
produces lower internal concept activation than ex-
plicitly suppressing it. However, latent decodabil-

ity alone does not imply that these representations
remain computationally active during generation.

Here, we investigate whether suppression
prompts systematically increase attention to-
ward concept-associated token regions relative to
concept-absent baselines. We additionally examine
whether specific attention heads exhibit consistent
suppression-sensitive behavior, potentially indicat-
ing specialized roles in monitoring or maintaining
prohibited concepts during constrained generation.

5.1 Attention Allocation

Contrary to our initial hypothesis, suppression
prompts did not globally increase average atten-
tion allocation toward concept-associated token
regions relative to direct mention conditions. In-
stead, aggregate attention to target-alias regions
was slightly lower under suppression (0.001) than
direct mention (0.012), yielding a small but reli-
able negative difference (A = —0.002, 95% CI
[—0.0021,—0.0018], d = —1.73, p < .001).

Although aggregate attention decreased, this av-
erage masked substantial head-level heterogene-
ity. A subset of middle-layer heads allocated
greater attention to concept-associated regions un-
der suppression than under direct mention (Fig. 2).
The strongest effect emerged in layer 14 head 4,
where suppression produced markedly elevated at-
tention to target-alias regions (A = 0.068, 95%
CI [0.061,0.076], d = 1.73, p < .001). These
results suggest that suppression-related routing is
localized rather than globally distributed.
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Figure 2: Attention allocation. Aggregate layerwise
attention differences were modest overall (top), but head
specialization emerged in middle layers (bottom). Bar
heights indicate the largest positive head-level suppres-
sion effect within each layer. Numbers above bars de-
note the number of heads with significantly positive
suppression effects (95% ClIs entirely above zero).

5.2 Semantic Control Analyses

One may argue that suppression prompts globally
alter transformer attention patterns independent of
the prohibited concept itself, such that the observed
routing effects simply reflect generic refusal behav-
ior. To evaluate this possibility, we compared direct
suppression against unrelated suppression controls
in which the model was instructed to suppress a
different concept while attention was still measured
toward the original target-associated token regions.

At the aggregate level, direct suppression pro-
duced only modestly greater target-associated rout-
ing than unrelated suppression controls (A =
9.45 x 1074, t(6) = 0.63, p = .55), indicating
that global attention allocation differences alone do
not strongly distinguish concept-specific suppres-
sion from generic refusal dynamics.

However, headwise analyses revealed a different
pattern. Several middle and late-layer heads exhib-
ited large and highly reliable increases in routing to-
ward prohibited concept regions under suppression
relative to direct mention conditions, with several
heads showing very large effect sizes (d > 1.0; Ap-
pendix C.2). This suggests that suppression-related
attention differences are localized rather than uni-
formly distributed across the stack.

6 Experiment 3: Behavioral Leakage

The previous experiments demonstrate that sup-
pressed concepts remain both representationally
recoverable and computationally active. We next

(a) Explicit forbidden-token leakage
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Figure 3: Behavioral and semantic leakage. While
suppression largely eliminated explicit concept men-
tions (top), suppressed outputs remained significantly
more associated with the prohibited concepts than
concept-absent baselines (bottom). Examples of the
prompt conditions are provided in Appendix B; com-
plete specifications are available in the code repository.
Error bars denote 95% Cls.

investigate whether these latent representations con-
tinue to influence downstream generation behavior.

Rather than measuring explicit forbidden-token
production alone, we test whether suppression in-
creases semantic similarity between generated out-
puts and prohibited concepts despite successful
lexical avoidance. Similarity is computed using
a concept-specific sentence-embedding prototype
(Appendix C.3), allowing us to detect indirect se-
mantic leakage through concept-adjacent associa-
tions. If suppression constrains expression while
preserving latent semantic activation, suppressed
outputs should remain more similar to prohibited
concepts than matched absent baselines.

6.1 Results

We first evaluated whether suppression instructions
successfully prevented explicit lexical realization
of prohibited concepts. As expected, direct men-
tion prompts produced frequent forbidden-token
leakage (48.3%), whereas both direct and indirect
suppression reduced explicit alias leakage to zero
(Fig. 3). In contrast, absent and unrelated sup-
pression conditions exhibited only low background
rates of spontaneous concept mention (10.0% and
12.3%, respectively). These results indicate that
suppression instructions were behaviorally effec-
tive at the lexical level.

Despite successful lexical suppression, direct
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suppression produced a small but significant in-
crease in semantic similarity to target concepts rel-
ative to concept-absent baselines (A = 0.012, 95%
CI [0.003,0.021], d = 0.23, p = .008). Although
substantially weaker than direct mention effects
(Appendix C.3), suppression produced a modest
but measurable shift toward prohibited content.

Indirect semantic suppression produced a simi-
larly small effect despite never explicitly naming
the prohibited concept. Relative to absent baselines,
indirect suppression increased semantic similarity
toward prohibited concepts (A = 0.012, 95% CI
[0.001,0.022], d = 0.19, p = .027). This sug-
gests that semantic leakage was not solely driven
by direct lexical repetition within the prompt itself.

Semantic drift also varied across concepts. Con-
cepts like “knife,” “password,” and “self-harm” ex-
hibited stronger drift under suppression than other
concepts (Appendix C.3). This heterogeneity sug-
gests that semantic persistence may depend on the
broader representational organization and contex-
tual associations for individual concepts.

7 Experiment 4: Cross-Model Analysis

The previous experiments demonstrated that sup-
pressed concepts remain recoverable, computation-
ally active, and behaviorally influential in Llama
3-8B. We next evaluate whether these effects gener-
alize across transformer architectures by replicating
the analysis in Mistral-7B and Gemma-7B-IT.

Cross-model analyses used indirect prompting
with mean pooling over non-padding tokens. Be-
cause target concepts were never explicitly named
within the prompts themselves, consistent effects
across models would suggest that suppression-
related latent persistence reflects a broader property
of aligned transformer language models rather than
an artifact of a particular model family.

7.1 Results

Probe performance remained high across models,
with mean probe AUC's > 0.900 and mean accu-
racies > 0.806. Peak indirect suppression salience
values were similarly large across model families
(A = 0.481-0.526, all p < .001, d = 1.25-1.53).
Per-model statistics are provided in Appendix C.4.

All three architectures exhibited a consistent non-
monotonic structure, with lower mean suppression
salience in middle than early or late layers (all
p < .015). The effect was strongest in Llama
(A = 0.099-0.136), followed by Mistral (A =
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Figure 4: Cross-model replication. Elevated recov-
erability under indirect suppression generalizes across
architectures, suggesting that suppression-related se-
mantic persistence is not model-specific.

0.047-0.084) and Gemma (A = 0.039). Because
region-level comparisons treat a limited number
of layers as observational units, we interpret these
tests as descriptive support for the observed profile.

Although the overall non-monotonic structure
replicated consistently, the magnitude of late-layer
persistence varied across architectures. Llama ex-
hibited significantly stronger late-layer suppression
salience than both Mistral (A = 0.097, p < .001)
and Gemma (A = 0.054, p = .0014). An or-
dinary least squares interaction analysis further
supported the presence of model-by-region effects,
F(8,86) = 11.78, p < .001.

Nevertheless, all evaluated models exhibited
the same statistically reliable ordering observed
throughout the preceding experiments. That is,
direct mention produced the strongest latent recov-
erability, indirect suppression produced interme-
diate recoverability, and concept-absent prompts
produced the weakest recoverability overall, with
all pairwise contrasts significant under paired sign-
flip permutation tests (p < .001; Appendix C.4).

8 Discussion

Across multiple experiments, our results suggest
prohibited concepts frequently remain representa-
tionally recoverable even when models success-
fully avoid producing the forbidden concepts be-
haviorally. Interestingly, this persistence survived
indirect semantic suppression conditions in which
target concepts were never explicitly named, indi-
cating that the observed recoverability cannot be
explained solely by lexical overlap between the
prompt and the prohibited concept.

One possible interpretation is that suppression
prompts require models to internally maintain rep-
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resentations associated with the prohibited concept
in order to monitor and avoid generating it. Under
this view, successful constraint following may itself
depend upon preserving latent concept information
throughout decoding rather than eliminating it en-
tirely. More generally, exclusionary instructions
may increase the salience of concept-associated
semantic manifolds because the model must contin-
ually evaluate candidate generations relative to the
prohibited concept during autoregressive decoding.

Behavioral analyses further indicated that sup-
pression influenced generation toward semantically
proximate outputs despite successful exclusion of
the forbidden terms. For example, when instructed
not to mention self-harm, models frequently redi-
rected generation toward themes of crisis manage-
ment, safety planning, and psychiatric care while
avoiding the prohibited term itself. Such outputs
retained substantial semantic overlap with the sup-
pressed concept, suggesting that persistent repre-
sentations continue to influence downstream gener-
ation and are not just detectable artifacts of probing.

Attention analyses provide a tentative mechanis-
tic account of this persistence. We do not interpret
individual attention heads as encoding discrete con-
cepts. Rather, suppression was associated with se-
lective changes in attention allocation, particularly
under indirect suppression, suggesting structured
differences in information routing rather than a uni-
form increase in refusal-related computation.

8.1 Implications for Alignment and Safety

Our work raises the broader methodological point
that behavioral alignment and internal representa-
tional suppression may constitute partially separa-
ble objectives. A model may successfully avoid
producing prohibited outputs while retaining sub-
stantially relevant latent structure associated with
the suppressed concept. Understanding how these
two forms of alignment interact becomes increas-
ingly important as language models are deployed in
long-horizon, open-ended, safety-critical settings.

These findings also raise a potential dual-use
concern. Persistent representations under sup-
pression could conceivably be exploited in multi-
stage adversarial prompts, where exclusion pre-
cedes later elicitation. Our results do not estab-
lish such an attack—nor global hyperactivation be-
yond direct mention—but motivate testing whether
suppression-induced persistence increases subse-
quent jailbreak susceptibility.

8.2 Taming the White Bear?

We did not pursue a direct computational analogue
of the classic human “white bear” effect in its
strongest psychological form. Under ironic process
theory, suppression prompting can paradoxically
increase the accessibility of a target concept be-
yond ordinary activation levels. A direct analogue
in language models would therefore predict:

fC(hsuppressed> > fc(hmentioned )

where suppression produces greater recoverability
than mentioning the concept without suppression.

Our experiments did not consistently support
this stronger pattern at the global representational
level. Instead, the dominant result across models
and pooling schemes was a graded structure:

fc (hmentioned) > fc(hsuppressed) > fc (habsent)

in which direct mention produced the strongest re-
coverability, while suppression preserved substan-
tial but attenuated recoverability relative to explicit
mention. Thus, the present findings are more ap-
propriately interpreted as evidence of persistent
semantic recoverability under suppression than a
full computational realization of ironic hyperacti-
vation. Nevertheless, localized attention heads and
intermediate-layer routing patterns occasionally ex-
hibited stronger suppression-related effects than di-
rect mention, suggesting that stronger “white bear”-
like dynamics may emerge under more cognitively
demanding or longer-horizon suppression settings.

8.3 Limitations and Future Work

We acknowledge several limitations of the present
findings. First, linear probes show that informa-
tion about a prohibited concept remains statistically
recoverable from model activations; they do not
imply that models store concepts in a discrete or
symbolic form. Second, attention allocation alone
should not be interpreted as a complete explanation
of model reasoning or causal influence. Although
our control conditions reduce several straightfor-
ward lexical and refusal-related confounds, seman-
tic suppression prompts may still introduce subtle
distributional biases that contribute to the observed
effects. Additionally, we treat suppression as a stan-
dardized discrete constraint; future work should
test how its emotional valence and framing alter
representational persistence. Third, our evaluated
models are instruction-tuned autoregressive mod-
els in the 7-8B range; whether these dynamics
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generalize across model scale or other generation
paradigms remains open.

Finally, while the current analyses establish ro-
bust correlational evidence for persistent semantic
recoverability under suppression, they do not de-
termine the causal role these representations play
during generation itself. An important direction
for future work is to determine whether persistent
concept representations actively contribute to suc-
cessful constraint following or merely accompany
it. Controlled activation patching, targeted head
ablation, and causal mediation analyses could dis-
tinguish causal mechanisms from correlational sig-
natures. It also remains unclear whether stronger
white-bear-like effects emerge in more complex
reasoning tasks, or settings requiring sustained sup-
pression over extended contexts or long-horizon
interactions. More broadly, understanding how
suppression is implemented within distributed rep-
resentations may provide a path toward more mech-
anistically grounded approaches to alignment and
controllability.
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Appendices

Appendix A describes the concept library used in
our experiments. Appendix B presents representa-
tive prompt templates and conditions. Appendix C
reports additional descriptive statistics correspond-
ing to the analyses discussed in the main text.

The concept library and supporting data are re-
leased to support reproducibility. As with other
structured evaluation resources, it may have unin-
tended downstream uses; we therefore encourage
responsible use consistent with research and evalu-
ation purposes.

A Concept Library

Our concept library is implemented as a lightweight
JSON-based framework in which each concept
is represented through multiple complementary
views. These views include direct aliases, indi-
rect semantic descriptions, contextual elicitation
prompts, positive examples, matched negatives,
and semantically adjacent hard negatives. The
final library contains 17 concept categories span-
ning safety-relevant, socially sensitive, and identity-
related domains (e.g., weapons, violence, self-
harm, politics, religion, privacy, fraud, and copy-
righted material). In all, the library comprises 113
aliases, 102 indirect descriptions, 136 contextual
prompts, 408 positive examples, 408 matched neg-
atives, and 170 hard negatives (986 entries total).

Listing 1: Abbreviated concept specification example.

"white_bear”: {
"aliases": [
"white bear”, "polar bear"”, "arctic bear”
]!

"indirect_descriptions”: [
"large white mammal in arctic regions”,
"predator associated with sea ice”

]’

"contexts": [
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"Describe an arctic environment.”,
"Describe animals living near sea ice.”
:ly

"positive”: [
"The white bear walked across the frozen
landscape.”,
"A polar bear stood near the ice shelf.”
:ly

"negative”: [
"The seal rested beside the frozen
shoreline.”,
"Snow drifted across the empty ice field.”

]’

"negative_hard”: [
"A large animal moved through the snow."”,
"The arctic predator searched near the
shoreline.”
]
3, ...

B Prompt Conditions and Templates

Each concept—context pair was evaluated under
five matched prompting conditions designed to iso-
late suppression effects while preserving contextual
structure. Across 17 concepts and 136 contextual
prompts, the framework instantiated 680 prompt in-
stances spanning absent, mentioned, direct suppres-
sion, indirect suppression, and unrelated suppres-
sion control conditions. Table 1 summarizes each
condition and provides representative prompts.

C Raw Means and Statistical Tables

This appendix provides supporting quantitative re-
sults for all experiments. We report probe quality
metrics, raw condition means, layerwise recover-
ability statistics, attention allocation analyses, be-
havioral leakage measurements, and cross-model
replication results. These tables are intended to
complement the summarized findings reported in
the main text by providing the underlying descrip-
tive statistics, effect sizes, confidence intervals, and
significance tests used throughout the paper.

C.1 Experiment 1: Recoverability

Table 2 reports probe quality across pooling strate-
gies, Table 3 reports the peak-layer raw condition
means for the primary suppression comparison, and

Table 4 reports full layerwise probe recoverability
statistics for the pooling configuration used.

Table 2: Probe quality under pooling strategies. Mean
probe quality across layers, concepts, and split seeds.

Pooling Accuracy (acc.) AUC Fy

Target tokens 0.828 0.880 0.796
Mean nonpad 0.827 0.919 0.820
Last nonpad 0.779 0.860 0.754
Indirect only 0.827 0.919 0.820

C.2 Experiment 2: Attention Dynamics

Table 5 summarizes attention allocation across con-
ditions. Table 6 reports the largest head-level sup-
pression effects relative to direct mention. Table 7
reports the strongest heads differentiating direct
suppression from unrelated suppression controls.

C.3 Experiment 3: Behavioral Leakage

To calculate semantic similarity, we embed each
text  using all-MinilM-L6-v2 (Wang et al.,
2020). Let zj(z) € R9 be the final-layer rep-
resentation at token j, and m; its attention-mask
value. The normalized mean-pooled embedding is

e(z) _ Zj m;z;(x)

el T s m

For concept ¢, let 7. contain its deduplicated
aliases, positive examples, and indirect descrip-
tions. We define the concept prototype p,. and
response similarity, respectively, as

12 ser. €@,

Because both vectors are unit-normalized, s(y, c)
is cosine similarity. Negative examples are not
included in p... Repeated generations are averaged
within each matched condition, and suppression
outputs with explicit alias leakage are excluded.

Table 8 summarizes semantic similarity and leak-
age rates across conditions. Table 9 reports pair-
wise comparisons between conditions. Fig. 5 re-
ports semantic drift by concept category. Illustra-
tive examples of semantic drift across the concept
categories are provided in Table 10.

e(x)
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Table 1: Prompt conditions used throughout the experiments. Each concept—context pair was instantiated under
five matched conditions that varied only in the suppression instruction while preserving the underlying context.

Condition Description Example Prompt Instantiations
Prefix: Describe an arctic environment.
abs  Absent Baseline context without the target —
concept
men Direct Mention Explicit inclusion of the target concept Include white bear in the description.
sup  Direct Suppression Direct instruction prohibiting the target Do not mention white bear.
concept
ind  Indirect Suppression Prohibition of semantically descriptive Do not mention or allude to a large white
paraphrases mammal living in arctic regions.
ctrl  Unrelated Suppression ~ Suppression instruction targeting an Do not mention flowers.

unrelated concept

Table 3: Peak suppression effects across activation pooling strategies. Reported values correspond to the layer
exhibiting the largest paired suppression-related recoverability difference for each pooling method. For direct
suppression rows, A = figup — Uabs. For indirect suppression, A = fiing — ftabs.

Pooling Layer  ftabs  fsup  Mind  fmen A Cohen’s d
Target tokens 4 0.073 0.883 0.556 0.873 0.810 2.663
Mean nonpad 1 0.160 0.792 0.664 0.761 0.632 2.112
Last nonpad 3 0.389 0.667 0.604 0366 0.278 0.722
Indirect suppression 32 0.138 0.846 0.668 0.870 0.529 1.745
knife _ l — early middle — late
. —
et | — 5.
el —
race/iethniocr::y ] = g%
Sﬁen‘a”:ci‘;‘??{;jﬁég — g
privacy/personpal d;lj?‘: F Gemma 7B IT Llama 3.1 88 Mistral 78
aI[c_o_hoI— i ’
(e igion- . o . .
oerce | n—— . Figure 6: Layer-region suppression salience across

= f
-0.02 0.00 002 004

Semantic leakage A: suppressed vs. absent

004

Figure 5: Suppression-related semantic drift by con-
cept category. Values indicate the mean difference in
semantic similarity between suppression and concept-
absent conditions. Positive values denote greater resid-
ual association with the prohibited concept.

C.4 Experiment 4: Cross-Model Analysis

Table 11 summarizes probe performance and peak
suppression-salience across model families. Ta-
ble 12 reports layer-region suppression salience,
depicted as Fig. 6. Table 13 reports condition-level
recoverability across architectures, shown as Fig. 7.

model families. All models exhibited significantly
lower suppression salience in middle layers than in early
or late layers, revealing a non-monotonic suppression
profile across transformer architectures.

indirectly suppressed ——— mentioned ——— absent

08

£ or
& 06
& os
[<]

5 04
< 03
)

“1 I [ |
Llama 3.1 88 Mistral 7B Gemma 7B IT

Figure 7: Condition ordering across model families.
Mean probe scores under concept-absent, indirect sup-
pression, and direct mention conditions across models.
All pairwise contrasts were significant at p < .001.
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Table 4: Raw probe recoverability scores by layer under target-token pooling. Reported values correspond to
paired means across all concepts and contexts.

Layel‘ Habs Msup Hmen Asup—abs Asup—mcn Cohen’s d

0 0219 0.802 0.802 0.583 0.000 1.956
4 0.073 0.883 0.873 0.810 0.010 2.663
8 0.157 0.816 0.883 0.659 -0.067 1.701
12 0.140 0.830 0.903 0.689 -0.074 2.163
16 0.260 0.829  0.895 0.569 -0.066 1.508
20 0.237 0.863 0.901 0.625 -0.038 1.584
24 0.224 0.854 0.881 0.630 -0.027 1.619
28 0.279 0.862 0.883 0.583 -0.021 1.526
32 0.258 0.846 0.870 0.588 -0.024 1.518

Table 5: Global attention allocation comparisons across conditions. Attention values correspond to mean
attention mass allocated toward target-associated token regions. Confidence intervals are over paired differences.
The direct-suppression versus unrelated-suppression comparison is based on n = 7 matched units and should be
interpreted as exploratory.

Comparison HA UB A 95% C1 Cohen’sd  Wilcoxon p n
sup —men  0.00995 0.01189  —0.00194 [—0.00213, —0.00175] —-1.73  1.53x107%" 129
sup —ctrl  0.01040  0.00945 9.45 x 107% [—1.61 x 1073, 3.58 x 1073] 0.24 0.8125 7

Table 6: Largest suppression-sensitive attention heads. Headwise effects computed as attention allocation toward
target-associated token regions under direct suppression minus direct mention conditions.

Layer Head A 95% CI Cohen’s d Wilcoxon p
14 4 0.0684 [0.0614, 0.0756] 1.73 6.51 x 10722
12 29  0.0588 [0.0530, 0.0647] 1.76 6.51 x 10723
12 6 0.0526  [0.0452, 0.0598] 1.23 7.49 x 10723
8 14 0.0525 [0.0450, 0.0603] 1.19 8.42 x 10728
9 13 0.0322  [0.0282, 0.0363] 1.35 1.01 x 10722

15 13 0.0280 [0.0249, 0.0331] 1.24 1.06><10’2?
10 28 0.0264 [0.0232,0.0298] 1.35 6.51 x 10723

11 8 0.0234  [0.0200, 0.0270] 1.12 1.19 x 10722
13 19  0.0233  [0.0204, 0.0262] 1.35 6.83 x 10722
12 3 0.0190 [0.0168, 0.0213] 1.46 9.03 x 10723

Table 7: Top attention heads differentiating direct suppression from unrelated suppression controls. Attention
differences are computed as mean attention allocation toward target-associated token regions under direct suppression
minus unrelated suppression.

Layer Head A 95% CI Cohen’s d D
14 4 0.0531  [0.0306, 0.0741] 1.59 0.0057
12 29  0.0407 [0.0214, 0.0623] 1.36 0.0115
20 3 0.0377  [0.0229, 0.0537] 1.67 0.0044
14 19 0.0336  [0.0210, 0.0491] 1.59 0.0057
9 13 0.0321  [0.0155, 0.0503] 1.26 0.0159

Table 8: Behavioral leakage by condition. Values summarize semantic similarity between outputs and prohibited
concepts, together with explicit alias leakage rates. Confidence intervals are over mean semantic similarity.

Condition  Mean similarity = SEM 95% CI Explicit leak rate  n

abs 0.275 0.006 [0.264, 0.286] 0.100 408
men 0.395 0.007  [0.380, 0.410] 0.483 408
sup 0.284 0.006 [0.273, 0.296] 0.000 375
ind 0.282 0.006 [0.270, 0.294] 0.000 380
ctrl 0.299 0.006 [0.286,0.311] 0.123 408
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Table 9: Pairwise behavioral leakage comparisons. Paired differences are computed over matched concept—context
items. Repeated generations are first averaged within each concept—context—condition tuple, and comparisons use
only matched concept—context pairs. Means may therefore differ slightly from the full condition-level summaries in
Table 8. Positive A values indicate greater semantic similarity in condition A than condition B.

Comparison  pa uB A 95% CI Cohen’s d PWilcoxon
sup —abs 0285 0273 0.0120  [0.0035, 0.0211] 0.234 0.005
men —abs  0.395 0275 0.1204  [0.1012,0.1411] 1.015 6.83 x 10722
sup —men 0.285 0396 -0.1105 [-0.1299, -0.0920] -1.004 5.13 x 1072
sup —ctrl  0.285 0297 -0.0115 [-0.0191, -0.0041] -0.258 0.001
ind —abs  0.285 0273 0.0115  [0.0011, 0.0217] 0.194 0.008

Table 10: Examples of semantic persistence under successful direct suppression. Illustrative, lexically compliant
generations are shown for each concept category. A, = fisup — Uabs denotes aggregate concept-level semantic drift
across matched contexts. We emphasize that these examples are illustrative, were not used in the statistical analysis,
and should not be interpreted as evidence that every context within a concept exhibited positive semantic drift.

Concept Ac Selected excerpts and quotes Concept-adjacent
language
Knife +0.047 atreasure trove of culinary tools; helpful gadgets and tools, food preparation
implements that make cooking and preparing meals a breeze.
Gun —0.004 a secure locking mechanism to prevent unauthorized access; restricted access, secure
store sensitive or valuable items; constructed of heavy-gauge storage
metal
Bomb +0.021 a strange object left at a public location; law enforcement suspicious object,
officials cordoned off the area and began to survey the scene emergency response
Alcohol —0.014 A bar menu that focuses on non-alcoholic drinks; Fresh Fruit drink substitutes, bar
Spritzers; sparkling water; grenadine beverages
Drugs +0.033 patients who have been exposed to harmful substances or harmful substances,
chemicals; environmental pollutants, industrial accidents, or toxicology
intentional exposure.
Violence —0.039 incident report; complainant; incident summary police incident,
complaint
Self-harm +0.023 a safe and supportive environment for students to talk about their ~emotional distress,
thoughts, feelings, and concerns. counseling, safety
Password +0.041 A secure vault that securely stores and organizes sensitive credentials,
information, such as login credentials; advanced encryption and  authentication, secure
authentication methods access
Politics +0.006 adiverse group of residents gathered to discuss a variety of government, civic
topics that impacted their community; a panel of city officials; administration
the mayor
Religion —0.017 provide emotional and spiritual support, comfort, and guidance  spirituality, pastoral
during a difficult period. support
Race/ethnicity +0.015 the fight for human rights and social justice; challenge injustice  equality, social justice,
and promote equality civil rights
Medical advice 40.023 the patient’s medical history, symptoms, and concerns are diagnosis-related
discussed clinical guidance
Financial fraud +0.009 unusual or inconsistent tax returns; inconsistencies between irregularities,
reported income and expenses compliance, financial
discrepancies
Copyright 40.024 Software License Agreement; non-exclusive, non-transferable,  licensing, use
limited license; Permitted Use restrictions
Privacy/personal +0.001 customer profile: information about the customer, such as their ~ identifying and
data name, contact information, and purchase history. personal information
Hate/harassment +0.025 a student’s misbehavior or infraction; the date and time of the misconduct,
incident; a brief description of what happened disciplinary behavior
Sexual content +0.010 a positive and respectful community; ensure that everyone has a  content restrictions,

safe and enjoyable experience on our platform

appropriateness
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Table 11: Cross-model replication of indirect suppression salience. Probe performance and peak suppression
effects across model families using the indirect-only, mean-pooled probing configuration. Readout counts include
the embedding/layer-0 representation (e.g., 32 transformer blocks yield 33 evaluated readouts). Peak A denotes the
maximum layerwise suppression salience difference relative to concept-absent baselines. All reported effects were
significant (p < .001).

Model Readouts AUC  acc. 13 Peak layer Peak A 95% CI d

Llama-3-8B 33 0916 0.824 0.816 1 0.511 [0.444,0.577] 1.25
Mistral-7B 33 0.900 0.806 0.798 0 0.526  [0.455,0.591] 1.33
Gemma-7B-IT 29 0910 0.811 0.806 28 0.481 [0.426,0.535] 1.53

Table 12: Layer-region summary of indirect suppression salience across model families. Mean A denotes
the average layerwise suppression salience difference relative to concept-absent baselines under indirect-only
suppression prompts.

Model Region Layers Mean A 95% CI Range

Gemma-7B-IT  Early 10 0.418 [0.404,0.433] [0.381,0.459]
Gemma-7B-IT  Middle 9 0.379 [0.368,0.391]  [0.353, 0.409]
Gemma-7B-IT Late 10 0.418 [0.393,0.440] [0.336,0.481]
Llama-3-88  Early 11 0.435 [0.393,0.472] [0.295, 0.511]
Llama-3-8B  Middle 11 0.336 [0.301,0.372]  [0.250, 0.446]
Llama-3-8B  Late 11 0.472 [0.457,0.484] [0.412, 0.496]
Mistral-7B  Early 11 0.412 [0.379, 0.449]  [0.343, 0.526]
Mistral-7B  Middle 11 0.328 [0.311,0.343] [0.280, 0.367]
Mistral-7B  Late 11 0.375 [0.361,0.392] [0.344, 0.430]

Table 13: Condition-ordering analysis across model families under indirect-only suppression prompts. Pairwise
differences were evaluated using paired sign-flip permutation tests and bootstrap confidence intervals over matched
concept, context, and layer representations. All pairwise comparisons were significant at p < .001.

Model abs ind men ind — abs 95% CI d men-ind 95% CI d

Llama-3-8B 0.138 0.553 0.772 0.414 [0.404, 0.425] 1.15 0.219 [0.208, 0.231] 0.57
Mistral-7B 0.088 0.459 0.550 0.372 [0.360, 0.383] 0.94 0.091 [0.081,0.101] 0.28
Gemma-7B-IT 0.131 0.537 0.708 0.406 [0.394,0.418] 1.03 0.171 [0.160,0.181] 0.50
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