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Abstract

Seeing frames in order does not mean repre-
senting time. Modern VideoLMs receive or-
dered video streams, yet their main supervision
acts on generated text rather than video-token
representations where event dynamics should
first emerge. This mismatch allows models to
learn temporal answers from shortcuts such as
objects, scenes, and language priors, without
requiring internal video representations to cap-
ture event progression. To address this, we pro-
pose VT-Contrast, a representation-level tempo-
ral counterfactual objective for VideoLMs. Its
design asks where temporal supervision should
act and what temporal differences it should
expose. VI-Contrast supervises selected late-
layer last-frame video tokens, where tempo-
ral information is expected to be integrated be-
fore language generation, and contrasts order-
preserving views with same-video reordered
counterfactuals graded by Kendall tau distance.
It requires no architectural changes, is com-
patible with diverse VideoLM training tasks,
and improves overall performance across tem-
poral understanding benchmarks. Our code is
available at https.//github.com/ANDgate99/VT-
Contrast.

1 Introduction

Video Language Models (VideoLLMs) (Lin et al.,
2024; Maaz et al., 2024) are increasingly expected
to reason about how events unfold over time (Li
et al., 2025¢; Qin et al., 2025), rather than merely
recognize visual content. For example, two clips
may contain nearly the same objects and scenes,
while expressing opposite events under different
temporal progressions: opening versus closing, en-
tering versus leaving, or assembling versus disas-
sembling. Resolving such order-dependent distinc-
tions requires models to capture the progression of
visual states over time.

However, standard VideoLM training does not
directly enforce this requirement. While VideoLMs
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Figure 1: Motivation of VT-Contrast. Temporal order
changes video semantics; VT-Contrast separates tempo-
rally corrupted negatives while keeping order-consistent
positives close to the anchor in the video-token space.

receive temporal information through ordered vi-
sual tokens, supervision is usually applied only
to the generated text (Zhang et al., 2023, 2025c).
The language modeling loss specifies the desired
answer, yet does not require the resulting visual
representations to reflect the event progression that
supports it. For order-sensitive videos, this is a
weak constraint: clips with similar visual evidence
but different temporal order may still lead to cor-
rect responses based on static cues or answer priors.
As a result, response-level supervision may leave
video representations underconstrained along the
dimension most relevant to event progression, even
when the final responses are correct.

A more direct form of temporal supervision is
therefore needed before response generation. Such
supervision should make temporal order explicit
in the internal video-token representation space,
rather than relying solely on the final textual re-
sponse. Prior approaches move in related direc-
tions but do not directly impose this constraint.
Temporal-aware architectures (Hu et al., 2024) im-
prove temporal aggregation in visual or intermedi-
ate modules, but do not directly supervise temporal-
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order representations after video tokens enter the
language-model space. Ordering-based auxiliary
tasks (Wu et al., 2026) expose models to shuffled
segments, but still rely on task-level responses and
can be less compatible with existing training objec-
tives. Reconstruction objectives (Tong et al., 2022)
offer more direct visual supervision for representa-
tions, but often require extra branches and costly
pixel-level targets.

A representation-level temporal signal should
distinguish videos primarily by their temporal order
rather than by their visual content. We instantiate
this idea by constructing multiple views from the
same video: order-preserving views keep the orig-
inal event progression, whereas reordered views
retain the same visual evidence but change how the
event unfolds. As illustrated in Figure 1, such or-
der changes can alter event semantics, yet existing
VideoLLMs may still map the corresponding video-
token representations close together. We formulate
these reordered views as temporal counterfactuals
and propose VT-Contrast, a lightweight objective
that separates them from order-preserving views
in the video-token space. This makes the learning
signal depend on temporal order rather than video
identity or static appearance cues.

Beyond this counterfactual construction, VT-
Contrast must decide where the supervision should
act and how strong the temporal signal should be.
For supervision placement, we apply the objec-
tive to selected late-layer last-frame video tokens,
which are expected to aggregate information from
preceding frames before language generation. This
choice is motivated by prior findings that tempo-
ral information emerges progressively inside Vide-
oLM representations, rather than being uniformly
available at all layers (Zhang et al., 2025d; Shi
et al., 2026). For temporal signal strength, we
avoid treating all reorderings as equivalent. We
use Kendall tau distance (Kendall, 1938; Diaconis
and Graham, 1977) to quantify pairwise order vio-
lations, enabling VT-Contrast to construct graded
temporal counterfactuals that yield more effective
contrastive supervision.

VT-Contrast is jointly optimized with the stan-
dard language modeling objective, requiring no ar-
chitectural modification. By directly shaping video-
token geometry, it complements response-level su-
pervision: the model is still trained to generate
correct answers, while its internal video represen-
tations are encouraged to reflect event progression.
Experiments on multiple temporal understanding

benchmarks show consistent overall gains, espe-
cially on order-sensitive tasks. Our contributions
are summarized as follows:

* We introduce a representation-level temporal
supervision perspective for VideoLMs, argu-
ing that temporal order should be reflected in
video-token representations rather than only
supervised through textual responses.

* We propose VT-Contrast, a lightweight tem-
poral counterfactual objective for VideoLM
training that uses same-video temporally re-
ordered sequences as negatives. It applies tar-
geted supervision to selected-layer last-frame
token representations and controls negative
difficulty with Kendall tau distance.

 Evaluations on multiple temporal benchmarks
show consistent overall improvements. VT-
Contrast integrates into standard VideoLM
training without changing the original task for-
mat, enabling flexible temporal enhancement
across diverse video understanding scenarios.

2 Related Works

2.1 Video Language Models

Recent VideoLMs (Zhang et al., 2025b; Lin et al.,
2024) typically extend LLM-based multimodal
understanding from images to videos by encod-
ing frames or clips into visual tokens, projecting
them into LLM feature space, and generating tex-
tual responses autoregressively (Liu et al., 2023;
Maaz et al., 2024). Representative systems include
both closed-source models (Comanici et al., 2025;
Achiam et al., 2023) and open-source models (Bai
et al., 2025; Chen et al., 2024; Li et al., 2025a).
Despite differences in model scale, data, and train-
ing recipes, their training signal is primarily im-
posed on generated text tokens rather than on inter-
mediate video-token representations (Zhang et al.,
2023, 2025c; Feng et al., 2025). Although lan-
guage loss can update visual components, it does
not directly constrain video-token representations
to distinguish temporal order changes.

2.2 Temporal Understanding

Temporal understanding is fundamental to Vide-
oLMs, as videos require models to reason over
event order, motion direction, state changes,
and other relations beyond static visual recogni-
tion (Zhang et al., 2024; Chandrasegaran et al.,
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Figure 2: Overview of VT-Contrast. For each input video, we construct an anchor view, an order-preserving positive
view, and temporal counterfactual negative views. A shared VideoLM processes these views to obtain selected
video-token representations for contrastive supervision. VT-Contrast keeps temporally consistent views close and
separates negative views, and is jointly optimized with the standard language modeling loss.

2024). Benchmarks such as VILMA (Kesen et al.,
2024), TempCompass (Liu et al., 2024), and
TOMATO (Shangguan et al., 2025) show that cur-
rent VideoLMs still struggle with fine-grained tem-
poral semantics, especially when videos share sim-
ilar visual content but differ in temporal order or
event progression. To improve temporal under-
standing, prior work has explored temporal-aware
architectures, temporal reasoning transfer, and aux-
iliary ordering tasks (Hu et al., 2024; Fateh et al.,
2026). For instance, T3 (Li et al., 2025b) trans-
fers temporal reasoning from synthetic text tasks,
while Visual Jigsaw (Wu et al., 2026) trains mod-
els to recover shuffled visual order. While these
efforts highlight the importance of temporal mod-
eling, directly shaping video-token representations
for temporal sensitivity remains less explored.

2.3 Contrastive Learning

Contrastive learning is widely used for representa-
tion learning by pulling positive pairs together and
pushing negative samples apart in feature space (He
et al., 2020; Chen et al., 2020). In vision-language
learning, CLIP-style objectives align visual and
textual representations (Radford et al., 2021), and
recent studies further extend contrastive training to
VLM-based multimodal embedding models (Jiang
et al., 2025; Meng et al., 2026). Beyond image-
text alignment, contrastive objectives have also
been applied to video representation learning (Pan
et al., 2021; Qian et al., 2021). Some works further
exploit temporal perturbations to enhance video
representations (Dave et al., 2022; Dorkenwald
et al., 2022; Jenni and Jin, 2021). However, these
methods mainly target general-purpose represen-

tations in standalone video encoders. In contrast,
VT-Contrast targets the underconstrained temporal
structure of VideoLM video-token representations,
directly separating temporally reordered videos in
this internal representation space.

3 Method

We propose VT-Contrast, a lightweight temporal
counterfactual learning method that enhances tem-
poral order sensitivity in VideoLMs through video-
token supervision. It provides direct representation-
level supervision by contrasting temporally consis-
tent views with reordered views from the same
video. We then describe how VT-Contrast is inte-
grated into VideoLM training.

3.1 Problem Setup

Given a common video-language training dataset,
each sample consists of a video V' = {vy,...,vr},
a textual query (), and a target response ¥ =
{y1,...,yn}, where v; denotes the ¢-th sampled
frame. A VideoLM processes V' to obtain video-
token representations, which are used as visual
context for the language model. The response is
predicted autoregressively as:

N
i=1
where pg denotes the token distribution predicted
by the VideoLLM with parameters 6.
Standard VideoLM training minimizes the nega-
tive log-likelihood of the target response:

N

Ling == logpo(yi | y<i, V, Q). ()
=1
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Although this response-level objective aligns
videos with textual answers, it supervises video-
token representations only indirectly through the
output loss. Consequently, these representations
are not explicitly encouraged to distinguish fine-
grained temporal order changes, which can allow
the model to rely on static visual cues or language
priors when they are sufficient for response gen-
eration. We therefore introduce an auxiliary con-
trastive objective based on temporal counterfactual
views to directly supervise video-token representa-
tions during VideoLM training.

3.2 Temporal Counterfactual Learning

As illustrated in Figure 2, VT-Contrast constructs
temporally consistent and order-disrupted views
from the same input video. The order-disrupted
views serve as temporal counterfactuals: they pre-
serve the visual content of the original video while
altering its event progression. Instead of relying
on textual responses for temporal supervision, our
method contrasts these video views directly in the
representation space. This makes temporal order
differences explicit in video-token representations
without changing the response format.

Contrastive view construction. We instantiate
this idea by constructing three views from each
training video V' = {v1,...,vr}: an anchor view
V@, an order-consistent positive view VT, and an
order-disrupted negative view V~. The anchor
defines the reference temporal progression, the
positive preserves this progression under a mild
sampling perturbation, and the counterfactual neg-
ative view changes the progression while keeping
the sampled visual content fixed. Together, these
views allow the contrastive objective to compare
temporal consistency against order disruption un-
der controlled visual content.

> Anchor: The anchor view V¢ is the reference
chronological view. It is obtained by uniformly
sampling K frames from the original video while
preserving their temporal order. Formally, let ¢; <
13 < --- < 1 denote the sampled frame indices;
the anchor view is defined as:

a
V = {7}2'1,1)7;2,..

<y Vig } (3)
> Positive: The positive view V' is an order-
consistent counterpart to the anchor view. It pre-

serves the temporal progression and main visual
content of V* while introducing a mild sampling

variation. In this work, we instantiate this pertur-
bation by randomly dropping one frame from V¢.
Letd € {1,..., K} denote the dropped position;
the positive view is defined as:
VT = {v,.. 3 Vig_ 1y Vigeqs > Vig fo (@)
Since the remaining frames preserve the original
chronological order, V' and V' are treated as a
positive pair.

> Negative: The negative view V'~ is designed
to isolate temporal order as the main contrasting
factor. It reuses the same sampled frames as the an-
chor view, so that objects, scenes, and local visual
patterns are largely preserved while the chrono-
logical order is disrupted. This same-video con-
struction reduces shortcuts based on video identity
or static appearance, making temporal order the
primary difference between V* and V.

Specifically, we apply a non-identity temporal
permutation 7 to the anchor sequence:

VT = {viw(l),viﬁ@), - ,viﬂ(K)}, m #id. (5)

Thus, V'~ serves as a temporal counterfactual
negative that differs from V' in frame order.

Contrastive objective. To realize temporal coun-
terfactual learning, we train the anchor represen-
tation to stay close to its order-consistent positive
view and away from same-video counterfactual
negatives. In this way, the contrastive objective
turns temporal order changes into explicit con-
straints on video-token representations. Specifi-
cally, we adopt an InfoNCE objective (Oord et al.,
2018). For each anchor view, we construct M coun-
terfactual negative views {V,- }M_, . Let 7(U) de-
note the video-token representation extracted from
any constructed view U. We compute the positive
and negative similarity scores as:

st =sim(r(V*),r(V")),

6
S, = sim(r(V“),r(Vn;)). ©)
The contrastive loss is defined as:
exp(st /7.
'Ccon - _log p( ]\4/ ) _ )
exp(sT/7e) + D =1 €xXp(sm/7c)
@)

where sim(-, -) denotes cosine similarity and 7. is
the contrastive temperature.
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Figure 3: Kendall-tau-based grading of temporal coun-
terfactual negatives. Smaller d. yields harder counter-
factuals closer to the original order, while larger d.
indicates stronger order disruption and easier contrasts.

3.3 Emergence-aware Temporal Supervision

The temporal counterfactual objective should not
be applied blindly to all video tokens or all re-
ordered views. We therefore design the supervision
to be both targeted and graded, so that the represen-
tation constraint focuses on informative temporal
features while keeping the counterfactual compar-
isons at an appropriate difficulty.

Targeted video-token supervision. We now de-
scribe how the contrastive representation r(U) is
extracted for each constructed view. Each view
is processed by the shared VideoLM to obtain
layer-wise video-token features. Motivated by the
observation that different layers capture different
stages of multimodal information flow and last-
frame features can aggregate temporal cues across
the video (Zhang et al., 2025d; Shi et al., 2026), we
use last-frame representations from selected layers
S for contrastive supervision. This targeted design
avoids dense constraints over all layers and video
tokens while focusing on compact, temporally in-
formative features.

Specifically, for each view U of the original
video V' and selected layer [ € S, we take the last-
frame video-token features, denoted as H}**'(U).
We first apply mean pooling over the last-frame
tokens at each selected layer and then average the
resulting features across selected layers:

r(U) = | ZMeanPool (HlaSt(U)> , (8

1S

where MeanPool(-) averages the last-frame video
tokens into a single feature vector. Since differ-
ent VideoLM backbones vary in depth and rep-
resentation structure, the selected layer set S is
model-dependent. We specify the exact layers in
the implementation details.

Graded temporal counterfactuals. Temporal
counterfactuals should differ from the anchor in
temporal order, but the degree of order violation
affects the learning signal. Smaller violations cre-
ate harder fine-grained contrasts, while larger vi-
olations produce more explicit but easier coun-
terfactuals. Therefore, we use Kendall tau dis-
tance (Kendall, 1938; Diaconis and Graham, 1977)
to grade the strength of order violation, allowing
us to control the signal and construct effective tem-
poral contrasts, as illustrated in Figure 3.

Given a permutation 7, over the K frames of
the anchor view, the Kendall tau distance counts
the number of pairwise order inversions:

dr(mm) = Z [[mm (i) > mm (5],  (9)

1<i<j<K

where I[] is the indicator function. Since the max-

imum number of inversions is K (K — 1)/2, we
normalize the distance as:
5 2d-(7m)
d, = —". 10
The normalized distance ciT(wm) € [0, 1] mea-

sures how strongly the counterfactual violates the
original temporal order. Smaller values indicate
that the permutation remains close to the original
order and is harder to distinguish, whereas larger
values indicate stronger order disruption.

During training, we sample each counterfactual
permutation 7, from a controlled range:

Omin < d‘r(ﬂ-m) < Omax; (11)
where dpin and dpax define the allowed degree
of order violation. If the number of valid permu-
tations in the range is insufficient, we repeatedly
sample with replacement until obtaining the re-
quired M negatives. In our implementation, we
use 0 < dy(mp) < 0.5. This favors counterfactu-
als that introduce order violations while remaining
relatively close to the original sequence, making
them harder to distinguish.

3.4 Optimization Objective

We keep the standard language modeling objec-
tive: it provides semantic supervision for the orig-
inal temporally ordered video-query pair and pre-
serves the model’s generation ability. VI-Contrast
is added as an auxiliary objective, providing direct
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Frames Model TOMATO TempCompass Vinoground
Y/N MCQ Caption Match Text Video Group
LLaVA-OneVisionl.5-4B 21.09 62.86 56.71 50.00 68.26 20.60 23.80 3.60
InternVL3.5-4B 28.71 72.08 68.73 60.93 79.44 48.20 28.20 16.00
Visual Jigsaw 26.01 73.50 71.77 61.93 79.51 44.80 25.00 13.20
8 Qwen3.5-0.8B 26.01 63.64 58.80 48.35 70.39 26.60 22.00 7.00
Qwen3.5-2B 25.74 71.02 67.34 56.64 77.45 34.00 20.40 7.60
Qwen3.5-4B 33.42 77.62 71.90 49.50 83.77 50.00 31.80 19.60
Ours-0.8B 27.29 128 6498131 59.49 060 50.05+.70 7026005 29.40 250 22.20+020 7.20 +020
Ours-2B 3147 +573 7497 1395 70.00 266 6417753 80.17 272 41.20+720 25.00 1460 11.40 +3.50
Ours-4B 36.46 304+ 7933171 7494304 50.80:150 85.30:155 57.20:720 29.00-250  20.00 +0.40
LLaVA-OneVisionl.5-4B 20.55 62.25 57.47 51.15 69.33 20.00 23.80 4.80
InternVL3.5-4B 30.12 72.89 70.70 61.68 80.44 53.60 30.80 16.80
Visual Jigsaw 25.13 74.60 72.78 62.72 80.64 47.20 28.00 15.40
16 Qwen3.5-0.8B 25.81 64.04 59.94 49.75 70.73 27.60 21.20 5.80
Qwen3.5-2B 26.55 72.48 69.18 58.83 78.84 37.40 23.00 9.60
Qwen3.5-4B 35.58 77.66 74.68 50.90 84.56 57.80 33.40 22.40
Ours-0.8B 27.63 152 65.27 125 6095100 5015040 7139066 31.00+340 22.60+740 8.80 +300
Ours-2B 31.20 4465  76.07 +359 71.46 4228 65.77 169+ 8224340 43.40 600 24.80-.150 12.80+320
Ours-4B 37.67 209 79.49 +153 7620152 50.55.035 85.63+107 59.80.200 31.60-150 21.00-1.40
LLaVA-OneVisionl.5-4B 20.49 62.49 56.71 49.85 68.80 19.80 23.40 4.80
InternVL3.5-4B 29.65 73.46 70.76 62.03 80.71 52.80 32.60 19.40
Visual Jigsaw 26.48 74.52 72.78 61.93 80.24 48.80 30.80 18.60
32 Qwen3.5-0.8B 26.08 64.57 60.89 51.50 71.99 28.00 20.00 5.80
Qwen3.5-2B 27.02 72.97 69.43 58.13 79.57 38.20 22.60 9.20
Qwen3.5-4B 36.39 78.60 74.62 48.65 84.96 59.20 33.80 21.80
Ours-0.8B 28.17 <209 66.08 151 62224133 50.10-740 7212013  30.60 +260 25.60 560 8.80 +3.00
Ours-2B 30.93 391 7595205 T1.71+228 65.52:730 82.44.:257 44.60:640 2540250 13.20+4.00
Ours-4B 3841200 79.54 094+ T76.58 196 50.75:20 86.09:1.13 60.40::20 34.00+020 22.60 050

Table 1: Main results on TOMATO, TempCompass, and Vinoground under different frame settings. Our 4B model
performs better than recent 4B MLLMs on most benchmarks. Our method also improves over the corresponding
Qwen3.5 models in most settings, showing that VT-Contrast strengthens temporal understanding without architec-
tural changes. Small colored numbers denote absolute gains over the corresponding Qwen3.5 model.

temporal supervision on video-token representa-
tions. The final training loss is:
L= £LM + )\Econa (12)
where A controls the balance between language
modeling and temporal contrastive supervision. In

all experiments, we set A = (.1, which enables
stable joint optimization.

4 Experiments

In this section, we evaluate the proposed method
through extensive experiments. We first describe
the experimental setup, present the main results,
and then analyze key design choices and learned
representations. We also provide qualitative analy-
sis in Appendix A.S5.

4.1 Experimental Settings

Baselines. We compare models trained with
our method against four representative baselines.

InternVL3.5 (Wang et al., 2025) and LLaVA-
OneVisionl.5 (An et al., 2025) are recent open-
source multimodal large language models; we re-
port their 4B variants. Visual Jigsaw (Wu et al.,
2026) is a 7B model tailored for temporal un-
derstanding and trained for order prediction with
GRPO (Shao et al., 2024). Finally, we include
Qwen3.5 (Qwen Team, 2026), the base model used
in our training, and evaluate its 0.8B, 2B, and 4B
variants to study performance across scales.

Datasets. For training, we use the Something-
Something V2 (SSv2) (Goyal et al., 2017) training
split, a large-scale dataset for fine-grained human-
object action understanding.

For evaluation, we use three benchmarks focused
on temporal capability: TOMATO (Shangguan
et al., 2025), TempCompass (Liu et al., 2024), and
Vinoground (Zhang et al., 2024). TOMATO com-
prises 1,484 questions over 1,417 videos and evalu-
ates temporal reasoning over event progression and
state changes, while TempCompass contains 7,540
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Setting N TOMATO TempCompass Vinoground

Y/N MCQ Caption Match Text Video Group
LM only 0 29.45 72.85 68.86 62.72 78.84 36.40 22.00 9.20
+ VT-Contrast 0.1 31.47 74.97 70.00 64.17 80.17 41.20 25.00 11.40
Gain - +2.02 +2.12 +1.14 +1.45 +1.33 +4.80 +3.00 +2.20

Table 2: Effect of the temporal counterfactual objective. Compared with LM-only training, VT-Contrast consistently
improves across benchmarks, showing the benefit of direct temporal supervision on video-token representations.
Gains denote absolute improvements over the LM-only baseline.

Token Representation TOMATO TempCompass Vinoground

Y/N MCQ Caption Match Text Video Group
Last query token 31.81 71.50 68.86 59.23 77.45 33.40 25.80 9.80
All frame tokens 30.26 73.99 70.19 62.92 79.77 40.20 21.40 9.80
Last-frame tokens 3147 74.97 70.00 64.17 80.17 41.20 25.00 11.40

Table 3: Effect of token representation for temporal supervision. Last-frame video tokens achieve the best overall
performance, suggesting that targeted supervision on temporally aggregated video-token representations is more
effective for VI-Contrast. Bold and underlined numbers indicate the best and second-best results, respectively.

task instructions covering action, speed, direction,
and event order. Vinoground comprises 2,000 eval-
uation questions derived from 500 counterfactual
pairs and focuses on fine-grained video-caption
alignment under subtle temporal variations. We re-
port accuracy across all benchmarks, where higher
values indicate better temporal understanding.

Implementation details. Our models are initial-
ized from Qwen3.5 (Qwen Team, 2026), a re-
cent state-of-the-art open-source model, at three
scales: 0.8B, 2B, and 4B. We fine-tune them on
the SSv2 (Goyal et al., 2017) training split un-
der a video question answering formulation, using
“What action is happening in the video?” as the
prompt and the action label as the target response.
We jointly optimize the language modeling loss and
VT-Contrast loss, setting A = 0.1 throughout the
main text. For VT-Contrast, we set the contrastive
temperature to 7. = 0.10, sample 16 negatives with
replacement from permutations with Kendall tau
distance in (0, 0.5], uniformly sample 8 frames per
video, and use last-frame video tokens. We apply
VT-Contrast to layers 21-24 out of 24 layers for
the 0.8B and 2B models, and to layers 25-28 out of
32 layers for the 4B model. All models are trained
for 2,250 steps using the same global batch size of
16 and a learning rate of 1 x 107°.

During evaluation, we use the Imms-eval frame-
work (Zhang et al., 2025a), disable thinking mode,
and adopt greedy decoding for deterministic results.
To reduce formatting-related evaluation errors, we
use prompts with standardized answer formats; de-

tails are provided in Appendix C.

4.2 Main Results

Table 1 reports the main results under different
frame budgets. Following Imms-eval, frames are
first sampled at the default FPS and capped by
the specified frame budget, so the reported frame
setting is an upper bound and some videos may use
fewer frames. Compared with recent open-source
VideoLMs, our 4B model achieves stronger results
on most temporal benchmarks, with a particularly
clear advantage on TOMATO.

Compared with the corresponding Qwen3.5 base
models, our method brings consistent gains across
most model scales and frame settings. The gains
are particularly notable for the 2B model: under the
8-frame setting, it improves TOMATO by 5.73%
and TempCompass Y/N by 3.95%, showing clear
benefits on order-sensitive tasks. The 0.8B and
4B models also show clear improvements, suggest-
ing that the proposed objective remains effective
across model scales, with further room for scale-
specific tuning. At the same time, the TempCom-
pass Caption results suggest that some subtasks
remain partly dependent on the base model capa-
bility under greedy decoding; in our results, the
2B model performs better than the 4B model on
Caption and also obtains a larger gain.

4.3 Ablation Studies

We ablate the key designs of VT-Contrast, includ-
ing the temporal counterfactual objective, targeted
video-token representations, and counterfactual dif-
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Counterfactual Difficulty TOMATO TempCompass Vinoground

Y/N MCQ Caption Match Text Video Group
Full negatives 30.86 73.62 69.94 63.22 79.71 39.20 26.60 10.80
Simple negatives 30.80 73.75 68.92 63.82 80.04 39.20 24.20 11.00
Hard negatives 31.47 74.97 70.00 64.17 80.17 41.20 25.00 11.40

Table 4: Effect of temporal counterfactual difficulty. We compare full (0, 1], simple (0.5, 1], and hard (0, 0.5]
negatives based on Kendall-tau distance. The best performance from hard counterfactuals shows that Kendall-tau-
based grading helps select more useful temporal counterfactuals.

Anchor-Negative  Hardest-Negative Margin Before VT-Contrast After VT-Contrast Before VT-Contrast After VT-Contrast
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Figure 4: Representation analysis of VI-Contrast. (a) Similarity distributions: VT-Contrast separates hardest nega-
tives from positives while keeping anchor-positive similarities relatively high. (b) Distance-similarity comparison:
negative similarity decreases more clearly with Kendall-tau distance after training. (c) PCA visualization: anchor,
positive, and negative representations become more distinguishable after training.

ficulty control. All experiments use the 2B model = negatives achieve the best overall performance
under the 8-frame setting. Additional analyses of = across most benchmarks. Their advantage over
layer selection, the number of negatives, and tem-  full negatives suggests that a focused hard subset
perature are provided in Appendices A.2, A.3,and is better than mixing widely varying difficulties,
A4, respectively. while their advantage over simple negatives shows
the benefit of more challenging perturbations. To-
gether, these results demonstrate the importance of
Kendall-tau-based grading for selecting effective
temporal counterfactuals.

Temporal counterfactual objective. Table 2 ab-
lates the temporal counterfactual objective. Com-
pared with LM-only training, VT-Contrast im-
proves performance across the three benchmarks,
with gains on every metric. These consistent gains 4.4 Representation Analysis
suggest that the objective provides useful super-
vision beyond standard language modeling, with
larger improvements on TOMATO and Vinoground
Text. We use A = 0.1 by default, with additional
loss-weight experiments in Appendix A.1.

To understand how VT-Contrast improves temporal
understanding, we analyze video-token representa-
tions on 300 SSv2 validation samples. As shown
in Figure 4(a), before training, original videos and
their reordered variants have very high cosine simi-
Table 3 studies larity and are mapped close in representation space.
This supports our motivation that standard Vide-
oLM representations are insufficiently sensitive to
temporal order perturbations.

After training, reordered variants are less con-
centrated around the original representation, and
the hardest-negative margin increases. Figure 4(b)
relates anchor-negative similarity to Kendall-tau
distance, showing a clearer decrease with stronger
temporal perturbations. Figure 4(c) shows PCA,
where negative representations become more dis-
tinguishable from anchor and positive views. Over-
all, these results show that same-video temporal
Temporal counterfactual difficulty. Table 4 ab- counterfactuals provide effective supervision for
lates Kendall-tau-based negative selection. Hard  order-sensitive video-token representations.
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Targeted video-token selection.
where to apply VT-Contrast. Compared with su-
pervising the last query token used for answer gen-
eration, supervising video-token representations
achieves substantially better results on TempCom-
pass and Vinoground Group. This highlights the
importance of applying temporal counterfactual su-
pervision directly in the video-token space. Among
video-token choices, last-frame tokens outperform
full-frame tokens overall, suggesting that the final-
frame representations provide a compact target that
better aggregates temporal information.



5 Conclusion

We propose VT-Contrast, a representation-level
temporal supervision method for VideoLMs. The
central idea is to shift temporal learning from re-
sponse space to video-token space by contrasting
order-preserving views with same-video reordered
counterfactuals. Applied to targeted last-frame rep-
resentations, VT-Contrast uses Kendall tau distance
to grade the temporal disruption of counterfactuals,
making temporal order explicit in internal represen-
tations. Experiments across temporal benchmarks
show consistent overall gains, suggesting that shap-
ing video-token representations is promising for
improving temporal reasoning in VideoLMs.

Limitations

Although VT-Contrast shows consistent improve-
ments, our validation is limited by computa-
tional resources to moderate-scale supervised fine-
tuning on existing VideoLMs. Its effectiveness on
larger and more diverse video-text data, such as
longer videos, multi-event scenarios, and broader
instruction-style tasks, is worth further exploration.
Since VT-Contrast provides auxiliary supervision
by reshaping existing video-token representations,
its gains may still depend on the temporal model-
ing and generation ability of the base model. This
is reflected by cases where larger models do not
always perform better, such as TempCompass Cap-
tion, suggesting that the gains from VT-Contrast
are affected by the base model’s task-specific ca-
pability. These observations point to a promising
direction of incorporating temporal counterfactual
supervision into larger-scale pretraining to further
strengthen VideoLMs’ temporal capability.
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A Additional Analysis

In this appendix, we provide additional analysis
of the proposed VT-Contrast. We study the ef-
fects of the contrastive loss weight ), targeted layer
selection, the number M of negative views, and
the contrastive temperature 7.. We also include
qualitative examples to better illustrate the behav-
ior of our model. Overall, these results show that
VT-Contrast is relatively robust to common hyper-
parameter choices. Unless otherwise specified, we
follow the main experimental setting and report
results based on the 2B model with 8 input frames.

A.1 Contrastive Loss Weight
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Figure 5: Effect of the contrastive loss weight A. Adding
VT-Contrast generally improves performance over A =
0, while larger weights do not always help. We use
A = 0.1 as the default setting, which gives the best
overall performance in this ablation.

We first study the effect of the contrastive loss
weight A. For TempCompass and Vinoground, we
report TempCompass Y/N and Vinoground Group
because the former is highly order-sensitive and
the latter is the most representative Vinoground
metric. As shown in Figure 5, adding VT-Contrast
improves performance over A = 0 on all three
benchmarks. As A increases from 0, the stronger
contrastive signal generally improves temporal dis-
crimination. However, after a certain point, a larger
weight can hurt some tasks, likely because the con-
trastive objective starts to interfere with the model’s
general downstream performance. Therefore, we
use A = 0.1 as the default setting, which gives the
best overall trade-off in these results.

A.2 Targeted Layer Selection

We further study contrastive layer selection us-
ing the same three representative tasks as in Ap-
pendix A.1. As shown in Figure 6, different layer
ranges lead to clearly different performance, indi-
cating that where VT-Contrast is applied matters. A
general trend is that middle-to-late layers perform
better than early layers. This suggests that tempo-
ral information may be sufficiently aggregated in

TOMATO TempCompass Y/N 2 Vinoground Group
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=
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Figure 6: Effect of targeted layer selection. Different
layer ranges show different effects, highlighting the im-
portance of targeted layer selection. For the 2B model,
we use layers 21-24, which perform best across the rep-
resentative temporal tasks.

higher layers, while early-layer representations are
still forming local visual features and are less suit-
able for our temporal counterfactual supervision.
These results highlight the importance of targeted
layer selection for obtaining strong performance.
For the 2B model, we therefore apply VT-Contrast
to layers 21-24. Although the best layer range may
vary across model scales and deserves further ex-
ploration, later layers generally provide a strong
and reliable default choice.

A.3 Number of Counterfactual Negatives

Table 5 studies the number of temporal counterfac-
tual negatives. The number of negatives controls
how many temporally perturbed same-video views
are compared with each anchor in the InfoNCE
objective. With only 4 negatives, the contrastive
signal is limited, leading to weaker overall per-
formance. Using 8 negatives already gives com-
petitive results on several tasks, suggesting that
moderate negative diversity is helpful. Further in-
creasing the number to 16 provides richer temporal
counterfactual comparisons and leads to the most
stable results. Therefore, we use 16 counterfactual
negatives as the default setting.

A.4 Contrastive Temperature

Table 6 studies the sensitivity to the contrastive
temperature 7.. In the InfoNCE objective, 7. con-
trols the sharpness of the similarity distribution:
smaller values make the objective more sensitive to
similarity differences, while larger values produce
smoother contrastive signals. The results show that
VT-Contrast is relatively robust to this hyperparam-
eter, with different temperatures giving compara-
ble performance across most tasks. Among them,
T. = 0.10 provides a strong trade-off, performing
best on several tasks while remaining competitive
on others. A smaller temperature sharpens the con-
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Negative Number TOMATO TempCompass Vinoground

Y/N MCQ Caption Match Text Video Group
4 samples 30.93 73.79 69.56 62.18 79.37 38.40 23.00 10.80
8 samples 32.21 73.42 69.43 64.32 79.97 39.00 23.80 10.20
16 samples 31.47 74.97 70.00 64.17 80.17 41.20 25.00 11.40

Table 5: Effect of the number M of counterfactual negatives. Using 4 negatives provides a relatively weak temporal
counterfactual signal, while using 8 negatives already gives competitive results on several tasks. Increasing to 16
negatives further improves overall stability and achieves the best overall performance.

Temperature TOMATO TempCompass Vinoground

Y/N MCQ Caption Match Text Video Group
0.06 29.99 73.58 70.51 64.62 79.24 43.60 23.40 11.20
0.08 31.27 73.54 69.68 63.67 80.17 39.20 24.60 11.60
0.10 3147 74.97 70.00 64.17 80.17 41.20 25.00 11.40
0.12 30.39 74.56 69.68 62.57 79.91 40.60 23.40 11.40
0.14 29.65 73.05 70.13 63.72 79.31 40.60 22.60 10.80

Table 6: Sensitivity to the contrastive temperature 7.. Different temperatures yield comparable results across most
tasks, indicating that VT-Contrast is not highly sensitive to this hyperparameter. We use 7. = 0.10 by default, which

provides a strong overall trade-off.

trastive distribution, which can help some tasks
but also leads to less stable results. By contrast,
a larger temperature smooths the distribution and
weakens the separation signal, leading to weaker
overall performance. We therefore use 7. = 0.10
as the default setting.

A.5 Qualitative Analysis

Figure 7 presents qualitative examples from Temp-
Compass Y/N, where each case contains an original
video and its reversed counterpart. We choose this
setting because the original and reversed videos
share nearly the same visual content, while the
questions are designed to test whether the model
can distinguish changes in event direction and tem-
poral order. As shown in the examples, Qwen3.5 is
less sensitive to the temporal change between the
original and reversed videos. It fails on fine-grained
temporal transitions, including the child’s turning
direction, paper deformation, and the apple’s vi-
sual state change, while our method adapts more
reliably to the reversed temporal semantics. These
cases suggest that VI-Contrast improves sensitiv-
ity to temporal progression and reduces reliance on
static appearance cues.

B Additional Experiments

In this appendix, we provide additional experi-
ments to further evaluate VT-Contrast beyond the
main settings. We evaluate VI-Contrast with In-
ternVL3.5 (Wang et al., 2025), which belongs to a

different VideoLM family, assess VT-Contrast on
general video QA, and report the training overhead
introduced by the contrastive objective.

B.1 Evaluation with InternVL3.5

To further assess the generalizability of VT-
Contrast across different VideoLM families, we
evaluate our method on InternVL3.5 (Wang et al.,
2025), beyond the Qwen3.5 model family consid-
ered in our main experiments. Specifically, we
use InternVL3.5-4B and train VT-Contrast with 8-
frame inputs, while adapting the configuration by
setting the contrastive loss weight to A = 0.12, ap-
plying the objective to layers 29-32, and reducing
the number of negatives to M = 12 for training
efficiency. As in our main experiments, we use a
single model trained with 8-frame inputs and evalu-
ate it at inference time using 8, 16, and 32 sampled
frames. Results in Table 7 show that VT-Contrast
improves most metrics across different frame set-
tings, further supporting its effectiveness beyond
the Qwen3.5 model family.

B.2 [Evaluation on General Video QA

We further evaluate VT-Contrast on general video
QA to examine whether its benefits extend beyond
temporally focused downstream tasks. For this pur-
pose, we adopt Video-MME (Fu et al., 2025), a
comprehensive benchmark for evaluating general
video understanding. We use Qwen3.5-2B as the
base model and train it for 1,500 steps on a subset
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Figure 7: Qualitative examples on TempCompass Y/N with reversed video pairs. Each example contains an original
video and its reversed counterpart, which share similar visual content but require different answers. Compared with

Qwen3.5, our method better adapts its predictions to the changed temporal order.

Frames Model TOMATO TempCompass V“g’f(fl‘:;“d
Y/N MCQ Caption Match

8 InternVL3.5-4B 28.71 72.08 68.73 60.93 79.44 16.00
Ours-4B 30.26+1.55 72.40 0.3 70.06 .33 63.67 2.7+ 79.44 +0.00 16.60 0.0

16 InternVL3.5-4B 30.12 72.89 70.70 61.68 80.44 16.80
Ours-4B 30.190.07 73.380.49 71.52 052 64.32 264 79.51-0.93 18.20 .40

32 InternVL3.5-4B 29.65 73.46 70.76 62.03 80.71 19.40
Ours-4B 30.05 0.4 73.95 049 71.901.14 65.32 329 80.71 +0.00 19.40+0.00

Table 7: Results of VT-Contrast on InternVL3.5-4B under different frame settings. Small colored numbers indicate
changes over the InternVL3.5-4B baseline. VT-Contrast improves most metrics across 8, 16, and 32 frames, further
supporting its effectiveness beyond the Qwen3.5 model family.

Method Frames

8 16 32
Qwen3.5-2B 52.07 54.93 57.85
Ours-2B 52.67 56.07 58.30
Gain +0.60 +1.14 +0.45

Table 8: Results on general video QA with Video-MME,
reporting overall accuracy. Gains denote absolute im-
provements over the Qwen3.5-2B baseline, showing the
effectiveness of our method for general video QA.

of the open-ended QA data from LLaVA-Video-
178K (Zhang et al., 2025c). Compared with the
action-centric SSv2 data used in our main exper-
iments, this setting provides more general super-
vision, allowing us to assess whether VT-Contrast
also benefits broader video understanding. Results
in Table 8 show that our method improves the over-
all Video-MME accuracy. These results further
demonstrate the applicability of VT-Contrast to
broader video QA settings.

B.3 Training Overhead

We additionally report the training overhead intro-
duced by VT-Contrast. Since each training sam-

ple includes an anchor view, a positive view, and
multiple counterfactual negatives, the method re-
quires additional computation compared with stan-
dard training. We profile Qwen3.5 models on an
8-H100-GPU server with a per-device batch size of
1 and a fixed effective global batch size of 16, com-
paring M = 0,4, 8,16 negatives. For each con-
figuration, we conduct five 40-step runs, discard
the first 10 steps of each run as warm-up, compute
statistics over the remaining 30 steps, and report
the average across the five runs. As shown in Ta-
ble 9, increasing M introduces additional training
overhead as expected. These results characterize
the practical training cost of VT-Contrast. Since
our current implementation is not specifically opti-
mized for efficiency, further improvements may be
possible with additional optimization.

C Prompt Details

For reproducibility, we list the prompts used for
benchmark evaluation. Across all reported models
and settings, we use the same prompt format within
each benchmark to reduce prompt-induced varia-
tion. For each task, we present a prompt example
illustrating the input format.
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Model Metric Number of Negatives )/

0 4 8 16
Time (s) 1.83 5.09 5.26 6.28
0.8B  Alloc. (GiB) 9.73 11.35 11.90 13.86
Reserved (GiB) 15.32 16.44 17.28 19.23
Time (s) 1.94 5.42 5.75 7.09
2B Alloc. (GiB) 24.834 26.54 26.94 29.56
Reserved (GiB)  39.53 40.86 42.88 45.46
Time (s) 2.57 7.05 8.18 10.77
4B Alloc. (GiB) 51.36 52.38 53.52 57.39
Reserved (GiB)  70.88 72.82 74.99 77.40

Table 9: Training overhead of VT-Contrast. M = 0 de-
notes standard training without the contrastive objective.
Time denotes wall-clock time per training step, while
Alloc. and Reserved denote peak allocated and reserved
CUDA memory, respectively.

C.1 TOMATO

TOMATO is evaluated as a multiple-choice task.
Following the default prompt in the Imms-eval
framework, we further constrain the model to an-
swer with a single option letter. This reduces overly
open-ended responses and simplifies the subse-
quent evaluation process in practice. An example
prompt is shown below.

You will be provided with n separate frames uniformly
sampled from a video, the frames are provided in chrono-
logical order of the video. Analyze these frames and
provide the answer to the question about the video con-
tent. Answer the multiple-choice question about the video
content.

You must use these frames to answer the multiple-choice
question; do not rely on any externel knowledge or com-
monsense.

<question>
In which direction(s) did the person’s hand move?
</question>

<options>

‘A’: ‘Not moving at all’, ‘B’: ‘Left.’, ‘C’: ‘Right’, ‘D’:
‘First to the right then to the left., ‘E’: ‘First to the left
then to the right.

</options>

Even if the information in these separate frames is not
enough to answer the question, PLEASE TRY YOUR
BEST TO GUESS AN ANSWER WHICH YOU THINK
WOULD BE THE MOST POSSIBLE ONE BASED ON
THE QUESTION.

DO NOT GENERATE ANSWER SUCH AS ‘NOT POSSI-
BLE TO DETERMINE.

Your output must be exactly one uppercase option letter
fromA, B, C, D, E.

Answer:

C.2 TempCompass

For TempCompass, we use task-specific prompts
for Yes or No, Multi Choice, Captioning, and Cap-
tion Matching. As with TOMATO, we explicitly
specify the required answer format when applica-
ble to ensure consistent evaluation across models.
For Captioning, we follow the Imms-eval default
and use GPT-3.5-Turbo for GPT-based grading. Ex-
ample prompts are provided below.

Yes or No:
Is the man dunking?
Please answer yes or no:

Multi Choice:

What is the man doing in the video?

A. dunking a basketball

B. dribbling a basketball

C. passing a basketball

Please only give the letter of the best option from A, B,
C:

Captioning:

You will be presented with a video and several pieces of
information. One piece of information is consistent with
the video while the others are not. Please identify the
information that consistent with the video and generate
a video caption accordingly.

Information A: ‘subject’: ‘man’, ‘action’: ‘dribbling a
basketball’

Information B: ‘subject’: ‘man
basketball’

Information C: ‘subject’: ‘man’, ‘action’: ‘passing a
basketball’

Generated Caption:

»

, ‘action’: ‘dunking a

Caption Matching:

Which description is a more suitable match for the video?
Option 1: The man is dribbling a basketball.

Option 2: A man is dunking a basketball.

Please only give the label of the best option from Option
1, Option 2:

C.3 Vinoground

For Vinoground, we use separate prompts for text-
to-video and video-to-text matching. Depending on
the matching direction, the model chooses between
two candidate videos or captions and outputs only
the corresponding option letter. Example prompts
are shown below.

Text:

Which caption best describes this video?

A. a toddler picks up a water bottle and drinks before he
plays around the grass field
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B. a toddler plays around the grass field before he picks
up a water bottle and drinks

Answer with the option’s letter from the given choices
directly. Please only output one English character.

Video:

Which video segment matches this caption? Note: The
video contains two segments separated by a 2-second
black frame. Caption: a toddler plays around the grass
field before he picks up a water bottle and drinks

A. First segment (before black frame)

B. Second segment (after black frame)

Answer with the option’s letter from the given choices
directly. Please only output one English character.
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